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Abstract

The Zero-Inflated Poisson Log-Normal model (ZIPLN) is a model for count data with excess zeros.
It assumes that the observed zeros come from a mixture of a degenerate distribution at zero and a
Poisson Log-Normal model (PLN), with both components influenced by explanatory covariates. For
example, in abundance of microbial communities depending on the experimental conditions, some
species may be modelled by a multivariate PLN distribution, while other species may be unobserved
leading to an excess of zeros. When the observed abundances depend on a large number of covariates,
it becomes necessary to implement variable selection procedures to improve interpretability, reduce
noise, and simplify the model. This paper extends the Smooth Information Criterion (SIC) to the
ZIPLN model. The proposed method consists of penalizing an Evidence Lower BOund (ELBO) of
the marginal log-likelihood associated with the ZIPLN model using a smooth approximation of the
Lg-norm. The resulting algorithm combines a specific algorithm for the SIC, e-telescoping, and a
Variational Expectation Maximisation algorithm (VEM). Our study aims to induce sparsity on the
regressors explaining the random occurrences of the ZIPLN model. To support our proposal, we
conduct simulation studies and apply it to data from a microbial communities study involved in the
milk production process.

Keywords: Information criteria, Microbial communities, Multivariate count data, Variational EM
algorithm, Variable selection, Zero inflation

MSC Classification: 62H12 , 62J99



1 Introduction

There are numerous fields that exhibit multivari-
ate count data, such as ecology, microbiology,
industry, and medicine. In ecology and micro-
biology, they are commonly employed to study
species distributions (Warton et al. 2015; Lee et al.
2020; Chiquet et al. 2021). Genetic marker ampli-
fication and sequencing produce high-dimensional
count data that are often characterized by an
excess of zeros relative to what is expected under
conventional count distributions (Lambert 1992).
This phenomenon reflects the true or apparent
absence of species, and poses specific challenges
for statistical modeling.

To deal with the excess of zeros, a widely
adopted approach is to model the observed data
as a mixture between a degenerate distribution at
zero (Dirac mass at zero) and a counting distribu-
tion (Lambert 1992), with the transition from one
to the other controlled by a probability w. Two
families of models are often used: Zero-Inflated
(ZI) models (Johnson and Kotz 1969; Cohen 1963)
and zero-altered (ZA) models (Heilbron 1994),
also known as hurdle models. ZA models consider
that all zeros come from the degenerate distri-
bution, while strictly positive values are derived
from a zero-truncated counting model. Conversely,
Z1 models allow for a double origin for zeros,
which can be generated either by the degenerate

component or by the counting model.

We focus here on models developed using
the ZI strategy, which accounts for two possible
sources of zeros: a true zero, meaning that the
species is absent from the ecosystem or under
a given experimental condition, and a random
zero due to sampling, which originates from the
counting component of the mixture (e.g., the Pois-
son component). The first ZI models, introduced
by Johnson and Kotz (1969); Cohen (1963), did
not take covariates into account. Later, several
extensions were proposed to incorporate covari-
ates. Mullahy (1986) introduced a ZI Poisson
(ZIP) regression model in which the Poisson inten-
sity parameter, v, depends on covariates. Lambert
(1992) proposed a ZIP model where both v and w
are functions of covariates.

Since then, various ZI models have been devel-
oped to address the specificities of certain data.
For example, in an industrial context, Li et al.
(1999) have proposed a multivariate ZIP model
for multiple types of defects. It is important to
note that the term multivariate, here, refers to the
number of defect types, rather than a joint mul-
tivariate response. Some extensions incorporate
random effects into ZIP or ZI binomial regres-
sion models (Hall 2000), while others address
censored data (Saffari and Adnan 2011). Certain
recent extensions take into account joint responses
and overdispersion. In microbiology, Lee et al.

(2020) have proposed a ZI Bayesian regression



model, incorporating complex dependence mod-
elling between microbial species, variable selection
and MCMC inference. Batardiere et al. (2025)
have introduced a ZI version of the multivariate
PLN model (ZIPLN).

In this paper, We extend the work initiated
in Kioye et al. (2026) by considering the ZIPLN
model. To achieve this, we adopt the extension
proposed by Batardiere et al. (2025), to which
we consider an additional variable selection step
during the inference procedure. As in the exten-
sion of Lambert (1992), the mixing probability in
the model in Batardiere et al. (2025) depends on
covariates, which may be either the same as or
different from those involved in the Poisson inten-
sity parameter. In this context, variable selection
can serve three distinct purposes. First, to iden-
tify the relevant covariates for each count variable
(or each species) involved in the construction of
the mixing probabilities; second, to select only the
covariates that explain the observed abundances;
and third, to select covariates that play a role in
both the construction of the mixing probabilities
and the explanation of abundances. In this paper,
we focus on the second objective, namely the effi-
cient selection of relevant covariates involved in
the Poisson component of the ZIPLN model.

Variable selection is a key issue in multivari-
ate analysis, and numerous approaches continue
to be developed to address it. To promote spar-

sity in estimation, the ideal approach consists of

adding the Ly pseudo-norm to the loss function.
However, optimization with the Ly norm is com-
putationally intractable due to the non-convex
and discontinuous nature of the Ly pseudo-norm
(Natarajan 1995). A widely adopted strategy is
to replace the Lg-norm with its convex surrogate,
the Li-norm (Chen and Donoho 1994; Tibshi-
rani 1996). However, the Li-norm introduces bias
in the coefficient estimates (Fan and Li 2001;
Zou 2006), making it suboptimal for identifying
truly non-zero covariate effects in regression mod-
els (Candes et al. 2008; Marmin et al. 2019). To
more closely approximate the Ly norm while main-
taining computational feasibility and overcoming
the limitations of the L; penalty, several meth-
ods have been proposed. Among them, we can
mention the reweighted Li-norm (Candes et al.
2008), the Lg-quasinorm minimization (Foucart
and Lai 2009), the log-sum penalty (Weston et al.
2003), and the Geman—McClure criterion (Geman
1987). These penalties depend on a parameter
€ > 0 that controls the approximation of the
Lo-norm and offers a suitable trade-off between
reducing the bias induced by regularization and
accurately approaching the Ly norm as € tends to
zero. Significant advances have been achieved in
signal processing over the years, aiming to develop
sparse and unbiased estimators (Castella and Pes-
quet 2015; Chouzenoux et al. 2013; Florescu et al.
2014). More recently, the Geman-McClure cri-

terion has been applied to variable selection in



statistics (O’Neill and Burke 2022; O’Neill and
Burke 2023). O’Neill and Burke (2023) estab-
lished a connection between the Geman—-McClure
criterion, defined in Section 3.1, and an infor-
mation criterion called the Smooth Information
Criterion (SIC) for fixed values of a parame-
ter A that controls the penalty level in the loss
function. Although the SIC avoids the use of
cross-validation for tuning A, it still relies on an
iterative procedure known as e-telescoping to mit-
igate the instability in parameter estimation that
arises when ¢ remains fixed.

The approach developed in this paper consists
in building a sparse and less biased variable selec-
tion procedure for the multivariate ZIPLN model,
based on variational inference (Jaakkola and Jor-
dan 2000; Blei et al. 2017a) and using SIC, in
order to obtain stable and parsimonious estimates
of the model parameters. This facilitates interpre-
tation by focusing on the relevant variables for
each column of the sparse multivariate count data.
This contribution is of practical importance, par-
ticularly in biological and ecological applications.
Our work differs from ZIPLN-network (Tous et al.
2025), which aims to identify meaningful associ-
ations between the columns of the count matrix
by applying an Li-penalty to the latent precision
matrix. Instead, we propose to induce sparsity in
the coefficients that encode the effect of covariates

on each column of the count matrix.

The remainder of the chapter is organized
as follows. Section 2 provides a review of the
ZIPLN model construction and describes the asso-
ciated inference method. Section 3 presents the
coupling strategy between the SIC algorithm and
the Variational Expectation Maximisation algo-
rithm (VEM) for variable selection. Sections 4
and 5 are devoted to empirical studies on simu-
lated data and real data, respectively, the latter
coming from a study on the abundance of micro-
bial communities involved in the milk production

process.

2 Background

2.1 Adapting PLN with zero

inflation
Poisson Log-Normal (PLN) model. The PLN
model is introduced by Aitchison and Ho (1989)
and can be rewritten as:

Yij | zij ~ P(e?9%9), (observed) (1)

z; ~ Np(z; B, %), (latent)

where y;; corresponds to the number of occur-
rences of species (or feature) j observed in the
sample (or site) i. x; € R? is the vector of covari-
ates associated with the sample i. z; € RP denotes

the latent variable vector for the sample 7, with



entries z;;. 0;; represents the sampling effort asso-
ciated with observation ¢ and feature j. We denote
by Y € N**P Z € R"*P and O € R"*P respec-
tively the matrices associated to a collection of n
samples of the abundances of p species, p latent
variables and p sampling efforts . X € R"*? is the
matrix of d covariates associated to the n sam-
ples. The matrix B € R%*? encodes the effects
of the d covariates on the p species of Y. The
matrix 3 € RP*P captures the dependence struc-
ture among the species. P(e®97#7) represents
the Poisson distribution with parameter e%i¥%i
and N, (z] B,X) denotes the multivariate nor-
mal distribution, where ] B represents the mean
vector of p components and Y represents the
variance-covariance matrix.

Accounting for zero inflation. In count data,
the number of observed zeros can exceed the
expected number predicted by a standard count
model. This can arise from two main mechanisms:
true absences, which may be linked to experi-
mental conditions, covariates, or random factors,
and zeros that are the result of the counting
process. This is referred to as ZI. For example,
when many entries of Y are zeros, the classical
PLN model underestimates the proportion of zero
observations. To address this limitation, a com-
mon approach is to model the observed counts as
a mixture of two components: a Dirac mass at zero

(a degenerate distribution at zero), denoted by

dg, and a count model, describing random occur-
rences. A direct extension of ZI to the PLN model
involves introducing a probability w;; that the
observed count y;; takes the value 0, along with
a degenerate distribution at 0 in the observation
space of (1). The resulting model can be expressed

as:

Yij | 2ijswij ~ wii6o + (1 — wij)P(eCt7s)),

zi ~ Ny(z! B,X).

The observation space is equivalent to:

0 W.D. Wy,
Yij | 2ijs wij ~
P(eoij+z'ij> w.p. 1-— wij,
where w.p. stands for with probability.
The density of y;; can be written as follows:
_efijt#ij
wij + (1 —wij)e

(1 — wi;)P(e%575)

) = e

if y;; € N*.
Several strategies exist to define the probability
w;;. Both w;; and e%iT?ii can be related through
covariates. Sometimes w;; and €17 gre unre-
lated; other times w;; is a function of %% such
asw;; = 1/(1+(e®1#4)7), where 7 is an unknown
constant (Lambert 1992). Here, we consider that
it may depend on species j at site ¢ through

explanatory variables Z; € R%. For example, in



ecological or microbiological contexts, the envi-
ronmental characteristics specific to a site may
influence the over-representation of zeros. Simi-
larly, certain species exhibit specific behaviors or
distributions that alter the probability of observ-
ing zeros in the data. These explanatory variables
can be the same as those used for the Poisson
intensity parameter. The probability w;; is gen-
erally modeled by a logistic regression defined as

follows:

and logit(w;;) = &, b;,
where #; € R% represents the covariate vector
that influences ZI at site ¢ and Ej denotes the
corresponding coefficients for species j.

Zero-Inflated PLN (ZIPLN) regression
model. Batardiere et al. (2025) modeled the
excess of zeros by incorporating ZI into the stan-
dard PLN model (2). To achieve this, they mod-
eled w;; using an additional latent layer following
a Bernoulli distribution, parameterized by a prob-
ability m;; which encodes the probability that a

species j at site ¢ belongs to the degenerate zero

distribution. The resulting model is as follows:

Yij | zij,wij ~ wigdo + (1 — wiz)P(0i5 + €*9),
wij ~ B(mij),

z; ~ Np(z; B, %), (2)

where 7;; is defined by a logistic function

T
e:l:l- bj

. ~T
Tij = 5 and logit(m;;) = &, b;.

1+ e%i %
We define the matrices IT and W of dimensions
n X p, where the entries correspond to m;; and
wy; respectively. Additionally, B € R%*? s the
coefficient matrix for the p species associated with
X € R"*d. We also define = (B7 3, ]§) as the

set of parameters for the ZIPLN model.

2.2 Inference

Inference problem. The inference problem in
(2) is to maximize the marginal log-likelihood
in the presence of latent variables. However,
this maximization requires evaluating high-
dimensional integrals over the latent spaces, mak-
ing the inference computationally intractable. The

marginal log-likelihood is written as follows:

0(6.Y) = Zlogpe(yn, (3)

where

po(y;) = / po(Y;, Zi, w;)dz;dw;.
Zi,W;

Inference by Variational Expectation Max-
imisation (VEM). The estimation of the param-
eters of the ZIPLN model (2) requires the use

of the EM algorithm (Dempster et al. 1977).



However, the E-step involves computing the condi-
tional expectation under the posterior distribution
po(zi, w; | y;), which does not have a closed
form. To circumvent this issue, one can use either
approximation methods or sampling techniques to
deal with the intractable component during the E-
step. To this end, we can rely on the variational
approximation (Blei et al. 2017a; Jaakkola and
Jordan 2000). This approach approximates the
true posterior pg(z;,w; | y;) with a variational
distribution gw,(2;, w;), obtained by minimizing
the Kullback—Leibler (KL) divergence. ¥; denotes
the set of variational parameters associated with
observation i. Recently, Batardiere et al. (2025)
extended this approach to the ZIPLN model. In
the following, we recall its application in the con-
text of the ZIPLN model (see Batardiere et al.
(2025) for more details).

In the case of the ZIPLN model, mean-field
variational inference assumption is employed. This
approach assumes that the variational distribution

qw(Z, W) factorizes as follows:

qw(Z, W) = qu i) Q2 (w;) (4)

P
® 1(2i5) g2 (W)

I
.
i :]: ,l

This factorization assumes that the latent vari-
ables z; and w; are independent under the vari-
ational distribution. The choice of the variational

distributions (qy:(2z;) and g2 (w;)) directly

impacts the complexity of the optimization prob-
lem (Blei et al. 2017b). Batardiere et al. (2025)
assumed that g,1(2;) follows a multivariate Gaus-
sian distribution, N, (m;,diag(s?)) with ] =
(mi, s;), while, gy (w;) follows a Bernoulli distri-
bution, B(p;;) with 17 = p; where 0 < p;; < 1.
The set of variational parameters is collected into

= (¢p*,4p?), where @' = (M, S) and * =
The matrices M, S, and P are n X p matri-
ces whose rows correspond respectively to the
p-dimensional vectors m;, s;, and p;.

The marginal log-likelihood (3) can be rewrit-
ten as:

00,Y)=J(Y,0,9)+

KL[qe(Z, W) || Po(Z,W | V). (5)

The first term J(Y,0,¥) is the ELBO of the
marginal log-likelihood, and the second term is
called the KL divergence between the varia-
tional distribution ¢g(Z, W) and the posterior
pe(Z, W | Y), this last term is always positive.
So (5) can be written as:
0(0,Y) > J(Y,0,%) =Eq, (zw)llogpe(Y, Z, W)
—Eqo(zw)llog g (Z, W)].
(6)



Proposition 2.1. The matriz formulation of the

ELBO (6) for the ZIPLN model can be written as:

J(Y,0,9)=1][Qe (Yo (O0+M)-A
—log(Y!)) + P ® 80(Y)]1,
_71[7 nlog(|Q)+
1, (M -XB)QM -XB)")1,
+ trace(Q57)] +
1](P®XB —log(1,, + ¢XB))1,
np

1
+5 512 log(S?)1,+

1, (-P ®log(P) — Q ®log(Q))1,,
(7)

where @ denotes the Hadamard product, S* is
given by 8 = S ® S. We define @ = 27!,
|Q¥ represents the determinant of €. g =
i diag(s?) represents the accumulated matriz
formed by summing the n matrices diag(s?). The
matriz A is constructed element-wise as A =

eOFM+S*/2 4und finally, we set Q = 1,,— P.

The proof of Proposition 2.1 is postponed to

the appendix A.

3 Multivariate ZIPLN
regression and variable

selection

Variable selection plays an important role in mul-

tivariate regression models when the number of

explanatory variables is high. It can improve pre-
diction accuracy, enhance model interpretability,
and help identify the variables that have a signifi-
cant influence on the response variables. Variable
selection methods are well established for many
univariate regression models and some multivari-
ate regression models. However, only a limited
number of studies have investigated their applica-
tion to the multivariate ZIPLN model.

Variable selection in ZIPLN. To the best of
our knowledge, the recent work addressing vari-
able selection in the ZIPLN model is that of Tous
et al. (2025), which aims to identify meaning-
ful associations among the columns of the count
matrix by imposing an Li-penalty on the latent
precision matrix 2. In contrast, our objective is to
induce sparsity in the regression coefficient matrix
B in order to identify the active variables in the
count component of the ZIPLN model. Instead
using an Lj-penalty, we employ a smooth approx-
imation of the Ly-penalty to promote sparsity in
the estimation of the regression coefficients (see
section 3.1 for more details). The use of a smooth
approximation of the Lg-penalty is motivated by
the bias introduced by the uniform shrinkage of
all parameters, regardless of their true relevance,
induced by the Li-penalty (Candes et al. 2008;
Fan and Li 2001; Zou 2006), rendering the Lj-
penalty suboptimal for accurately recovering the

true support of the nonzero components.



Limits of the traditional methods. The
dependent nature of the columns in multivariate
count data makes the application of traditional
two-step variable selection methods (namely, a
selection phase followed by an estimation phase)
difficult. This limitation arises from the fact that a
variable may play a determining role in modeling
the observed abundances within a specific col-
umn while being uninformative for other columns.
Moreover, these variables can shape the inter-
column dependency relationships. In this context,
managing variables independently across columns
through selective removal or addition can be unre-
alistic, as it ignores the underlying interactions.

Unified one-step procedure. To overcome
these limitations, we propose a unified one-step
procedure that combines variable selection and
less biased parameter estimation. This approach
pursues a dual objective: sparsity and less biased
estimators compared to other regularization meth-
ods. To the best of our knowledge, the most
recent work addressing these dual objectives for
multivariate count data is proposed in Kioye
et al. (2026). In the following section, we propose
to extend these strategies to multivariate sparse

count data.

3.1 Smooth Information Criterion

and ZIPLN (SICZIPLN)

Smooth information criterion (SIC). The
SIC is introduced by O’Neill and Burke (2023)

which is formulated as follows:
AT o~
SIC = £(60) = 5 [18lloc + k], (®)

where ¢(6) denotes the log-likelihood, @ repre-
sents the model parameters, 0 corresponds to the
parameters subject to regularization, and k is the
number of unregularized parameters. The penalty
coefficient A is set to A = log(n) for the Bayesian
Information Criterion (BIC) and A = 2 for the
Akaike Information Criterion (AIC), respectively.
[I-llo.c is a penalty function determined through a

function ¢, (x) defined as follows:

2

b () = pranpCE

Note that the function ¢. is differentiable for
e > 0, and we have: lim._,o ¢.(x) = |z|,. The
parameter € can be interpreted as a tuning param-
eter controlling the approximation of the Ly norm.
This penalty provides a good trade-off between
reducing the bias induced by regularization and
obtaining sparse estimates as ¢ — 0, compared
to the Lp penalty (Chen and Donoho 1994; Tib-
shirani 1996) and the SCAD penalty (Fan and

Li 2001). However, relying on a penalty function



based on ¢, requires the calibration of the param-
eter €, which is not straightforward. Small values
of ¢ allow a closer approximation of the Lg-norm
but lead to unstable parameter estimates. In con-
trast, large values of € yield more stable parameter
estimates but fail to approximate the Lg-norm.
To address stability issues related to parameter
variations as a function of ¢ (see Kioye et al.
(2026) for the geometrical interpretation), O’Neill
and Burke (2023) proposed an iterative procedure
called e-telescoping, which updates the parame-
ters successively over a grid of € ranging from ¢ =
100 to € = 107°. Although this approach avoids
the use of cross-validation for calibrating A, it
still requires an iterative procedure to address the
stability issue. The e-telescoping strategy consists
of defining an exponentially decreasing sequence
of e wvalues approaching zero. For each value
in the sequence, The SIC problem (8) is opti-
mized, using the solution from the previous step as
the initialization for the next, thereby improving
convergence and stability.

Penalized ELBO of ZIPLN. Depending on
the objectives, we may penalize all the parame-
ters of the ZIPLN model or focus on a specific
parameter of interest. For example, Tous et al.
(2025) introduced an L; penalty on the latent
precision matrix 37! to identify significant asso-
ciations between the columns of the count matrix.

Here, our goal is to induce sparsity in the regressor

10

matrix B in order to identify the active vari-
ables for each column of the count matrix and to
obtain less biased estimates. To achieve this, we
adapt the SIC criterion to the ZIPLN model, in
which the log-likelihood is replaced by its corre-
sponding ELBO. The resulting penalized ELBO is

formulated as follows:

A
Jpen(Y,0,¥) = J(Y,0,¥) — §||B||07E,

d bz,
where || Bllo,. = >}, Z?:l lh%j%.

The detailed expression of the penalized ELBO

for the ZIPLN is given in Proposition 3.1.

Proposition 3.1. The penalized ELBO for the
ZIPLN model can be expressed in matriz form as

follows:

Toen(Y.0,%) =17[Q© (Y © (O + M) — A
~log(Y1)) + P © 8,(Y)]1,
%1[— nlog(|2])+
1, (M-XB)QM-XB)")1,
+ tmce(ﬂgz)}—l—

1) (Po XB- log(1,,, + eié))lp

1
+ 24 21T log(82)1,+
2 2
1, (—P ©log(P) — Q ©log(Q))1,
A
— Z|Bllo...
5 I Bllo, (9)




3.2 Optimization strategies

Variational Expectation-Maximization
(VEM). To optimize (9), we employ the VEM
algorithm, which can be interpreted as a double
maximization procedure. In the E-step, we opti-
mize the variational parameters W while keeping
the model parameters 6 fixed. In the M-step,
we optimize the model parameters 8 given the
current estimates of the variational parameters
W. Both steps rely on a gradient-based optimiza-
tion approach, implemented via the R package
nloptr (Ypma 2014) for each value of £ dur-
ing the e-telescoping. This method requires the
precise computation of the gradient of the penal-
ized ELBO with respect to each parameter. The
detailed gradient expressions for each parameter
are the same as those provided in Batardiere et al.
(2025), except for the gradient with respect to the
penalized parameter B. The gradient with respect

to each parameter can be written as follows:

VeJoen(Y,0,%) =X"XBQ - X' MQ
A
- Z4(B
2¢E( )’
Vedo(Y.0,%) =X P X ol
BYpen IR - 1 +e}~(§ 5
n__1 . z2
Valen(Y,0,%) =5 Q7" + 8§
_ L
2
Vmdpen(Y,0,¥)=Q Y — A] — (M — XB)Q,
1

(M —-XB)" (M- XB),

vS‘Jpen(i/F7 03 ‘I’) :§ - (Q) OSOA-— Sdlag(ﬂ),

11

where ¢.(z) ze?/(2? 4+ €2)? denotes the
element-wise gradient of the ¢.(x) penalty applied
to the coefficient matrix B. The gradient corre-
sponding to the intercept term is set to zero, as
the intercept is excluded from penalization.

Proposed algorithm. Algorithm 1 presents our
optimization procedure. It is initialized using the

estimator for the unpenalized ZIPLN model, pro-

vided in the R package PLNmodels.

4 Simulations

In this section, we investigate the performance of
parameter estimation of the proposed SICZIPLN
method within a controlled experimental study.
Data are generated from the ZIPLN model (2) by
varying three factors: the sample size, the spar-
sity level of B, and the number of columns (or
species) in the count matrix (see the supplemen-
tary materials for more details). The sparsity level
is controlled by varying the proportion of zero
entries in B, corresponding to an increasing num-
ber of irrelevant variables for some species. The
goal is to assess the impact of the penalization
of B on parameter estimation accuracy under
increasing sample sizes, increasing sparsity levels,
and increasing numbers of species.

Data generation. Each entry of X € R"*¢ and
X € Rxdo ig generated independently from the
uniform distribution (¢(0, 1.5)). We fixed the val-

ues of d and dg at 5. The entries of B take values



Algorithm 1 SICZIPLN algorithm

Initialization: -0
-0 = (BO7ZOaM07‘SO7B )7

- E = (g1, ,er) a vector of decreasing values, with g; = e1r*~! where r €]0, 1].
for € in E do > e-telescoping
repeat > VEM
VE Step: Updating M, S and P
MO = arg max Jpen(Y; 6, ),
S+ — arg max Jpen(Y; 6, W),
P — arg max Jpen(Y; 6, ).
VM Step: Updating B, 3 and B
B — arg max Jpen(Y; 6, ),
QD = arg max Jpen(Y; 6, W),
E(Hl) = argmax Jpen (Y0, ).
B
until convergence; > End VEM

Update xE) — (B(t+1)7 Q(t-x—l)7 E(t—&-l)’ M(t+1)7 S(t+1)’ P(t+1))_

end for

> End e-telescoping

Post-treatment: Set at 0 all entries of B below w (w = 10~°), and update 7(7).

Return 7(7),

in {1, 0.5, 0}. All the entries of B are set to 1.
The covariance matrix 3 is defined as Toeplitz
matrix with entries 3, = 0.5~ where (h, j) €

{1,...,p}>.

Performance evaluation. Our evaluation

framework relies on four standard metrics.

® Root Mean Squared Error (RMSE): This
measures the accuracy of the estimates by com-
paring the estimated values B , Y and © with
the true values of B, Y and .

¢ True Positive Rate (TPR) and True Neg-
ative Rate (TNR): The TPR measures the

proportion of nonzero coefficients in B that are
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correctly identified as nonzero by 37 whereas
the TNR measures the proportion of zero coef-
ficients in B that are correctly identified as zero

by B. They are defined as follows:

. Card{(k,j) : l;kj # 0 and by #0}
TPRB, B) = = {(h.j) - by 20

Card { (k. j) : by = 0 and by; =0}

~

TNR(B, B) = Card {(k,j) : by; = 0}

where Card {.} denotes the cardinality of the

set.



® Information criterion. For each simulation,
we evaluated the BIC and the Integrated Com-
pleted Likelihood (ICL). We recall below the
BIC and ICL formulas for PLN and ZIPLN:

K log(n)
2 3
ICL = BIC — H(V),

BIC = ELBO —

where K denotes the number of parameters, and
H(.) the entropy term of PLN (Chiquet et al.
2021) or ZIPLN (Batardiere et al. 2025). For
PLN, K = p(p + 1)/2 + pd, and for ZIPLN,

K =p(p+1)/2+ pd + pdo.

Compared methods. To contextualize the per-
formance of our proposed method, SICZIPLN,
relative to existing approaches, we evaluate the

following models in our simulation study.

¢ PLN: The standard PLN model as proposed by
Chiquet et al. (2021).

e SICPLN: A penalized version of the PLN
model (SICPLN) proposed by Kioye et al.
(2026).

e ZIPLN: The standard multivariate Zero-

Inflated Poisson Log-Normal Model proposed

by Batardiere et al. (2025).

e SICZIPLN: Our proposed method.
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4.1 Experiment 1: Performance

evaluation across sample sizes

4.1.1 Experiment design

In this study, we consider a fixed coefficient matrix
B in which 25% of the entries are randomly set to
zero. The number of columns in the count matrix
is fixed at p = 5, while the sample size varies from
100 to 1000. For each sample size, we estimate
the parameters and assess the RMSE between
the true parameter values and their correspond-
ing estimates. Additionally, we compute the BIC
and the ICL to evaluate model performance. This
experiment is repeated across 100 independent

datasets.

4.1.2 Experiment Results

RMSE of B. The left panel of Figure 1 presents
the RMSE values obtained by comparing the coef-
ficients of the matrix B with their corresponding
estimates. We observe that the models account-
ing for zero inflation (ZIPLN and SICZIPLN)
achieve lower RMSE values than their non zero
inflated counterparts (PLN and SICPLN), regard-
less of the sample size. The penalized versions of
PLN and ZIPLN models, denoted by SICPLN and
SICZIPLN, respectively, promote sparsity while
maintaining RMSE values close to those of their
unpenalized counterparts. This behavior may be
attributed to the relatively low bias induced by the

penalty function used in the SIC framework, which



allows the penalized models to achieve sparse esti-
mates without compromising estimation accuracy.
RMSE of Y. The right panel of Figure 1 shows
the RMSE of prediction errors of the different
methods. The RMSE associated with SICPLN is
higher than the RMSE of the other methods. The
RMSE of PLN is lower than those of ZIPLN and
SICZIPLN. The gap between the true value and
the predicted value can be large for some observa-
tions with PLN and SICPLN, thereby pulling the
violin plots toward extreme points. The RMSE of
ZIPLN and SICZIPLN remain close to each other
and avoid large prediction errors for some observa-
tions. This highlights that ZIPLN and SICZIPLN
can be a good trade-off when Y is sparse.

For the SICPLN and SICZIPLN models, the
regularization parameter A was fixed at log(n) for
minimizing the BIC criterion. It is worth noting
that the value of A minimizing the BIC may differ
from the value that minimizes the estimation and
the prediction errors.

TNR and TPR. Figure 2 presents the perfor-
mance of the different methods in terms of the
true positive rate (TPR) and true negative rate
(TNR) over 100 datasets. The left plot presents
the TPR results. The TPR of PLN and ZIPLN
remains equal to 1, indicating that these two can-
not promote sparsity in the estimations. Each

estimated coefficient takes a non-zero value. In
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contrast, SICPLN and SICZIPLN promote spar-
sity and can estimate a large proportion of coeffi-
cients that take non-zero values as non-zero. This
ability increases when the sample size increases,
particularly for SICZIPLN, which has a TPR
value greater than 0.75. The right plot presents
the results for the TNR. These results highlight
SICZIPLN’s ability to identify zero coefficients
by estimating them exactly at zero. In contrast,
SICPLN appears less effective in detecting zero
coefficients in the matrix B, likely due to the
absence of zero inflation. Finally, the PLN and
ZIPLN models exhibit a zero TNR, as they do
not allow for the estimation of certain coefficients
exactly at zero.

BIC and ICL. Figure 3 presents the results of the
absolute values of BIC and ICL for each method
obtained over 100 datasets. The left panel shows
the BIC values, and the right panel presents the
ICL values. In both cases, the lowest value is
obtained by SICZIPLN, followed by the ZIPLN
model. These results highlight the benefits of
accounting for zero inflation in improving model
performance. The performance of the ZIPLN
model further improves when variable selection is
incorporated. This improvement is consistent with
the reduction in irrelevant information resulting

from variable selection.
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Fig. 1: Violin plots of 100 replication values depicting the RMSE between true values (denoted by B, and
Y') and their corresponding estimates with variations in sample size n € {100, 300,500, 700, 1000}. Left
plot shows the violin plots for coefficient matrix. Right plot presents the violin plots for prediction error
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Fig. 2: True Positive Rate (TPR) and True Negative Rate (TNR) when sample sizes varying between
100 and 1000 for PLN, SICPLN, SICZIPLN and ZIPLN. Left plot shows the violin plots for the TPR.
Right plot presents the the violin plots for the TNR
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Fig. 3: Violin plots of 100 datasets values depicting BIC and the ICL with variations in sample size
n € {100, 300,500, 7000, 1000}. Left plot shows the violin plots of the BIC. Right plot presents the violin

plots for the ICL
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4.2 Experiment 2: Effect of the
proportion of zero coefficients in

B

4.2.1 Experiment design

In this simulation framework, we fixed the sample
size at n = 1000 and the number of explanatory
variables for both PLN and ZI components at 5.
The proportion of null coefficients in the matrix B
was varied from 25% to 90%. For each configura-
tion, we generated Y According to ZIPLN models,
and then fitted the PLN, SICPLN, ZIPLN, and
SICZIPLN models.

The estimation accuracy was assessed by com-
puting the RMSE between the true parameters B
and Y and their corresponding estimates. Addi-
tionally, model fit was evaluated using the BIC
and the ICL. Finally, we assessed each method’s
ability to correctly identify null and non-null

coeflicients by computing the TNR and the TPR.

4.2.2 Experiment results

RMSE of B. In the left panel of Figure 4, we
observe that methods accounting for zero infla-
tion (ZIPLN and SICZIPLN) outperform those
that do not consider this feature (PLN and SIC-
PLN) in terms of RMSE. The superior perfor-
mance these methods come from the additional
latent layer that accounts for zero inflation in
the ZIPLN model. Moreover, as the proportion of

zeros increases, the estimates obtained using the
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SICZIPLN method converge towards the true val-
ues by shrinking some coefficients exactly to zero.
SICPLN and SICZIPLN are based on the same
penalty function, which presents similar properties
to SCAD (Fan and Li 2001) and other reweighted
methods (Zou 2006; Candes et al. 2008), tak-
ing zero inflation into account can help reduce
estimation errors.

RMSE of Y. In the right panel of Figure 4,
the prediction errors indicate that PLN produces
lower prediction errors compared to SICPLN,
ZIPLN and SICZIPLN. ZIPLN and SICZIPN
present similar prediction errors, which are lower
than those of SICPLN.This result shows that
taking zero inflation into account may not be nec-
essary to reduce prediction errors, but it could
help avoid predictions toward extreme values, as
observed when the proportion of zeros in B is
0.5. In contrast, when zero inflation is taken into
account, variation in the proportion of zeros in
B does not have a significant impact on the
prediction error.

TNR and TPR. Figure 5 presents the perfor-
mance of different methods in terms of TPR and
TNR over 100 datasets, as a function of the pro-
portion of zeros in the matrix B. In the left panel,
the TPR of both PLN and ZIPLN are equal to
1. This was expected because these two meth-
ods estimate each coefficient as different from
zero. Although SICPLN and SICZIPLN shrink the

estimated coefficients toward zero, these methods
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Fig. 4: Violin plots of 100 replication values depicting the RMSE between true values (denoted by B,
and Y') and their corresponding estimates with variations in proportion p € {0.25,0.5,0.75,0.9} of zeros
in B. Left plot shows the violin plots for the RMSE of B. Right plot presents the violin plots for Y’

estimate a large proportion of non-null coeffi-
cients as non-null. In fact, the SIC penalty induces
non-uniform shrinkage, which avoids shrinking the
large coefficients. However, SICZIPLN presents a
higher TPR than SICPLN, and its TPR is closer
to those of PLN and ZIPLN for some proportions
of zeros.

Unlike the left panel, the TNR of both PLN
and ZIPLN are equal to 0 because these methods
do not induce sparsity in B. As expected, SICPLN
and SICZIPLN promote sparsity, with TNR dif-
ferent from zero when the proportion of zeros in B
is large. SICZIPLN obtains a good TNR, (greater
than 0.75), regardless of the proportion of zeros in
B.

BIC and ICL. Figure 6 presents the results of the
absolute values of BIC and ICL as a function of
the proportion of zeros. In both the left and right
panels, the best information criterion is obtained
by SICZIPLN, whereas those of PLN and ZIPLN

are sometimes closer to each other. This shows
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that variable selection improves the performance
of ZIPLN model, and this improvement is rele-
vant when B is sparse. The absolute values of the
BIC and ICL for SICPLN highlight that perform-
ing variable selection when Y is sparse, without
accounting for zero inflation in the model, does

not improve the information criteria.

4.3 Conclusion of the simulation

studies

The SICZIPLN is suitable for achieving variable
selection when Y is sparse, compared to its version
that does not incorporate zero inflation. In fact,
it allows to: 1) reduce the RMSE of the penalized
parameters when the sample size increases and
when many components of B need to be estimated
exactly at 0; 2) provide a good trade-off between
achieving accurate estimation and inducing spar-
sity; and 3) achieve good BIC and ICL values
compared to PLN, ZIPLN, and SICPLN. We pro-

vide an additional simulation study in section 1
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between 0.25 to 0.90 for PLN, SICPLN, SICZIPLN and ZIPLN. Left plot shows the violin plots for the
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Fig. 6: Violin plots of 100 replication values depicting BIC and the ICL with variations in proportion
p € {0.25,0.5,0.75,0.9} of zeros in B. Left plot shows the violin plots of the BIC. Right plot presents the

violin plots for the ICL

of the supplementary materials to evaluate the
performance of SICZIPLN when the number of
columns in Y (or the number of species) increases.
We also show the influence of the penalization
in terms of estimation accuracy for the precision
matrix €2 in the Figure 4 of the supplementary

materials.
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5 Applications

5.1 Data description

We consider a study aimed at identifying rele-
vant variables related to the microbiology of milk,
diet, and milk biochemistry that could explain
the abundance of certain microbial communities
involved in the milk production process. These
data come from the Amont Saint-Nectaire project.

The data were collected from 7 different

ecosystems: air, water, teats, milk filter, bedding,



feces, and the milk. The samples were taken from
14 farms, with collections carried out in both sum-
mer and winter. Three samples were taken for each
ecosystem, season, and farm. The total sample size
is n = 539 when we concatenate the data from the
7 ecosystems by row. Samples of milk, teat, and
bedding were prepared and stored as described in
(Verdier-Metz et al. 2023) and feces samples as
described by Musati et al. (2025). Air and bed-
ding samples were prepared and stored as milk
filter and teat samples, respectively. After apply-
ing bioinformatics preprocessing (Theil and Rifa
2019, 2021) the 16S amplicon sequence variants
(ASV) were assigned using an environment spe-
cific database (Meola et al. 2019; Callahan et al.
2016) and a general database (SILVA r 138).

We consider two scenarios to evaluate how
different methods perform depending on the pro-
portion of zeros in the response matrix. In the first
scenario, the 16S ASV with a prevalence of less
than 15% were excluded (scenario 1). In the sec-
ond scenario, the 16S ASV with a prevalence of
less than 5% were excluded (scenario 2). As the
abundances of ASV are strongly associated with
ecosystems and seasons, we have chosen to focus
here on data from the teats with the genus as the
taxonomic level.

Regarding the teats data in winter, for sce-
nario 1, we obtained a sample size of n = 42 with
p = 49 genera (response variables), with 37% of

the entries in the response matrix being zero. For
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scenario 2, the sample size remained n = 42, but
p increased to 84 genera, with 52% of the entries
in the response matrix being zero.

We consider the following covariates:
Diet_Milk_FromPasture (proportion of milk pro-
duced on pasture), LAB (enumeration of lactic
acid bacteria) and MBC_CCS (enumeration of
somatic cell counts in milk). We then fitted the
PLN, ZIPLN, SICPLN, and SICZIPLN models
in order to identify the relevant variables that

influence each response variable.

5.2 Results and interpretations

Information criteria. The data were fitted using
four models: PLN, SICPLN, ZIPLN, and SICZI-
PLN. Model performance was then compared
using BIC. The results are presented in Table 1 for
scenarios 1 and 2. For both scenarios, the best fit
in terms of BIC is obtained with SICZIPLN, with
values of —9630.629 and —15874.45, respectively.
The superior performance of SICZIPLN compared
to the other methods can be explained by the
combined effect of accounting for zero-inflation in
the PLN model and implementing variable selec-
tion, which enhances the overall performance of
the models. These results further indicate that,
in a non-penalized setting, the ZIPLN model
does not necessarily outperform a standard PLN
model. Indeed, the BIC of PLN is higher than
that of ZIPLN. SICPLN demonstrates poorer per-

formance comparatively to others methods. The



observed BIC results in these two real-world sce-
narios are consistent with those observed in the
simulation studies.

The heatmaps of the estimated coefficients for
scenario 1 of PLN are presented in Figure T7a.
Those of SICPLN are shown in Figure 8a , those
of ZIPLN are illustrated in Figure 7b, and finally
those of SICZIPLN are presented in Figure 8b.
The heatmaps of the estimated coeflicients for
scenario 2 are provided in the supplementary
materials (5a, 6a, 5b, and 6b for respectively
PLN, SICPLN, ZIPLN and SICZIPLN). These
visualizations highlight the differences in coeffi-
cient estimates across methods and emphasize the
improvements brought by SICZIPLN as a good
trade-off between inducing sparsity and achieving

good information criteria.

Model BIC scenario 1 BIC scenario 2
PLN -10194.78 -16501.87
SICPLN -240345.2 -298421.6
ZIPLN -10216 -16841.38
SICZIPLN -9630.629 -15874.45

Table 1: BIC values for the four methods
(PLN, SICPLN, ZIPLN, and SICZIPLN).

The best value for each scenario is shown
in bold (higher the better)

Sparsity. Figure 8 and Figure 6 in the sup-
plementary materials show that a larger num-
ber of coeflicients are estimated exactly at zero
when zero-inflation is not modeled. Consequently,
the SICPLN estimates appear more parsimonious

than those obtained with the SICZIPLN model
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with more than 65% and 73% of coefficients esti-
mated at 0 respectively for the scenarios 1 and 2.
The corresponding proportions of coefficients esti-
mated at zero for each method are reported in
Table 2. The lower BIC observed for SICPLN rel-
ative to SICZIPLN can be attributed to the fact
that SICPLN tends to shrink to zero some coeffi-
cients that should not be 0 in practice, leading to
an overly sparse representation. SICZIPLN avoids
an overly sparse representation of the support of
the estimated coefficients with more than 50% and
22% of coefficients estimated at 0 respectively for
the scenarios 1 and 2. This is observed through the
TPR and TNR in the simulation studies in which
the true parameters are known. Finally, it should
be noted that in these analyses, the regularization
parameter was fixed at log(n) for all methods.
Bias-parsimony trade-off. Variable selection
relies on a trade-off between model parsimony and
the bias introduced in the estimates. From this
perspective, SICZIPLN, which accounts for zero
inflation, helps reduce bias while maintaining a
reasonable level of parsimony. This observation is
consistent with the results presented in Tables 1
and 2, as well as in Section 4 which underscore
the superiority of the SICZIPLN model over the
others methods in terms of the bias-parsimony
trade-off.
Assessing the impact of bias on data recon-
struction. Given that selection procedures inher-

ently introduce bias in parameter estimates, it is



also relevant to assess the impact of this bias on
the models ability to reconstruct the count matri-
ces in the two scenarios. Table 3 reports the overall
prediction errors, expressed in terms of RMSE,
for each method. As in the simulation studies,
the PLN model demonstrates a better ability to
reconstruct the data, with lower RMSE values
than SICPLN, ZIPLN, and SICZIPLN in the both
scenarios.

Table 4 presents the RMSE of the prediction
errors associated with the zero entries in the count
matrices. We can remark that ZIPLN and SICZI-
PLN have lower RMSE than PLN and SICPLN.
This indicates that the additional latent layers fol-
lowing a Bernoulli distribution help to predict the
entries corresponding to zeros in the data.

The performance of SICPLN and SICZIPLN
in Tables 3 and 4 could be improved by finding
another value of A that minimizes the prediction
errors. This new value of A could be achieved by
accepting a degradation in model performance in

terms of BIC.

Model Scenario 1 Scenario 2
PLN 0 0
SICPLN 0.6598639 0.7380952
ZIPLN 0 0
SICZIPLN 0.5170068 0.2222222

Table 2: Proportion of zero coeffi-
cients estimated by the four methods
(PLN, SICPLN, ZIPLN, and SICZI-
PLN). The high value for each sce-

nario is shown in bold
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Model Scenario 1~ Scenario 2
PLN 3.49279 2.720131
SICPLN 23.86808 20.87189
ZIPLN 4.147834 3.421849
SICZIPLN 741.4447 576.655

Table 3: RMSE of prediction
errors across all entries of the count
matrix for the four methods (PLN,
SICPLN, ZIPLN, and SICZIPLN).
The best value for each scenario is
shown in bold

Model Scenario 1 Scenario 2
PLN 0.6164954 0.3659356
SICPLN 0.3882336 0.303811
ZIPLN 0.3265603 0.2835277
SICZIPLN  3.91489e-05 2.742393e-05

Table 4: RMSE of prediction errors for
zero entries in the count matrix for the
four methods (PLN, SICPLN, ZIPLN,
and SICZIPLN). The best value for each
scenario is shown in bold

6 Conclusion and discussion

In this paper, we proposed an extension of variable
selection based on coupling the SIC and ZIPLN
model. This approach led us to incorporate a
recent variable selection method into the ZIPLN
model, which is defined as a mixture of a degen-
erate distribution at zero and a standard PLN
model. The inference was then carried out by com-
bining the algorithm specific to the SIC, known
as e-telescoping, which progressively approximates
the Ly norm, with the VEM algorithm for the
penalized ZIPLN. This combination allowed us to
gradually shrink the coeflicients associated with

irrelevant variables to exactly zero. The resulting
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Fig. 7: Scenario 1: Coefficient estimates from unpenalized PLN and ZIPLN models on winter teat micro-

biota with 37% zeros in the count matrix

method was first applied to simulated data under
various scenarios to assess its relevance, and then
to real data from a study aimed at identifying
variables that influence the abundances of micro-
bial communities involved in the milk production
process. The results demonstrate improved perfor-
mance of the proposed extension, particularly in
its ability to estimate coefficients while promoting
sparsity.

Empirically, the prediction errors obtained
with the proposed method is higher to those pro-
duced by a the other competive methods. Achiev-

ing a lower prediction could consist of finding a
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different regularization parameter from log(n) as
suggested by O’Neill and Burke (2023). This could
come at the cost of degrading the BIC of SICZI-
PLN in the worst-case scenario. Even though
the simulation study shows comparable results
between the penalized and unpenalized models in
terms of parameters estimation, we do not evalu-
ate how the penalization impacts the variational
parameters because these parameters are involved
in the inference step, not in the data generation
process.

Given the potential offered by approximat-

ing the Lo norm and modeling multivariate
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count data, it seems relevant to further explore
these extensions. Currently, telescoping requires
a thresholding step at the end of the algorithm,
which can be interpreted as a direct consequence
of the penalty function. We believe that this
thresholding could be avoided by adopting an
alternative penalty function, such as those pro-
posed in Candes et al. (2008); Castella et al.
(2018). Being non-differentiable, this function
have led some authors, notably Castella et al.
(2018), to use semidefinite programming relax-

ation techniques to induce sparsity in penalized
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least squares problems. Furthermore, another pos-
sible improvement would be to also induce sparsity
on the precision matrix as well as on the coeffi-
cients associated with zero inflation. However, this
approach would introduce additional bias, which
could compromise the performance of the variable

selection.

Supplementary information. Supplementary
material containing additional simulation and

application results is provided.
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Appendix A Proofs and
mathematical

details

Proof of Proposition 2.1 The final expression of
the ELBO, as introduced in Equation (6) can be

written as:

J(Y,0,%) =K, (zw)llogpe(Y | Z, W)|+
Eqg(z,w)llogpe(Z)]+
By (z,w)log pe(W)]—
By (zw)llogay, (2)]-

Eqy (z,w)[log gy, (W)],

each of these expectation terms can be derived as

follows:

¢ Derivation of E,,z w)llogpe(Y | Z, W)]

-3

=1 j=1

p’LJ y’Lj OZ] + mlj)

— 2t/ og 1) + pijd (i)

=1,[Q0 (Y ® (0 +M)—A—log(Y!)+

P ©6(Y)]1,
where Q = 1,,, — P and 0¢(Y) is the Dirac

mass at zero.

¢ Derivation of E,[logpe(Z)]

n np
— 5 log(|%]) — 5~ log(2m)

1 n
52 m; —x, B)'Q(m; — =] B)



1
- §trace(ﬂdiag(3?))
1
= — 5 [nlog(IZ)) + nplog(2)+
17

n

(M -XB)Q(M - XB)")1,+

trace(257)].

¢ Derivation of E,,z w[logps(W)]

Eqq [wij]log(mi;)+

.
M=

©
Il

-
I

-

J

—

(

— By [wij]) log(1 — mij),

NE
M=

pij log(mij) + (1 — pij) log(1 — mi5),

% 1

1J

=17 (P® XB —log(1,, + eXB)1,,.

¢ Derivation of E,, [log gy, (Z)]

np ° n . np
=-5 log(27) — Z 3 log(|diag(s?)|) + 5
i=1

=— % log(27) + nzip + 1, log(8?)1,,.
¢ Derivation of E, [log gy, (W)]

n p
= Z Zpij log pij + (1 — pij) log(1 — pij)

i=1j=1

=1, (P ©log(P) + (1np — P) ©log(1y,, — P))1,.

Finally, by regrouping all the terms and express-
ing them in matrix form, we obtain the full ELBO

expression:

J(Y.0,%)=1,[Q® (Y0 (0+M)-A

—log(Y!) + P ©d0(Y)]1p

25

- mog(ia+
11(@4—XBxMAI—XBﬂ)1n
+ trace(ﬂ§2)]+

1 (PO XB —log(lnp + eXB))1,
+ 2+ %12 log(5%)1,+

1, (—P @ log(P) — Q ®log(Q)) 1.
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