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Abstract
Two chromosome-level, reference-guided consensus genomes of Salminus brasiliensis are presented for
an Upper Paraná Basin specimen (Brazil), representing a potentially distinct lineage from the Vertebrate
Genomes Project reference specimen, from Argentina. These resources allow for a genomic variation
framework, including the minimal reference pangenome graph. Short reads mapped against the VGP
reference assemblies yielded two ~ 1.07–1.08 Gb pseudohaplotypes (N50=38.9–40.8 Mb), with union k-
mer completeness of 94%, QV ~33 each. BUSCO completeness scores are 97.8% for the principal
genome and 97.4% for the lifted annotation proteome. The reference pangenome graph for S. brasiliensis
was obtained from four chromosome-level haploid sets, using minigraph. It is 1.1 Gb, comprising
288,788 segments (average length 3,826 bp), 404,621 links (809,242 arcs), with average node degree 1.4
(maximum 3). Additional read-to-graph alignments (GAM/GAF) and other accompanying genomic
datasets, such as gene annotation, are also provided. The bioinformatics datasets made available for
this model Neotropical migratory freshwater species—relevant for conservation, fisheries and
aquaculture—can be applied in fields such as ecology, evolution and biotechnology.

Background & Summary
A pangenome provides a unified data presentation framework for studying a collection of genomes. It
comprehensively encapsulates the genetic variation within and among individuals1, and has recently
leveraged efficient methods for approaching the fundamental level of molecular biodiversity.
Pangenomes offer a coherent, comprehensive pathway to untangle population genetic structure2, the
pattern in which polymorphisms are distributed throughout a given species’ range, at an arbitrary scale3.
Among the alternative representation forms available for recording pangenomes (e.g. linear, mutation-
annotation trees), a notable current trend is to use graphs (systems modeled by nodes connected by
edges) to depict them4. A particularly straightforward way of initially presenting a pangenome graph is
the reference pangenome graph (rGFA) format, introduced by Heng Li and collaborators5. It records the
topological relationships of a set of haploid genomes, by using the linear reference genome’s coordinate
system, and subsequently building upon it. According to such a scheme, nodes carry sequences, while
edges represent connections between them. This makes such simple graphs convenient for genome-
wide comparison, particularly for annotating large structural variants (SV). More elaborate (and much
more demanding) approaches have since expanded upon it, allowing for base-level resolution, such as
the minigraph-cactus pipeline6. Among many other inherent advantages, pangenome graphs can reduce
reference bias (for resequencing and mapping of low-cost short reads) and support haplotype phasing
validation and advanced variant calling procedures7.

The Neotropical freshwater “piracema” (i.e. migratory) fish, locally known as “dourado” among other
common names, Salminus brasiliensis (Cuvier, 1816) is a notable member of the family Bryconidae8,
highly prized in angling9. French naturalist Georges Cuvier (1769–1832) coined the genus name
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Salminus in reference to its salmonid counterparts, despite the phylogenetic distance (orders
Characiformes and Salmoniformes, respectively).

As a voracious predator, S. brasiliensis is capable of influencing biotic community structure10, and has
often been singled out as a natural flagship species11–13. It is well recognized by the public, culturally
important, and arguably displays a unique beauty, with an exquisite, vivid and iridescent-golden
colouration. This fish is originally distributed across the broad, megadiverse La Plata River Basin (LPRB),
spanning five South American countries, encompassing an area of ~ 3 x 106 km2, serving more than
110 million people14. It has now been introduced in other basins15 and even countries, posing a
substantial risk of consequential biological invasion.

Notably, S. brasiliensis is one of the largest freshwater fishes in the Neotropics, surpassed in size only by
Arapaima gigas and a few Amazonian catfishes. Due to its sheer size, exceptionally reaching 1 m in
length and 30 kg in weight, it is a potential source of high-quality protein, capable of contributing to food
security. It holds considerable promise for aquaculture16 and, thus, for promoting sustainable economic
growth and alleviating fishing pressure on wild populations.

Most importantly, molecular and meristic studies have cast serious doubt on its current taxonomic
status17,18. The presence of cryptic species within S. brasiliensis, from different subbasins of the LPRB,
has therefore been proposed: a distinct genetic lineage was detected in the Upper Paraná River
Subbasin18,19. It differs from the lineages found in the Uruguay Subbasin19 (Pampas biome, Argentina)
and the upper reaches of the Paraguay Subbasin20. The significance of this vicariant cryptic diversity and
the question of precise species delineation remains largely unresolved. It potentially challenges the
present International Union for Conservation of Nature (IUCN) classification for S. brasiliensis as “least
concern”21.

The Convention on the Conservation of Migratory Species of Wild Animals is an international agreement
established in 1979, also known as CMS or the Bonn Convention, currently with more than 130 signatory
parties. Its Conference of Parties 15 (COP15) was held in late March 2026 in Brazil. The COP15 also
highlighted the challenges of conserving transboundary migratory species and, alongside the launch of a
Global Assessment of Migratory Freshwater Fishes, specifically identified large migratory characids,
including Salminus, as a high-priority group undergoing pronounced declines across the LPRB.

Graciano and colleagues12 made available the first de novo genomic assembly22 (i.e. not reference-
guided), for S. brasiliensis, along with molecular data such as partial gene annotation23 and a genome-

wide microsatellite panel24. It is a scaffold-level assembly totalling 0.92 Gb (gigabases) in a heavily
discontiguous genome, with N50 of ~ 11 kbp. It was built from a high-quality next-generation sequencing

dataset, comprising ~ 16 Gb of 90 bp paired-end reads25. Together, these resources provide
comprehensive mapping information—positional and depth—in sequence alignment/map (SAM) format.
These short reads were obtained from a sample26 (“isolate”) from the uppermost northeastern region of
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the LPRB, at the Upper Grande River, MG, Brazil, in the Upper Paraná Subbasin. This short-read dataset
was used directly to generate the genomic data presented here.

Then, in 2023, the first chromosome-level genome assembly was made publicly available under the
Vertebrate Genomes Project27 (VGP). It currently stands as the linear reference genome28 for S.
brasiliensis, in the Genome database of the National Center for Biotechnology Information (NCBI). It was
assembled de novo, relying on multiple combined methods, using DNA sequencing data29 which
included long reads (10–25 kb PacBio HiFi), and chromosome conformation capture assays (Arima Hi-C
and Bionano optical maps), as well as full-length transcripts (PacBio ISO-seq) and short-read (Illumina
NovaSeq) transcriptome sequencing data30. This genome assembly likewise serves as the primary
reference backbone for the new data presented here.

Finally, in 2025 another scaffold-level genome31 was deposited in NCBI, from a Uruguayan specimen,
although the sequencing reads were not made available. It has 100x coverage and N50 = 2.4 Mbp and

was assembled with Supernova32. Sequences were obtained through the single-tube long fragment read
(stLFR) technology33. It was delivered under the umbrella of the 10,000 Fish Genomes Project
(Fish10K)34.

Here, I present a pair of chromosome-level, reference-guided consensus pseudohaplotypes for a
Salminus brasiliensis specimen from the Upper Paraná River Basin. Together with the two VGP phased
haplotypes from a geographically distant individual, they allow for initial screening of genome-wide
variants for this fish species. I also present a minimal chromosome-level reference pangenome graph.

The two haploid datasets (LARGE’s Hap1 and Hap2) are 1.078 and 1.067 Gb, respectively, and the
minimal reference pangenome graph versions stem from the simultaneous combination of four
chromosome-level genomes: the two phased VGP haplotypes (Argentine specimen) and the two LARGE
consensus pseudohaplotypes (Brazilian specimen). The full graph version is 1.1 Gb long, including
unplaced scaffolds, comprising 288,788 segments, 404,621 links (809,242 directed arcs), with an
average node degree of 1.4 (maximum of 3). The reduced graph version (25 chromosomes only) is also
~ 1.1 Gb, with 277,993 segments and 389,619 links.

These genomic resources are shared under the FAIR guiding principle35, accompanied by sufficient
methodological, technical and machine-readable metadata for broader computational reuse, with direct
applicability in ecology, evolution and biotechnology.

Methods

Ethics statement
This work did not involve any new animal specimen collection. DNA reads were reused from a previously
published sample under its original permits12.
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Bioinformatics
For all major bioinformatics steps below, default parameters were applied, unless otherwise noted. I
applied previously available paired-end NGS sequencing data25, from a single size-selected whole-
genome shotgun library (500 bp inserts) used to resolve the chromosome-level genome for a specimen
from the Upper Paraná Basin (Laboratório de Recursos Genéticos voucher LARGE130547, also known as
LARGE13054, henceforth LARGE). It consists of ~ 89 million Illumina HiSeq 2000 read pairs (90 bases),
previously quality- and duplicate-filtered from the NCBI’s BioSample SAMN24583349 subject26. Reads
are Phred + 64-encoded, with average Q of 36.6 (R1) and Q36.0 (R2) and per-position mean quality
Q30.7–39.0 (seqtk36, version 1.4).

Initially, the short reads from the subject sample were individually aligned to both VGP’s S. brasiliensis
phased nuclear haplotypes28 (specimen from Argentina): the principal reference assembly, haplotype 2,
containing 25 chromosomes and 78 unplaced scaffolds (RefSeq accession GCF_030463535.1); and
independently to the alternate one, haplotype 1, which has 157 unplaced scaffolds (Genome accession
GCA_030448965.1). For this, alignment was performed with BWA-MEM (Burrows-Wheeler Aligner37 -
version 0.7.17), penalizing soft-clipping with parameter ‘-L 30’ (rewarding end-to-end alignments) to
mitigate reference bias, particularly for indels38. The alignments were coordinate-sorted with SAMtools
(version 1.13), without additional duplicate marking, and subsequent BAM handling and statistics used
SAMtools (version 1.19.2); variant calling used BCFtools (version 1.22)39.

Subsequently, I applied BCFtools mpileup to the BAM files from the previous step, passing the output to
BCFtools call (‘-mv’, default diploid ploidy), invoking its Bayesian multiallelic model for short
insertions/deletions (indels) and single nucleotide variants (SNVs), and outputting only variant sites to
each resulting VCF file. This allowed me to generate two chromosome-level pseudohaplotypes for the
LARGE specimen using BCFtools consensus. For Hap2, the ‘--iupac-codes’ flag was applied:
homozygous ALT alleles were written as unambiguous bases, and the LARGE specimen’s heterozygous
SNVs (GT 0/1, one allele matching the reference; GT 1/2, two non-reference alleles) were recorded as the
IUPAC ambiguity code representing its two alleles. For Hap1, BCFtools consensus was run without
sample-aware options, applying the first ALT allele at every site where the LARGE specimen carries a
non-reference allele, regardless of genotype; its own heterozygous sites are therefore represented by
their ALT allele only, yielding a sequence free of IUPAC ambiguity codes.

Quality control of resulting genome datasets relied primarily on a posteriori BAM alignments, QUAST40

(version 5.2.0) and BUSCO (version 6.1.0) metrics, using the Actinopterygii OrthoDB (version 12 -
actinopterygii_odb12 - ‘eukaryota, 2025-07-01’)41, which is based on 7,207 markers and 75 fish genomes.
These checks are reported for Hap2 only. I also performed k-mer distribution spectrum analysis (k = 21),
using Merqury42 (version 1.4.1; meryl 1.4.1), applied to both genome sets Hap1 and Hap2.
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Genome features of the 25 LARGE Hap2 chromosomes were visualized as Circos plots with pyCirclize43

(version 1.10.1). Gene density was computed from genomic annotation (details below) and GC content
was calculated with bedtools44 (version 2.31.1), both in 1 Mb windows. Microsatellites were annotated

with RepeatMasker45 (version 4.2.3; RMBlast 2.14.1+; -species Actinopterygii), from which (CG)n
dinucleotide and general tri- to hexanucleotide motifs were extracted in 100 kb windows. Miniature
inverted-repeat transposable element (MITE) candidates were identified with MiteFinderII46 (GitHub
commit 868e05e), using the program’s own scoring profile (threshold 0.5). Inter-chromosomal
paralogous gene pairs were defined from the annotation as protein-coding genes sharing a gene symbol
differing only by an a/b suffix, each present once on the 25 chromosomes (n = 2,563). Following checks,
the Upper Paraná Basin S. brasiliensis whole-genome shotgun projects (one for each pseudohaplotype
set) were then submitted to NCBI’s Genome database for screening and formal deposit. For each haploid
complement, related BAM files were produced and submitted to NCBI’s Sequence Read Archive (SRA).

Gene annotation was performed on LARGE’s principal Hap2 with the aid of LiftOn47 (version 1.0.14),

which invokes minimap248 (version 2.31) and miniprot49 (version 0.18), using NCBI’s RefSeq general
feature file (GFF) for VGP’s S. brasiliensis principal genome (Hap2). I used gffread50 (version 0.12.7) for
extracting polypeptide sequences from the annotation, which were assessed with BUSCO, for quality
control of the new annotated proteome data (‘-m proteins’ - actinopterygii_odb12, n = 7,207). Data files
with polypeptide sequences (as FASTA) and genome annotation as general feature file (GFF3) were
deposited in Figshare.

Using Minigraph5 (version 0.21), I generated two versions of the minimal chromosome-level reference
pangenome graph: i) a reduced representation consisting only of the 25 chromosomes, and ii) a full
version which also includes all the remaining unplaced scaffolds. Both used the VGP’s Hap2 assembly
as the reference backbone and were constructed with ‘-cxggs’ (CIGAR/base-alignment and preset
incremental mode). The augmentation input order for both instances was VGP Hap1, LARGE Hap2 and
finally LARGE Hap1. I then aligned the short reads to the reduced graph using minigraph with ‘-xsr’
(short-read preset), resulting in a GAF file. The latter and the graph files were deposited in Figshare. For
short-read alignment, the full version of the reference pangenome graph was converted to vg format with
nodes split at 1,024 bp (vg convert; vg mod --chop 1024), and a GBZ index was built from its embedded
reference paths (vg gbwt --index-paths; --gbz-format). Because vg recovers paths only for the rank-0
(VGP Hap2) sequences of the reference pangenome graph, this index comprises the backbone subgraph
only. Paired-end reads were aligned to it with vg giraffe51 (version 1.75.1) using default parameters, with
the distance and minimizer indexes (k = 29, w = 11) generated by giraffe, yielding a Graph Alignment/Map
(GAM) file. This file was deposited at Zenodo, given its size, and the index was deposited at Figshare.
Pangenome graph visualization was conducted with Bandage52 (version 0.9.0).

Data Records
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The main genomic resources for the Salminus brasiliensis fish species introduced here are available in
two main dataset families: I) A pair of chromosome-level pseudohaplotype genomes; and II) a minimal
reference pangenome.

The genomes (I) are under NCBI’s BioProjects PRJNA1433447 (LARGE’s pseudohaplotypes 1 or Hap1)
and PRJNA1433448 (LARGE’s pseudohaplotype set 2 or Hap2), mirroring their respective VGP
references used for reference-guided mapping. Thus, LARGE’s Hap2 is the principal genome, consisting
of 25 defined chromosomes, alongside 78 unplaced scaffolds, four of which are unlocalized scaffolds of
chromosome 20. LARGE’s Hap1 is the alternative haploid genome. It consists of 25 chromosomes and
157 unplaced scaffolds, with chromosomes and unplaced scaffolds listed as scaffolds in the assembly,
without distinction. Short-read alignments for the LARGE specimen are provided as three BAM file sets
per haplotype at NCBI’s SRA, under accessions SRP68467753 (Hap1) and SRP68462954 (Hap2). These
comprise reads mapped onto: i) the full LARGE genomes, including unplaced scaffolds; ii) LARGE’s 25
main chromosome sets only; and iii) the main 25 chromosomes version from the original VGP deposits.

These new whole-genome shotgun projects have been deposited at DDBJ/ENA/GenBank under the
accession JCAFYL000000000 (Hap1) and JCAFYM000000000 (Hap2). The versions described in this
paper are JCAFYL01000000055 and JCAFYM01000000056, respectively. The gene annotation for

LARGE's Hap2 is available as a general feature file57 (GFF3) at Figshare
(https://doi.org/10.6084/m9.figshare.34023231) and its corresponding predicted proteome is deposited
separately in FASTA format58 (https://doi.org/10.6084/m9.figshare.34027611).

The second dataset family (II) comprises the minimal reference pangenome graph for S. brasiliensis,
provided in two versions at Figshare: i) a full version59 including all unplaced scaffolds

(https://doi.org/10.6084/m9.figshare.32678319) and ii) a reduced version60 comprising the 25
chromosome sets only (https://doi.org/10.6084/m9.figshare.34005651). The GAM file61 29.1 GB
(gigabytes), contains the alignment of the LARGE specimen’s short reads to the backbone subgraph
(VGP Hap2 reference paths) of the full graph version (i); it is available at Zenodo
(https://doi.org/10.5281/zenodo.20706937). Short-read alignments to the reduced version (ii) are
provided in GAF format62 (https://doi.org/10.6084/m9.figshare.34005663). Additionally, the GBZ index63

of the backbone subgraph, required to interpret the node identifiers of the GAM file, is available at
Figshare (https://doi.org/10.6084/m9.figshare.34335735).

Data Overview
The two S. brasiliensis genomes presented here (Table 1) inherit their chromosome-level structure from
the VGP's reference haplotypes and are expected to incorporate reference bias, particularly considering
long insertions and tandem repeat expansions. The LARGE Hap2 pseudohaplotype encodes the
specimen’s heterozygous SNVs as IUPAC ambiguity codes (R, Y, W, S, K and M), each representing the
two alleles carried by the LARGE fish at that site. The LARGE Hap1 genome, in turn, contains no IUPAC

Page 7/23



codes; the first ALT allele is applied at every variant site, regardless of the specimen’s genotype
(heterozygous 0/1 or 1/2, or homozygous 1/1). The LARGE Hap2 genome gene annotation accounts for
33,984 genes, including 24,084 protein-coding and immune loci (24,007 protein-coding genes plus 77
immune gene segments — V_segment and C_region types). The reduced and full minimal reference
pangenome graph versions differ only in the inclusion or omission of unplaced scaffolds (54.1 Mb or
2.52% across both LARGE pseudohaplotypes). The accompanying alignments map the Upper Paraná
River Basin specimen onto the reduced pangenome graph (GAF) and onto the backbone subgraph of the
full graph (GAM).

Table 1
Genome statistics for Salminus brasiliensis from the Upper

Paraná River Basin (sample LARGE130547). SeqIDs: number of
sequences (chromosomes plus unplaced scaffolds). N50:

sequence length at which ≥ 50% of the assembly is contained in
sequences of that length or longer; L50: number of such

sequences; N are positionally defined, indeterminate bases; and
IUPAC are standard DNA base ambiguity symbols.

Metric Hap1 (alternate) Hap2 (principal)

Length (bp) 1,078,312,478 1,066,501,764

SeqIDs 182 103

Chromosomes 25 25

Unplaced scaffolds 157 78

Largest sequence 101,951,486 bp 99,396,630 bp

N50 38,932,466 bp 40,765,212 bp

L50 11 11

N 1.88% 0.85%

IUPAC 0% (0) 0.28% (3,023,889)

Runs of N (gaps) 641 726

Technical Validation
Quality metrics support the reliability of the genomic datasets. Despite inherent expected reference bias
from mapping and consensus calling from VGP’s genomes, the new LARGE pseudohaplotypes retain
their own genetic signatures. This is exemplified by verifying chromosome length variation (Δ) of up to
0.011% for LARGE Hap2 (Table 2). The short reads from specimen LARGE130547 map back to LARGE
Hap2 at a rate of 98.99%, with 93.9% being properly paired. Only 1% of reads did not map back to it,
partly because VGP’s references do not include the mitochondrial chromosome (the LARGE fish
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specimen’s mitogenome is under GenBank accession KY825190.112). Notably, the fraction of reads with
0 mapping quality (MQ0 = 17.9%) is consistent with the expected repeat content of teleost genomes and

does not necessarily reflect systematic poor mapping.

In Hap2, multiallelic SNV calls (5,337, or 0.18% of heterozygous SNVs), from positions with limited pileup
depth, constitute a negligible low-quality fraction. Rebuilding Hap2 from the BCF file with BCFtools
consensus reproduces the deposited sequence’s 3,023,889 IUPAC-coded bases: 2,885,301 at
heterozygous SNVs and 138,588 at heterozygous indel records. At these records, BCFtools applies the
ALT allele and encodes base-wise mismatches across the overlapping REF and ALT strings, mostly
where an indel shifts a tandem repeat out of frame; these codes do not represent single-nucleotide
heterozygosity. The two LARGE pseudohaplotypes therefore differ mainly in their respective VGP
backbones and the encoding of heterozygous sites. Figures 1–3 show examples of Hap2’s genomic
features.
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Table 2
Chromosome (Chr.) sizes of the VGP Salminus brasiliensis principal reference assembly (Hap2) and the
corresponding LARGE Hap2 consensus pseudohaplotype. Δ = LARGE − VGP. GC content was identical

for every chromosome pair.
Chr. VGP RefSeq

accession
VGP size (bp) LARGE GenBank

accession
LARGE size
(bp)

Δ (bp) GC
(%)

1 NC_132878.1 99,388,286 CM188175.1 99,396,630 + 8,344 40.5

2 NC_132879.1 60,494,693 CM188176.1 60,492,526 −2,167 41.0

3 NC_132880.1 52,544,285 CM188177.1 52,546,278 + 1,993 41.5

4 NC_132881.1 50,283,246 CM188178.1 50,285,850 + 2,604 41.0

5 NC_132882.1 46,574,413 CM188179.1 46,574,155 −258 41.0

6 NC_132883.1 46,419,030 CM188180.1 46,421,178 + 2,148 41.0

7 NC_132884.1 44,467,116 CM188181.1 44,469,449 + 2,333 41.0

8 NC_132885.1 43,347,643 CM188182.1 43,348,752 + 1,109 41.5

9 NC_132886.1 42,620,587 CM188183.1 42,624,741 + 4,154 41.5

10 NC_132887.1 41,637,409 CM188184.1 41,635,246 −2,163 41.5

11 NC_132888.1 40,765,202 CM188185.1 40,765,212 + 10 41.0

12 NC_132889.1 40,068,765 CM188186.1 40,069,717 + 952 42.0

13 NC_132890.1 38,865,264 CM188187.1 38,865,047 −217 41.5

14 NC_132891.1 37,349,020 CM188188.1 37,346,743 −2,277 41.5

15 NC_132892.1 36,871,833 CM188189.1 36,875,773 + 3,940 41.5

16 NC_132893.1 36,840,974 CM188190.1 36,840,508 −466 41.5

17 NC_132894.1 36,758,898 CM188191.1 36,759,448 + 550 41.5

18 NC_132895.1 36,616,962 CM188192.1 36,613,648 −3,314 41.0

19 NC_132896.1 36,202,799 CM188193.1 36,206,046 + 3,247 41.0

20† NC_132897.1 33,995,598 CM188194.1 33,996,257 + 659 40.5

21 NC_132898.1 34,019,765 CM188195.1 34,020,798 + 1,033 41.5

22 NC_132899.1 33,960,001 CM188196.1 33,958,819 −1,182 41.5

23 NC_132900.1 32,802,579 CM188197.1 32,802,673 + 94 41.5

24 NC_132901.1 29,456,005 CM188198.1 29,454,567 −1,438 41.5

25 NC_132902.1 28,888,514 CM188199.1 28,887,726 −788 42.0
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Chr. VGP RefSeq
accession

VGP size (bp) LARGE GenBank
accession

LARGE size
(bp)

Δ (bp) GC
(%)

Total   1,061,238,887   1,061,257,787 + 
18,900

 

†Chromosome 20 has four unlocalized scaffolds in both assemblies. Together with 74 unplaced
scaffolds, these add ~ 5.2 Mb to each assembly, beyond the chromosome totals above.

QUAST flagged four possible misassemblies in LARGE Hap2: two flanking a ~ 20 kb segment at
approximately 20.16 Mb on chromosome 12. The other two are short offsets (1–3 kb) at the ends of
unplaced scaffolds 131 and 77 (JCAFYM010000053.1 and JCAFYM010000096.1). The total length of
sequences flagged as problematic (40.2 Mb) is explained by the length of chromosome 12 itself (40.07
Mb), since the metric counts entire sequences rather than misassembled segments (all four are
relocations). The remaining ~ 153 kb are accounted for by the unplaced scaffolds. Independently, per-
sequence Merqury QV (Fig. 4) identified chromosome 14 (QV 29.5), chromosome 15 (QV 30.9) and, more
dramatically, scaffold143 (JCAFYM010000064.1; QV 17.1) in Hap2 as outliers relative to its genome-
wide value (QV 33.0). These regions warrant caution in downstream analyses. Union (LARGE’s Hap1 and
Hap2) k-mer completeness of 94% is reported by Merqury, while BUSCO screening found 97.8%
complete BUSCOs (actinopterygii_odb12, n = 7,207) for the Hap2 genome.

Genome annotation transferred 96.9% of reference genes (33,984/35,057) and 35.9% of pseudogene loci
(2,734/7,620). Of the lifted mRNAs, 92.6% showed protein identity ≥ 0.99 against the VGP reference
coding DNA sequence models (Table 3). A minor fraction (~ 0.3%) showed identity below 0.50, more
likely reflecting frameshifting indels or lift-over boundary errors than sequence divergence. Conversely,
the 0.99 ≤ I < 1 class (54.2%) almost entirely reflects IUPAC-coded heterozygous sites within coding
sequences, which translate as ambiguous residues (X): 54.1% of lifted polypeptides contain at least one
X. The LARGE Hap2 gene annotation accounts for 33,984 genes across eight biotypes: 24,007 protein-
coding genes; 7,103 tRNAs; 1,359 snRNAs; 917 lncRNAs; 267 snoRNAs; 245 rRNAs; 77 immune gene
segments (V_segment and C_region); and 9 ncRNAs. Together, the 24,084 protein-coding and immune
loci carry 41,435 mRNAs (including isoforms). An additional 2,734 pseudogenes were transferred
separately. Protein-mode BUSCO on the lifted annotation proteome (41,435 polypeptide sequences)
yielded 97.4% completeness with 32.7% duplication. These duplicated BUSCOs reflect isoform inclusion,
rather than true gene-level duplication, consistent with the low genome-mode duplication (~ 0.4%).

The full minimal reference pangenome graph (Fig. 5a) records segment provenance from the rank tags
in relation to the backbone (VGP Hap2), which accounts for 96.5% of the graph's sequence, while VGP
Hap1 adds 33.2 Mb (78,405 segments). LARGE Hap2, in turn, adds 357 segments (24.7 kb) and LARGE
Hap1 adds another 8,346 segments (5.2 Mb). In chromosome 1 alone, for example, 93% of LARGE Hap1-
derived segments (≥ 100 bp) also occur in VGP Hap1, indicating that its contribution largely re-captures
VGP Hap1, plus segments not previously incorporated during incremental augmentation. As expected for
reference-guided consensus pseudohaplotypes, which mostly differ from their backbones by SNVs and
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short indels (below minigraph's default minimum variant length of 50 bp), graph topology mainly reflects
divergence between the two phased VGP haplotypes. The LARGE specimen's variation is mainly
captured in the reference pangenome graph framework through its read alignments to the reduced graph
(GAF), complemented by an alignment to the backbone subgraph of the full graph (GAM).

The reduced graph version mirrors the full graph's topology, with an average node degree of 1.4 and
maximum of 3 (Fig. 5b), consistent with a predominantly linear structure punctuated by simple bubbles,
as expected for a minimal pangenome graph from the minigraph building approach. The GAM file of
short-read alignment to the backbone subgraph of the full graph (including scaffolds) yielded a mapping
rate of 98.67%, with 94.3% properly paired and 66.5% perfectly aligned. This alignment is consistent with
the one for the linear Hap2 genome (98.99%) and with the GAF alignment to the reduced version of the S.
brasiliensis reference pangenome graph (98.94%).

Table 3
Proportion of Salminus brasiliensis mRNAs (including isoforms) by protein

identity, from genome annotation lift-over for LARGE Hap2.
Protein identity (I) mRNAs % of annotated polypeptides (n = 41,435)

I = 1 15,909 38.4%

0.99 ≤ I < 1 22,442 54.2%

≥ 0.99 (subtotal) 38,351 92.6%

≥ 0.95 (subtotal) 40,623 98.0%

0.50 ≤ I < 0.95 692 1.7%

I < 0.50 120 0.3%

Together, these metrics indicate that both graph versions incorporate the sequence content of the four
input haplotypes with limited expansion: the full graph (1.105 Gb) exceeds its backbone by only 3.6%,
consistent with the segment provenance. Short-read alignment to the backbone subgraph with vg giraffe
yielded a mean mapping quality of 46.1 (median 60); because giraffe and BWA-MEM calibrate mapping
qualities differently, this is not directly comparable with the MQ₀ fraction of the linear mapping (17.9%).

Usage Notes
The datasets provide sequences from a potentially divergent lineage of S. brasiliensis (Upper Paraná
River Basin) 17–20 . About 3.6 million heterozygous sites (~ 2.9 million SNVs and ~ 0.7 million indels), or
roughly 3.4 per kb, were called against VGP Hap2. The heterozygous SNVs appear across Hap2 as
IUPAC ambiguity codes (R = A or G; Y = C or T; W = A or T; S = C or G; K = G or T and M = A or C). A further
138,588 codes, mostly in runs within tandem repeats, arise from the encoding of heterozygous indels,
which Hap2 carries with their ALT allele, and should not be interpreted as SNVs. Variant calls were not
quality-filtered; users requiring high-confidence sites should filter on QUAL, depth and allelic support. The
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pairing of these new Brazilian LARGE pseudohaplotypes with the phased VGP haplotypes from the
Argentine specimen provides a direct observation of chromosome-level variation among genomes for S.
brasiliensis.

The Argentine and Brazilian specimens’ combined reference pangenome records SV information as
graph topology, with each node carrying a stable sequence name and offset (SN/SO tags), from its linear
reference genome backbone coordinates (VGP Hap2). It can be used for incremental sequence
alignment/mapping. The reference pangenome graph can be employed for downstream applications
such as variant-aware mapping (reference bias mitigation), genotyping and SV annotation. It also serves
as a sketch map for comparison and guidance for eventual base-level pangenome graph construction
with the minigraph-cactus approach. Graph topology currently mostly reflects structural variation
between the two VGP haplotypes; LARGE variation is represented at the SNV/short-indel level and
through read alignments. The GAF file uses the rGFA segment names directly, whereas the GAM file,
aligned to the backbone subgraph, provides a baseline for comparing graph-based and linear mapping of
the same reads; its node identifiers are interpreted with the deposited GBZ index⁶³.

Declarations
Data Availability

The two chromosome-level pseudohaplotype genome assemblies for Salminus brasiliensis (LARGE
specimen, Upper Paraná Basin) are available at NCBI GenBank and can be accessed with accessions
JCAFYL000000000 (Hap155 - https://www.ncbi.nlm.nih.gov/datasets/genome/GCA_059933045.1) and
JCAFYM000000000 (Hap256 - https://www.ncbi.nlm.nih.gov/datasets/genome/GCA_059958755.1).

Associated short-read alignment files (BAM) are available at NCBI SRA under accessions SRP684677
(Hap153 - https://www.ncbi.nlm.nih.gov/sra/?term=SRP684677) and SRP684629 (Hap254 -
https://www.ncbi.nlm.nih.gov/sra/?term=SRP684629).

The gene annotation57 (GFF3) and predicted proteome58 (FASTA) for LARGE's Hap2 are available at
Figshare (https://doi.org/10.6084/m9.figshare.34023231 and
https://doi.org/10.6084/m9.figshare.34027611, respectively).

The minimal reference pangenome graph for S. brasiliensis, in full59 and reduced60 (25 chromosomes
only) versions, is available at Figshare (https://doi.org/10.6084/m9.figshare.32678319 and
https://doi.org/10.6084/m9.figshare.34005651, respectively).

The short-read alignments to the backbone subgraph of the full graph in GAM⁶¹ format are available at
Zenodo (https://doi.org/10.5281/zenodo.20706937), and the corresponding GBZ index⁶³ at Figshare
(https://doi.org/10.6084/m9.figshare.34335735).
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Short-read alignments to the reduced graph (GAF)62 are available at Figshare
(https://doi.org/10.6084/m9.figshare.34005663).
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Figure 1

Genome features of Salminus brasiliensis LARGE Hap2 (Upper Paraná Basin, Brazil). Innermost ring:
chromosome positions (Mb). Second ring: chromosome ideogram. Third ring: GC content (%). Outermost
ring: gene density per 1 Mb window.
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Figure 2

Genomic microsatellite distribution for Salminus brasiliensis (100 kb windows). Innermost ring: (CG)n
dinucleotide locations, where red-marked regions may contain CpG islands. Second ring: chromosome
ideogram. The following outward rings show general simple sequence repeat motif density (per
window).
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Figure 3

Internal links: intragenomic protein-coding paralogous gene pairs (n = 2,563), coloured by the lower-
numbered chromosome of each pair. Innermost ring: Miniature Inverted-repeat Transposable Elements
(MITE) candidate locations (n = 7,114) placed by position, MiteFinderII score (increasing outward along
the radial axis) and coloured by target-site duplication (TSD) length (2–10 bp). Outermost ring:
chromosome ideogram.
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Figure 4

Quality values (QV), estimated from k-mer distribution spectra, across the two LARGE pseudohaplotypes
(Hap1 and Hap2) for Salminus brasiliensis. a) Log-transformed k-mer count as a function of k-mer
frequency and copy number (cn). b) Quality values for the main 25 chromosomes, flagging below-
average values, particularly for chromosomes 14 and 15.
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Figure 5

Visualization examples of a minimal reference pangenome graph for Salminus brasiliensis, with four
haploid genome sets. a) Overview of the full version, including unplaced scaffolds, with detail inset.
Lines represent genome segments (graph nodes), proportional to their lengths; arrows represent
orientation; and graph edges represent connections among nodes. b) A subgraph section from the
reduced version, between nodes s97017–s97025, showcasing third-degree traversal depth. Coloured
arrow-shaped nodes represent sequence segment lengths. Edges (dark lines) represent node
connections. Bubbles along the common backbone correspond to divergent haplotype-specific regions.
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