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Abstract

Background First-line therapy for advanced hepatocellular carcinoma (HCC) combines an

immune checkpoint inhibitor (ICI) with one of two antiangiogenic backbones: an anti-VEGF
monoclonal antibody or a VEGFR-targeted tyrosine kinase inhibitor (TKI). No head-to-head trial
exists, and successive network meta-analyses have ranked the two classes and reported class-

level probabilities as estimates of a drug-class property.

Objective To estimate the class comparison and, separately, to test whether a class effect is

identifiable from the aggregate trial data on which such rankings are based.

Methods Nine randomised trials (5,333 patients) were synthesised in a Bayesian random-effects
network anchored on sorafenib. Because each treatment appears in a single trial, between-study
heterogeneity is not identifiable from the data; it was therefore specified using the external
empirical predictive distributions of Turner et al., and every efficacy estimate reported here is

conditional on that externally sourced prior. Outcomes were overall survival (OS), progression-
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free survival (PFS), objective response (ORR) and grade >3 adverse events. Five effect modifiers
were pre-specified; their joint distribution across trials was examined before interpreting any

class-level estimate.

Results Three regimens improved OS over sorafenib: sintilimab plus bevacizumab (HR 0.57,
95% credible interval 0.35-0.92), finotonlimab plus bevacizumab (0.60, 0.37-0.99) and
camrelizumab plus rivoceranib (0.64, 0.41-0.99). The posterior probability favouring the anti-
VEGF-antibody class was 75.0% for OS, 74.8% for ORR and 45.3% for PFS. These estimates
are not interpretable as class effects. Treatment class, hepatitis B virus prevalence,
macrovascular invasion and China-only enrolment were mutually collinear across trials (pairwise
r=0.81-0.91; HBV—China r = 0.87), so a survival advantage attributed to drug class is equally
consistent with one attributable to the populations in which each class was tested. With nine
trials, trial-level meta-regression is underpowered to separate the independent contributions of
viral aetiology and geographic enrolment and is reported as hypothesis-generating only; no
reweighting or prior specification separates them either, and sensitivity analyses moved the class
probability only between 73.9% and 85.5% without altering this. The contrasts that do survive
are those estimated within randomised comparisons: grade >3 hand-foot syndrome occurred with
every TKI regimen (2—12%) and with none of the four anti-VEGF-antibody regimens, against

6.9—12% in the sorafenib arms of those same trials.

Conclusions Class rankings in first-line HCC describe the evidence base rather than a property
of the drugs. The collinearity of treatment class with viral aetiology and geographic region
makes class attribution unidentifiable from aggregate data, irrespective of model choice, and this
limitation applies to the published rankings as much as to ours. On GRADE-NMA the class-level
indirect comparison was rated very low certainty, downgraded for unresolvable confounding by
trial population. Separating drug class from trial population will require individual-patient-data
analysis or head-to-head randomisation; until then, within-trial contrasts remain the defensible

basis for class-level claims.

Keywords Hepatocellular carcinoma; Network meta-analysis; Immune checkpoint inhibitors;

Bevacizumab; Tyrosine kinase inhibitors; Confounding; Identifiability; Bayesian analysis
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1 Introduction

Liver cancer is the sixth most frequently diagnosed cancer worldwide and the third leading cause
of cancer death, with an estimated 865,000 new cases and 758,000 deaths in 2022 [1];
hepatocellular carcinoma (HCC) accounts for the large majority of cases, and most patients
present at a stage where curative treatment is no longer possible. A further proportion reach
advanced disease through recurrence after curative-intent resection, where preoperative imaging
can flag pathological features associated with relapse, such as microvascular invasion and
satellite nodules [2], and where variation in operative strategy affects perioperative outcome

without altering long-term survival [3].

First-line systemic therapy consisted for more than a decade of sorafenib [4] and later lenvatinib
[5]. Since IMbrave150 [6,7], the standard has been an immune checkpoint inhibitor (ICT)
combined with an antiangiogenic agent, and a succession of phase 3 trials has extended the
approach across a growing range of regimens [8—15], an approach now embedded in national
treatment guidelines [16]. These combinations pair a checkpoint inhibitor with one of two
mechanistically distinct partners: a monoclonal antibody targeting vascular endothelial growth
factor (VEGF), as in atezolizumab plus bevacizumab [6], sintilimab plus a bevacizumab
biosimilar [8], toripalimab plus bevacizumab [12] or finotonlimab plus bevacizumab [13]; or an
orally administered multikinase inhibitor of the VEGF receptor (VEGFR), as in camrelizumab
plus rivoceranib [15], atezolizumab plus cabozantinib [9,11], pembrolizumab plus lenvatinib

[10] or anlotinib plus penpulimab [14].

No trial has compared the two backbones directly. In the absence of head-to-head randomisation,
three network meta-analyses have compared them indirectly — across six trials [17], stratified by
viral aetiology [18], and at strategy level across fifteen trials [19] — and all report rankings
favouring the anti-VEGF-antibody class. These rankings now circulate as evidence about the
drugs: as a statement that antibody-based blockade of VEGF is the more effective way to partner

a checkpoint inhibitor in this disease.

That interpretation rests on a specific assumption. An indirect class comparison estimates a drug-
class effect only if the trials contributing to each class are exchangeable with respect to the
factors that modify treatment benefit. This requirement, and the conditions under which indirect

comparison becomes uninterpretable, are well established in the network meta-analysis
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methodology literature: the validity of an indirect estimate depends on how effect modifiers are
distributed across the contributing trials [20], and transitivity and identifiability are recognised as
conceptual rather than computational constraints [21,22]. In first-line HCC this condition is
strained in a specific and checkable way: the trials are concentrated by geography and by viral
aetiology, and that concentration is not independent of which backbone each regimen used. If
treatment class and population characteristics vary together across the evidence base, then a class
ranking and a population ranking are numerically the same object, and no amount of modelling

will tell them apart.

We therefore performed a Bayesian network meta-analysis of first-line randomised trials in
advanced HCC with two aims. The first was to estimate the comparative efficacy and toxicity of
the two antiangiogenic classes. The second, which we treat as the primary contribution, was to
establish whether a class effect is identifiable at all from aggregate data of this structure, by
examining the joint distribution of pre-specified effect modifiers across trials and by testing how
far the class comparison can be moved by model specification. We report both, and we set out
which claims the evidence base does and does not support. We note at the outset that the design
which would settle the question is unlikely to be run. A head-to-head trial powered to detect a
hazard ratio of approximately 0.89, the magnitude separating the best-performing regimen in
each class in this analysis, would require some 2,300 deaths and therefore, at the overall-survival
maturity reached in the included trials, between roughly 1,500 and 1,800 patients per arm; and no
sponsor has a commercial incentive to risk its own regimen against a competitor's. The feasible
alternative, pooled individual-patient-data analysis, would require every sponsor of the nine trials
to release patient-level covariates and outcomes to a common analysis, which would permit the

aetiology-by-treatment interaction to be estimated within trials rather than across them.

2 Materials and Methods

2.1 Protocol, Registration, and Reporting

This systematic review and Bayesian network meta-analysis (NMA) was conducted and reported
in accordance with the PRISMA 2020 statement [23] and the PRISMA extension for network
meta-analyses [24]. The protocol was prospectively registered with PROSPERO
(CRD420261353528). The study selection process is shown in Supplementary Figure S1.

2.2 Eligibility Criteria
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We included phase 2/3 randomised controlled trials of first-line systemic therapy in adults with
advanced or unresectable HCC in which an ICI was combined with an antiangiogenic agent
(either an anti-VEGF monoclonal antibody or a VEGFR-targeted TKI) and compared with an
active systemic comparator, and which reported at least one of the outcomes of interest. Trials of
dual checkpoint blockade without an antiangiogenic partner, trials in the adjuvant, neoadjuvant,
or later-line settings, trials combining systemic therapy with locoregional treatment, single-arm

studies, and post-hoc or subgroup reports without independent randomised data were excluded.

2.3 Information Sources and Search

We searched PubMed/MEDLINE and the Cochrane Central Register of Controlled Trials
(CENTRAL) and screened the ClinicalTrials.gov registry for completed trials; no additional
eligible records were identified beyond those retrieved from the two databases. Data extraction
and analysis followed completion of study selection. Although the protocol listed additional
databases, all eligible phase 3 trials were captured by PubMed and CENTRAL, and no further
eligible records were identified from other sources. Full search strategies are given in the

Supplementary Material.

2.4 Study Selection and Data Extraction

Records were screened independently by two reviewers against the eligibility criteria, with
disagreements resolved by discussion. For each included trial we extracted, in duplicate, the trial
identifier and registration number, design and phase, arm-level sample sizes, regimens and
comparators, median follow-up, and the primary efficacy estimates (OS hazard ratio [HR] and
95% confidence interval [CI], PFS HR and 95% CI, and objective response rate [ORR] in each
arm). We additionally extracted the pre-specified effect-modifier variables (see below) and
prognostic characteristics (Eastern Cooperative Oncology Group performance status, Child—
Pugh class, macrovascular invasion or extrahepatic spread [MVI/EHS], and alpha-fetoprotein
[AFP] >400 ng/mL). Every extracted value was verified against the primary trial publication, and
discrepancies identified during verification were corrected to the source value. For trials reported
at more than one analysis stage, the most mature analysis was used: the COSMIC-312 final
overall-survival analysis [11] replaced the earlier interim assessment, and the CARES-310 final

analysis [15] replaced the 2023 interim report.

2.5 Effect Modifiers (Pre-Specified)
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Five candidate effect modifiers were specified before examining any outcome data: hepatitis B
virus (HBV) prevalence, AFP >400 ng/mL, MVI/EHS, ECOG performance status, and Child—
Pugh class.

HBYV prevalence was selected as the primary modifier on biological and practical grounds:
hepatitis B-related and non-viral HCC differ in their response to immune checkpoint inhibition,
and HBV status was reported consistently across all nine trials. The proportion of Asian patients
was considered but defined inconsistently across trials, some by geographic region and others by
race, and was therefore treated as a descriptive characteristic only. HBV prevalence is not
independent of treatment class in this network: the four trials with the highest HBV prevalence
were all conducted in China and contribute a specific mix of regimens, so any apparent HBV-
related modification of effect is confounded with class composition and cannot be interpreted

causally. The associated meta-regression is therefore exploratory.

2.6 Network Geometry and the Lenvatinib Bridge

The evidence network was anchored on sorafenib, the common comparator shared by the
majority of trials. One trial (LEAP-002) used lenvatinib rather than sorafenib as its control;
lenvatinib was connected to the sorafenib anchor through the REFLECT trial (lenvatinib versus
sorafenib [5]), forming a single two-link indirect bridge. The pembrolizumab plus lenvatinib
node is therefore connected to the rest of the network only through this bridge, and is the one
regimen in the network whose estimate is two indirect steps from the common anchor rather than
one. To quantify the cost of that extra step we refitted the overall-survival model with the LEAP-
002 contrast re-anchored directly on sorafenib, holding its magnitude and standard error fixed,
and compared the posterior precision of the pembrolizumab plus lenvatinib estimate between the
two fits. Because the resulting network is a star with a single appended bridge and contains no
closed loops, statistical evaluation of consistency (node-splitting or the Bucher method) is
structurally inapplicable. Transitivity was instead assessed by comparing the distribution of the

pre-specified effect modifiers across trials (Table 1).

2.7 Statistical Analysis

Analyses were performed within a Bayesian framework. For the time-to-event outcomes (OS and
PFS), trial-level log-hazard ratios and their standard errors were derived from the published

hazard ratios and 95% confidence intervals and modelled with a normal likelihood. For ORR and
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for grade >3 treatment-related adverse events, arm-level event counts were reconstructed from
the reported proportions and arm sizes and modelled on the log-odds scale, with a continuity
correction of 0.5 applied to all cells. Treatment discontinuation due to adverse events was pre-
specified in the protocol but not analysed, as reporting definitions varied across trials and

consistent extraction was not possible.

All endpoints were analysed with random-effects network meta-analysis models using the
contrast-based parameterisation [25] on the appropriate scale, with the lenvatinib-comparator
trial handled through the REFLECT bridge as described above so that every regimen was

expressed relative to the common sorafenib reference.

Vague priors were placed on the basic parameters (normal, mean 0, standard deviation 10).
Between-study heterogeneity was specified using empirical predictive distributions (see below).
Posterior distributions were estimated by Hamiltonian Monte Carlo using the No-U-Turn
Sampler in PyMC v5.28.5 [26], with four chains of 8,000 draws each after 6,000 tuning
iterations, a fixed random seed, a target acceptance probability of 0.999, and a maximum tree
depth of 15. Convergence was assessed by the Gelman—Rubin statistic (R-hat), effective sample
size, and the absence of divergent transitions; all reported models achieved R-hat < 1.01,

effective sample sizes above 10,000, and no divergent transitions.

Treatments were compared through their posterior hazard ratios (or odds ratios) versus sorafenib
and through all pairwise contrasts (league table, Supplementary Table S5). Treatment rankings
were summarised using the surface under the cumulative ranking curve (SUCRA) [27],
interpreted alongside the full credible intervals. SUCRA values are reported throughout as
descriptions of the available evidence base, not as estimates of comparative drug or drug-class
efficacy; in a star network a SUCRA value is a transformation of a single trial's point estimate

against the shared comparator and inherits every limitation of that estimate.

2.8 Specification of Between-Study Heterogeneity

Between-study heterogeneity was specified using the empirical predictive distributions of Turner
et al. [28], selected by outcome type (pharmacological versus pharmacological). These
distributions were derived as log-normal priors for the between-study variance of binary
outcomes on the log odds-ratio scale; we applied them to log hazard ratios as an approximation

and examined sensitivity to this choice using alternative priors (Section 2.9). The full
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specification, and its rationale in a star network where heterogeneity is not identifiable from the

data, is given in the Supplementary Methods.

2.9 Sensitivity and Robustness Analyses

The robustness of the primary OS comparison was examined by a fixed-effect model,
substitution of alternative empirical heterogeneity priors [28] (pharmacological versus placebo;
cause-specific mortality/composite), restriction to high-HBV trials (=80% and >70%
prevalence), leave-one-trial-out re-estimation with removal of any orphaned trial, and removal of
the REFLECT bridge with restriction to the seven trials having a direct sorafenib comparator
(Supplementary Table S3). An exploratory random-effects meta-regression of the trial-level OS
log-hazard ratio on HBV prevalence was performed across the sorafenib-referenced trials. This
was interpreted for direction only, given the small number of trials and the mutual confounding

of treatment class with HBV prevalence and geographic region.

2.10 Risk of Bias

Risk of bias was assessed independently by two reviewers using the Cochrane Risk of Bias 2 tool
(RoB 2) [29] across its five domains: the randomisation process, deviations from intended
interventions, missing outcome data, measurement of the outcome, and selection of the reported
result. Reviewers agreed on all judgements. No trial was judged at high risk of bias in any
domain. Domain-level and overall judgements for each trial are presented in Supplementary

Table S6.

2.11 Certainty of Evidence

Certainty of the OS network estimates was assessed using GRADE for network meta-analysis
[30] across risk of bias, indirectness, imprecision, and publication bias; incoherence could not be
evaluated statistically in a star network and was addressed through the transitivity assessment.
Each comparison against sorafenib was rated and agreed by all authors (Supplementary Table
S4); comparisons between active regimens, being wholly indirect, were low or very low certainty
throughout. Because the class-level contrast between the anti-VEGF-antibody and VEGFR-TKI
backbones is the principal comparison of this analysis, it was additionally rated as a comparison
in its own right, for each of the three efficacy endpoints and for grade >3 adverse events

(Supplementary Table S8).
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2.12 Use of Generative Artificial Intelligence

Generative artificial intelligence was not used to design the study, extract data, generate or
analyse data, or produce figures. All statistical analyses were performed by the authors in PyMC,
and all extracted values were verified by the authors against the primary trial publications. A
large language model (Claude, Anthropic) was used to assist with language editing of the
manuscript text; the authors reviewed and edited all output and take full responsibility for the

content.

3 Results
3.1 Study Selection and Network Geometry

The systematic search identified 665 records (275 from PubMed/MEDLINE and 390 from
Cochrane CENTRAL). After removal of 233 duplicates, 432 records were screened by title and
abstract, of which 421 were excluded. Eleven full-text articles were assessed for eligibility; two
were excluded (one second-line/post-hoc analysis and one transarterial chemoembolisation-
combination trial), leaving nine randomised controlled trials for inclusion in the network meta-
analysis (Supplementary Figure S1, PRISMA-NMA flow diagram). The nine trials randomised a
total of 5,333 patients: 2,640 to a first-line ICI plus antiangiogenic regimen, 1,739 to the
sorafenib or lenvatinib control arm of those eight trials, and 954 to the bridging trial
(REFLECT). Eight trials used sorafenib as the comparator and one (LEAP-002) used lenvatinib.
The evidence network formed a star centred on sorafenib; lenvatinib was connected to the anchor
only through the REFLECT trial, forming a single two-link bridge through which the
pembrolizumab plus lenvatinib node joined the remainder of the network (Figure 1). Because the
network contained no closed loops, statistical evaluation of inconsistency was not applicable, and

transitivity was assessed through the distribution of effect modifiers across trials (Table 1).
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Atezo + Bev
Fino+Bev

Sinti + Bev

Soraf

Pembro +
Lenv

Camre + Rivo

Atezo + Cabo

Figure 1 Network geometry of the evidence base. Nodes are treatment regimens; node area is proportional to the
number of randomised participants. Edges denote direct comparisons. Node colour indicates class: blue, ICI plus
anti-VEGF antibody; crimson, ICI plus TKI. Sorafenib (central) is the common comparator. Lenvatinib (grey) is an
indirect bridge: pembrolizumab plus lenvatinib links to the network only via REFLECT and LEAP-002 (dashed

edge). The star-shaped network has no closed loops, precluding assessment of direct—indirect consistency.

3.2 Trial and Patient Characteristics

The included trials were IMbravel50, CARES-310, ORIENT-32, COSMIC-312, LEAP-002,
HEPATORCH, the finotonlimab trial, REFLECT, and APOLLO (Supplementary Table S1). The

distribution of pre-specified effect modifiers is summarised in Table 1.

Table 1 Effect-modifier distribution across trials (transitivity assessment).

Trial Class HBYV (%) Non-Viral CP-A (%) MVI/EHS AFP >400 (%)
(%) (%)

ORIENT-32 anti-VEGF 94.2 33 95.8 79.3 43.1

Finotonlimab + | anti-VEGF 89.0 6.1 93.0 79.5 474

bevacizumab

HEPATORCH | anti-VEGF 89.9 5.5 100 79.0 47.0

APOLLO ICI + TKI 84.1 12.3 92.4 80.3 49.2

CARES-310 ICI + TKI 74.6 16.0 100 74.0 36.0

REFLECT monotherapy 50.2 27.1 99.0 70.0 —

10
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(bridge)

LEAP-002 ICI + TKI 49.0 382 99.0 67.0 31.6
IMbravel50 anti-VEGF 479 30.5 99.0 75.0 37.0
COSMIC-312 | ICI+ TKI 29.4 39.0 100 69.0 35.1

Trials ordered by descending HBV prevalence. HBV prevalence (29-94%), the principal candidate effect modifier, was patterned
by geography rather than treatment class: the four China-only trials had the highest values (84-94%), whereas globally enrolled
trials, including the anti-VEGF trial IMbravel50 (47.9%), had the lowest. HBV is therefore partially confounded with both
region and treatment class and cannot be read as a class-independent effect (see Section 4). Child—Pugh A (92-100%) and
MVI/EHS (67-80%) were reasonably balanced; AFP >400 ng/mL varied more widely (32-49%). — REFLECT reported AFP at
>200 ng/mL, not >400; the value is omitted as non-comparable. CP-A, Child—Pugh class A.

3.3 Overall Survival

Three regimens showed a credible survival advantage over sorafenib: sintilimab plus
bevacizumab (HR 0.57, 95% credible interval [CrI] 0.35-0.92), finotonlimab plus bevacizumab
(0.60, 0.37-0.99), and camrelizumab plus rivoceranib (0.64, 0.41-0.99); atezolizumab plus
bevacizumab (0.66) and anlotinib plus penpulimab (0.69) had intervals marginally including
unity, and atezolizumab plus cabozantinib showed no benefit (0.98, 0.62—1.54; COSMIC-312
final analysis [11]) (Figure 2). Heterogeneity was low (t = 0.12). The posterior probability that
the best anti-VEGF-antibody regimen was superior to the best TKI regimen was 75.0%.

Regimen HR (95% Crl)
Sintilimab + bevacizumab } = | 0.57 (0.35-0.92) *
Finotonlimab + bevacizumab : = I 0.60 (0.37-0.99) *
Camrelizumab + rivoceranib | = | 0.64 (0.41-0.99) *
Atezolizumab + bevacizumab } = { 0.66 (0.42-1.04)
Anlotinib + penpulimab | L | 0.69 (0.44-1.08)
Toripalimab + bevacizumab } = | 0.76 (0.47-1.20)
Pembrolizumab + lenvatinib I w { 0.77 (0.42-1.40)
Lenvatinib f = I 0.92 (0.59-1.40)
Atezolizumab + cabozantinib f d i 0.98 (0.62-1.54)
0:3 ()24 015 0:7 150 175 210

« favours regimen  favours sorafenib —+
Hazard ratio for overall survival versus sorafenib (log scale)

Random-effects network meta-analysis - 9 trials -+ T = 0-12 - P{anti-VEGF antibody > TKl) = 75:0% - * credible interval excludes 1
B ICI + anti-VEGF antibody Ml ICl+TKI Il TKI monotherapy

Figure 2 Overall survival: hazard ratios versus sorafenib. Posterior median hazard ratios (squares) with 95%

credible intervals (horizontal lines) from the random-effects network meta-analysis, ordered from most to least

11
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favourable. Colour denotes treatment class. Hazard ratios below 1 favour the experimental regimen over sorafenib.
Asterisks mark the three regimens whose credible interval excluded unity. Random-effects model, nine trials, T =
0.12; the posterior probability that the best anti-VEGF-antibody regimen was superior to the best TKI regimen was
75.0%.

3.4 Progression-Free Survival

For progression-free survival, the most favourable point estimates were finotonlimab plus
bevacizumab (HR 0.50, 0.28-0.89), anlotinib plus penpulimab (0.52), and camrelizumab plus
rivoceranib (0.54); three credible intervals excluded unity (t = 0.14, Supplementary Table S2).
Several TKI-based regimens ranked among the most effective, and the posterior probability
favouring the anti-VEGF-antibody class was 45.3%, showing no class-level difference for this

endpoint.

3.5 Objective Response Rate

Objective response was estimated with the greatest precision (Supplementary Table S2).
Finotonlimab plus bevacizumab was most effective (odds ratio [OR] 9.51, 2.47-36.74); six of
nine credible intervals excluded unity, indicating a response advantage over sorafenib across
most combinations. The posterior probability favouring the anti-VEGF-antibody class was

74.8% (1 =0.31).
3.6 Treatment Rankings

Rankings by SUCRA are presented for all treatments and endpoints in Table 2. Sintilimab plus
bevacizumab ranked highest for overall survival (SUCRA 80.7); finotonlimab plus bevacizumab
was the most consistent across endpoints, ranking highest for progression-free survival (75.3)
and objective response (85.8). Atezolizumab plus cabozantinib ranked lowest for overall survival
(18.5), consistent with its null point estimate. Rankings alternated between anti-VEGF-antibody
and TKI regimens at the top of the distribution, mirroring the moderate class-level probabilities,
and should be interpreted alongside the wide credible intervals as indicative of relative
tendencies rather than definitive orderings. These rankings describe the spread of point estimates
across the nine trials we have; they are not estimates of comparative drug-class efficacy, and the

confounding set out in Section 4.2 applies to them in full.

Table 2 Treatment rankings by SUCRA.

12
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Treatment Class oS PFS ORR
Sintilimab + ICI + anti-VEGF 80.7 62.7 66.5
bevacizumab

Finotonlimab + ICI + anti-VEGF 75.3 75.3 85.8
bevacizumab

Camrelizumab + ICI + TKI 69.3 67.3 68.2
rivoceranib

Atezolizumab + ICI + anti-VEGF 65.3 43.7 393
bevacizumab

Anlotinib + ICI + TKI 60.0 71.6 424
penpulimab

Toripalimab + ICI + anti-VEGF 478 37.1 61.2
bevacizumab

Pembrolizumab + ICI + TKI 47.1 64.1 62.9
lenvatinib

Lenvatinib TKI monotherapy ¥ 23.7 43.8 347
Atezolizumab + ICI + TKI 18.5 299 37.0
cabozantinib

Surface under the cumulative ranking curve (SUCRA, %) for each regimen across the three efficacy endpoints. Higher values
indicate a higher probability of ranking among the more effective treatments. Regimens are ordered by overall-survival SUCRA.
Sorafenib, the common reference comparator, is omitted. T Lenvatinib is included as the bridging node and is not a first-line
combination regimen. Rankings derive from an indirect star network estimated with wide credible intervals and should be
interpreted as indicative of relative position rather than definitive orderings. OS, overall survival; PFS, progression-free survival;
ORR, objective response rate. SUCRA values describe the distribution of point estimates across the nine trials in this network

and are not estimates of comparative drug-class efficacy; see Sections 3.6 and 4.2.

3.7 Risk of Bias

Of the nine trials, five were judged at low risk of bias overall, and four raised some concerns
(Supplementary Table S6). Risk of bias for overall survival was low across all trials, as this
objective endpoint is unaffected by knowledge of treatment assignment. The concerns identified
were confined to the progression-based endpoints in two trials for which blinded independent
central review of response could not be confirmed (HEPATORCH and the finotonlimab plus
bevacizumab trial) and to the reporting of overall survival at a pre-planned interim analysis in

two further trials (ORIENT-32 and APOLLO).
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3.8 Safety

Treatment-related grade >3 adverse events were available for all nine trials. At the class level,
ICI plus anti-VEGF-antibody regimens carried toxicity comparable to sorafenib (median odds
ratio 1.09). In contrast, ICI plus TKI regimens were approximately twice as toxic (median odds
ratio 2.10). The posterior probability that the best-tolerated anti-VEGF-antibody regimen was
less toxic than the best-tolerated TKI regimen was 77.7% (Supplementary Figure S2; T = 0.34).

The most severe toxicity was concentrated in specific TKI-based regimens: camrelizumab plus
rivoceranib carried the highest odds (OR 3.85, 95% Crl 1.10-12.92, the only interval excluding
unity), followed by atezolizumab plus cabozantinib (2.50) (Supplementary Figure S2). The two
classes differed more in the pattern of toxicity than in its overall frequency (Figure 3). Grade >3
hand-foot syndrome occurred in every TKI-based combination and in none of the four anti-
VEGF-antibody combinations, while reaching grade >3 in 6.9—12% of patients randomised to

sorafenib in those same trials.

Regimen class
B ICl + anti-VEGF
B I+ TKI
B monotherapy

Toripalimab + bev
Sintilimab + bev
Atezolizumab + bev
Finotonlimab + bev
Pembrolizumab + lenv
Anlotinib + penpulimab

Atezolizumab + cabo
Adverse event

. B Hypertension B AST/ALT rise
Lenvatinib B Hand-foot (PFPE) M Diarrhoea
B Proteinuria B Thrombocytopenia
T T
60 80

Grade =3 adverse event incidence (%), ICl-combination arm

Figure 3 Toxicity signatures: grade >3 adverse events by regimen. Incidence of six pre-specified grade >3 adverse
events in the ICI-combination arm of each trial, extracted from trial safety tables and appendices and grouped by
treatment class. Grade >3 hand-foot syndrome occurred with every TKI-based regimen (2—12%) and with none of
the four ICI plus anti-VEGF-antibody regimens; in each of those four trials it was explicitly reported as absent at

grade >3 while occurring at grade >3 in 6.9—-12% of patients randomised to sorafenib in the same trial, so the
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absence reflects a within-trial contrast rather than under-reporting. The remaining five adverse events overlapped
between classes. Some trials reported treatment-emergent rather than treatment-related events, and for events other
than hand-foot syndrome an absent bar may indicate that the event fell below the trial's reporting threshold rather
than a confirmed absence. Network estimates of the overall odds of grade >3 treatment-related adverse events versus

sorafenib are shown in Supplementary Figure S2.

3.9 Effect Modifiers and Their Interdependence

Trial-level meta-regression, interpreted for direction only, showed that greater overall-survival
benefit was associated with higher HBV prevalence (slope —0.068 per 10%; p = 0.01), higher
macrovascular-invasion/extrahepatic-spread proportion (p = 0.03), and, non-significantly, higher
AFP-high proportion (p = 0.21). These modifiers were, however, strongly intercorrelated
(pairwise r = 0.81-0.91) and confounded with treatment class and geographic region (HBV—
China r = 0.87; AFP—China r = 0.93) and cannot be interpreted as independent effect modifiers
(Supplementary Table S7). With nine trials and modifiers correlated at this magnitude the
regression is substantially underpowered: it cannot disentangle the contribution of hepatitis B
prevalence from that of China-only enrolment, and the slopes above are reported for direction
only, as hypothesis-generating signals rather than as estimates of any modifier's independent

effect. No inference in this paper rests on their magnitude.

3.10 Sensitivity Analyses

The main overall-survival comparison held up across model choice, prior, and trial mix
(Supplementary Table S3). A fixed-effect model raised the probability favouring the anti-VEGF-
antibody class to 85.5%. Two alternative predictive distributions, one for drug versus placebo
comparisons and one for cause-specific mortality or composite outcomes, gave 74.0% and
73.9%, so the result does not hinge on how the outcome is categorised. Limiting the network to
high-HBYV trials gave 88.4% (=80%) and 75.2% (=70%). Leaving out one trial at a time kept the
probability above 50% every time, from 59.6% (without ORIENT-32) to 85.2% (without
CARES-310). Since LEAP-002 joins the network only through REFLECT, dropping REFLECT
also drops LEAP-002; the remaining seven-trial star, with no bridged evidence, gave 78.2%. The
class comparison does not depend on the lenvatinib bridge. But the bridge does make one
estimate less precise. Pembrolizumab plus lenvatinib was estimated at HR 0.77 (95% CrI 0.42—
1.40), with a posterior standard deviation on the log-hazard scale of 0.30. Re-anchoring the

LEAP-002 contrast directly on sorafenib, holding its magnitude and standard error unchanged,
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reduced that standard deviation to 0.23, so approximately 41% of the posterior variance of this
estimate is attributable to the two-step indirect path rather than to the LEAP-002 data
themselves, and the credible interval is approximately 1.32 times wider than it would be under
direct anchoring. For comparison, the median posterior standard deviation among the eight
regimens anchored directly on sorafenib was 0.23. The pembrolizumab plus lenvatinib estimate
therefore carries lower evidential certainty than every other regimen in the network, and is rated

accordingly in Supplementary Table S4.

4 Discussion
4.1 Principal findings

This network meta-analysis of nine randomised trials compared first-line combinations of a
checkpoint inhibitor with an antiangiogenic agent in advanced HCC. Three regimens improved
overall survival over sorafenib with credible intervals excluding unity — sintilimab plus
bevacizumab, finotonlimab plus bevacizumab and camrelizumab plus rivoceranib — and six of
nine improved objective response. At class level the anti-VEGF-antibody regimens ranked above
the TKI regimens for overall survival (75.0%) and objective response (74.8%), with no
difference for progression-free survival (45.3%). Our estimates therefore agree in direction with

the three published syntheses of this question.

We do not interpret them as class effects, and the remainder of this discussion sets out why we

believe the published rankings should not be interpreted that way either.

4.2 Why class attribution is not identifiable in this network

An indirect class comparison carries a causal reading only under transitivity: the trials
contributing to each class must be exchangeable with respect to effect modifiers. In this evidence
base they are not, and the departure is not marginal. The four trials with the highest hepatitis B
virus prevalence (84-94%) were all conducted exclusively in China; globally enrolled trials,
including IMbravel50 at 47.9%, sit at the other end of the range. Hepatitis B prevalence
correlates with China-only enrolment at r = 0.87 and with high alpha-fetoprotein proportion at r
= 0.93, and the pre-specified modifiers correlate with one another at r = 0.81-0.91

(Supplementary Table S7). Treatment class is distributed across the same axis.

16



410
411
412
413
414
415
416
417
418
419
420

421
422
423
424
425
426

427

428
429
430
431
432
433

434
435
436
437
438

Class and population are confounded in first-line HCC

The consequence is a question of identifiability rather than of precision. Our exploratory meta-
regression found greater survival benefit in trials with more hepatitis B-related disease (slope
—0.068 per 10%), a direction that is biologically plausible given the differing immune context of
viral and non-viral HCC — though with only nine trials the regression is underpowered, and we
do not treat the slope as an effect estimate. But that finding and the class ranking are not two
separate results; they are the same result described two ways. A model that explains the
advantage by drug class fits these nine trials about as well as a model that explains it by viral
aetiology, and the data give little basis for choosing between them. The correlations are high but
not perfect, so the confounding is not complete. It is still strong enough that we cannot read the
class estimate as a causal effect. Enlarging the network with further trials of the same geographic

structure would narrow the credible intervals without altering this.

Our sensitivity analyses illustrate the point rather than resolving it. Across alternative empirical
priors, a fixed-effect specification, high-HBV restriction, leave-one-trial-out re-estimation and
removal of the lenvatinib bridge, the class probability moved between 73.9% and 85.5% and
never fell below 50% (Supplementary Table S3). That robustness is often read as reassurance.
Here it is not: a quantity that is confounded at source remains confounded under every

reweighting, and the stability of the estimate reflects the stability of the confounding.

4.3 Relation to previously published class rankings

Zhou and colleagues [17] compared the same two classes across six trials and found no
significant difference (HR 0.82, 95% CI 0.65—-1.04). Chen and colleagues [ 18] grouped ten trials
by viral aetiology and reported greater benefit in hepatitis B-related disease. Zhang and
colleagues [19] synthesised fifteen trials in 9,792 patients and likewise ranked PD-(L)1 plus anti-
VEGF antibody highest for overall survival. All three report class-level probabilities as estimates

of a property of the drugs.

The argument above applies to each of them, because the limitation belongs to the evidence base
rather than to any particular analysis. Chen and colleagues tested for an aetiology—treatment
interaction and found none (p = 0.38); with ten trials and modifiers correlated at this magnitude,
a null interaction test has little power to establish independence and should not be read as

licensing a causal class interpretation. We make no claim that these analyses were conducted
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poorly. We claim that the quantity they report does not have the meaning it is routinely given,

and that this is visible from the trial characteristics they themselves tabulate.

4.4 What remains interpretable: within-trial contrasts

Comparisons estimated within randomised groups are untouched by the confounding described
above, because the comparator is drawn from the same population as the experimental arm. The
clearest example in these data is dermatological toxicity. Grade >3 hand-foot syndrome occurred
with every TKI-based combination (2—12%) and with none of the four anti-VEGF-antibody
combinations, while reaching grade >3 in 6.9—12% of patients randomised to sorafenib in those
same four trials. The class difference in dermatological toxicity between selective VEGF
blockade and broad multikinase inhibition is well established pharmacologically; what the
network adds is a demonstration of the contrast between the two contemporary first-line
backbones, and an illustration of which class-level statements this evidence base can support and

which it cannot.

The same logic qualifies the aggregate safety comparison. At class level the anti-VEGF-antibody
regimens carried toxicity comparable to sorafenib (median odds ratio 1.09) and the TKI regimens
approximately twice that (2.10), with a 77.7% posterior probability favouring the anti-VEGF-
antibody class. Most of the excess arose from two regimens — camrelizumab plus rivoceranib,
the only one whose credible interval excluded unity, and atezolizumab plus cabozantinib —
while anlotinib plus penpulimab was as well tolerated as the antibody-based regimens despite its

TKI backbone. Tolerability tracked the individual agent more closely than the class.

4.5 The atezolizumab plus bevacizumab ranking

Atezolizumab plus bevacizumab, the IMbravel 50 standard of care, ranked below several newer
regimens [6]. This reflects the structure of indirect ranking rather than a lesser effect: in a star
network a regimen ranks on the magnitude of its point estimate against the shared comparator, so
a single newer trial with a larger estimate and wider intervals can outrank a larger, longer-
followed trial. It is a further reason to read SUCRA orderings in this literature as descriptions of

the available estimates rather than as clinical guidance.

4.6 Strengths and limitations
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The analysis treats the two antiangiogenic backbones as mechanistic classes, combines efficacy
and safety within one framework, examines toxicity event by event rather than only in aggregate,
and verifies every extracted value against the primary publication, with two composite adverse-
event rates corrected during verification. Its principal limitation is the one it documents: with no
head-to-head trials the network is a star around sorafenib with no closed loops, every active
comparison is indirect, and consistency cannot be evaluated statistically. A second limitation is
structural and bears on every efficacy estimate in the paper. Because each active treatment
appears in exactly one trial, the network is saturated: the between-study heterogeneity parameter
T is not identifiable from the included data at all, and its posterior remains close to whichever
prior is supplied. We supplied the Turner empirical predictive distributions [28], derived from an
external collection of meta-analyses rather than from these nine trials. Every hazard ratio, odds
ratio, credible interval and class probability reported here therefore depends on that external
prior. Our sensitivity analyses across alternative predictive distributions (Supplementary Table
S3) show only that the result holds whichever of these priors we choose; they do not show that it
would hold without one. This is a limitation of the evidence base rather than of the model, since
no model can estimate a parameter the data say nothing about. The pembrolizumab plus
lenvatinib estimate is the least precise in the network, passing twice through the REFLECT
bridge; approximately 41% of its posterior variance arises from that second indirect step rather
than from the LEAP-002 data, and it should be read as carrying lower certainty than the
regimens anchored directly on sorafenib. Restricting the network to the seven directly controlled
trials left the class probability at 78.2%, so the class comparison itself does not depend on the
bridge. Most trials were open-label, so progression-based endpoints may carry assessment bias
where blinded central review could not be confirmed; adverse-event reporting varied between
treatment-related and treatment-emergent; and with nine trials, publication bias could not be
assessed formally. Sex was reported as a baseline characteristic in all included trials, but
outcome data were not available disaggregated by sex, so sex- and gender-based analysis of
treatment effect was not possible. Finally, the analysis is confined to first-line therapy; the
separate questions of optimal sequencing after progression and of checkpoint-inhibitor

rechallenge, where the evidence remains observational, lie outside its scope [31].

5 Conclusions
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Among first-line ICI plus antiangiogenic combinations in advanced hepatocellular carcinoma,
three regimens improved overall survival over sorafenib and six of nine improved objective
response. At class level the anti-VEGF-antibody regimens held a modest, non-decisive

advantage for overall survival and objective response and none for progression-free survival.

We do not interpret this as a class effect, and we suggest that the published rankings should not
be interpreted as class effects either. Treatment class, viral aetiology and geographic composition
vary together across the nine available trials, and aggregate data of this structure cannot separate
them; the resulting rankings describe the evidence base rather than a property of the drugs.
Contrasts estimated within randomised comparisons, such as the dermatological toxicity
difference between the two backbones, remain interpretable and can inform regimen selection
and supportive-care planning. Consistent with this, the class-level indirect comparison was rated
very low certainty on GRADE-NMA, downgraded for unresolvable confounding by trial
population characteristics. Resolving the efficacy question will require individual-patient-data

analysis or head-to-head randomisation.
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