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Abstract 29 

Background. Long non-coding RNAs (lncRNAs) have gained significant attention in recent 30 

years, yet distinguishing them from protein-coding transcripts remains challenging. Indeed, 31 

many lncRNAs share mRNA-like processing and existing sequence-derived signals do not 32 

fully capture the coding/non-coding boundary. Recent GENCODE annotation efforts revealed 33 

tens of thousands of novel lncRNA sequences as well as the reclassification of some lncRNAs 34 

into the protein-coding class, highlighting the need to better characterize transcript features 35 

associated with classification uncertainty and errors. 36 

 37 

Results. We performed uncertainty-aware benchmarking by retraining and evaluating eight 38 

transcript classifiers under a controlled protocol on a label-stable GENCODE v46–v47 subset. 39 

Beyond conventional model evaluation metrics, we quantified inter-tool agreement and 40 

entropy-based uncertainty to stratify transcripts into low and high uncertainty groups. Although 41 

aggregate performance was high, ~45% of transcripts showed inter-tool discordance, 42 

particularly among lncRNAs. To expand standard sequence and ORF-derived signals, we 43 

incorporated repeat-derived features and non-canonical secondary structure from both mature 44 

transcripts and gene bodies. Feature analyses linked low-uncertainty predictions to strong 45 

coding-like signals, whereas high-uncertainty profiles exhibited mixed signatures. Alongside 46 

classical predictors in global importance analyses, repeat-derived features appeared as main 47 

contributors. 48 

 49 

Conclusions. By combining controlled benchmarking with transcript-level agreement and 50 

uncertainty stratification, together with extended feature profiling, we identified patterns 51 

associated with classifier disagreement and misclassification. This novel framework provides 52 

practical guidance for interpreting predictions, motivating the development of more robust 53 

coding/non-coding classifiers, while also shedding light on the sequence properties that 54 

distinguish lncRNA sequences. 55 

 56 



3 

Keywords 57 

long non-coding RNA, transcript classification, benchmarking, uncertainty analysis, 58 

transposable elements, non-B DNA motifs 59 

 60 

Background 61 

Long non-coding RNAs (lncRNAs) constitute a large and heterogeneous class of non-coding 62 

RNAs longer than 200 nucleotides, encompassing more than 35,000 annotated human loci in 63 

the latest GENCODE update [1,2]. Recognized as regulators of gene expression, they exert 64 

their functions through interactions with DNA, RNA, and proteins, influencing chromatin 65 

organization, RNA splicing, stability, and translation [3,4]. With their ability to regulate gene 66 

expression at multiple levels, lncRNAs are central players in many biological processes, such 67 

as X-chromosome inactivation or cell differentiation (reviewed in [5,6]). However, their 68 

functional diversity, high isoform variability, and numerous similarities with mRNAs such as 69 

splicing, capping, and polyadenylation, make them difficult to distinguish from protein-coding 70 

transcripts purely from transcript sequence. Additionally, the presence of antisense transcripts 71 

and sometimes their processing from intronic or repetitive sequences further blurs the 72 

boundary between protein-coding and non-coding genes. 73 

 74 

Distinguishing these two types of transcripts has long challenged computational genomics. 75 

Early approaches such as Fickett’s TESTCODE algorithm [7] detected coding regions ab initio. 76 

With the recognition of the pervasive transcription of non-coding genomic regions, tools such 77 

as PhyloCSF [8], CPC [9], and CPAT [10] were developed to classify transcripts using 78 

evolutionary conservation and sequence composition. Over the past decade, machine 79 

learning methods have incorporated broader feature sets, including k-mer frequencies, RNA 80 

secondary structure, and predicted protein properties; and, more recently, deep learning 81 

models have been trained on raw transcript sequences. Although these methods can achieve 82 

high accuracy on standard within-species benchmarks, performance can degrade 83 

substantially under class imbalance, cross-species transfer, and challenging transcript profiles 84 
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(e.g., extreme length or complex isoform structure) [11]. Recently, lncRNA-BERT leveraged 85 

transformer architectures and reported strong performance on several commonly used 86 

benchmarks [12]. However, important limitations remain, both in terms of data complexity and 87 

model limitations. This includes annotation updates, dataset shifts, sequence redundancy, 88 

context-length constraints for long transcripts, cross-species model generalization and limited 89 

biological interpretability. 90 

 91 

As these classifiers proliferated, benchmarking studies have increasingly moved beyond 92 

analyzing accuracy to exploring their biological interpretability. For example, Klapproth et al. 93 

[11] argued that most classifiers detect the absence of coding signals rather than lncRNA-94 

specific properties. Others reported systematic biases, such as performance drops for 95 

sequences outside typical length ranges of 1-10 kb [13], and consistent misclassification of 96 

particular transcript subsets across dozens of models [14]. While these studies provided 97 

valuable insights, analyses often focused on a narrow set of transcript properties (e.g., length). 98 

Moreover, many large-scale benchmarks provide limited control over dataset composition, 99 

which can introduce data leakage via redundancy, near-duplicate isoforms, or overlapping 100 

annotations between training and evaluation sets. As a result, key questions remain: to what 101 

extent do state-of-the-art tools produce concordant predictions on the same transcripts? Do 102 

“difficult” transcripts share distinctive and interpretable properties? And can features beyond 103 

sequence-derived statistics help explain disagreement and improve classification?  104 

 105 

In this study, we address these limitations by (1) retraining eight representative coding-106 

potential classifiers under a controlled protocol, (2) quantifying prediction confidence together 107 

with inter-model agreement to stratify transcripts into operational “difficulty groups”, and (3) 108 

analyzing the features associated with confident, correct and discordant predictions (Fig. 1). 109 

Beyond the raw transcript sequences, secondary structure and predicted protein 110 

characteristics, we investigated additional feature sets, including non-B DNA motifs, predicted 111 

from the genomic sequence and known to modulate transcription [15–18]; repetitive element 112 
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content from gene bodies and mature transcripts, potentially influencing the functional 113 

properties of the RNA itself; and RNA folding statistics describing the structure that could drive 114 

their functions at the transcript level [19,20]. This framework supports a more robust and 115 

reproducible comparison of tools, provides practical guidance on how to interpret model 116 

disagreements, and highlights transcript types that remain challenging, not only suggesting 117 

directions for future model development but also providing insights on lncRNA complexity. 118 

 
 

Figure 1. Overview of the benchmark approach: Identifying Classification Failures via 

Entropy and Atypical Structures 

 119 

Results 120 

Construction of a high-quality, non-redundant benchmarking 121 

dataset and extraction of DNA and RNA features 122 

Fair comparison of coding/non-coding classifiers requires evaluation on identical train/test sets 123 

and explicit control over train-test leakage due to sequence redundancy (e.g., highly similar 124 

isoforms). However, most available models are trained on unpublished or outdated datasets, 125 

either making it difficult to retrain them under identical conditions and to quantify leakage and 126 

dataset shift. 127 

To mitigate these issues in our study, we constructed a benchmarking dataset with three 128 

design principles: (1) annotation stability and curation, to reduce label noise; (2) reduced 129 

sequence redundancy, to limit near-duplicate information leakage; and (3) balanced training 130 
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classes (i.e., equal number of protein-coding and lncRNA transcripts), to avoid model learning 131 

a trivial majority class detection rule. 132 

 133 

We used Human GENCODE v47 as the curated reference annotation for human transcripts. 134 

In a recent publication of the GENCODE consortium, Capture Long-Read Sequencing (CLS) 135 

combined with the updated TAGADA pipeline added 140,268 novel lncRNA transcripts (and 136 

17,931 novel loci) in v47 compared to v46, roughly doubling the lncRNA catalog [1,21] (Fig. 137 

2A, B). Because GENCODE labels are refined over time, transcripts annotated as lncRNA in 138 

one release can later be reassigned as protein-coding (or vice versa) as evidence 139 

accumulates. To reduce label instability, we defined a “common” subset comprising transcripts 140 

that (1) are present in both v46 and v47, (2) are labeled as either protein-coding or lncRNA, 141 

and (3) retain the same class label across releases (Table 1, Methods). This yields a 142 

conservative benchmark set focused on stable labels rather than maximal catalogue size. 143 

 144 

To reduce sequence redundancy and minimize near-duplicate leakage, we clustered 145 

transcripts in the “common” set using CD-HIT [22], as is common practice in coding-potential 146 

tool development (e.g., CPC2 [23], lncDC [24], lncRNA-BERT [12]). Shortly, CD-HIT groups 147 

sequences into the same cluster based on a 90% similarity with the representative sequence. 148 

We selected the longest sequence per cluster as representative, ensuring maximal retention 149 

of exon content while avoiding redundant training examples. Our final dataset, named 150 

“common-CDHIT” contains 45,561 lncRNAs and 66,703 mRNAs, that were later stratified in 151 

five cross-validation fold subsets, in which the training set was class-balanced to support 152 

unbiased model training (36,448 transcripts per class). On the other hand, the held-out 153 

partition retained the class proportions of the non-redundant set (Table 1). 154 

Table 1. Protein-coding and lncRNA transcript counts at each processing step 

Step PC lncRNA Total PC % lncRNA % 

All GENCODE v47 112,218 191,106 303,324 37.0 63.0 

https://www.zotero.org/google-docs/?TYrPCg
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Table 1. Protein-coding and lncRNA transcript counts at each processing step 

Common (v46↔v47, same class) 111,838 59,674 171,512 65.2 34.8 

Common-CDHIT (benchmarking set) 66,703 45,561 112,264 59.4 40.6 

Training Set (per fold)  36,448 3,6448 72,896 50.0 50.0 

Test Set (per fold) 30,255 9,113 39,368 76.9 23.1 

Classified by all of the 8 tools 66,376 45,276 111,652 59.4 40.6 

Transcripts from GENCODE v47 were filtered for annotation stability across versions, 

clustered with CD-HIT to remove redundant sequences and split into training and testing 

sets within a 5-fold cross validation setup. The final row reports all transcripts that were 

classified by all eight tools. This number differs from the total transcripts in the common-

CDHIT set because some tools did not classify all transcripts, due to size thresholds or 

other constraints (see Methods, Table S19). PC: protein-coding transcripts; lncRNA: long 

non-coding RNA. 

 155 

 

Figure 2. Evolution of transcript annotations and classification tools. (A) Timeline of 

transcript classification tools by publication date, with blue highlighting those benchmarked in this 

study (top). Number of human protein-coding and lncRNA transcripts annotated across all 

GENCODE database versions, with selected version numbers labelled for reference (bottom). 

Tools displayed in A are detailed in Table S1. (B) Sankey plot showing changes in coding class 

annotation (lncRNA, protein-coding, and no class) between versions v46 and v47 of the 

GENCODE database, including transcripts added or removed in v47. “No class” transcripts are 

those which do not fit in either of the protein-coding or lncRNA groups, such as short non-coding 

RNAs. Link widths are proportional to transcript numbers, illustrating the stability and transitions 

between versions. Data used to construct B are detailed in Table S2. 
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Beyond primary sequence features used by most classifiers, we computed additional DNA 156 

and transcript-associated features that are rarely incorporated in coding-potential tools, 157 

focusing on non-B DNA motifs, repetitive elements at the DNA and RNA level, and secondary 158 

and tertiary structure of RNA. 159 

 160 

Repetitive elements were annotated using RepeatMasker and summarized per sequence after 161 

resolving overlaps among transposable elements (TEs), low-complexity regions, and tandem 162 

repeats (See Methods and Supplemental Material). For each transcript or gene body, we 163 

computed 170 repeat-derived features (Table S4), including counts, coverage measures and 164 

family-resolved summaries. For these repeat-derived features, we computed both absolute 165 

measures (counts/lengths) and length-normalized counterparts (counts per kb and coverage 166 

fractions) to mitigate transcript-length confounding. Likewise, non-B DNA motifs were 167 

predicted across the GRCh38 genome assembly using G4Discovery [25] and non-B gfa 168 

(https://github.com/abcsFrederick/non-B_gfa), yielding 199 motif-derived features per gene 169 

body (Table S5). Finally, RNA folding features were computed from the output of two different 170 

tools (Table S6). (1) ScanFold2 [26] was used to compute locally-stable RNA secondary 171 

structures, from which 69 features were extracted, including absolute and relative measures, 172 

together with position-relative features. (2) rg4detector [27] was used to predict the presence 173 

of RNA G-quadruplexes (G4s), which play roles in transcript regulation from transcription to 174 

translation [28–30]. Consistent with previous reports, protein-coding and lncRNA sequences 175 

in our dataset show distinct distributions of repetitive element content [31], RNA secondary 176 

structure [32], and non-B DNA motifs [33] (Table 2; Table S7), suggesting these features may 177 

carry informative signals for transcript classification. 178 

 179 

In summary, the “common-CDHIT” dataset provides a label-stable (v46–v47 consensus) and 180 

redundancy-reduced benchmark, with standardized splits and an extended per-transcript 181 

feature compendium, enabling controlled retraining and comparative evaluation of coding-182 

https://github.com/abcsFrederick/non-B_gfa
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potential classifiers. All transcripts, splits, tool versions/parameters, and derived features are 183 

released with a fully reproducible workflow (Methods; Data availability). 184 

Table 2. Descriptive statistics of DNA and RNA features for transcripts in the common-CDHIT 

set  

 Protein-coding lncRNA 

 Median ± MAD Median ± MAD 

Transcript length 
(nt) 

1620 ± 1012 1028 ± 457 

 Counts 
(mean ± std) 

% coverage 
(mean ± std) 

Counts 
(mean ± std) 

% coverage 
(mean ± std) 

Rep (RNA, total) 1.50 ± 2.55 7.12 ± 11.57 2.27 ± 2.39 28.27 ± 24.35 

Rep (DNA, total) 101.97 ± 187.69 36.57 ± 17.98 75.68 ± 140.19 41.27 ± 21.06 

NBD (total) 288.02 ± 551.34 13.63 ± 16.79 215.73 ± 415.33 13.10 ± 26.96 

rG4 peaks (total) 0.20 ± 0.59 NA 0.11 ± 0.40 NA 

For repeats, non-B DNA motifs (NBD) and rG4 peaks, counts indicate the total number of 

recovered hits (i.e. number of repeat insertions extracted from RepeatMasker after nested 

insertion resolution, predicted NBD motifs, and rG4detector peaks), and coverage represents 

the percentage of the sequence that is covered by repeats or non-B DNA motifs. Mann-

Whitney tests comparing protein-coding and lncRNA counts and coverage show all 

statistically significant p-values (Table S7). Features by repeat class and NBD motif type 

detailed in Table S7. Acronyms: Rep, Repeats; MAD, Median absolute deviation; NA: not 

applicable (Supplemental Methods). 

 185 

High overall performance but substantial inter-tool disagreement  186 

To assess coding-potential prediction performance on our leakage-controlled benchmark, we 187 

surveyed widely used and recently proposed transcript classification tools. We focused on 188 

methods with publicly available, functional code that can be retrained from scratch under a 189 

controlled protocol, enabling reproducible comparisons on identical training/test splits. We 190 

additionally prioritized tools that are actively maintained and collectively represent the major 191 

modeling families used for RNA classification. 192 

 193 

We selected eight representative tools: lncRNA-BERT [12], CPAT [10], mRNN [34], FEELnc 194 

[35], RNAsamba [36], LncFinder [37], LncDC [24], and PLncPRO [38]. They cover 195 

transformer-based language models, neural networks, and classical machine-learning 196 

approaches (e.g., random forests and gradient-boosted trees). All tools were retrained on the 197 
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common-CDHIT benchmark using the same cross-validation splits and evaluation metrics 198 

(see Methods). We performed 5-fold cross-validation and report out-of-fold predictions, such 199 

that each transcript is evaluated exactly once in a held-out test fold, enabling transcript-level 200 

agreement analyses across tools. 201 

 202 

Across all evaluation metrics, the eight classifiers produced broadly consistent rankings, with 203 

lncRNA-BERT, mRNN, and FEELnc forming the top tier. Most tools achieved strong overall 204 

performance on this benchmark, with all except CPAT exceeding 80% on balanced accuracy 205 

and showing comparably high precision/recall/F1 under the published thresholding rules for 206 

each tool (see Methods). Finally, lncRNA-BERT, mRNN and FEELnc consistently reached 207 

over 90% across the reported metrics (Fig. 3A; Table S8). 208 

 209 

We next examined inter-tool agreement using the subset of transcripts that produced 210 

predictions from all eight tools (N = 111,652; Methods). More than half of transcripts (54.5%) 211 

were unanimously correct (all tools matched the GENCODE label), whereas a small fraction 212 

(0.9%) were consistently incorrect (all tools disagreed with the label) (Fig. 3B). The remaining 213 

44.6% exhibited discordant predictions, indicating substantial tool-to-tool variability despite 214 

high aggregate scores. Stratifying by class, discordance was more prevalent among lncRNAs 215 

than protein-coding transcripts (Fig. 3B), consistent with the greater heterogeneity of lncRNA 216 

sequences and their more variable annotation status [39]. 217 

 218 

Agreement patterns further showed that many discordant cases (33.4%) corresponded to 219 

near-consensus predictions: transcripts correctly classified by most tools, with one or two tools 220 

producing the opposite label (Fig. 3C). In these near-consensus errors, CPAT accounted for 221 

a large share of lncRNA misclassifications, whereas PLncPRO and lncDC contributed 222 

disproportionately to protein-coding misclassifications (Fig. 3C). 223 

 224 
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These results highlight a key benchmarking insight: high headline metrics can coexist with 225 

substantial disagreement at the transcript level, motivating the analysis of disagreement 226 

profiles with transcript resolution. In the next section, we address this by defining transcript 227 

“difficulty” in practice, using prediction confidence and inter-tool agreement. 228 

 

Figure 3. Aggregate performance and inter-tool label agreement. (A) Five-fold cross-

validation performance (mean ± s.d.) of the eight retrained models on the common-CDHIT 

benchmark. Metrics: balanced accuracy, precision, recall, and F1-score (Methods). Average 

and per-fold values are detailed in Table S8 and Table S9, respectively. (B) Consensus 

analysis across tools. Transcripts are grouped as unanimously correct (all tools match the 

reference label), discordant (“Ambiguous”; at least one tool disagrees with the reference 
label), or unanimously incorrect (all tools disagree with the reference label). Left: transcript 

counts. Right: proportions within each reference class. (C) UpSet plot of top 20 agreement 

patterns. Black dots indicate the subset of tools predicting “protein-coding” for a given 
pattern; bars show the number of transcripts assigned “protein-coding” by that exact 
combination of tools (vertical bars) or by each tool (horizontal bars). Reference labels are 

from GENCODE. 
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Transcript stratification using inter-tool agreement and predictive 229 

uncertainty 230 

Tools disagreed (produced different class labels) for about 45% of transcripts, with unbalanced 231 

results when lncRNA and protein-coding transcripts were considered separately. Moreover, 232 

simply counting how many tools disagree on how many transcripts does not provide granular, 233 

interpretable, or statistically meaningful insight into these discrepancies. To understand what 234 

drives model disagreement and what leads to full consensus on incorrect predictions, we 235 

adopted the following strategy: (1) we used an information theory-based decomposition 236 

commonly used to summarize ensemble (that is set of eight selected tools) predictions; (2) we 237 

estimated inter-tool disagreement as a disagreement score based on mutual information; and 238 

(3) we stratified transcripts into uncertainty groups using top and bottom 10th percentile 239 

threshold per coding class (Fig. 4A,B, see Methods). Our final groups contain 11,166 and 240 

3,730 transcripts in the low- and high-entropy groups, respectively (Table 3). 241 

Table 3. Summary of transcript counts in the low- and high-entropy groups 

 Protein-coding lncRNA Total lncRNA/PC 

Low entropy 6,638 4,528 11,166 0.68 

High entropy 1,974 2,587 4,561 1.31 

All transcripts 66,376 45,276 111,652 0.68 

Low entropy transcripts correspond to those within the bottom 10th percentile of predictive 

entropy values computed over transcripts scored by all eight tools (N=111,652) for each 

coding class. High entropy transcripts were defined as those within the top 10th percentile 

for both predictive entropy and disagreement score. 

 242 

 243 

 244 

 245 

 246 

 247 
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Figure 4. Transcript categorization based on confidence and agreement. (A) Process 

of entropy calculation. For each transcript, the predicted coding probabilities of eight models 

are used to calculate the mean predicted coding probability across tools, and the predictive 

entropy (𝐻௣௥௘ௗ) as a measure of classification uncertainty. The expected entropy is 

calculated as the average entropy of each model’s predicted coding probability, and the 
disagreement score (ܫௗ௜௦) is then derived. (B) Scatter plot of transcripts by ensemble 

uncertainty and model disagreement. Shades of green represent transcripts with low 

classification uncertainty (10th percentile, coding: 𝐻௣௥௘ௗ <  0.080; lncRNA: 𝐻௣௥௘ௗ <  0.271 

10th percentile) and shades of red highlight transcripts with high classification uncertainty 

(90th percentile, coding: 𝐻௣௥௘ௗ >  0.925; lncRNA: 𝐻௣௥௘ௗ > 0.844 90th percentile) and model 

disagreement (90th percentile, coding: ܫௗ௜௦ > 0.427; lncRNA: ܫௗ௜௦ > 0.314 , 90th percentile). 

Transcripts outside these percentile ranges are represented as gray dots. (C) t-SNE 

visualization of transcripts after dimensionality reduction of the feature table (Table S3), 

comprising 124 features computed by the five machine learning models: CPAT (n=4 

features) FEELnc (n=8), LncFinder (n=19), LncDC (n=28), and PlncPRO (n=65). Proximity 

reflects transcript similarity in the original sequence feature space. Plots are colored by 

coding class (left), predictive entropy (middle) and entropy groups (right). 
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To further investigate transcript distribution and contextualize it within their feature space, we 248 

performed t-SNE dimensionality reduction using the 124 features extracted by our five ML-249 

based models, and projected transcript labels, entropy values, and uncertainty groups onto 250 

this embedding (Fig. 4C). In such visualization, transcript proximity reflects similarity in the 251 

original feature space. The class-colored projection revealed a broad but imperfect separation 252 

between lncRNA and protein-coding transcripts, with a fuzzy boundary and some transcripts 253 

misplaced in the opposing class neighborhood (Fig. 4C, left panel). Entropy values were 254 

distributed non-randomly, with low-entropy transcripts clustering tightly within their respective 255 

class domains, and high-entropy transcripts localizing at the lncRNA–protein-coding boundary 256 

(Fig. 4C, middle panel). This is consistent with the idea that their ambiguous feature profile is 257 

a primary driver of tool disagreement. Notably, the low entropy values cluster at the periphery 258 

of the protein-coding domain (upper part of the t-SNE) and inside the lncRNA cluster, whereas 259 

high-entropy transcripts are mostly located at the frontier between the two classes of 260 

transcripts (Fig. 4C, right panel). Closer examination of entropy value distributions revealed 261 

that protein-coding transcripts have lower values than lncRNA transcripts (Fig. S4). 262 

 263 

The defined low- and high-entropy subsets enable downstream comparisons of feature 264 

distributions and misclassification. These subsets provide a benchmark-oriented way to 265 

localize where tools agree, disagree, and fail, using a common transcript set. 266 

 267 

Identification of features driving confident classification and 268 

discriminating lncRNAs from protein-coding transcripts 269 

Given the observation that high-entropy transcripts localize at the lncRNA–protein-coding 270 

classification boundary and that protein-coding transcripts tend to be less entropic than 271 

lncRNAs (Fig. S4), we next investigated which features drive this uncertainty, as well as 272 

broader lncRNA versus protein-coding discrimination. We focused on the five feature-based 273 

(ML) tools, which calculate primary sequence properties (e.g., transcript length, ORF length, 274 

k-mer frequencies) and added repeat-based (e.g., class/family diversity, coverage), non-B 275 
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DNA motif (e.g., presence of G4 motifs, etc.), and RNA structure (number/frequency of paired 276 

nucleotides, presence of RNA G4s, etc.) features previously calculated. Deep learning tools 277 

were included in agreement analyses but do not expose comparable engineered feature 278 

vectors, so they were excluded from feature-attribution analyses. 279 

 280 

To assess how strongly each transcript feature associates with distinct entropy and 281 

classification groups, we performed univariate statistical analyses paired with effect size 282 

estimates (Fig. 5). Since the 734 features (descriptions in Tables S3-5) may share redundant 283 

information, we grouped 667 continuous features through hierarchical clustering and retained 284 

only the feature with the highest effect size per cluster, with categorical features left as is (see 285 

Methods). Transcript length was retained as the representative of its cluster, given its well-286 

documented relevance in coding/non-coding classification. This yielded 220 clusters in total: 287 

53 clusters from ML-based classifier features, 71 from repeat-based features (35 genomic and 288 

36 transcript-based), 52 from non-B DNA features, 1 from rG4s, and 42 from RNA folding 289 

features (Table S17). Complete univariate test results containing non-representative features 290 

are shown in Tables S10 and S12. 291 

 292 

Low- and high-entropy transcripts showed distinct feature associations (Fig. 5A,B). 293 

Continuous features such as transcript length, ORF molecular weights and the peak frame 294 

signal were significantly higher in low-entropy transcripts (Mann-Whitney U, FDR-corrected 295 

p<0.01, centered VDA > 0.15; panel A). The number of structured nucleotides (z-score < - 1) 296 

and maximum average z-score were also associated with low-entropy transcripts.  Moreover, 297 

presence of repetitive elements (low complexity regions, simple repeats, transposons, LINEs, 298 

LTRs, and SINEs) and non-B DNA motifs (Z-DNA, triplex DNA, A-phased, direct, and mirror 299 

repeats, etc.) was also predictive of low-entropy transcripts, with higher motif counts 300 

associating with lower entropy. Notably, the maximum gap between either repetitive elements 301 

in transcript sequences was also associated with low entropy transcripts (Fig. 5A,  302 
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Figure 5. Differential feature associations with entropy groups and transcript class. 

Feature enrichment testing and prevalence summaries are shown for low- vs high-entropy 

transcripts (A–B) and for lncRNA vs protein-coding transcripts within the low-entropy (C-D) 

and high-entropy (E-F) subsets. Statistical tests were selected based on feature type, and 

all p-values were corrected for multiple testing (FDR; significance threshold p < 0.01). R 

superscripts indicate that features were computed at the transcript/RNA level, while D 

superscripts refer to gene bodies/DNA level. (A,C,E) Top 10 continuous features ranked by 

effect size (Mann–Whitney U). Effect size of Mann-Whitney U is reported as centered 

Vargha–Delaney A (cVDA = VDA − 0.5), where 0 indicates no effect and ±0.5 indicates 
complete separation; the sign indicates association with the left vs right group. Statistically 

significant features with |cVDA| > 0.1 were considered to have a non-negligible association. 

Only top feature per feature cluster is reported, except transcript length, which was selected 

as representative for its cluster. (B, D, F) Top 10 categorical features ranked by effect size 

(chi-squared). Effect size of chi-squared is reported as Cramér’s V (color scale truncated at 
0.6 for visualization; true values in Tables S10-15). Odds ratios indicate direction and 

magnitude of enrichment. Statistically significant features with V > 0.1 were considered to 

have a non-negligible association. 
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B). Interestingly, none of the top 10 features showed association with the high-entropy 303 

transcript group. 304 

 305 

To further investigate transcripts associated with low and high model uncertainty, we 306 

evaluated the differences between lncRNA and protein-coding transcripts within each entropy 307 

group (Fig. 5C-F). 308 

 309 

In the low-entropy subset, protein-coding transcripts exhibited longer ORFs with higher 310 

coverage than lncRNAs (Fig. 5C). Sequence composition metrics, including the Fickett and 311 

hexamer scores had larger values in protein-coding transcripts. Interestingly, features derived 312 

from non-B DNA motifs and repetitive elements also emerged as discriminative (although not 313 

all of them passed the 0.1 significance threshold): presence of long terminal repeats (LTR) 314 

and long interspersed nuclear elements (LINE) was characteristic of low-entropy lncRNAs, 315 

while simple repeats, low-complexity regions and several non-B DNA motifs types were 316 

enriched in genes encoding protein-coding transcripts (Fig. 5D). Interestingly, LINEs were 317 

enriched in spliced lncRNAs but were mainly associated with protein-coding genes at the gene 318 

body level. Presence of G4s on either the plus or minus strands was also indicative of coding 319 

transcripts. Finally, a higher secondary-structure-derived frequency ratio (SS distance ratio) 320 

distinguished low-entropy lncRNAs from protein-coding transcripts, although its biological 321 

interpretation remains less straightforward, given that this ratio is derived from logarithmic 322 

rather than Euclidean distances. 323 

 324 

On the other hand, feature associations shifted in high-entropy transcripts: lncRNAs displayed 325 

longer ORFs and higher hexamer scores, characteristics typically associated with coding 326 

potential (Fig. 5E). Moreover, lncRNAs also showed presence of simple repeats and low-327 

complexity regions, previously identified as related to low-entropy coding transcripts (Fig. 5F). 328 

This suggests that high-entropy lncRNAs evade confident classification by mimicking coding 329 

sequence properties. 330 
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 331 

Comparing feature associations across entropy groups revealed both consistent and context-332 

dependent patterns. Enrichment of LTR and LINE sequences was associated with spliced 333 

lncRNAs in both the low- and high-entropy groups, suggesting that the presence of such 334 

elements provides a broadly informative signal for lncRNA classification. In contrast, sequence 335 

composition and ORF-related features tend to have opposite associations in low- versus high-336 

entropy transcripts. This divergence is consistent with the interpretation of high entropy 337 

transcripts occupying an ambiguous feature space between the two classes. 338 

 339 

Overall, statistical enrichment tests showed that: (1) low-entropy transcript features align 340 

closely with well-established predictors, validating entropy-based stratification as a reliable 341 

post-hoc strategy for curating high-confidence datasets; (2) within the high-entropy group, 342 

discriminative signals are substantially weaker and sometimes inverted, reflecting the inherent 343 

ambiguity of these sequences; and (3) genomic features underused for transcript classification 344 

show concrete and interpretable associations, with LTR presence emerging as a consistent 345 

lncRNA signal across entropy regimes. These group-stratified analyses shed light on local 346 

drivers of classification uncertainty, but do not assess the global predictive power of individual 347 

features. Therefore, we next quantified the importance of these features for classification using 348 

multivariate models. 349 

 350 

Identification of global informative features 351 

To identify which features in our new dataset capture global discriminatory signals in a 352 

machine learning context, we assessed overall feature importance by examining the learning 353 

patterns of Random Forest (RF) models trained on a combined feature dataset. We chose RF 354 

because it (1) offers a strong performance–interpretability trade-off for attributing feature 355 

contributions and (2) is the same model family used by both PlncPro [38] and FEELnc [35], 356 

the best-performing feature-based tools in our benchmark (Fig. 3; Table S8). Similarly to the 357 

univariate analyses, we picked one representative feature per cluster, although this time 358 
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arbitrarily. We trained one RF model per fold (as defined previously in our cross-validation 359 

framework), computed SHAP values for each fold, and averaged them across folds to obtain 360 

stable estimates of feature contributions (Fig. 6; Table S16). This approach enabled us to 361 

explain global learning patterns by quantifying how each feature influenced transcript 362 

classification across the full dataset. 363 

 364 

Feature importance analysis based on mean absolute SHAP values indicated that features 365 

with stronger contributions to classification were those capturing classical coding-potential 366 

information at the RNA level (Fig. 6A). Indeed, the top-ranked feature was the sum of all 367 

BLAST hit bitscores, reflecting the cumulative sequence similarity to known proteins as a 368 

dominant signal for protein-coding transcripts. Next, sequence composition features (k-mer 369 

and Fickett scores), together with ORF-related features (coverage, molecular weight) were in 370 

the top five. 371 

 372 

Interestingly, eight repetitive element-derived RNA features were ranked among informative 373 

features, with mean absolute SHAP values between 0.005 and 0.018. While their individual 374 

contribution was modest, their collective presence in the top 20 suggests that the repeat 375 

content of transcripts carries discriminative information. In this regard, LTR presence stands 376 

out, as it was previously identified as a significant predictor in both low- and high-entropy 377 

transcript groups. This consistency across low- and high-entropy groups and model-level 378 

importance suggests that LTR presence reflects a distinct trait of lncRNAs. Together, these 379 

repeat-based features may provide discriminative value beyond classical coding-potential 380 

metrics. 381 

 382 

To complement the global importance results and provide a feature-based interpretation of 383 

misclassification across our entropy-based groups, we examined representative transcripts 384 

characterized by distinct confidence and inter-tool agreement. We visualized SHAP values for 385 

well-annotated transcripts with available literature and experimental validation, each arbitrarily 386 
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selected as representative of one group (Fig. 6B-E): (1) a protein-coding transcript from the 387 

low-entropy group (EGF); (2) a protein-coding transcript from the high-entropy group (SWI5); 388 

(3) a lncRNA from the low-entropy group (MALAT1); and (4) a lncRNA from the high-entropy 389 

group (MEG3). We reported the top ten features, and one aggregated term summarizing the 390 

contributions of 228 features. 391 

 392 

 393 

 394 

 395 

 396 

 397 

 398 

 399 

 400 

 401 

 402 

 403 

 404 

 405 

 406 

 407 

 408 

 409 

 410 

 411 

 412 
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Figure 6. Global feature importance and transcript-level SHAP explanations. (A) Global 

importance of selected features in the Random Forest model, summarized as mean absolute 

SHAP value (± s.d.) across cross-validation folds (computed on held-out predictions; Methods). 

(B-E). SHAP waterfall plots for representative transcripts showing how individual features shift the 

model output from the baseline expectation [(ݔ)݂]ܧ to the final prediction ݂(ݔ) (coding-class 

output; reported as probability, Methods). Red bars indicate features increasing the coding 

prediction (positive SHAP values); blue bars indicate features decreasing the coding prediction 

(negative SHAP values, toward a lncRNA prediction). General descriptive statistics are indicated 

below the top 10 features for each transcript and feature values are reported on the left of the 

feature name. 
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The RF-predicted coding probability of EGF was 0.99, which classifies it correctly and with 413 

high confidence as a protein-coding transcript (Fig. 6B). The primary drivers of “protein-coding” 414 

classification of EGF were BLAST hit scores (+0.15) and ORF-related (total contribution of 415 

+0.15). Interestingly, repeat-related features contribute an additional 4 points. Finally, the 250 416 

residual features accounted for +0.12 of the coding probability, suggesting that multiple 417 

features contribute with minimal but additive coding signal. Similar interpretation of the SHAP 418 

results for low entropy lncRNA MALAT1 confirmed its correct classification (0.02 coding 419 

probability, Fig. 6C), where the absence of BLAST hits (Sum of BLAST hit bitscores = 0; -420 

0.15), short predicted ORFs (cumulative -0.12) and sequence composition features (Hexamer, 421 

K-mer, and Fickett scores, as well as signal-to-noise ratio; -0.11) were the main drivers of non-422 

coding classification. Interestingly, the residual features pushed coding probability of MALAT1 423 

toward 0 with a much smaller contribution to that observed in EGF SHAP values. 424 

 425 

In contrast, SHAP values of high-entropy, high-disagreement transcripts revealed why these 426 

transcripts are misclassified. While the lack of BLAST hits contributed significantly (-0.2) to the 427 

non-coding classification of MEG3 (a lncRNA), eight of the top ten features pushed the 428 

classification towards a protein-coding transcript (cumulative +0.16). The residual features 429 

reinforced this decision, with an additional 6 points. On the other hand, the lack of features 430 

contributing towards the protein-coding class led to the wrong labelling of transcript SWI5. 431 

(Fig. 6D-E). 432 

 433 

Beyond the representative cases examined here, the local interpretability of SHAP values of 434 

the RF models makes this approach applicable to any transcript of interest, to understand 435 

which sequence features drive its classification. Collectively, these analyses revealed the 436 

feature profiles underlying inter-tool disagreement. They highlighted discriminative signals 437 

exploited by the RF model alongside conflicting features that reduce prediction confidence.  438 
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Discussion 439 

In this study, we aimed to go beyond aggregate performance metrics and characterize where 440 

and why tools disagree in protein-coding vs lncRNA classification. By benchmarking eight 441 

transcript classifiers with a robust dataset and a controlled protocol, we were able to (1) define 442 

transcript groups based on predictive entropy and inter-tool disagreement, (2) investigate 443 

feature enrichment across these groups; and (3) assess feature global contributions by 444 

training and interpreting RF models. Hypothesizing that limitations of tool’s performances 445 

stem, in part, from the difficulty in capturing features beyond standard sequence and ORF-446 

derived signals, we included repetitive elements, RNA structure, and non-B DNA motifs, and 447 

demonstrated their contribution to transcript classification. 448 

 449 

Model performance and uncertainty 450 

The eight tools we benchmarked showed good overall performance on our dataset, with 451 

lncRNA-BERT, mRNN and FEELnc scoring over 90% across balanced accuracy, precision, 452 

recall, and F1-score. More than half of the transcripts (54.5%) were correctly classified by all 453 

tools, but about 45% showed disagreement, especially for lncRNAs where only half were 454 

consistently identified correctly compared to 60% for protein-coding transcripts. A small 455 

fraction (0.9%) was misclassified by all tools despite high confidence. To dig into this, we used 456 

entropy from ensemble predictions to measure uncertainty per transcript, with high entropy 457 

means confusion. High-entropy transcripts clustered at the lncRNA/protein-coding boundary 458 

in t-SNE embedding, showing they have mixed features that confuse classifiers. Protein-459 

coding transcripts had lower entropy overall than lncRNAs, suggesting lncRNAs are inherently 460 

harder to classify due to their diverse sequences and weaker coding signals. This uncertainty 461 

global analysis reveals why tools disagree: it is not just errors, but real biological ambiguity in 462 

many transcripts. Finally, transcripts with high confidence but wrong classification suggest 463 

they mimic features of the opposite class [40–42] . Together, these cases justify investigating 464 
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less common genomic features such as repeats and non-B DNA motifs to better capture these 465 

differences. 466 

 467 

Feature drivers of uncertainty and (mis)classification 468 

Our entropy-based stratification aimed to clarify why some transcripts are confidently classified 469 

while others remain ambiguous. Low-entropy sequences largely conformed to classical 470 

protein-coding and lncRNA signatures, with distinctive ORF lengths, k‑mer and Fickett scores, 471 

as well as characteristic TE and non‑B DNA profiles aligning with their reference labels. In 472 

contrast, high‑entropy transcripts combined discordant features, such as coding-like hexamer 473 

composition and ORF metrics in lncRNAs. Thus, these high-entropic transcripts had poor 474 

signal dominance, consistent with their position at the lncRNA–protein‑coding boundary. As 475 

opposed to repeat- and non-B-DNA-based features, the RNA folding features we studied 476 

showed weak correlation with entropy and transcript class. We hypothesize that this reflects 477 

a granularity gap: most of these features capture per-nucleotide or transcript-wide information, 478 

while previously used features (such as the dot-bracket k-mer composition or the SS ratios) 479 

capture structure at an intermediate scale. 480 

 481 

SHAP analyses of the RF models reinforced this view and highlighted where our framework 482 

added biological interpretability. As expected, BLAST, hexamer and ORF-related features 483 

remained the strongest global contributors, but TE-derived metrics, although modest, 484 

collectively participated in decision confidence. The four representative transcripts illustrated 485 

how both the amount and organization of TE information might modulate classification: EGF 486 

and MALAT1 presented opposite extremes of transcript-related size information, supporting 487 

clear protein-coding versus lncRNA profiles. The protein-coding transcript SWI5 showed a 488 

clear lncRNA prediction: substantial TE content combined with low coding-potential scores. 489 

By contrast, MEG3 displayed a more ambiguous profile, with mixed feature-level predictions, 490 

pulling predictions toward the decision boundary. More broadly, the consistent importance of 491 

LTR signals across entropy groups suggests that TEs are a meaningful axis of lncRNA–492 
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protein-coding discrimination in the “ambiguous zone” where current tools disagree, potentially 493 

reflecting underlying biological signals. 494 

 495 

Implications for lncRNA biology 496 

Repetitive elements show different patterns between lncRNAs and protein-coding transcripts. 497 

Several studies show that lncRNAs associate closely with TEs: Kapusta et al. [43] reported 498 

75% of lncRNAs (GENCODE v13) harbor TE fragments, and Carlevaro-Fita et al. [44] found 499 

~83% contain TEs. Our RepeatMasker results indicate that 70% of lncRNAs contain at least 500 

one repeat, compared to 30% of protein-coding transcripts. In our benchmark, repeat-derived 501 

features emerged as informative contributors alongside classical coding signals, supporting a 502 

predictive relevance of TE-associated sequence patterns. Consistent with the RIDL 503 

hypothesis, which proposes that TEs can contribute functional domains to lncRNAs through 504 

RNA-, DNA-, or protein-binding activities [27,42], the presence of these repetitive elements at 505 

the RNA level may be informative of biological function beyond simple classification 506 

performance. For example, deleting the Alu-derived SINEB1 domain in MALAT1 disrupts 507 

nuclear localization and triggers apoptosis [45]. In this context, some TE-derived exonic 508 

fragments could have been retained through co-option because they confer functional RNA 509 

domains, potentially contributing to the heterogeneous and ambiguous sequence profiles. 510 

 511 

Our results further suggest that repeat-derived features contribute to lncRNA–mRNA 512 

discrimination in a context-dependent manner. LTRs and LINEs were consistently enriched in 513 

lncRNAs at the transcript level, whereas SINEs, DNA transposons, and LINEs were enriched 514 

in protein-coding gene bodies. Thus, repeat-related features may capture both the 515 

composition of mature transcripts and the genomic architecture of their corresponding loci. 516 

The additional enrichment of SINEs, simple repeats, and satellite sequences in high-entropy 517 

lncRNAs suggests that these elements may contribute to the ambiguous feature profiles 518 

observed near the classification boundary. SINEs may therefore help distinguish or, in 519 

ambiguous cases, blur the distinction between lncRNAs and protein-coding transcripts. 520 
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 521 

Non-B DNA motifs leading to non-canonical secondary structures encode regulatory 522 

information in genes beyond primary sequence. Non-B DNA structures in the body of genes, 523 

including genes transcribing lncRNAs, affect replication [18,46], transcription initiation and 524 

progression. RNA G4s in lncRNAs also suggest regulatory roles [29]. In our analyses, non-B 525 

DNA motif features (G4, Z-DNA, and triplex motifs) were overrepresented in the gene bodies 526 

of low-entropy transcripts, and particularly in protein-coding genes. This is consistent with a 527 

model in which non-B DNA motifs are subject to differential selective pressures in protein-528 

coding versus non-coding sequences, reflecting both the compositional constraint of GC 529 

content on motif formation and the selection against destabilizing structures in coding exons 530 

through synonymous codon choice  [47,48].  For instance, G4s are overrepresented at UTRs 531 

but are underrepresented at the non-transcribed strand of protein-coding exons [25]. Beyond 532 

G4s, other non-B DNA structures depend on underlying sequence repeat motifs, and whether 533 

these are subject to comparable coding/non-coding asymmetries remains an open question.  534 

 535 

High-entropy lncRNAs may represent a heterogeneous group with weaker or conflicting 536 

sequence signals, resulting in greater disagreement among classification tools. Although 537 

previous studies have incorporated conservation-related features into lncRNA classifiers or 538 

examined lncRNA age and conservation separately [49,50], the relationship between 539 

evolutionary age and classifier performance has not been systematically assessed. One 540 

possible explanation is that they are evolutionarily younger or less conserved than low-entropy 541 

lncRNAs and therefore lack features consistently recognized by current classifiers. However, 542 

entropy is not itself a direct measure of age or evolutionary constraint. This hypothesis could 543 

be tested by comparing conservation scores using phastCons [51], syntenic conservation, 544 

and, for transcripts with putative ORFs, PhyloCSF [8]  scores between high- and low-entropy 545 

groups. In this context, the enrichment of repeat-derived features in high-entropy lncRNAs 546 

may reflect the contribution of TEs to lncRNA emergence and diversification as mentioned 547 

earlier. 548 
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Limitations and future directions 549 

The model ensemble included eight classifiers; however, feature importance analyses were 550 

restricted to the feature-based models due to the inherent interpretability challenges of DL 551 

models. Further work integrating attention weights from the DL models would help bridge this 552 

gap. Accordingly, our modular pipeline architecture allows the inclusion of additional tools, 553 

extending the ensemble with future methods as the state of the art evolves. 554 

 555 

A related concern is the stability of the entropy group assignments upon changes in ensemble 556 

composition. Defining these groups by using thresholds on entropy values instead of vote-557 

count agreement limits the impact of ensemble variation. Future analyses could treat entropy 558 

as a continuous response variable in a regression framework, which would allow for a more 559 

granular characterization of features predictive of classification uncertainty. 560 

 561 

Our framework relies on quantifying prediction disagreement across ensemble members 562 

based on sequence-derived features, pinpointing transcripts for which the sequence 563 

information alone is insufficient to confidently assign a class. Importantly, this could be useful 564 

to flag transcripts for experimental validation or reannotation. However, model uncertainty 565 

should not be interpreted as biological ambiguity. Coding potential is inherently context-566 

dependent: lncRNAs frequently show tissue-specific expression, some undergo condition-567 

specific translation through tightly regulated ribosome recruitment, and dual-function 568 

transcripts with both coding and non-coding roles blur the boundary between classes. As a 569 

result, such transcripts may be biologically ambiguous yet confidently classified by our 570 

ensemble, or vice versa. 571 

 572 

While the current set of features has proven useful for high-performing models, it exhibits high 573 

multicollinearity, with many features correlated with transcript length. This can affect 574 

interpretability: when globally important features are highly correlated, feature-importance 575 

rankings may distribute importance across redundant predictors and can obscure 576 
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characteristics that matter for specific outlier transcripts or borderline cases. Moreover, SHAP-577 

based interpretation depends on the choice of explanatory model (here a Random Forest), 578 

which can itself be influenced by collinearity in the feature space. Exploring alternative 579 

interpretability frameworks and model classes less sensitive to correlated predictors may help 580 

reveal complementary signals. 581 

 582 

Finally, our analyses incorporated repeat-derived features at both the mature-transcript and 583 

gene-body levels. Transcript-level features capture repeat sequences retained in mature 584 

RNAs, whereas gene-body features provide a broader locus-level context that includes 585 

intronic sequences. These intronic features may also influence transcript biology from 586 

transcriptional regulation to RNA maturation [52,53]. Although intronic features were not 587 

analysed as a separate class, their contribution is partly reflected in the gene-body 588 

measurements. Notably, the most informative repeat-derived features were transcript-level, 589 

supporting the relevance of repeat sequences retained in mature RNAs for coding/non-coding 590 

classification. As recent work has demonstrated the value of alternative genomic-context 591 

features in coding/non-coding classification [54], future exploration could include positional 592 

information (intergenic, antisense or overlapping regions), exon-intron structure, chromatin 593 

accessibility, and phylogenetic conservation metrics to better capture evolutionary and 594 

regulatory constraints on transcripts structure, regulation and function. 595 

Conclusions 596 

Our benchmarking strategy helps elucidate transcript profiles that drive misclassification and 597 

inter-tool disagreement in protein-coding versus lncRNA prediction. It serves two main 598 

purposes: (1) highlight transcript properties associated with coding versus non-coding types, 599 

and (2) identify feature families that can improve the robustness and interpretability of future 600 

classifiers. 601 



29 

Our study further shows that benchmarking can be informative beyond aggregate performance 602 

metrics, by revealing transcript-level agreement patterns and systematic characteristics of 603 

“easy” versus “difficult” cases. Refining this framework will support more interpretable and 604 

biologically informed models, and provide a clearer view of the heterogeneous sequence 605 

profiles that underlie lncRNA annotation. 606 

Altogether, our results motivate uncertainty-aware, feature-rich classifiers and a community 607 

practice of propagating prediction confidence into downstream annotation and validation. 608 

Beyond improving computational workflows, our study contributes to refining the biological 609 

definition of lncRNAs. 610 

 611 

Methods 612 

This study consists of four main components: (1) constructing a label-stable, redundancy-613 

reduced benchmark dataset with extended genomic and structural features (common-CDHIT); 614 

(2) benchmarking eight lncRNA/mRNA classifiers under a standardised 5-fold cross-validation 615 

framework, producing out-of-fold coding probabilities and binary labels; (3) characterising 616 

transcript-level classification uncertainty and inter-tool disagreement using entropy-based 617 

metrics, and stratifying transcripts into distinct uncertainty regimes; and (4) performing feature 618 

importance analyses across complementary feature sets to identify the sequence features 619 

driving classification behaviour. Each component is described in the sections below. 620 

Additionally, the Fig. S1 summarizes the general workflow of the study, including dataset pre-621 

processing, model training and evaluation as well as downstream analyses. 622 

 623 

Construction of the benchmarking dataset 624 

Dataset construction involved three steps: (1) selecting transcripts with stable protein-coding 625 

or lncRNA biotype assignments across GENCODE releases v46 and v47; (2) applying 626 

sequence-level redundancy reduction using CDHIT to prevent data leakage; and (3) 627 

computing an extended set of genomic features (repetitive elements and non-B DNA structural 628 
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motifs) to complement sequence-intrinsic features of the benchmarked tools. The resulting 629 

dataset is referred to as the common-CDHIT set. 630 

 631 

1. Label-stable GENCODE dataset 632 

We downloaded human transcript sequences and annotations from the GENCODE project 633 

(releases v46 and v47) based on the GRCh38 genome assembly. Transcripts were classified 634 

into two main categories: protein-coding transcripts and lncRNA, based on the GENCODE 635 

FASTA files (e.g., gencode.v46.pc_transcripts.fa and gencode.v46.lncRNA_transcrips.fa) and 636 

the respective files for each release. Transcripts outside these categories were discarded for 637 

our analyses. 638 

 639 

We then generated a dataset containing only transcripts present in both releases v46 and v47 640 

with no change in class label. We refer to this subset as the “common dataset”. This cross-641 

release filtering focuses model training and evaluation on transcripts with stable annotations, 642 

improving the reliability of downstream analyses. 643 

 644 

2. Redundancy reduction of transcripts 645 

To minimize sequence similarity within and between training and testing sets and prevent 646 

overfitting, we surveyed the strategies used by the original publications of the tools used in 647 

the study and followed the most used approach. Clustering was performed on the “common 648 

dataset” using CD-HIT with default parameters (90% sequence identity threshold, 90% 649 

coverage, word size of 8 nucleotides) [22]. For each cluster, we retained only the 650 

representative sequence, creating a non-redundant dataset “common-CDHIT” for downstream 651 

analyses. 652 

 653 

3. Computation of DNA and RNA features 654 

Repetitive element analyses 655 

Transcripts in the common-CDHIT dataset were scanned for repetitive elements using 656 

RepeatMasker v4.2.1 [55] in sensitive mode with the default human Dfam library (v3.9). When 657 
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overlaps occurred, overlapping annotations were resolved by retaining high-confidence hits 658 

based on alignment scores and annotation quality (see Supplemental Methods). Retained hits 659 

were separated in three major classes: (1) transposable elements, (2) pseudogenes, and (3) 660 

simple repeats and low complexity regions. Then, each class was processed using a custom 661 

hierarchical feature extraction pipeline (https://github.com/cbib/rep_extraction_pipeline), 662 

which computed 170 manually curated features at three levels: (1) individual hits (length, 663 

divergence, indels, alignment scores), (2) aggregated elements accounting for hit 664 

fragmentation (total length, fragment count, class and family assignment), and (3) transcript-665 

level summaries (total hit counts, total coverage, hit counts per family, presence/absence 666 

flags, and inter-hit statistics).  667 

 668 

In addition, unspliced versions of the transcripts (DNA) were extracted from GENCODE 669 

annotations (see Supplemental methods), and a second set of 170 repetitive element-related 670 

features were computed following the same pipeline. 671 

 672 

Non-B DNA prediction 673 

Non-B DNA motifs were predicted on the GRCh38 reference assembly using the non-B_gfa 674 

(gfa) pipeline (https://github.com/abcsFrederick/non-B_gfa), generating genomic intervals for 675 

A-phased repeats (APR), direct repeats (DR), inverted repeats (IR), mirror repeats (MR), short 676 

tandem repeats (STR), and Z-DNA. Triplex-forming motifs (TRI) were defined as the subset 677 

of MR predictions flagged as triplex-prone by the gfa output. G-quadruplexes (G4) were 678 

predicted on GRCh38 using G4Discovery [25] with default parameters, reporting both 679 

pqsfinder [56] and G4Hunter [57] scores. All non-B DNA motif calls were intersected with 680 

GENCODE v47 gene intervals using BEDtools to assign motif occurrences to genes encoding 681 

transcripts in the common-CDHIT dataset (Supplemental Information). 682 

 683 

For each transcript, we computed 178 non-B DNA features, including per-motif-type 684 

presence/absence, hit counts, length and gap statistics, as well as global summary features 685 

https://github.com/cbib/rep_extraction_pipeline
https://github.com/abcsFrederick/non-B_gfa
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(e.g., diversity, coverage) calculated on the full gene bodies(exons+introns). Because a locus 686 

can support multiple non-B DNA structural annotations, overlapping motif calls were retained 687 

(no overlap resolution) when computing features. Feature extraction was performed using a 688 

custom pipeline (https://github.com/cbib/nbd_extraction_pipeline). 689 

 690 

RNA secondary structure predictions 691 

Two sets of secondary structure features were computed: (1) RNA G-quadruplex (rG4) 692 

predictions and (2) transcript secondary structure metrics. 693 

 694 

rG4 prediction was performed by rg4detector, which uses a ML model trained on real rG4-seq 695 

sequencing data [27]. This makes rg4detector more adapted to predicting RNA G4-forming 696 

sequences than tools such as G4Discovery, and shows a different distribution of predictions 697 

along transcript sequences (Fig. S5). This tool outputs a per-nucleotide score that indicates 698 

how biased the sequencing reads are under rG4-prone conditions. We defined rG4 elements 699 

as score peaks above a default threshold (1.56), and computed a presence/abscence flag, 700 

peak count, density per kilobase and average relative position (see Supplemental methods). 701 

 702 

Secondary structure features were derived from ScanFold2 [26] predictions, which estimate 703 

local RNA folding within sliding windows, and aggregate these results into per-nucleotide 704 

metrics and overall structural profiles. ScanFold2 was run using default parameters (window 705 

size of 120 nt; dinucleotide shuffling mode). From these outputs, we computed 4 groups of 706 

transcript features: (1) summary statistics (min, mean, median, max) for each structural metric 707 

(z-score, minimum free energy [MFE], and ensemble diversity [ED]); (2) the relative position 708 

of the minimum value for each metric; (3) counts and proportions of nucleotides that are paired, 709 

involved in competing base-pair interactions, or exhibit low z-scores; and (4) positional 710 

enrichment of nucleotides of group 3, calculated as the proportion that fall within each of ten 711 

equally-sized transcript segments. Feature extraction was performed using a custom pipeline 712 

(https://github.com/cbib/secondrna_pipeline). 713 

 714 

https://github.com/cbib/nbd_extraction_pipeline
https://github.com/cbib/secondrna_pipeline
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Finally, all features were aggregated together and dimensionality was reduced through a 715 

hierarchical clustering approach described above. 716 

 717 

Benchmarking protocol 718 

The benchmarking workflow consisted of: (1) selecting retrainable tools with public, runnable 719 

code; (2) retraining each tool under the same 5-fold cross-validation splits; (3) producing 720 

coding scores and binary labels for out-of-fold transcripts; and (4) evaluating global 721 

classification performance with macro-averaged metrics. These steps are detailed below. 722 

 723 

1. Selection of retrainable tools 724 

Selection of tools for the benchmark was guided by five criteria:  725 

● public source code availability,  726 

● compatibility with custom retraining,  727 

● capacity to yield soft predictions,  728 

● algorithmic diversity, 729 

● support for feature-based interpretability. 730 

 731 

These criteria are further detailed in Supplemental Methods. The final selection of tools is 732 

detailed below in Table 4. 733 

Table 4: Tools selected for benchmarking 

Tool Release date Category Core Algorithm(s) References 

CPAT 2013 Feature-based Logistic Regression (LR) [10] 

FEELnc 2017 Feature-based Random Forest (RF) [34] 

PlncPro 2017 Feature-based Random Forest  [37] 

mRNN 2018 DL-based 
Recurrent neural network 

(RNN) 
[33] 

LncFinder 2019 Feature-based SVM/RF/LR/ELM   [36] 

https://pmc.ncbi.nlm.nih.gov/articles/PMC5416892/
https://pmc.ncbi.nlm.nih.gov/articles/PMC5727461/
https://academic.oup.com/bib/article/20/6/2009/5062950
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Table 4: Tools selected for benchmarking 

RNAsamba 2020 DL-based IGLOO (RNN) [35] 

LncDC 2022 Feature-based XGBoost  [23] 

lncRNA-BERT 2025 DL-based 
Transformer (BERT-

medium) + CSE 
[12] 

 734 

Technical details about the selected models are available in Supplemental Methods. For tools 735 

that proposed several training methods, we selected the one displaying better classification 736 

performance. Finally, we ensured tool predictions were diverse enough to be able to analyze 737 

classification differences (Figure S1). All tools were used for comparison analyses (see 738 

uncertainty and agreement analyses). However, note that feature analyses were only 739 

performed using the five feature-based tools (i.e., CPAT, FEELnc, PlncPro, LncFinder and 740 

LncDC). 741 

 742 

2. Cross-validation setup and model training 743 

All tools were trained following the same benchmarking setup. The common-CDHIT dataset 744 

was split in 5 cross-validation folds, where 20% transcripts from each class were held-out as 745 

a fixed test set per fold. Given the class imbalance in the original dataset, all transcripts 746 

belonging to the minority class (i.e. all lncRNAs) were retained in the training set. To avoid 747 

training bias due to the higher prevalence of protein-coding sequences, a random sample of 748 

equal size was drawn from the remaining protein-coding transcripts. Additionally, for tools 749 

incorporating a validation step during model training, a subset of training transcripts was held-750 

out for this purpose, following each tool’s published recommendations (Supp. Methods) 751 

The eight models were trained using the original protocols, using either (1) scripts based on 752 

the tool libraries (e.g., LncFinder), (2) original source code with minimal modifications (e.g., 753 

LncDC, mRNN) or (3) directly executable training scripts provided by the authors. Exact 754 

parameters for each tool are detailed in Supplemental Methods. 755 

 756 

https://www.nature.com/articles/s41598-022-22082-7
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3. Coding scores and label assignment 757 

Transcript classification was performed independently for each tool and fold. Each model 758 

produced both a coding probability score (ranging from 0 to 1) and a binary classification label 759 

(coding / non-coding). Decision thresholds were established according to published 760 

procedures, with most tools applying a default 0.5 probability cutoff. For tools using custom 761 

thresholds, we recalculated them accordingly per fold before determining the classification 762 

label. For tools that define lncRNAs as the positive class, coding scores were derived by 763 

inverting the non-coding scores. A summary of model probabilities and entropies, reflecting 764 

how confident model predictions are, is provided in Fig. S4. 765 

 766 

Classification results aggregation 767 

Due to constraints imposed by certain benchmarked tools (e.g., minimum or maximum 768 

transcript length, absence of identified ORF, presence of non-canonical nucleotides), 612 769 

transcripts could not be assigned a label by all classifiers. These transcripts were excluded 770 

from downstream analyses requiring classification scores from all tools, resulting in a final 771 

dataset of 111,652 sequences with associated features, coding probabilities and classification 772 

labels. This set of classified transcripts was used for both global performance evaluation of 773 

models, entropy analyses and feature importance. 774 

 775 

4. Classification performance evaluation 776 

Global model performance was evaluated using standard metrics: balanced accuracy, 777 

precision, recall and F1-score. Given the class imbalance, macro-averaged scores were 778 

computed. Detailed formulas for the scores are further detailed in Supplemental Methods. 779 

 780 

Uncertainty and agreement analyses 781 

Our 8-tool ensemble was used to investigate transcript-level correctness, agreement, and 782 

uncertainty using entropy-based summary statistics of the predicted coding probabilities. 783 

Specifically, we (1) computed predictive entropy, which quantifies uncertainty in the ensemble 784 

mean prediction; (2) produced an inter-tool disagreement score, which captures variability 785 
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across tools; and (3) stratified transcripts into different uncertainty groups for downstream 786 

comparisons. 787 

 788 

1. Uncertainty 789 

Transcript classification uncertainty was quantified using Shannon entropy of the mean 790 

predicted coding probability across tools. For each transcript, coding probabilities were 791 

averaged across tools to compute the mean posterior probability for the coding class (݌௖௢ௗ௜௡௚). 792 

Shannon entropy was calculated as: 793 𝐻௣௥௘ௗ = ௖௢ௗ௜௡௚݌− × (௖௢ௗ௜௡௚݌)2݃݋݈ + 1 − ௖௢ௗ௜௡௚݌ × 1)2݃݋݈ −  ௖௢ௗ௜௡௚) 794݌

 795 

This metric produces values from 0 to 1, where 𝐻 = 0 corresponds to extreme mean 796 

probabilities (near 0 or 1) indicating complete certainty (all tools agree with high confidence) 797 

and 𝐻 = 1  indicates maximum uncertainty of the ensemble mean ݌௖௢ௗ௜௡௚ ≈ 0.5 (average 798 

model prediction is uncertain). Classification entropy distributions per model and ensemble 799 

predictive entropy are shown in Figure S3B-C. 800 

 801 

2. Disagreement 802 

Inter-tool disagreement was summarized using an entropy-gap score. We first computed the 803 

expected entropy of each transcript as the average entropy of individual model predictions: 804 

𝐻௘௫௣ = ܯ1 ∑ெ
௠=1  𝐻௠  805 

where 𝐻௠ represents Shannon entropy of the coding probability of a transcript given by a 806 

model ݉. Model disagreement was then defined as the difference between predictive and 807 

expected entropy. 808 ܫௗ௜௦ = 𝐻௣௥௘ௗ − 𝐻௘௫௣ 809 

Low ܫௗ௜௦ values indicate high ensemble consensus, while high ܫௗ௜௦ values indicate substantial 810 

model disagreement. 811 

 812 
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3. Uncertainty-based transcript stratification 813 

We categorized transcripts into uncertainty groups using a percentile-based approach. We 814 

split all predicted transcripts (111,652) in coding and non-coding and computed for each group 815 

the 10th and 90th percentiles of our uncertainty metric (𝐻௣௥௘ௗ) and the 90th percentile of the 816 

disagreement metric (ܫௗ௜௦). Transcripts with 𝐻௣௥௘ௗ < 10th percentile were assigned to the “low 817 

entropy” group, while sequences with 𝐻௣௥௘ௗ and ܫௗ௜௦> their respective 90th percentiles were 818 

assigned to the “high entropy” group. This grouping strategy enabled us to identify transcripts 819 

with distinct prediction difficulty profiles and assess systematic differences in biological 820 

features across uncertainty groups. These differences were evaluated using univariate 821 

statistical tests described below. 822 

 823 

Feature-based analyses 824 

From the eight models benchmarked here, five are machine learning tools based on 825 

engineered transcript features. We generated the corresponding feature tables and 826 

assembled a unified feature matrix (ML set). Additionally, we included repeat-derived features 827 

(Rep set) and Non-B DNA motif features (NBD set) features computed as described above 828 

(see Supplemental Material for additional details). 829 

 830 

1. Feature processing 831 

We applied the following preprocessing steps (1) removal of constant features (i.e., those with 832 

the same value across all transcripts); (2) separation of categorical and continuous variables; 833 

(3) estimation of continuous feature redundancy by calculation of a Spearman correlation 834 

matrix; (4) clustering of correlated features; (5) selection of a random representative feature 835 

per cluster; and (6) combination of representative continuous features with categorical 836 

features encoded as binary indicator variables via one-hot encoding). The number of features 837 

after each processing step is detailed in Table S17. 838 
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 839 

Clustering and representative feature selection 840 

Specifically, continuous features were grouped using hierarchical clustering (Ward linkage) on 841 

a Spearman correlation-derived distance matrix. The number of clusters was chosen by 842 

maximizing the silhouette score over a grid of cut thresholds (Fig. S3), and one feature was 843 

randomly selected per cluster as representative 844 

 845 

Dimensionality reduction for feature space exploration 846 

To visualize the feature space of transcripts classified by the benchmarked models, t-SNE 847 

embeddings were computed using the scikit-learn Python library with 1000 iterations and a 848 

perplexity of 30. The input feature space comprised all 128 numerical, non-constant 849 

engineered features from the 5 feature-based models benchmarked in this study: CPAT (N=4 850 

features) FEELnc (N=8), LncFinder (N=19), LncDC (N=28) and PlncPRO (N=69). 851 

 852 

Univariate statistical testing of transcript features 853 

Differences in continuous features between transcript groups (coding class or entropy groups) 854 

were assessed using Mann-Whitney U test, with effect size quantification by the Vargha-855 

Delaney A (VDA) statistic. For visualization, we report a centered effect size (VDA − 0.5), 856 

where 0 indicates no effect and ± 0.5 indicates complete separation between groups. 857 

Differences in categorical feature prevalence were assessed using the chi-squared test of 858 

independence, with effect size quantified by Cramér’s V statistic and the directional magnitude 859 

expressed in odds ratios (OR). To account for multiple comparisons, p-values were corrected 860 

using the Benjamini-Hochberg method. Results with adjusted p-value lower than 0.01 were 861 

considered statistically significant. 862 

 863 

2. Global feature importance 864 

A Random Forest model was then trained for each of the 5-fold train sets on the selected 865 

features, comprising 220 representative continuous features and 40 categorical features. 866 

SHAP values were then computed for the held-out set of each fold to obtain transcript-level 867 
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feature explanations (waterfall plots). Importantly, SHAP values are expressed directly in 868 

probability space, such that for each transcript, the sum of all feature SHAP values and the 869 

baseline (mean predicted probability assigned by the RF classifier) equals the coding 870 

probability assigned by the RF classifier. Finally, SHAP values from all held-out sets were 871 

combined to obtain global feature importance summaries (mean absolute SHAP value across 872 

all transcripts). The classification performance metrics of the trained RF classifiers are detailed 873 

in Table S18. 874 

 875 

Four transcripts were chosen arbitrarily to showcase the categories of protein-coding and 876 

lncRNA with either low or high entropy. 877 

 878 

Development and computation tools 879 

Dataset creation, model training and data analyses were implemented as a Snakemake 880 

pipeline (v9.13.2) [58], using Python and R. Separate conda environments were created for 881 

each model to ensure reproducibility and portability. A dedicated analysis environment was 882 

used for data processing and visualisation, including Biopython and gffutils (biological data 883 

handling); numpy and pandas (data processing); scikit-learn, scipy and shap (statistics and 884 

dimensionality reduction), and matplotlib/seaborn/plotly/upsetplot (visualization). Environment 885 

configuration is available through environment files in the GitHub repository 886 

(https://github.com/cbib/uncertainty_aware_lnclassifier). 887 

All computations were performed on the University of Bordeaux high-performance computing 888 

(HPC) infrastructure operated by the Center of Bioinformatics of Bordeaux (CBiB). GPU-889 

accelerated tasks (RNAsamba and lncRNA-BERT training/inference) were run on NVIDIA 890 

H100 GPUs. 891 
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