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Abstract  6 

Detection results reported on public road-defect datasets guide research and the procurement 7 

of automated inspection systems. This study examines how train–test leakage affects such 8 

results on the BharatPotHole dataset. All 7,074 released images were audited using exact 9 

hashing, perceptual hashing with structural-similarity confirmation, export metadata and 10 

video identifiers. Of the released images, 86 were exact duplicates and 2,769 were export 11 

copies of other frames (40.4% in total), and only 1,333 of 4,196 positive images were unique 12 

frames. In the published split, 38.8% of test images had a near-duplicate in training and 99.4% 13 

came from training videos. A deduplicated, video-disjoint split was built, and YOLO26 14 

detectors were evaluated under both splits with 95% confidence intervals from a bootstrap 15 

over videos. For the same detector, AP50 on positive test images was 0.619 on the published 16 

test set and 0.467 on its near-duplicate-free subset (difference 0.152, 95% CI 0.090–0.234). 17 

AP50 decreased with perceptual distance between a test image and its nearest training image. 18 

In a controlled contamination test, replacing unseen test images with copies of training frames 19 

raised the AP50 of a video-disjoint model from 0.133 to 0.494, whereas copies of unseen 20 

frames left it near 0.15. On positive images from RDD2022 (India), the model trained on the 21 

published split reached AP50 = 0.072, against 0.097–0.099 for models trained on the video-22 

disjoint split. Frame-level splits of video-derived road imagery therefore give optimistic 23 

estimates of detection performance on new roads. The audit procedure, the corrected split and 24 

a reporting checklist are provided. 25 

Keywords: Data leakage · Road defect detection · Pothole · Benchmark evaluation · Object 26 

detection · Reproducibility 27 

1 Introduction 28 

Potholes damage vehicles, raise crash risk for two-wheelers and increase maintenance cost 29 

when repairs are delayed. Many road agencies still inspect pavements manually, which is 30 

slow and covers networks unevenly. Camera-based detection with deep object detectors offers 31 
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a lower-cost alternative, and dashboard or smartphone video is now a common data source for 32 

such systems [1–3]. 33 

Public datasets are the main basis for comparing these detectors. A reported score is read by 34 

other researchers as a reference value and by agencies as an expectation of field performance. 35 

That reading is valid only if the test images are independent of the training images in the same 36 

way that a deployed system meets new roads. The same requirement applies to benchmark 37 

studies in transportation data science more generally [4]. 38 

Video-derived datasets make this condition easy to violate. Consecutive frames from one 39 

drive are nearly identical, and export tools such as Roboflow can add augmented copies of 40 

each frame. When frames are split into training and test sets at random, a test image often has 41 

a near-copy in the training set, and almost every test image comes from a video that also 42 

supplied training images. The test score then partly reflects recognition of seen scenes rather 43 

than detection on unseen roads. This is a form of data leakage, which has been documented in 44 

many fields that use machine learning [5–8]. 45 

This study examines the effect for one recent dataset, BharatPotHole, released with the 46 

iWatchRoadv2 system [3]. The dataset contains 7,074 images from dashboard video of Indian 47 

roads and a frame-level split described as 70:20:10. Three questions were addressed: 48 

1. How much of the released dataset is duplicated, and how much do the training and test 49 

sets overlap? 50 

2. How large is the difference in measured detection performance between test images with 51 

and without near-duplicates in training, and how does performance respond when leakage 52 

is introduced under control? 53 

3. Does performance measured under the published split carry over to images from other 54 

roads? 55 

The contributions are as follows: 56 

• An audit procedure for video-derived detection datasets that separates exact duplicates, 57 

export copies, perceptual near-duplicates and shared videos. 58 

• A deduplicated, video-disjoint split of BharatPotHole with no shared videos, source 59 

frames or near-duplicate groups between subsets. 60 

• Three complementary analyses: a same-model comparison of test subsets with and 61 

without near-duplicates, a similarity gradient and a controlled contamination test with a 62 

matched control. 63 
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• An external test on positive images from RDD2022 (India) and a reporting checklist for 64 

road-defect benchmarks. 65 

Section 2 reviews related work. Section 3 describes the data, audit, protocols and evaluation. 66 

Section 4 reports the results, Section 5 discusses their implications and limitations, and 67 

Section 6 concludes. 68 

2 Related work 69 

2.1 Evaluation leakage in machine learning 70 

Leakage occurs when information that would not be available at deployment reaches the 71 

model during training or evaluation [5]. Kapoor and Narayanan [6] listed non-independence 72 

between training and test data as one of the main forms of leakage in machine-learning-based 73 

science. When test samples are correlated with training samples, a model can score well by 74 

matching the test sample to a seen one, so the test error underestimates the error on new data 75 

[9, 10]. Overviews describe how such leakage enters supervised pipelines [7], how tool-driven 76 

("push the button") workflows and transfer learning add to the risk [8], and which questions 77 

and checks can detect it before results are reported [11, 12]. Removing contaminated test 78 

samples is one remedy for train–test overlap [13]. 79 

The size of the effect has been measured by comparing a leaky evaluation with a corrected 80 

one. Gerz and Jelali [14] re-evaluated a tomato-disease detector whose images had been 81 

augmented before splitting; with augmentation applied after splitting, AP50 fell from 0.987 to 82 

0.328. In a review of 64 biochar studies, 98% used random point-level splits, and re-analysis 83 

showed accuracy inflation of up to 86% [15]. Naive splits also produced over-optimistic 84 

results in hard-disk failure prediction [16]. For image benchmarks, Barz and Denzler [17] 85 

found near-duplicates of test images in the training sets of CIFAR-10 and CIFAR-100, and 86 

Recht et al. [18] showed that classifiers lose accuracy on newly collected test sets built with 87 

the original protocol. These studies show that a benchmark score depends on how the test set 88 

was built, not only on the model. 89 

2.2 Duplicate and correlated imagery 90 

Images can be related to training images in several distinct ways: as byte-identical files, as 91 

exported or augmented copies of one source frame, as perceptually similar images, or as 92 

frames from the same recording. Each relation needs a different check. Exact duplicates are 93 

found with cryptographic hashes. Near-duplicates are found with perceptual hashes, such as 94 
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the discrete-cosine-transform hash (pHash), which map similar images to codes with a small 95 

Hamming distance [19–21]. Perceptual hashes are fast and robust to compression and small 96 

photometric changes, but less robust than learned embeddings to geometric changes [22, 23]; 97 

combined schemes use the hash as a filter and a second measure for confirmation [24]. 98 

Thresholds need high specificity, because false matches grow with collection size [25]. 99 

Duplicates of these kinds have been found in public image collections, including across the 100 

training and test sets of the ISIC skin-lesion datasets [26], and perceptual hashing has been 101 

proposed as a routine step before splitting public imaging datasets [27]. Correlated images 102 

that are not duplicates raise the same problem. Splitting three-dimensional scans at the slice 103 

level raised the test accuracy of brain MRI classifiers by 29–55% [28], and similar effects 104 

were reported for Parkinson's disease MRI [29], sequential CT slices [30], consecutive optical 105 

coherence tomography images [31] and tiles of pathology slides [32]; feature selection guided 106 

by validation results is a further source [33]. Reviews of Alzheimer's disease studies found 107 

that more than half of the surveyed papers may have suffered from leakage [34], and that 108 

studies with high leakage risk reported 95–99% accuracy against 66–90% for studies with 109 

subject-wise splits [35]. 110 

The standard remedy is grouped partitioning, in which all samples from one subject, scene or 111 

recording are kept in one subset. Grouped and random splits gave clearly different results in 112 

EEG decoding [36], Wi-Fi channel-state action recognition [37, 38], keystroke dynamics [39], 113 

wearable activity recognition [40], repeated-measures biomechanics [41] and frailty 114 

classification [42]. The same holds for spatial and temporal data, such as neighbouring pixels 115 

in hyperspectral images [43, 44], photovoltaic forecasting [45] and spatiotemporal air-quality 116 

models [46]. 117 

2.3 Automotive and road-damage benchmarks 118 

In automotive perception, Babu et al. measured train–test similarity in six driving datasets 119 

with perceptual hashing and deep features: 25% of KITTI and 5% of ZOD test images had a 120 

near-identical training image, while the other datasets had almost none [47]. They also 121 

proposed D-LeDe, a statistical test that flags leakage from the change in performance when 122 

similar images are removed [48, 49]. For a drone traffic dataset, Lepin et al. [50] showed that 123 

splits built from one video gave higher scores than splits that separate videos or camera views. 124 

Road-damage datasets were first built from smartphone images [1] and extended to several 125 

countries, including India, in RDD2022 [2]. One-stage YOLO detectors are a common choice 126 
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for pothole and pavement-defect detection because they run in real time on embedded 127 

hardware [51, 52]. BharatPotHole adds dashboard video frames from Indian roads under 128 

varied lighting [3]. These studies report detector performance; they do not examine how the 129 

train–test split affects it, and a high score is not by itself evidence of leakage. 130 

2.4 Research gap 131 

Leakage from duplicated and correlated images is well documented in image classification 132 

and medical imaging, and train–test similarity has been measured for driving datasets. For 133 

BharatPotHole, however, neither the extent of duplication and train–test overlap nor the 134 

resulting difference in measured detection performance under alternative partitioning 135 

protocols has been reported. This study provides both, separates the leakage mechanisms 136 

involved, and does so at low computational cost. 137 

3 Materials and methods 138 

Table 1 lists the notation. The workflow has four steps (Fig. 1): audit the released data, build a 139 

video-disjoint split, train detectors under both splits, and evaluate them on internal and 140 

external test sets. 141 

 

Table 1 Notation and abbreviations used throughout 

Symbol Definition 
AP50 Average precision at IoU ≥ 0.50, all-point interpolation 
AP50:95 Mean average precision over IoU thresholds 0.50 to 0.95 in steps of 0.05 
ΔAP50 Paired difference in AP50 between two test subsets for the same model (AP50 gap) 
R Recall at the confidence threshold that maximises F1 (IoU ≥ 0.50) 
dH Hamming distance between 64-bit perceptual hashes (pHash) of two images 
ρ Share of positive C-test images replaced by export copies of other frames 
Nimg, Npos, Ngt Number of images, positive images and ground-truth boxes 
Protocol A Training and evaluation on the published frame-level split 
Protocol C Training and evaluation on the deduplicated, video-disjoint split 
A-test Published test set (Protocol A) 
Leaked A-test images with a confirmed near-duplicate (dH ≤ 4, or 5 ≤ dH ≤ 8 with SSIM ≥ 0.80) or a 

shared source frame in training 
B-clean Near-duplicate-free subset: A-test images with no confirmed near-duplicate and no shared 

source frame in training; videos may be shared 
B-strict Stricter variant of B-clean that also excludes 66 images with confirmed near-duplicates in the 

validation or test sets (sensitivity check) 
C-test Test set of the video-disjoint split 
Train copies Export copies of training frames of the video-disjoint split 
RDD-India Pothole (D40) images of RDD2022, India subset (external test, positive images only) 
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3.1 Dataset 142 

BharatPotHole [3] contains 7,074 images of 640 × 640 pixels with a single class, pothole, in 143 

YOLO format. The images are frames from dashboard videos recorded in India and exported 144 

through Roboflow. The release provides a training/validation/test split of 5,067/1,345/662 145 

images (71.6/19.0/9.4%). File names encode a video identifier, a frame index and, for 146 

exported copies, a Roboflow hash. There are 162 distinct video identifiers. 147 

3.2 Audit of duplicates and overlap 148 

Four relations between images were defined and checked separately: 149 

• Exact duplicate: two files with identical MD5 hashes. 150 

• Export copy: two files with the same source-frame name after removal of the Roboflow 151 

hash suffix (".rf.<hash>"). Export copies may differ in pixels, because the export can 152 

apply augmentation. 153 

• Near-duplicate: two images whose 64-bit pHash [19] values differ by a Hamming 154 

distance dH ≤ 8 and that pass a confirmation rule. pHash was computed from the full 155 

image after grey-scale conversion and resizing to 32 × 32 pixels, using the 8 × 8 lowest-156 

frequency discrete-cosine-transform coefficients. Pairs with dH ≤ 4 were accepted directly; 157 

pairs with 5 ≤ dH ≤ 8 were accepted only when the structural similarity index (SSIM) [53] 158 

of 128 × 128 grey-scale thumbnails was at least 0.80. 159 

• Shared video: two images with the same video identifier. 160 

For each validation and test image, dH to its nearest training image was recorded, and the 161 

image was flagged for each relation it had with at least one training image. A perceptual 162 

match is evidence of shared visual content, not proof that a model has memorised that image. 163 

In the published test set, 39.1% of images had a confirmed near-duplicate in training and 164 

38.8% had a training image at dH ≤ 4. The criteria overlap strongly: all 242 test images 165 

(36.6%) that shared a source frame with a training image were also confirmed near-duplicates, 166 

17 images were confirmed near-duplicates without a shared source frame, and only two were 167 

confirmed through the SSIM rule at 5 ≤ dH ≤ 8.  168 

3.3 Deduplication, label cleaning and video-disjoint split 169 

Fig. 1 and Table 2 summarise the steps. Exact duplicates (86 images) were removed first. For 170 

each source frame with several export copies, one representative was kept, namely the copy 171 

whose mean brightness was closest to the median of its copies; 2,769 copies were removed. 172 
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All removed files were positive images. The counts refer to files that share a source frame; 173 

they do not imply that every copy was produced by a separate augmentation. 174 

 

Fig. 1 Audit, deduplication and splitting workflow. Counts are images unless stated otherwise 

Labels were then cleaned with the rules used by the evaluator for every protocol: polygon 175 

rows were converted to the enclosing box (minimum and maximum vertex coordinates), 176 

boxes were clipped to the image, boxes narrower or shorter than 2 pixels were removed, and 177 

identical boxes were merged. Eight images lost all their boxes in this step and became 178 

negative images, which is why the number of unique negative images (2,886) exceeds the 179 

released number (2,878). After cleaning, the 4,219 unique images hold 4,009 boxes. 180 

 

Table 2 Composition of the released BharatPotHole dataset before and after deduplication 
Quantity Released Unique 
Images 7,074 4,219 
Positive images 4,196 1,333 
Negative images 2,878 2,886a 
Annotated boxes 12,221 4,009b 
Exact duplicates (MD5) 86 0 
Augmentation copies 2,769 0 
aIncludes images whose only boxes were malformed or degenerate and were removed during label cleaning 
bAfter removal of duplicate, malformed and degenerate (< 2 px) boxes 
The unique images were split video-disjointly into 2,927 training, 867 validation and 425 test images 

 

The unique images were grouped with a union–find structure that linked confirmed near-181 

duplicates, copies of one source frame and frames of one video. Whole groups were then 182 

assigned to training, validation and test sets in a 70:20:10 ratio. Assignment used a 183 

randomised greedy search over 3,000 orderings that balanced the shares of images, positive 184 

images, boxes and small boxes (√area < 32 px). The resulting split has 2,927/867/425 images, 185 

and no video, source frame, MD5 hash or near-duplicate group is shared between subsets. 186 

This follows the subject-, scene- and video-level partitioning used in other domains [36, 43, 187 

50]. Even a video-disjoint split cannot rule out every dependence, for example between videos 188 

recorded on the same road or with the same camera. 189 
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3.4 Evaluation protocols and test subsets 190 

• Protocol A trains, validates and tests on the published split. Its test set is A-test. 191 

• Leaked is the subset of A-test images that have a confirmed near-duplicate or a shared 192 

source frame in training (259 of 662 images). 193 

• B-clean is the near-duplicate-free subset: the remaining 403 A-test images, with no 194 

confirmed near-duplicate and no shared source frame in training. It is source-frame-195 

disjoint from training, but its images still come from videos used in training; it is therefore 196 

not free of all leakage. 197 

• B-strict is a stricter variant of B-clean (337 images) used as a sensitivity check. It also 198 

excludes 66 positive images that have no near-duplicate in training but have confirmed 199 

near-duplicates in the validation set (38 images) or within the test set. 200 

• Protocol C trains, validates and tests on the video-disjoint split. Its test set is C-test. 201 

Comparing one Protocol A model on A-test and on B-clean measures the part of the gap that 202 

is linked to near-duplicates and shared source frames. The model, weights and training data 203 

are identical; only the test images differ. The comparison does not measure the effect of 204 

shared videos, which affect A-test and B-clean alike, and B-clean differs from A-test in 205 

composition as well as in leakage status. The difference is therefore reported as an observed 206 

gap, not as the total causal effect of leakage. A-test images come from 93 videos (53 with 207 

positive images), B-clean images from 79 (36) and C-test images from 10 (9). Only four A-208 

test images come from videos not used for training. 209 

Protocol A and Protocol C also differ in training data. The Protocol A training set has 5,067 210 

images from 153 videos, with 3,062 positive images, 8,777 boxes and 1,157 unique positive 211 

source frames; the Protocol C training set has 2,927 images from 136 videos, with 934 212 

positive images (all unique) and 2,836 boxes. Protocol A therefore trains on about 24% more 213 

unique positive frames, in addition to their copies. Comparisons between Protocol A and 214 

Protocol C models therefore combine the effects of leakage, training-set size and composition, 215 

and are interpreted descriptively. 216 

3.5 Detectors and training 217 

YOLO26n and YOLO26s [51] were initialised from the same COCO-pretrained weights in 218 

every run. All runs used Ultralytics 8.4.162 with the library's default recipe: 100 epochs, 219 

early-stopping patience of 30, input size 640 px, batch size 16, automatic optimiser selection 220 
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(AdamW, learning rate 0.002), mixed precision and default augmentation including mosaic. 221 

The random seed was 0. Training ran on one NVIDIA Tesla T4 GPU. 222 

YOLO26n was trained under Protocol A (2.7 h). YOLO26n and YOLO26s were trained under 223 

Protocol C. The checkpoint with the highest validation fitness (the library's weighted 224 

combination of AP50 and AP50:95) was used for testing. Protocol A used the released labels; 225 

Protocol C used the cleaned labels. During Protocol A training, the library skipped 21 images 226 

whose label files mixed polygon and box rows. This affects training only: the evaluator reads 227 

both formats and applies the same cleaning rules to every test image. 228 

3.6 External test set 229 

The India subset of RDD2022 [2] was used as an external test. The 1,530 annotated images 230 

(720 × 720 px) with pothole (D40) boxes were kept, giving 3,187 boxes; other damage classes 231 

were ignored. No RDD2022 image was within dH ≤ 4 of a BharatPotHole image, and 31 were 232 

within dH ≤ 8. All 1,530 images contain at least one pothole, so this set measures detection of 233 

potholes on other roads but not false alarms on clean road. 234 

3.7 Metrics and statistical analysis 235 

Predictions were generated at a confidence threshold of 0.001, a non-maximum-suppression 236 

IoU of 0.7 and at most 300 detections per image. At each IoU threshold t, detections were 237 

matched greedily to ground-truth boxes in order of confidence. Average precision was 238 

computed by all-point interpolation of the precision–recall curve, 239 

 AP௧ = ∑ ௞ݎ) − ௞−1)௄௞=1ݎ max௥̃≥௥ೖ240 (1) (ݎ̃)݌ 

where rk is recall after the k-th detection, p is precision and K is the number of detections. 241 

AP50 is APt at t = 0.50, and 242 

 AP50:95 = 110∑ AP௧௧∈{0.50,0.55,…,0.95}  (2) 243 

Recall R is reported at the confidence threshold that maximises F1 = 2PR/(P + R) at IoU ≥ 244 

0.50, where P is precision. One evaluator was used for every model and test set, so values are 245 

comparable across rows; they may differ slightly from the library's own validation output. 246 

AP50 is a detection metric and is reported as such; the word "accuracy" is not used for it. 247 

The AP50 gap for one model is the paired difference 248 

AP50߂  = AP50(A-test) − AP50(B-clean) (3) 249 
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and the relative gap is ΔAP50 divided by AP50(B-clean). Absolute differences are reported 250 

with every relative value, because a relative value is large when the reference score is low. 251 

Confidence intervals (95%) were obtained with a cluster bootstrap [54] in which videos, the 252 

unit of dependence, were drawn with replacement until the number of drawn videos equalled 253 

the number in the test set. All images of each drawn video were kept, and a video drawn twice 254 

contributed its images twice. AP was recomputed on each resample, and the 2.5th and 97.5th 255 

percentiles of the 1,000 resampled values gave the interval. Resamples without ground-truth 256 

boxes in a subset were discarded. For paired differences, both subsets were computed from 257 

the same resample. RDD2022 images were resampled individually because they carry no 258 

video identifiers. A check with 5,000 instead of 1,000 resamples, made for the A-test–B-strict 259 

difference on positive images, changed the interval from 0.098–0.283 to 0.092–0.274; no 260 

resample was discarded, and 0.02% of resamples had ΔAP50 ≤ 0. These intervals describe 261 

variation between test videos; they do not include variation from model initialisation or 262 

training, which was not measured. 263 

A-test and B-clean differ in their share of positive images (56% and 31%). Because negative 264 

images add false positives and lower precision, the comparison is reported on positive images 265 

only, with all-image results as a complementary analysis. 266 

3.8 Similarity gradient and controlled contamination test 267 

For the similarity gradient, positive A-test images were grouped by dH to the nearest training 268 

image (0–4, 5–8, 9–12, > 12), and AP50 of the Protocol A model was computed per group. As 269 

a sensitivity analysis, B-clean was redefined with pure distance thresholds dH > τ for τ ∈ {2, 4, 270 

6, 8}, again excluding images with a shared source frame. 271 

The contamination test uses the Protocol C models, which have not seen any C-test image or 272 

video. A share ρ of the 134 positive C-test images was replaced by export copies of training 273 

frames, drawn without replacement from a pool of 726 positive copies (one copy per training 274 

source frame). Each substituted image kept its own exported annotation, so ground truth 275 

always matches the image shown. Negative images were left unchanged, so the numbers of 276 

images and of positive images stay constant. The levels were ρ ∈ {0, 10, 20, 30, 40, 50, 75, 277 

100}%, with 20 random draws at each level above 0. 278 

Replacing test images also changes their content, box counts and box sizes. As a matched 279 

control, the same procedure was repeated with export copies of C-test frames, which have the 280 

same export processing but come from unseen videos (112 copies, one per source frame). If 281 
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the rise in AP50 came from the export processing or from easier images rather than from 282 

leakage, the control would show the same rise. The three pools are similar in box count and 283 

size: 2.84, 3.08 and 2.88 boxes per image, and 56.4%, 57.4% and 54.3% of boxes under 32 284 

px, for the original positive C-test images, the training copies and the C-test copies. The test is 285 

a controlled stress test of contamination; it shows how far leakage can raise the score, not how 286 

much it raised the score in any published study. 287 

3.9 Reproducibility 288 

All steps ran in Google Colab. Per-image predictions were cached, so the analysis can be 289 

repeated without inference. Only three detectors were trained; all other results reuse their 290 

cached predictions. The released code covers the audit (MD5, pHash and SSIM checks with 291 

their thresholds), label cleaning, the split construction, training configurations, the evaluator 292 

and the bootstrap. 293 

4 Results 294 

4.1 Duplication in the released dataset 295 

Of the 7,074 released images, 2,855 (40.4%) were exact duplicates (86) or export copies 296 

(2,769) (Table 2, Fig. 1). All 2,855 were positive images. The release therefore contains 4,196 297 

positive images but only 1,333 unique positive frames, an average of 3.1 files per frame. After 298 

cleaning, the unique images hold 4,009 boxes, compared with 12,221 in the release. 299 

This duplication has two consequences. First, the released positive-to-negative ratio (59:41) 300 

differs from that of the underlying frames (32:68). Second, copies of one frame can fall into 301 

different subsets of a random split. Duplicates of this kind were also reported for skin-lesion 302 

and brain-tumour image collections [26, 27]. 303 

4.2 Train–test overlap 304 

In the published split, 38.1% of validation images and 38.8% of test images had a training 305 

image at dH ≤ 4, and about 35% shared a source frame with a training image (Table 3). Nearly 306 

all validation and test images (99.4%) came from videos that also supplied training images. 307 

The median dH to the nearest training image was 10 for validation and 8 for test images. 308 
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Table 3 Train–test overlap in the published split and in the video-disjoint split 
Subset Nimg dH ≤ 4 

(%)a 
Shared source 

frame (%) 
Shared 

video (%) 
Median 

dH
b 

Published split 
Validation 1,345 38.1 35.0 99.4 10 
Test 662 38.8 36.6 99.4 8 
Video-disjoint split 
Validation 867 0.0 0.0 0.0 12 
Test 425 0.0 0.0 0.0 14 
aShare of images with a training image at dH ≤ 4 
bMedian distance to the nearest training image 

 

In the video-disjoint split, no validation or test image had a training image at dH ≤ 4, and no 309 

video or source frame was shared. The median distance rose to 12 and 14 (Table 3). Fig. 2 310 

shows the full distributions: the published split has a concentration of held-out images at dH ≤ 311 

4 that is absent from the video-disjoint split. The share of near-identical test images (38.8%) is 312 

higher than the 25% reported for KITTI and the 5% reported for ZOD [47]. 313 

 

Fig. 2 Distribution of dH from each held-out image (validation and test) to its nearest training image under the 

published split and under the video-disjoint split. The dashed line marks the near-duplicate threshold (dH ≤ 4) 

Fig. 3 shows examples. At dH ≤ 4 the nearest training image is a near-copy of the test image, 314 

with the same potholes in the same positions; at larger distances it shows a different scene, 315 

and SSIM falls to 0.3–0.4. Further pairs and the export copies of one source frame are shown 316 

in Supplementary  (Figs. S1 and S2). 317 
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Fig. 3 One positive test image of the published split per dH range (top) and its nearest training image (bottom). 

Green boxes: ground truth. dH: Hamming distance between perceptual hashes; SSIM computed on 128 × 128 

grey thumbnails 

4.3 Same-model comparison of test subsets 318 

The YOLO26n model trained under Protocol A reached AP50 = 0.615 on A-test with all 319 

images (Table 4). On positive images only, it reached 0.619 on A-test, 0.739 on the Leaked 320 

subset and 0.467 on B-clean (Table 5, Fig. 4a). The paired difference between A-test and B-321 

clean was ΔAP50 = 0.152 (95% CI 0.090–0.234), a relative gap of 33%. The difference 322 

between Leaked and B-clean was 0.272 (95% CI 0.163–0.365), or 58%. Both intervals 323 

exclude zero. 324 

Table 4 Detection performance by training protocol and test set (all images) 

Test set Nimg Npos Ngt AP50 [95% CI] AP50:95 [95% CI] R 
YOLO26n, Protocol A 
A-test 662 371 1,148 0.615 [0.555, 0.690] 0.257 [0.223, 0.310] 0.551 
B-clean 403 125 505 0.457 [0.389, 0.519] 0.147 [0.108, 0.177] 0.493 
Leaked 259 246 643 0.739 [0.646, 0.817] 0.352 [0.292, 0.413] 0.661 
RDD-Indiab 1,530 1,530 3,187 0.072 [0.062, 0.085] 0.021 [0.018, 0.025] 0.108 
YOLO26n, Protocol C 
C-test 425 134 381 0.133 [0.006, 0.228] 0.042 [0.001, 0.073] 0.189 
Train copiesa 726 726 2,235 0.541 0.220 0.495 
RDD-Indiab 1,530 1,530 3,187 0.099 [0.087, 0.113] 0.032 [0.028, 0.037] 0.157 
YOLO26s, Protocol C 
C-test 425 134 381 0.135 [0.007, 0.229] 0.045 [0.002, 0.078] 0.171 
Train copiesa 726 726 2,235 0.471 0.178 0.468 
RDD-Indiab 1,530 1,530 3,187 0.097 [0.086, 0.110] 0.031 [0.028, 0.037] 0.150 
95% confidence intervals from 1,000 bootstrap resamples of videos (of images for RDD-India), percentile method. All models: input size 

640 px, confidence threshold 0.001 
aAll 726 export copies of training frames at once; no confidence interval computed 
bContains positive images only 
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The all-image comparison gave a similar gap: ΔAP50 = 0.158 (95% CI 0.095–0.246), or 35% 325 

(Table 4). For AP50:95 the absolute gap was 0.109 (95% CI 0.068–0.176) on positive images 326 

(0.259 vs 0.150) and 0.110 (0.070–0.175) on all images (0.257 vs 0.147), or 73% and 75% in 327 

relative terms; the larger relative values reflect the low AP50:95 of B-clean as well as better box 328 

localisation on leaked images. Recall showed the same pattern (0.551 on A-test and 0.493 on 329 

B-clean, positive images). Example detections on both subsets are shown in Supplementary  330 

(Fig. S3). 331 

The gap was stable across near-duplicate definitions. With pure distance thresholds, ΔAP50 332 

was 0.154 (95% CI 0.093–0.238), 0.152 (0.090–0.234), 0.159 (0.099–0.245) and 0.171 333 

(0.100–0.304) for τ = 2, 4, 6 and 8, or 33–38% in relative terms. These subsets contain 99–334 

127 positive images from 31–36 videos. The stricter B-strict subset (59 positive images from 335 

29 videos) gave a slightly larger gap, 0.174 (0.098–0.283), or 39%. The result therefore does 336 

not depend on the exact definition of the near-duplicate-free subset. 337 

 

Table 5 AP50 gap between test subsets for the same detector (YOLO26n, Protocol A), positive test images only 

Subset Npos Ngt AP50 [95% CI] AP50:95 R ΔAP50 vs B-clean [95% 

CI] 
By leakage status 
Leaked 246 643 0.739 [0.642, 0.819] 0.352 0.661 +0.272 [0.163, 0.365] 
A-test 371 1,148 0.619 [0.552, 0.702] 0.259 0.551 +0.152 [0.090, 0.234] 
B-clean 125 505 0.467 [0.392, 0.538] 0.150 0.493 Reference 
B-strictb 59 201 0.445 [0.358, 0.545] 0.141 0.418 – 
By dH to the nearest training image 
0–4a 246 643 0.739 [0.642, 0.819] 0.352 0.661 – 
5–8 26 68 0.592 [0.464, 0.741] 0.181 0.515 – 
9–12 41 86 0.466 [0.296, 0.623] 0.154 0.454 – 
>12 58 351 0.453 [0.297, 0.550] 0.152 0.470 – 
Confidence intervals from 1,000 paired bootstrap resamples of videos, percentile method 
aSame positive images as the Leaked subset; groups 5–8, 9–12 and >12 together form B-clean 
bSensitivity check; A-test minus B-strict: ΔAP50 = +0.174 [0.098, 0.283] 

 

4.4 Detection performance and similarity to the training set 338 

AP50 decreased as test images became less similar to their nearest training image (Table 5, 339 

Fig. 4b). It was 0.739 for dH 0–4, 0.592 for 5–8, 0.466 for 9–12 and 0.453 for dH > 12. Most 340 

of the decrease occurred below dH = 9; beyond that, AP50 was stable. The 0–4 group contains 341 

the same positive images as the Leaked subset, and the other three groups together form B-342 

clean. The intervals of adjacent groups overlap, so the gradient is supported by the trend 343 

rather than by any single pair of groups. 344 
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Fig. 4 Same-model comparison for YOLO26n trained under Protocol A, positive test images only. a AP50 on the 

Leaked subset, the full A-test and the near-duplicate-free B-clean subset; ΔAP50 is the paired difference between 

A-test and B-clean. b AP50 by dH between each test image and its nearest training image. Error bars: 95% 

confidence intervals from 1,000 bootstrap resamples of videos 

4.5 Controlled contamination test 345 

On the unaltered C-test (ρ = 0), the Protocol C models reached AP50 = 0.133 (YOLO26n) and 346 

0.135 (YOLO26s) (Table 6, Fig. 5). With copies of training frames, AP50 increased steadily 347 

with ρ: to 0.303 and 0.275 at ρ = 50%, and to 0.494 ± 0.024 and 0.436 ± 0.030 at ρ = 100%, 348 

or 3.7 and 3.2 times the value on the unaltered C-test. With copies of unseen C-test frames 349 

(examples in Supplementary , Fig. S4), AP50 changed little: 0.141 and 0.147 at ρ = 50%, and 350 

0.149 and 0.150 at ρ = 100%. Because the two pools have similar box counts and sizes (Sect. 351 

3.8), the rise is linked to the training origin of the substituted images, not to export processing 352 

or easier images. At ρ = 100%, YOLO26n reached 80% of the 0.615 that the Protocol A 353 

model obtained on A-test, so leakage alone can produce most of the score reported under the 354 

published split. 355 

 

Table 6 Controlled contamination test: AP50 of video-disjoint models on C-test with a share ρ of positive images 

replaced by copies of training frames or by copies of unseen C-test frames 

ρ (%) YOLO26n, training 

copies 
YOLO26n, unseen 

copies 
YOLO26s, training 

copies 
YOLO26s, unseen 

copies 
0 0.133 0.133 0.135 0.135 
10 0.165 ± 0.015 0.137 ± 0.009 0.165 ± 0.015 0.136 ± 0.009 
20 0.202 ± 0.020 0.136 ± 0.011 0.200 ± 0.024 0.139 ± 0.013 
30 0.246 ± 0.028 0.142 ± 0.010 0.226 ± 0.025 0.141 ± 0.013 
40 0.286 ± 0.025 0.140 ± 0.014 0.258 ± 0.031 0.145 ± 0.017 
50 0.303 ± 0.031 0.141 ± 0.009 0.275 ± 0.035 0.147 ± 0.016 
75 0.387 ± 0.033 0.147 ± 0.012 0.370 ± 0.028 0.147 ± 0.010 
100 0.494 ± 0.024 0.149 ± 0.032 0.436 ± 0.030 0.150 ± 0.021 
Values are mean ± standard deviation of AP50 over 20 random draws; ρ = 0 is the unaltered C-test. Training copies: export copies of frames 

used to train the model (pool of 726). Unseen copies: export copies of C-test frames (pool of 112) 
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Fig. 5 Controlled contamination test. AP50 of the video-disjoint models (Protocol C) on C-test as a share ρ of 

positive test images is replaced by export copies of training frames (solid lines, filled markers) or of unseen C-

test frames (dashed lines, open markers). Lines: mean of 20 random draws; bands: ±1 standard deviation. 

Horizontal line: YOLO26n trained and tested under Protocol A (AP50 = 0.615) 

The C-test intervals are wide (AP50 95% CI 0.006–0.228 for YOLO26n; Table 4). C-test 356 

contains 134 positive images from nine videos, one of which contributes 57, and AP50 varied 357 

strongly between videos. 358 

4.6 External test 359 

On RDD-India, all models scored low (Table 4, Fig. 6). The Protocol A model reached AP50 = 360 

0.072 (95% CI 0.062–0.085). The Protocol C models reached 0.099 (0.087–0.113) and 0.097 361 

(0.086–0.110). The Protocol A model was trained on 1.7 times as many images, yet its AP50 362 

on these positive images was 0.025–0.027 lower, and its interval does not overlap those of the 363 

Protocol C models. The higher internal score under Protocol A therefore did not come with 364 

better detection on this external set. Because the two protocols also differ in training-set size 365 

and composition, and RDD-India differs from BharatPotHole in image characteristics, this 366 

result does not isolate the effect of leakage. 367 
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Fig. 6 AP50 on the internal test set (A-test for Protocol A, C-test for Protocol C) and on the positive images of 

RDD-India. Error bars: 95% bootstrap confidence intervals 

5 Discussion 368 

5.1 What the three analyses show 369 

The three analyses differ in what they control. The same-model comparison holds the model 370 

fixed and shows that test images with a near-duplicate or shared source frame in training 371 

scored 0.272 AP50 higher than the near-duplicate-free subset. It is observational: the subsets 372 

also differ in composition. The similarity gradient shows that AP50 rises as test images 373 

approach their nearest training image. The contamination test manipulates the leaked share 374 

directly while holding the model, the negative images and the number of positive images 375 

fixed, and its matched control rules out export processing as the cause of the rise. It provides 376 

the most direct evidence that contamination raises AP50, but as a stress test rather than an 377 

estimate for the published split. Taken together, the analyses indicate that near-duplicates in 378 

the published split raise the measured AP50, and that the 0.152 gap between A-test and B-379 

clean is a plausible estimate of that component. 380 

The relative gap measured here (33% for the published test set, 58% for its leaked part) is of 381 

the same order as the inflation reported for other correlated image data, such as 29–55% for 382 

slice-level MRI splits [28], 5–30% for OCT images [31] and 12–24 percentage points for CT 383 

slices [30]. It is smaller than the 66-point AP50 drop reported for augmentation before splitting 384 

in plant-disease detection [14]. These values use different metrics and tasks and are not 385 

directly comparable, but they reflect the same mechanism: when test samples share a source 386 

with training samples, the score reflects memorisation as well as generalisation [6, 10]. 387 
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The total effect of leakage in the published split is likely to be larger than the A-test–B-clean 388 

gap. B-clean images are not near-copies of training images, yet they come from the same 389 

drives, cameras, road surfaces and lighting. The Protocol A model scored 0.457 on B-clean 390 

(all images), against 0.133 for a Protocol C model on C-test. This difference is consistent with 391 

video-level dependence, as observed for subject-level overlap in other domains [37, 41, 42], 392 

but it also reflects the larger and different Protocol A training set, so it is not treated as a 393 

measured effect of leakage. Separating these factors would require a training-size-matched 394 

comparison of random and video-disjoint splits. 395 

5.2 Why performance without leakage is low 396 

AP50 on the video-disjoint test set was about 0.13, and AP50 on RDD-India was below 0.10. 397 

Diagnostics on the Protocol C YOLO26s model help to explain this. On its own training 398 

images it reached AP50 = 0.47, against 0.27 on validation, so even the training labels were 399 

hard to fit. Of 433 pairs of near-identical frames that both carried labels, 224 differed by two 400 

or more boxes, which indicates inconsistent annotation (examples in Supplementary , Fig. 401 

S5). AP50 on validation fell from 0.42 at IoU ≥ 0.1 to 0.03 at IoU ≥ 0.75, so box extents are 402 

ambiguous. Recall was 0.04 for boxes under 16 px and 0.65 for boxes of 96 px or more, and 403 

56% of boxes in the unique set are under 32 px. AP50 across validation videos ranged from 404 

0.02 to 0.63. 405 

These factors limit any detector trained on this dataset. They do not change the overlap 406 

counts, but they do affect AP50 and can therefore change the size of the measured gaps. 407 

Because all subsets and protocols were scored with the same cleaned labels, the comparisons 408 

are internally consistent; with more consistent annotation the absolute values, and possibly the 409 

gaps, would differ. 410 

5.3 Implications for practice 411 

For researchers, a frame-level split of video data can give AP50 values that are tens of percent 412 

higher in relative terms than those on test images without near-duplicates in training. 413 

Comparisons between detectors on such splits may partly rank models by their ability to 414 

recognise seen scenes. Improvements of a few points in AP50, as reported for new detector 415 

designs [52], are small compared with the gaps measured here. For road agencies, a reported 416 

score is a reasonable expectation of field performance only when the test roads were not used 417 

in training. Procurement specifications for automated inspection could require evaluation on 418 

routes withheld from training, preferably from another city or season, and on images without 419 
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defects to measure false alarms. External validation is also rare in other fields [35], which 420 

suggests that this requirement needs to be stated explicitly. 421 

Table 7 summarises the checks recommended when a road-defect dataset or result is 422 

published. Each check uses information that dataset authors already hold, and several follow 423 

guidance from other fields [7, 11, 12, 26, 47]. 424 

 

Table 7 Reporting checklist for road-defect detection datasets and results 

Item Recommended practice 
Unit of splitting Split by video, route or capture session, never by frame 
Export augmentation Export unaugmented frames; apply augmentation only during training 
Deduplication Report exact (MD5) and near-duplicate (pHash with dH threshold) counts before 

splitting 
Overlap statistics Report the share of test images with a near-duplicate, source frame or video in training 
Class balance Report unique positive and negative frames, not only file counts 
Uncertainty Report confidence intervals from a bootstrap over videos or routes, and repeat training 

with several seeds 
External test Report performance on at least one dataset from other roads, including images without 

defects 
Split release Release the split manifest with video identifiers so that results can be reproduced 

 

5.4 Limitations 425 

The study examines one dataset and two detectors of one family, each trained with one seed. 426 

The leakage mechanism does not depend on the detector, but the size of the gaps will vary 427 

with dataset, architecture and training procedure, and the values reported here should not be 428 

generalised to all road-defect detectors. Seed variance was not measured; the bootstrap over 429 

videos captures variation between test videos only. The same-model comparison was made 430 

for YOLO26n alone, and no training-size-matched comparison of Protocols A and C was 431 

made. 432 

The perceptual-hash thresholds are a choice; the sensitivity analysis covers a range of 433 

thresholds, but pHash is less sensitive to geometric changes than learned embeddings [22, 23]. 434 

C-test covers few videos, so its confidence intervals are wide. RDD-India contains only 435 

positive images and differs from BharatPotHole in image size, blur and object scale (14.2% of 436 

its boxes are small, against 56.4% in BharatPotHole; examples in Supplementary , Fig. S6), 437 

so its results reflect domain shift as well as training differences. Finally, annotation 438 

inconsistencies were not corrected, and they lower all absolute values reported here. 439 
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6 Conclusions 440 

This study measured how train–test leakage affects detection performance on a public road-441 

defect benchmark. The main findings are as follows: 442 

• Of 7,074 released BharatPotHole images, 86 were exact duplicates and 2,769 were export 443 

copies, and only 1,333 positive frames were unique. 444 

• In the published split, 38.8% of test images had a near-duplicate in training, and 99.4% 445 

came from videos used in training. 446 

• For the same detector, AP50 on positive images was 0.619 on the published test set and 447 

0.467 on its near-duplicate-free subset, an absolute gap of 0.152 (95% CI 0.090–0.234) 448 

and a relative gap of 33%; the gap was 0.152–0.174 across five definitions of that subset. 449 

• Substituting copies of training frames into an unseen test set raised the AP50 of a video-450 

disjoint model from 0.133 to 0.494, while copies of unseen frames left it near 0.15. 451 

• The model trained on the published split did not perform better on external positive 452 

images (AP50 0.072 vs 0.097–0.099). 453 

Scores reported on frame-level splits of video-derived road imagery should not be read as 454 

estimates of field performance. Splitting by video, deduplicating before splitting and testing 455 

on external roads are simple measures that make reported results more reliable. Future work 456 

should repeat the analysis with several seeds and detector families, match training-set sizes 457 

across protocols, extend the audit to other road-damage datasets, and quantify the effect of 458 

annotation consistency. 459 
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   AP  t =   ∑  k = 1  K   (   r  k −   r  k − 1 )  max    r ~ ≥   r  k p  (   r ~ )


   AP  50 : 95 =  1 10   ∑  t ∈ { 0 . 50 , 0 . 55 , … , 0 . 95 } ​   AP  t


  𝛥  AP 50 =  AP 50  ( A-test ) −  AP 50  ( B-clean )

