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Abstract

Key finding: The framework x algorithm interaction explains 32-42% of circuit depth
variance across 6-12 qubit circuits—exceeding the framework main effect (10-14%) and
approaching the algorithm main effect (23-34%). No single compilation framework is uni-
versally optimal; the best framework depends on the algorithm, and representation search
within a framework explains up to 78% of depth variance at 12 qubits.

A quantum algorithm does not determine a unique compiled circuit. The choice of compila-
tion framework, configuration within that framework, and the interaction between the two
jointly determine the final circuit depth, gate count, and two-qubit gate count. We treat this
representation choice as an optimization variable and ask: how much of compilation quality
variance comes from the framework, from the configuration, and from their interaction?

We conduct a large-scale empirical study across four quantum compilation frameworks
(Qiskit, PyTKET, PennyLane, Cirq), six benchmark algorithms (QFT, Grover, QPE, GHZ,
Bernstein—Vazirani, and a superposition circuit), four circuit sizes (6, 8, 10, 12 qubits),
and three replicates per cell, yielding 4,608 observations. We apply a two-factor variance
decomposition (algorithm x framework) and a within-framework decomposition (algorithm
vs. configuration).

We find three results. First, the framework x algorithm interaction explains 32-42%
of circuit depth variance (mean 39%), exceeding the framework main effect (mean 12%)
and approaching the algorithm main effect (mean 29%). No single framework dominates
for all algorithms. Second, configuration choice within a single framework explains up to
78% of depth variance at 12 qubits, and this fraction grows with circuit size. Third, the
four frameworks expose structurally different representation search spaces—ranging from 6
to 128 configurations across different compilation dimensions—meaning the “representation
space” is framework-defined, not universal.

These findings support the thesis that representation is a genuine optimization variable:
the choice of how to compile a quantum algorithm matters as much as the choice of algorithm
itself, and its importance grows with circuit scale.

Keywords: quantum compilation, representation search, variance decomposition, multi-framework
benchmarking, NISQ, combinatorial optimization
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Variance Decomposition of Circuit Depth Across Qubit Sizes
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Figure 1: Variance decomposition of circuit depth across qubit sizes. Each bar shows
the proportion of depth variance explained by algorithm identity (nﬁlgorithm), framework choice
(M2 smeworke)» their interaction (92 action), and residual configuration variance (92 q..1)- The
interaction effect (orange) is the dominant factor at 6-10 qubits (41-42%), demonstrating that
no single framework is universally optimal. At 12 qubits, the residual (grey) grows to 35%,
indicating that within-framework configuration choice becomes the primary lever at scale.
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1 Introduction

1.1 The representation problem

A quantum algorithm is typically specified as an abstract circuit over idealized gates. Before
execution on hardware, this circuit must be compiled: mapped to a target gate set, routed to a
physical connectivity graph, and optimized for depth and fidelity. This compilation pipeline is
not unique. Different compilation frameworks (Qiskit [1], PyTKET [2], PennyLane [3], Cirq [4])
implement different passes, heuristics, and gate decompositions. Within each framework, differ-
ent configuration choices (layout method, routing strategy, optimization level, gate set) produce
different compiled circuits from the same input.

The conventional approach treats compilation as a fixed transformation: the user selects a
framework, accepts its default configuration, and executes the resulting circuit. This approach
implicitly assumes that the representation—the specific compiled circuit—is determined by the
algorithm and the framework, with configuration providing minor adjustments.

We challenge this assumption. We treat the representation itself as an optimization variable
and ask how much it matters. Specifically:

e RQ1: How much of compilation quality variance is explained by the framework choice,
the configuration choice within a framework, and their interaction?

¢ RQ2: Does the importance of representation choice change with circuit scale?

e RQ3: Do different frameworks expose comparable representation search spaces, or are
they structurally different?

1.2 Contributions
This paper makes the following contributions:

1. A large-scale cross-framework benchmark of 4,608 compilation observations across 4 frame-
works, 6 algorithms, 4 circuit sizes, and 3 replicates, with all data publicly available.

2. A two-factor variance decomposition showing that the framework x algorithm interaction
explains 32-42% of depth variance, demonstrating that no single framework is universally
optimal.

3. A within-framework decomposition showing that configuration choice explains up to 78%
of depth variance at 12 qubits, with this fraction growing with circuit scale.

4. A structural comparison of framework search spaces, showing that the four frameworks
expose fundamentally different representation dimensions, not merely different parame-
terizations of the same space.

5. Evidence that representation search yields substantial improvements: the best configu-
ration reduces depth by a median of 29% and a maximum of 99% relative to the mean
configuration, with 47% of cells showing improvements exceeding 30%.

1.3 Related work

Cross-framework benchmarking of quantum compilers has been explored in the QED-C bench-
mark suite [5] and in individual comparisons of Qiskit vs. Cirq [6] or PyTKET vs. Qiskit [7].
These studies compare frameworks at their default settings and report aggregate performance
metrics. They do not decompose variance into framework, configuration, and interaction effects,
and they do not treat representation as a search variable.

Multi-objective optimization in quantum compilation has been studied for specific frame-
works, including Pareto-optimal transpilation in Qiskit [8] and depth-fidelity trade-offs in PyTKET [9].
These approaches optimize within a single framework and do not compare across frameworks.

The idea of treating compilation as a search problem has been explored in compiler autotun-
ing for classical systems [10] and in ML-guided quantum compilation [11]. Our contribution is
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to formalize the representation search problem across frameworks and to quantify the variance
decomposition that justifies it.

The WestQuant open-source ecosystem [12] provides the tooling for this study: a unified
search interface across frameworks, provenance tracking via representation graphs, structured
training record export in the WQDF (WestQuant Dataset Format), and benchmark circuit
generators for cross-framework comparison.

2 Methods

2.1 Frameworks

We evaluate four quantum compilation frameworks, each exposing a different representation
search space:

Qiskit (v2.5.2, via westquant-qiskit v0.1.0a4) searches the compiler configuration space
with four stages: optimization level (0-3), layout method (trivial, dense, sabre, default), routing
method (basic, sabre, lookahead, default), and translation method (translator, synthesis). The
full grid contains 128 configurations; we test a 32-configuration subset (4 x 2 x 2 x 1 with seed
fixed) using both deterministic grid search and sequential beam search (beam width 3).

PyTKET (v2.18.4, via westquant-pytket v0.1.0a2) searches the compilation pass selection
space with four stages: optimization (none, redundancies, peephole, synthesise), placement
(none, naive, graph), routing (none, routing, aas), and rebase (none, tket, synthesise). The
full grid contains 108 configurations; we explore via sequential beam search (beam width 3),
evaluating 32 states per run.

PennyLane (v0.45.1, via westquant-pennylane v0.1.0al) searches the gate-level trans-
form space with four stages: commute (none, commute_right, commute_left), cancel (none,
cancel _inverses), merge (none, merge_rotations), and cleanup (none, remove_barrier). The
full grid contains 24 configurations; we explore via sequential beam search (beam width 3),
evaluating 22 states per run.

Cirq (v1.7.0, via westquant-bridges v0.1.0a2) searches the gate set and pass count space
with two stages: gate set (CZ, sqrt-iSWAP) and max passes (1, 2, 4). The full grid contains 6
configurations; we explore via sequential beam search (beam width 3), evaluating 9 states per
run.

Table 1 summarizes the search spaces.

Table 1: Representation search spaces across frameworks.

Framework Stages Configs (avail.) Configs (tested) Search type Nature

Qiskit 4 128 32 Grid + beam Compiler configuration
PyTKET 4 108 32 Sequential beam Pass selection
PennyLane 4 24 22 Sequential beam  Gate-level transforms
Cirq 2 6 9 Sequential beam Gate set + passes

A key observation is that these search spaces are structurally different, not merely differ-
ent parameterizations of the same space. Qiskit and PyTKET search compiler configuration
space (which passes to apply). PennyLane searches gate-level transform space (which gate-
level rewrites to apply). Cirq searches gate set and pass count (which target gate set and how
many optimization passes). The dimensionality ranges from 2 (Cirq) to 4 (Qiskit, PyTKET,
PennyLane), and the number of available configurations ranges from 6 (Cirq) to 128 (Qiskit).
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2.2 Algorithms

We evaluate six quantum algorithms spanning different circuit structures. Benchmark circuits
for QFT, Grover, and GHZ are generated using the westquant-bridges benchmark generators,
which produce framework-native circuits for Qiskit and Cirq. QPE, BV, and Superposition use
custom generators:

e QFT (Quantum Fourier Transform): structured, periodic, depth grows O(n?). Tests
routing on nearest-neighbor architectures.

e Grover: unstructured search with multi-controlled oracle. Tests decomposition of multi-
controlled gates and oracle structure.

o QPE (Quantum Phase Estimation): structured, combines controlled-phase with inverse
QFT. Tests composition of subroutines.

o GHZ: entanglement benchmark with minimal circuit (H + CNOT chain). Tests simple
chain routing.

o BV (Bernstein—Vazirani): oracle-based, should compile to near-zero depth. Tests oracle
pattern recognition.

e Superposition: uniform superposition with light entanglement. Tests basic compilation.

All algorithms are generated in each framework’s native circuit format to avoid conversion
artifacts.

2.3 Experimental design

We use a factorial design:

Qubit sizes: 6, 8, 10, 12

Algorithms: QFT, Grover, QPE, GHZ, BV, Superposition
e Frameworks: Qiskit, PyTKET, PennyLane, Cirq
Replicates: 3 (seeds 42, 43, 44)

Each cell (algorithm x framework X qubit size x replicate) produces multiple observations
corresponding to different configurations explored by the search. The total dataset comprises
4,608 observations.

All experiments use a linear (nearest-neighbor) coupling map: [(0,1), (1,2),...,(n—2,n—1)]
for n qubits. This is a restrictive topology that forces routing, making the representation choice
more impactful.

2.4 Metrics

We record three compilation metrics for each observation:

o Depth: circuit depth (number of time steps)
e Size: total gate count
o Two-qubit gates: count of two-qubit operations (CNOT, CZ, etc.)

2.5 Variance decomposition
We apply a two-factor ANOVA-style variance decomposition:

Yijk = p+ ai + B + (aB)ij + €ijk

where Yjj, is the metric value, «; is the algorithm effect, §; is the framework effect, (a/3);;
is the interaction, and €;;;, is the residual (within-cell variance, corresponding to configuration
choice and stochasticity).
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We compute effect sizes as eta-squared:

o S5a o SSB o SSap o SSres
= SStotal7 B = S’Stotad7 Tap = SStotal’ hres = SStotal
We also perform a within-framework decomposition for each framework, partitioning depth
variance into algorithm effect and configuration effect (residual within framework).

3 Results

3.1 Two-factor variance decomposition

Table 2 shows the variance decomposition for circuit depth at each qubit size.

Table 2: Variance decomposition for circuit depth (7%, %)

Qubits  n%(algorithm) n?(framework) n?(interaction) n?(residual) n

6 34.0 13.7 41.0 11.3 1,152
8 31.2 12.6 42.5 13.7 1,152
10 28.6 12.6 41.6 17.2 1,152
12 23.4 10.5 31.6 34.5 1,152

The framework x algorithm interaction is the dominant effect at 6—10 qubits, explaining
41-42% of depth variance. This means the best framework depends on the algorithm: no
single framework is universally optimal. At 12 qubits, the interaction decreases to 32% while
the residual (configuration choice within cells) grows to 35%, indicating that at larger scales,
within-framework configuration becomes an increasingly important lever.

Table 3 shows the same decomposition for two-qubit gate count.

Table 3: Variance decomposition for two-qubit gate count (7%, %)

Qubits  n%(algorithm) n?(framework) n?(interaction) n?(residual) n

6 66.5 16.9 19.5 0.0 1,041
8 61.7 16.7 21.5 0.1 1,041
10 58.5 17.2 22.7 1.6 1,041
12 49.9 15.4 20.3 14.4 1,041

For two-qubit gates, the algorithm main effect dominates (50-67%), but the interaction
remains substantial (19-23%) and stable across scales.

3.2 Within-framework configuration variance

Table 4 shows the within-framework decomposition: for each framework, how much of depth
variance comes from configuration choice (as opposed to algorithm identity)?

Table 4: Within-framework configuration variance (n? for configuration, %)

Framework  6q 8q 10q 12q Trend
PyTKET 54.8 60.6 720 T77.8 Growing
Qiskit 11.9 179 23.7 45.2 Growing rapidly
PennyLane 33.4 43.1 46.0 46.9 Growing

Cirq 11.0 11.1 115 11.6 Stable
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Three of four frameworks show increasing configuration variance with scale. For PyTKET
at 12 qubits, 78% of depth variance comes from configuration choice—more than from algorithm
identity. For Qiskit, the growth is most dramatic: from 12% at 6 qubits to 45% at 12 qubits.

Figure 2 visualizes this growth trend.

Within-Framework Configuration Variance Grows with Scale

80
—0— PyTKET

Qiskit
70 4 —@— PennylLane
Cirq

60

50 A

40 1

30 A

Configuration variance (n?, %)

20 A

10 4

Number of qubits

Figure 2: Within-framework configuration variance grows with circuit scale for three of four
frameworks. PyTKET’s configuration choice explains 78% of depth variance at 12 qubits. Cirq’s
small search space (6 configurations) keeps its config variance stable at ~11%.

3.3 Search value: improvement from representation search

Table 5 summarizes the improvement from representation search: the reduction in depth from
the mean configuration to the best configuration within each cell.

Table 5: Search improvement statistics (best vs. mean depth per cell)

Statistic Value
Cells with data 96

Mean improvement 31.2%
Median improvement 29.0%
Minimum improvement 0.0%
Maximum improvement 99.0%

Cells with >50% improvement 26/96 (27%)
Cells with >30% improvement 45/96 (47%)

Representation search yields substantial improvements. In 47% of cells, the best configura-
tion is more than 30% shallower than the mean. Figure 3 shows the distribution.
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Distribution of Search Improvements Across All Cells

35 ! —— Median: 29%
== Mean: 31%

30 A

25 A

15 A

Number of cells

|

|

|

1

|

|

|

|

4 |
20 I
|

|

|

|

|

10 4 ]
|

1

0 20 40 60 80 100
Depth improvement (best vs. mean config, %)

Figure 3: Distribution of search improvements across all 96 cells. The median improvement is
29% and the maximum is 99%. In 47% of cells, representation search finds a configuration more
than 30% shallower than the mean.

3.4 Cross-framework comparison

Table 6 shows the best achievable depth per algorithm per framework at 12 qubits.

Table 6: Best depth per algorithm per framework at 12 qubits

Algorithm Cirq PennyLane PyTKET Qiskit
QFT 85 22 24 182
Grover 6,610 13 7 4,519
QPE 229 23 24 184
GHZ 24 12 13 40
BV 21 13 12 37
Superposition 5 3 3 3

The most striking result is Grover at 12 qubits: Cirq produces depth 6,610 while PyTKET
produces depth 7—a 944 x difference from the same logical circuit. Qiskit produces depth 4,519,
still 645x worse than PyTKET. This is entirely attributable to representation choice: different
frameworks decompose the multi-controlled Toffoli gate (used in Grover’s oracle and diffuser)
using fundamentally different strategies, producing wildly different circuit depths.

Figure 4 visualizes this comparison on a logarithmic scale.
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Best Achievable Depth per Framework at 12 Qubits
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Figure 4: Best achievable depth per framework at 12 qubits (log scale). Grover shows the
most extreme variation: PyTKET achieves depth 7 while Cirq produces depth 6,610—a 944 x
difference from the same logical circuit.

3.5 The Grover case study

Grover’s algorithm provides the most dramatic illustration of the interaction effect. Table 7
shows Grover best depth by framework and qubit size.

Table 7: Grover best depth by framework and qubit size

Qubits Cirq PennyLane PyTKET Qiskit

6 782 13 7 521
8 2,042 13 7 1,149
10 4,030 13 7 2,607
12 6,610 13 7 4,519

PennyLane produces depth 13 for Grover at all scales with zero variance—all configurations
yield the same result. PyTKET produces depth 7, even better. Cirq produces depth 6,610 at
12 qubits—944x worse than PyTKET. Qiskit’s best is 4,519 at 12 qubits—645x worse than
PyTKET.

This case study demonstrates three points:

1. The framework choice matters enormously (PyTKET vs. Cirq: 944x).
2. The configuration choice within a framework matters (PyTKET mean 724 vs. best 7 at

12q).
3. The interaction matters: PyTKET dominates for Grover but not for all algorithms (see
QPE, where PyTKET and PennyLane are comparable at depth 24 and 23).

4 Discussion

4.1 No universal winner

The interaction effect (32-42% of variance) is the most practically important finding. It means
that selecting a single framework and sticking with it is suboptimal. A researcher compiling
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QFT should use PennyLane or PyTKET (depth 22-24 at 12q), while a researcher compiling
GHZ can use any framework (all produce depth 12-40 at 12q). The optimal framework depends
on the algorithm, and no framework is universally best.

This finding has practical implications: quantum software stacks should support multi-
framework compilation search, not just single-framework optimization. The WestQuant ecosys-
tem’s plugin architecture [12] is designed for exactly this use case.

4.2 Representation search grows in importance with scale

The within-framework decomposition (Table 4) shows that configuration variance grows with
circuit size for three of four frameworks. For PyTKET, configuration explains 55% of depth
variance at 6 qubits but 78% at 12 qubits. For Qiskit, the growth is from 12% to 45%.

This means that at small scales, the algorithm identity is the primary determinant of com-
pilation quality. At larger scales, the configuration choice becomes equally or more important.
This trend suggests that representation search will become even more critical as quantum circuits
scale to 20+ qubits.

The growing residual term in the two-factor decomposition (from 11% at 6q to 35% at
12q) supports this interpretation: at larger scales, within-cell variance (configuration choice)
dominates over between-cell variance (algorithm and framework identity).

4.3 Search spaces are structurally different

The four frameworks expose fundamentally different representation dimensions (Table 1). Qiskit
and PyTKET search compiler configuration space (which passes to apply), but with different
pass options. PennyLane searches gate-level transform space (which gate rewrites to apply).
Cirq searches gate set and pass count.

This structural difference has two consequences. First, the frameworks are not interchange-
able: a configuration that is optimal in Qiskit has no direct analog in PennyLane. Second,
the search space size correlates with configuration variance: PyTKET (108 configs, 78% config
variance at 12q) has a much larger search space than Cirq (6 configs, 12% config variance).
Frameworks with larger search spaces offer more optimization room but require more search
effort.

Notably, PennyLane’s search space (24 configs) is smaller than PyTKET’s (108) but its
config variance (47%) is comparable to Qiskit’s (45% at 12q), suggesting that the nature of the
search dimensions matters as much as their count. PennyLane’s gate-level transforms (commute,
cancel, merge) are more impactful per-dimension than Qiskit’s compiler configuration options.

4.4 Practical value of representation search

The search improvement statistics (Table 5) show that representation search is practically valu-
able. The median improvement of 29% and the 90th percentile of ~70% mean that a researcher
who runs a representation search rather than accepting the default configuration will typically
get a 29% shallower circuit, and sometimes a 70-99% shallower one.

At 12 qubits, the improvements are most dramatic for Grover (99%+ across all frameworks)
and QPE (97-99% across all frameworks). These are not marginal gains—they are the difference
between a circuit that fits on a device and one that does not.

4.5 Implications for ML-guided compilation

The structured training records produced by the WestQuant search engines [12], in the WQDF
(WestQuant Dataset Format), enable a natural follow-up: training a policy model to predict
good representations for unseen circuits. The variance decomposition results suggest that such
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a model should be framework-specific (since search spaces are structurally different) and scale-
aware (since configuration importance grows with circuit size). Cross-framework transfer learn-
ing may be challenging because the configuration spaces are not directly comparable.

4.6 Limitations

1. Verification limit: Exact unitary verification is infeasible beyond 8 qubits due to the
O(4™) memory cost of storing the unitary matrix. At 10-12 qubits, we report compilation
metrics without equivalence verification. All frameworks produce valid compilations by
construction (the compilation passes preserve equivalence), but we cannot independently
verify this at scale.

2. Linear topology only: All experiments use a linear (nearest-neighbor) coupling map.
Different topologies (grid, all-to-all, heavy-hex) may produce different variance decompo-
sitions. The interaction effect may be larger on more restrictive topologies (where routing
matters more) or smaller on less restrictive ones.

3. Configuration subset: We test a subset of each framework’s full configuration space (32
of 128 for Qiskit, 32 of 108 for PyTKET). The full grid may reveal additional variance
structure.

4. Algorithm coverage: Six algorithms provide a representative but not exhaustive sample.
Variational algorithms (VQE, QAOA) with parameterized circuits are not included due to
current framework limitations with parameterized circuit conversion.

5. Framework versions: Results are specific to the framework versions tested (Qiskit 2.5.2,
PyTKET 2.18.4, PennyLane 0.45.1, Cirq 1.7.0). Newer versions may change the variance
structure.

6. Cirq Grover timing: Cirq’s Grover compilation is significantly slower than other frame-
works (101s per replicate at 12q vs. 4s for Qiskit), likely due to the gate set decomposition
strategy. This does not affect the depth results but affects practical usability.

5 Conclusion

We have shown that quantum compilation representation is a genuine optimization variable, not
a fixed choice. The framework x algorithm interaction explains 32-42% of circuit depth variance
across 6—12 qubit circuits, meaning no single framework is universally optimal. Within a single
framework, configuration choice explains up to 78% of depth variance at 12 qubits, and this
fraction grows with circuit scale. The four frameworks we tested expose structurally different
representation search spaces, meaning the optimization landscape is framework-dependent.

Representation search yields a median depth reduction of 29% and a maximum of 99%
relative to mean configurations. In 47% of tested cells, the best configuration is more than
30% shallower than the mean. These are not marginal gains—they are the difference between a
compilable and an uncompilable circuit.

These findings motivate a shift in how quantum compilation is approached: from accepting
a single framework’s default configuration to systematically searching the representation space
across frameworks and configurations. The WestQuant open-source ecosystem provides the
tooling for this search, and the structured WQDEF training records it produces enable future
ML-guided approaches to representation selection.
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12 234 10.5 31.6 34.5 1,152
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A.2 Two-qubit gate count
Qubits  n?(algorithm) n?(framework) n?(interaction) n?(residual) n
6 66.5 16.9 19.5 0.0 1,041
8 61.7 16.7 21.5 0.1 1,041
10 58.5 17.2 22.7 1.6 1,041
12 49.9 15.4 20.3 14.4 1,041

A.3 Within-framework configuration variance

Framework

6q

8q 10q

12q

PyTKET
Qiskit
PennyLane

Cirq

54.8
11.9
33.4
11.0

60.6
17.9
43.1
11.1

72.0
23.7
46.0
11.5

77.
45.
46.
11.

8
2
9
6

B Best depth per algorithm per framework

B.1 6 qubits

B.2 8 qubits

Algorithm Cirq PennyLane PyTKET Qiskit
BV 9 7 6 21
GHZ 12 6 7 18
Grover 782 13 7 521
QFT 37 10 12 66
QPE 49 11 12 61
Superposition 5 3 3 3
Algorithm Cirq PennyLane PyTKET Qiskit
BV 13 9 8 28
GHZ 16 8 9 24
Grover 2,042 13 7 1,149
QFT 53 14 16 106
QPE 93 15 16 109
Superposition 5 3 3 3
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B.3 10 qubits

Algorithm Cirq PennyLane PyTKET Qiskit
BV 17 11 10 29
GHZ 20 10 11 32
Grover 4,030 13 7 2,607
QFT 69 18 20 155
QPE 153 19 20 141
Superposition ) 3 3 3
B.4 12 qubits
Algorithm Cirq PennyLane PyTKET Qiskit
BV 21 13 12 37
GHZ 24 12 13 40
Grover 6,610 13 7 4,519
QFT 85 22 24 182
QPE 229 23 24 184
Superposition 5 3 3 3

C Reproducibility
All data, code, and artifacts for this paper are available at:
https://github.com/VesterlundCoder/quantum-representation

The repository contains:

o data/ — the full dataset of 4,608 observations (scale_observations_v2.json)
o figures/ — all generated figures (PNG, 300 DPI)

e manuscript/ — LaTeX source for this paper

e code/ — experiment script and figure-generation scripts

All numbers and percentages in the manuscript are derived programmatically from the
dataset. The experiment can be reproduced by running:

pip install westquant-core==0.2.0a3 westquant-qiskit==0.1.0a4 \
westquant-pytket==0.1.0a2 westquant-pennylane==0.1.0al \
westquant-bridges==0.1.0a2 westquant==0.1.0a2

python code/scale_experiment_v2.py

python code/generate_figures.py
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