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Abstract

The Spalart-Allmaras model owes its robustness and wide industrial use to a
few globally constant coefficients, calibrated on equilibrium wall-bounded flows;
the same uniformity limits its accuracy in separated and free-shear regions.
This work explores how far the Spalart-Allmaras model can be generalised
without losing that robustness. Each calibration coefficient receives a near-wall
and a free-shear value, blended locally by a shielding function from hybrid
Reynolds-averaged /large-eddy methods, so that one model adapts to the local
flow regime without zonal switching. Both coefficient states are calibrated by
multi-objective optimisation in an open-source solver, on two benchmark suites
spanning attached, free-shear, separated and corner flows. Attached flows prove
insensitive to the near-wall state, so the generalised model preserves their accu-
racy while improving where the baseline model struggles, reducing the jet
objective twentyfold and the separated-hump objective by a fifth. The flows dis-
agree mainly on the free-shear production, which sets the transferability of each
calibration. The approach also separates what coefficients can fix from what is



structural: no coefficient set generates the anisotropy-driven secondary flow of
a square duct, and a topology-sensitive shielding only relieves the associated
trade-off, whereas a calibrated quadratic constitutive relation reduces the duct
objective and produces the corner vortices. On three unseen configurations the
model calibrated on external flows retains the accuracy of the baseline model.

Keywords: Spalart-Allmaras, Reynolds-averaged turbulence modelling, coefficient
blending, multi-objective calibration, data-driven turbulence modelling

1 Introduction

Reynolds-averaged Navier-Stokes (RANS) turbulence models remain the dominant
tool of industrial computational fluid dynamics (CFD), as a practical compromise
between cost, robustness and accuracy. The one-equation Spalart-Allmaras (SA)
model (Spalart and Allmaras, 1992) is among the most widely used in external
aerodynamics, turbomachinery and general engineering: it solves a single transport
equation for a modified eddy viscosity, at modest cost, with a calibration that is
reliable across a broad range of attached wall-bounded flows. The implementation
clarifications and “negative” formulation of Allmaras et al (2012) further improved its
stability and portability. Its coefficients are globally constant and were selected to rep-
resent both equilibrium boundary layers and free-shear flows. This gives a portability
rarely matched by more complex closures, but a single set is necessarily a compromise
between regimes with markedly different turbulence physics, and accuracy deterio-
rates where the flow departs from the equilibrium assumptions of the calibration. Such
limitations are well documented for strong adverse-pressure-gradient separation, large-
scale detachment, streamline curvature, rotation and turbulence-driven secondary
motion (Demuren and Rodi, 1984; Spalart, 2000).

Efforts to improve eddy-viscosity models have followed two complementary strate-
gies. The first adds targeted corrections and keeps the baseline calibration. Within
the SA family, examples are the rotation/curvature correction of Shur et al (2000),
which modifies production through invariants of the strain-rate and rotation-rate
tensors, and the quadratic constitutive relation (QCR) of Spalart (2000), hereafter
QCR2000, which adds nonlinear tensor terms to the Boussinesq stress. Such correc-
tions improve selected flow classes, but the calibration coefficients of the parent model
remain fixed and globally uniform. The second strategy widens the calibration itself.
The generalised k-w model of Menter and Matyushenko (2025) recasts selected clo-
sure coefficients as tuning parameters tied to specific mechanisms (separation, mixing,
near-wall behaviour), expanding the calibration space without altering the structure
of the parent closure. Such models suggest that some limitations of eddy-viscosity
closures stem less from the governing equations than from the assumption that one
globally constant coefficient set suits regions of different turbulence physics.

Regime-dependent coefficients require a mechanism that identifies the local flow
state. Hybrid RANS/large-eddy simulation (LES) methods have long addressed this
problem: delayed detached-eddy simulation (DDES) (Spalart et al, 2006) introduced



a wall-protection (shielding) function that prevents premature RANS-to-LES tran-
sitions on refined grids, and improved DDES (IDDES) (Shur et al, 2008) added
length-scale and grid-dependent criteria. We repurpose these shielding concepts to
govern the transition between two coefficient states within a purely RANS model.
Blending two coefficient sets is itself not new: the shear-stress transport (SST) model
switches between the k-w and k- constants through its wall-distance-based F; func-
tion (Menter, 1994), and the strain-adaptive linear SA (SALSA) formulation makes
the SA production coefficient a function of the local strain (Rung et al, 2003). The
novelty of this work is the combination: every SA calibration coefficient carries two
states, blended by a DDES/IDDES-type shielding function within a one-equation
RANS model and calibrated jointly by multi-objective optimisation. Coefficient adap-
tation cannot remove deficiencies that are structural to the closure. Turbulence-driven
secondary motion in non-circular ducts is the classic example: it arises from Reynolds-
stress anisotropy, which no linear eddy-viscosity closure reproduces, whatever its
coefficients (Demuren and Rodi, 1984). QCR2000 was introduced for this problem,
and Tamaki and Kawai (2024) revisited it with wall-resolved LES data of corner-flow
separation, proposing the QCR2024 extension with further nonlinear stress terms and
a recalibrated coefficient set.

High-fidelity numerical and experimental data have driven a broad effort in data-
driven turbulence modelling, reviewed by Duraisamy et al (2019), and in uncertainty
quantification, reviewed by Xiao and Cinnella (2019). The closest relatives of the
present work treat the closure coefficients themselves as uncertain or tunable: Bayesian
calibration of the k-e coefficients across flow scenarios (Edeling et al, 2014b,a), the
epistemic uncertainty carried by the free coefficients of RANS models (Margheri
et al, 2014), and the propagation of SA closure-coefficient intervals through tran-
sonic wall-bounded flows (Schaefer et al, 2017). These works showed that coefficient
sensitivities are strongly flow-dependent, which underpins regime-dependent calibra-
tion. A second family infers spatial correction fields and regresses them on local
flow features: field inversion and machine learning (Parish and Duraisamy, 2016),
applied to SA on separated aerofoil flows by Singh et al (2017), and tensor-basis
neural networks for the anisotropy (Ling et al, 2016). A third family discovers
algebraic corrections symbolically: gene-expression programming of the stress-strain
relation (Weatheritt and Sandberg, 2016), its CFD-driven variant with the RANS
solver inside the training loop (Zhao et al, 2020; Di Fabbio et al, 2024), extended
to multi-objective (Waschkowski et al, 2022; Kotzlowski et al, 2026) and multi-
case (Fang et al, 2023) training, and the sparse-regression route to explicit algebraic
Reynolds-stress models, SpaRTA (Schmelzer et al, 2020), later made probabilistic
by sparse Bayesian learning (Cherroud et al, 2022). Shared training and assessment
data now range from the curated RANS and direct numerical simulation (DNS)
dataset of McConkey et al (2021) to the NASA data-driven turbulence-modelling chal-
lenge (Rumsey et al, 2022) and its successor organised by the European Research
Community on Flow, Turbulence and Combustion (ERCOFTAC) (Buchanan et al,
2026).

The present work is data-driven in the same sense, with CFD inside the optimisa-
tion loop, but keeps the lowest-dimensional target: the calibration coefficients of the



parent model, split into two regime states. The question is how far SA can be gen-
eralised without losing the robustness that made it an industrial standard. The aim
is not the best possible fit but to locate the deficiencies of the model, to identify the
coefficients that drive each gain and to measure how much can be gained without
complicating the formulation, so that interpretability, portability and implementation
simplicity are preserved. In the resulting generalised SA model (GSA), each calibra-
tion coefficient has an Inner set for attached near-wall turbulence and an Outer set
for detached and free-shear regions, blended continuously in space by the shielding
function, without zonal decomposition or user-defined switching criteria. Both sets
are calibrated by multi-objective evolutionary optimisation (Deb et al, 2002), seeded
by particle-swarm optimisation (PSO) (Kennedy and Eberhart, 1995), on benchmark
suites from the NASA Turbulence Modeling Resource (TMR) (Rumsey et al, 2010)
and the ERCOFTAC validation databases (McConkey et al, 2021). Every objective is
normalised by the error of baseline SA, so that values below unity are improvements
and any loss of an existing capability is equally visible. Two independent calibrations,
one per four-case suite, deliver GSA-N (NASA suite) and GSA-E (ERCOFTAC suite),
with a QCR2024-augmented variant, GSA-E4+QCR2024. Each model is assessed on
the other suite, on three configurations that no calibration saw (an aerofoil polar
through stall, a transonic shock-induced separation and a three-dimensional wing-body
junction), and through a realisability analysis of the modelled Reynolds stress. On
the ERCOFTAC suite, a conflict between separated-flow and square-duct predictions
reflects not imperfect calibration but the inability of a linear eddy-viscosity closure
to represent anisotropy-driven secondary motion. It motivates two developments: a
topology-sensitive floor in the shielding function, to strengthen the separation response
in rotation-dominated regions, and the calibration of the QCR2024 relation (Tamaki
and Kawai, 2024). The work therefore separates, systematically, the limitations of
coefficient selection from those of closure structure.

Section 2 introduces the generalised formulation and Section 3 the calibration
framework, benchmark suites and campaigns. Section 4 presents the results in the
order of the calibration strategy, and Section 5 concludes.

2 Generalised Spalart-Allmaras formulation

Attached boundary layers, separated flows and free-shear regions differ in their balance
of turbulence production, destruction and diffusion, yet baseline SA applies one coeffi-
cient set throughout the domain. We therefore let selected calibration coefficients vary
continuously between a near-wall and a free-shear state under a hybrid RANS/LES
shielding function; the SA transport equation and its numerics are retained, and only
the calibration space is extended.

The parent model solves a single transport equation for the modified eddy viscosity
U (Spalart and Allmaras, 1992; Allmaras et al, 2012),
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with the standard auxiliary relations for S, f,, and the eddy-viscosity closure v, = i f,
unchanged from Spalart and Allmaras (1992). The coefficients Cp1, 05, Cpa and Ciy1
that weight production, diffusion and destruction are those generalised below (Ci1
through the reconstruction of Eq. (3)); the near-wall damping functions keep their
original constants. The implementation follows the OpenFOAM SA model: the trip
term and f;o are omitted, S is clipped at 0.3€2, and 7 is bounded at zero (no negative-
v branch). Three combinations have a physical reading used throughout: Cp; sets
the rate at which the mean shear produces the eddy viscosity; the diffusion term
can be rewritten as (1/0;)(v + 7)V20 + [(1 + Ch2) /03] |VD|? (for constant v and
uniform o; with a blended o, keeping 1/0; inside the divergence as in Eq. (1) adds
(v+7)V(1/o5)- VD), so that the front-spreading coefficient D = (14 Cja) /05 governs
how fast an eddy-viscosity front spreads into non-turbulent fluid, the mechanism that
sets the growth rate of shear layers in the original calibration (Spalart and Allmaras,
1992). Finally, C,1 sets the near-wall destruction that balances production in the
logarithmic layer. Because destruction acts only within a few wall distances d of a
solid surface, a free shear layer is sensitive to the production and diffusion coefficients
only, a wall-bounded one also to destruction.

2.1 Coefficient blending and shielding

Each blended coefficient ¢ has an Inner value ¥; and an Outer value 1o, combined
locally as

Y(x) = Fsa (Y1 — o) + Yo, (2)
where Fg4 € [0, 1] is the shielding function: Fg4 = 1 selects the Inner set and Fg4 = 0
the Outer set. The names refer to the two limits of a boundary layer, but the Inner state
is not confined to the wall region: the shielding also returns Fs4 ~ 1 in the irrotational
freestream and in the bulk of internal flows (in the square duct, Fg4 > 0.5 in 99.7%
of the cells), so the Outer state is selected only where the flow is detached or free-
shear. The blended coefficients are o, Cp1 and Cps. The wall-destruction coefficient is
reconstructed locally from their blended values (it equals the per-state values reported
in Section 4.1 only where Fgq =0 or 1),

C 1+C
Oy = 2L 4 b2

; 3)
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which preserves the classical logarithmic-layer consistency relation in both limiting
states, so that, whatever Inner set the optimiser chooses, the log-law balance of the
attached boundary layer holds by construction. The Inner coefficients act on the depar-
ture from equilibrium (the boundary-layer wake region and its response to pressure
gradients), not on the log law itself.

The shielding function combines two branches inspired by DDES and
IDDES (Spalart et al, 2006; Shur et al, 2008),

Fsa =min (fqs, faa) - (4)



The first branch protects the attached boundary layer through a wall-distance-based
sensor,

o Veft _ 3
o= e =t (er).©
. _9a? d
fstep = min (2@ 9a” 1) , o = max (0.25 N —5) , (6)
de = max(l - fa, fstep) . (7)
Here d is the wall distance, |VU| = (9;U;9;U;)"/? the magnitude of the

velocity gradient and A the IDDES length scale of OpenFOAM, A =
min{max[Cyd, Cyhmax, Pwn], Pmaxt with C,, = 0.15, hpax the largest cell-centre-
to-face distance and h,,, the wall-normal cell size. The step function equals one for
d < 0.5A and vanishes beyond d = 1.25A, so it guarantees the Inner state in the first
near-wall cells whatever the value of ry; it is the grid-dependent element of the shield-
ing, kept in all campaigns as in IDDES. The second branch acts as a separation sensor
based on the vorticity-Reynolds number,

o Veft
la = \/max (Q, Tyeles /d?)’ ®)
T = li = v/max (Req, ve), (9)
Q
Q 2
RGQ = d 5 (10)
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The Inner-Outer transition of this branch lies where fio = 1/2,

tanh(1,/2)]%/3 827
Ref, = [artan (2/ )] ~ (08 > (12)
Cta Crd

i.e. Reg = 67 for c¢fq = 0.1, an order of magnitude above the logarithmic-layer value
Req = 1/k2 = 6 (from Q = u, /kd and veg ~ ku,d), so that attached boundary layers
remain on the Inner set.

Throughout the present work, cyq = 0.1, ¢4 = 8.0, and r,. = 1 unless stated
otherwise. The value ¢; = 8 is the DDES constant of Spalart et al (2006). The constant
ctd, the single parameter that sets Reg, is our choice, not a literature value, on two
grounds. First, Reg, & 67 keeps the whole attached boundary layer, logarithmic layer
included, on the Inner set and selects the Outer set only in detached and free shear
layers, where Req is much larger. Second, with r,. = 1 the floor in lg gives fiq =
1 — tanh(1073) ~ 1 in quiescent, irrotational regions, so that this branch does not by
itself switch such regions to the Outer set. Because the floor enters only through the
product c¢qy/Tve, cgq is held fixed in all campaigns and only the floor (rye, and its
topology-sensitive extension of Section 2.2) is varied, which keeps the floor parameter
identifiable.



2.2 Topology-sensitive extension

Preliminary calibrations revealed a persistent conflict between separated-flow and
secondary-motion predictions. To test whether part of this deficit originates in the
shielding itself, the constant floor r,. is made topology-dependent,

€] )
T?)c(x) = max (7'1)(:07 Cruci ) (13)
Q+ 5]
where
|S] = V28555, Q| = \2Wi i Wis. (14)
The ratio
S U (15)
12| + |5

is a classical measure of local flow topology: r — 0 in strain-dominated regions, r = 1/2
in a parallel shear flow and » — 1 in rotation-dominated regions. The same balance of
rotation and strain underlies the 2-type vortex identification criteria (Liu et al, 2016)
and the rotation measures of the SA rotation/curvature correction (Shur et al, 2000).
The modification therefore raises the quiescent floor selectively in vortical regions and
reverts to the constant floor elsewhere.

The lower bound 7,. = 1 keeps the denominator of I from vanishing in irrota-
tional regions. The gain C..,. is not prescribed but calibrated as a seventh variable,
searched in [0.25,400] alongside the six blending coefficients (Section 4.4); the two
selected members settle at Cp,e = 36 (GSA-E) and C,.,. = 0.31 (GSA-N), i.e. the
topology floor is active on the ERCOFTAC suite and inactive on the NASA suite
(Cryer < 031 < 1ye0). With Chye = 36 the floor is &~ 18 in a parallel shear flow
(r = 1/2), above the logarithmic-layer value Req & 6, so that fqo =~ 0.92 there:
the topology floor of GSA-E blends about 8% of the Outer set into the log layer.
The topology floor is thus a controlled extension of the baseline shielding, not a
replacement.

2.3 Nonlinear constitutive extension

Coefficient blending leaves the model a linear eddy-viscosity closure, bound by the
Boussinesq approximation. To supply the anisotropy that drives secondary motion in
corner flows, we add the optional QCR2024 nonlinear constitutive relation of Tamaki
and Kawai (2024),

dev ($5.5%;)

TZ-(‘;CR = Tij — Cer1 (OirTji + OjrTir) — CCT‘QVtW — Cor3s V/ 2Winn Winndij,
(16)

where oW,
Oy — — 2740 17
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is the normalised rotation tensor, with S;; = (9U;/0x; + 0U;/0x;)/2, W;; =
(0U; )0z — 0U; /0x;) /2, S}; the deviatoric part of S;; and 7;; = 21, S}; the linear tur-
bulent stress; the modelled Reynolds stress is R;; = Tu; = —TZ?CR. The three terms
are the original rotational QCR correction, a quadratic strain-based anisotropy term,
and an isotropic term largely absorbed into the modified pressure in incompressible
flow. The calibration objectives are therefore only weakly sensitive to C¢.3: with the
two anisotropic terms switched off and C.,.3 = 2.15, the velocity and shear-stress terms
change by at most 4%, the wall-pressure terms of the curved step and of the gentle
hill (the latter part of the search objective only) somewhat more, so C..3 keeps its
published value. The published SA-QCR2024 coefficients are *

(Cer1, Cera, Cer) = (0.5,1.0,2.15). (18)

Because the quadratic stress enters the momentum equation as an explicit source,
its coupling with the segregated pressure-velocity algorithm can become unstable
on external-aerodynamic meshes with strongly stretched cells while the solution is
far from equilibrium. The implementation therefore provides two optional stabilisa-
tion parameters: a pseudo-time relaxation of the quadratic stress field, 7QCR
QaQCR TQCRD 4 (] — QQCR) TQCERD=1 with aqer € (0, 1], which alters only the conver-
gence path, not the converged solution; and a realisability-motivated cap that limits
the magnitude of the deviatoric (anisotropic) part of the quadratic stress to a multiple
Aqcr of the local linear stress magnitude, leaving the isotropic part as published. The
cap modifies the converged state only where it clips, and it also removes the freestream
indeterminacy of the |VU| normalisation, since the linear stress vanishes there. Both
are inactive in every calibration run and are engaged only where QCR2024 is applied
to external flows (Sections 4.5 and 4.9).

3 Calibration methodology

The Inner and Outer coefficient sets, the topology gain and the QCR constants add
degrees of freedom, and a gain on one flow class may come with a loss on another.
Coefficient selection is therefore posed as a multi-objective optimisation over suites
of benchmark flows, not as case-by-case tuning. As sketched in Fig. 1, an automated
framework couples steady RANS simulations in OpenFOAM-13 (Weller et al, 1998)
with population-based optimisers, scores every candidate set on all cases of a suite
relative to baseline SA and logs every error term of every evaluation.

3.1 Objective functions and optimisers

The objectives are built on three levels: error term, case and suite. For each case 1,
every error term m of Table 1 (a wall distribution such as C), or Cy, or a set of profiles
such as U or u/v’) compares the sampled model quantity y, interpolated onto the

'The implementation permits Inner/Outer blending of the QCR coefficients, but they are kept globally
uniform here to reduce parameter degeneracy and overfitting on few calibration cases (blending ablation in
Section 4.5).



candidate
e set coefficients OpenFOAM-13 sampling of
optimiser » writtentothe {»] (GSAlibrary) f{» profiles and
(pymoo) 4 case files RANS, 48 ranks wall data
PSO: one case
NSGA-II: suite
A 4
population of )
coefficient cost vector terms normalised error terms e; m
sets < (1,1 Ja) «; by baseline SA iq  ys reference
costs failure: 9999 Ji= (e, mle7mIm data (Table 1)

one evaluation:
one coefficient
set on all cases
of a suite; costs
normalised by the
baseline-SA error

traceability: each case and error term of each
evaluation is logged (raw and normalised);
fronts and kept workspaces feed the figures

Fig. 1 The calibration loop. The optimiser proposes a population of coefficient sets; each set is
written into the case templates of a suite, the four RANS cases are run with the GSA library, the
sampled profiles and wall data are compared with the reference data (Table 1) and normalised by
the baseline-SA error, and the resulting cost vector is returned to the optimiser.

reference abscissa, with the reference data y,ef through the relative mean-square error

S <yref<x>—y<x>>2dx, 19)

Tmax — Lmin min Yn

where ¥, is the maximum of the reference quantity, or its maximum modulus for sign-
changing quantities such as the shear stresses; terms defined at several stations sum
e;,m over the stations. The hill shear-stress terms carry a guard against oscillatory
profiles: at a station where the second derivative of the computed u/v’(y) changes sign
more than five times with a magnitude above a fixed threshold, the station error is
replaced by the number of sign changes, a penalty far above the error of any smooth
profile. The integral is evaluated on the reference points with the composite Simpson
rule for non-uniform spacing, exact for quadratic integrands; with an even number of
points, the last interval uses the parabola through the last three points. The reported
hill costs use velocity and shear stress only, without wall pressure, because the pressure
level of a periodic domain is arbitrary; the gentle-hill wall-pressure term, part of the
search objective, is removed from the stored terms.

Each term is divided by the same error of baseline SA, and the case cost is the
mean of the N; normalised terms of the case,

€im 1
im = e J; = — E im- 20
Yim max (62‘5:;3176) ‘N — Vtym (20)



A case cost below unity is an improvement on baseline SA and above unity a degra-
dation. The floor € keeps physically insignificant variations from dominating where
baseline SA is already near-exact. On the NASA suite ¢ = 1072, a root-mean-square
(rms) discrepancy of about 10% of the reference maximum, active on the terms marked
with a dagger in Table 1 (flat plate, channel, hump velocity profiles): there the cal-
ibration is asked to preserve accuracy, not to improve it, and a cost of order 1072
means “accuracy preserved”, not “fifty times more accurate than baseline SA”. On
the ERCOFTAC suite € = 0. Baseline SA therefore has unit cost on every case except
where the floor is active.

At suite level, the multi-case search treats the four case costs (Ji,...,Js) as sep-
arate objectives, so that a degradation on one flow cannot be hidden by a gain on
another, and returns a Pareto front of members none of which can be improved on one
case without degrading another. Scalar measures, such as the mean cost .J = % >oidi
and the worst cost max; J;, serve only to select members from a front (Section 3.3).
The search is unconstrained, so front members, selected ones included, may exceed
unity on a case.

Each case is first optimised alone by PSO, which minimises its cost J; with 48
particles over 40 generations. The multi-case search uses the Non-dominated Sorting
Genetic Algorithm IT (NSGA-II) (Deb et al, 2002) with a population of 48, initialised
with the single-case optima of the suite plus Latin-hypercube samples and evolved
over warm-started rounds of up to 100 generations. Both optimisers are the pymoo
implementations with a fixed random seed, and each population is evaluated in parallel
on one compute node (24 to 48 cores); the retained runs cost about 9.9 x 103 core-hours
in total. Every front reported is the final population of 48 non-dominated members,
from a single realisation of the stochastic search, so differences of a few per cent
between fronts are not interpreted. Diverged or failed evaluations receive a sentinel
cost and are excluded from all statistics, and hill shear-stress profiles that oscillate in
space are penalised, which raises the case cost several-fold.

3.2 Benchmark suites

The NASA suite comprises four cases of the TMR (Rumsey et al, 2010; Rumsey, 2026),
referred to by their TMR identifiers: the zero-pressure-gradient flat plate (2DZP), the
fully developed channel flow at high Reynolds number (2DFDC), the axisymmetric
subsonic jet (ASJ) and the wall-mounted hump (2DWMH). They probe canonical
near-wall behaviour, equilibrium shear flow, free-shear mixing and adverse-pressure-
gradient separation.

The ERCOFTAC suite comprises the periodic hill (Breuer et al, 2009) in two con-
figurations of the parametric DNS database of Xiao et al (2020) at Rey = 5600,
in its 2021 extension that also varies the domain length and height: a steep hill
(a = 0.5, hillps in the tables), whose large bubble is fixed by the geometry, and a
gentle one (o = 1.5, hilly5), with a thin pressure-induced bubble. The square duct at
Re; = 180 (Vinuesa et al, 2014) and the curved backward-facing step (CBFS) (Ben-
taleb et al, 2012) complete the suite. These cases contain mechanisms that challenge
eddy-viscosity models (separation, reattachment, curvature and turbulence-driven sec-
ondary motion) and form the core of the curated dataset of McConkey et al (2021)

10



and of the ERCOFTAC data-driven turbulence-modelling challenge (Buchanan et al,
2026; McConkey et al, 2026), which makes the present results directly comparable
with data-driven closures trained on the same flows.

Table 1 lists the reference data and the error terms of every case. For 2DFDC the
reference is the Spalding law with k = 0.40 and B = 5.5, whereas SA is calibrated
with k = 0.41, so part of the baseline-SA channel error is the offset between the two
logarithmic laws (Section 4.6).

Table 1 Reference data and error terms of the eight benchmark cases (f: term at the error floor,

Section 3.1).

case

reference

error terms

2DZP

2DFDC

ASJ

2DWMH

Cy(Reg) correlation of the
TMR (Rumsey, 2026)

Spalding law (k=0.40,
B=5.5)
experiment (Bridges and

Wernet, 2010)
Greenblatt et al
experiment

(2006)

Cy
thickness integral)
ut (yT) (ur from wall shear)’

vs Rey (wall shear 4+ momentum-

U(r), u'v’(r) at x/D = 15,20

Cp, Cf, U and wu'v’ profiles at z/c =
0.9,1.0,1.1 (UT)

steep hill «=0.5
gentle hill a=1.5

square duct

CBFS

DNS (Xiao et al, 2020), L, X
L, = 10.07h x 3.04h

DNS (Xiao et al, 2020), L, X
L, = 10.93h x 2.02h

DNS  (Re,=180)
et al, 2014)

LES (Bentaleb et al, 2012)

(Vinuesa

U, uw'v’ at 7 stations z/h = 0.5-6 (+ oscilla-
tion penalty on u’v’)
U, u'v’ at 7 stations (4 oscillation penalty

on u’'v’)
U (4 lines), u'v’ (2), v'w’ (2)

Cp, Cy, U and u/v’ profiles at z/H =

2.5,3.25,4

3.3 Calibration campaigns and model variants

The calibration is staged as in Fig. 2, independently on the two suites. A baseline-
SA evaluation provides the normalising errors efﬁ of Eq. (20). The single-case PSO
searches give a practical reference for per-case accuracy and the seeds of the multi-case
search. Four multi-case NSGA-II campaigns follow, each adding one ingredient, with
the search boxes of Table 2. The first, runl, calibrates the six blending coefficients
(65,Cr1, Cr2) 1,0 in a box that brackets the baseline-SA values; run2 repeats the search
in a widened box; run3 adds the topology gain C.,. as a seventh variable, so that
run? is its constant-r,,. ablation reference; run4, on the ERCOFTAC suite only, freezes
the blending at the run3 member GSA-E and searches C,.; and C..2, tied Inner =
Outer, over 26 generations seeded with the published constants, with C..3 = 2.15
(Section 2.3). The staging separates the gains due to coefficient blending, shielding
topology and nonlinear stress anisotropy.

The runl box keeps Cp; > 0 and Cpe > —1, hence a non-negative front-spreading
coefficient D (Section 2) and, through Eq. (3), a non-negative Cy1. The SA terms
then keep the meaning they have in the original model (Spalart and Allmaras, 1992):
the diffusion term propagates an eddy-viscosity front into non-turbulent fluid and
the wall term destroys eddy viscosity. Within this box several optima lie on the oy
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runl run2 run3 run4

baseline single- narrow wide topology QCR2024
SA case PSO  bounds bounds Crve 2 coeffs
NASA:
flat plate, SA QCR off
channel, jet, [ € H4 seeds H front ]5[ front ]o[ GSA-N ] (Sect. 4.5)
hump
ERCOFTAC:
2 hills, square SA GSA-E
S, U e [ € H4 seeds H front ]5[ front ]o[ GSA-E ]‘ +QCR2024 ]
step
run2 = constant-r,. ablation reference of run3
run4 freezes the run3 blending
I
v v v v
flow-by-flow ; unseen cases: realisability
validation Ctrgstsij“gf NACA 0012, ATB, duct + junction
(4.6, 4.7) : junction (4.9) (4.10)

Fig. 2 Staged calibration strategy on the two suites and assessment chain. The run3 fronts deliver
the selected members GSA-N (NASA) and GSA-E (ERCOFTAC); run4 adds the calibrated QCR2024
closure to GSA-E (GSA-E+QCR2024). We then compare the three members and baseline SA flow
by flow, across suites, on three unseen configurations, and in the anisotropy-invariant plane.

Table 2 Search boxes of the multi-case campaigns, with the baseline-SA and published SA-
QCR2024 (Tamaki and Kawai, 2024) values for reference. The single-case searches use the run3 box;
rund freezes the blending coefficients and Cryc at GSA-E. The last row states whether the box guar-
antees the admissibility conditions D > 0 and Cy1 > 0 of the original model.

coefficient reference runl run2 run3 rund
o510 2/3 [0.5,0.8] [0.4,1.0] [0.4,1.0] GSA-E
Cpir/0 0.1355 [0,1] [0,1] [0,1] GSA-E
Cra1/0 0.622 1,1  [-2,2] [—2,2] GSA-E
Chrye - - - [0.25, 400] GSA-E
Cer1 0.5 - - - [0, 1]
Cera 1.0 - - - [0,2]
Cers 2.15 - - - 2.15 (fixed)
D > 0, Cy1 > 0 guaranteed yes yes no no -

and Chpz bounds, and the ERCOFTAC members that improve every case do so only
marginally (Section 4.2). The widened box of run2 and run3 is therefore a deliberate
step beyond admissibility, taken to explore how far the SA structure can be pushed.
It admits D < 0, for which the diffusion term no longer propagates an eddy-viscosity
front, and C,; < 0, for which wall destruction becomes a source. Both occur in the
selected members (D; < 0 for GSA-N and GSA-E, Cy17 < 0 for GSA-E, Section 4.3)
and act wherever Fg4 ~ 1, which includes the irrotational freestream and the bulk of
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internal flows (Section 2.1). This is a conscious choice. The calibrated sets are effective
parameters within the envelope of the tested flows, not physically interpretable SA
constants, and their gain over the admissible runl measures how much accuracy the
SA structure can deliver once its coefficients are freed from their original meaning.

The members carried through the paper are named after the suite that calibrated
them. GSA-N and GSA-E are the run3 members of minimum mean cost J on the
NASA and ERCOFTAC suites (Section 4.4). On NASA all four cases can be improved
together; on ERCOFTAC, where the gentle hill and the duct conflict, this rule selects a
member that improves on baseline SA in both. GSA-E+QCR2024 is the run4 member
of minimum max(Jui, s, Jduct), which on this front is also the member of minimum
worst cost max; J;. The runl and run2 compromises are the members of minimum
mean cost on the NASA suite and, on the ERCOFTAC suite, the members of lowest
duct cost among those that keep both hills and the step below unity. All variants
of Table 3 are evaluated with the calibration pipeline from retained workspaces, so
every difference between them is due to the coefficients alone. Line plots show only
the variants of Table 3; the runl and run2 compromises, omitted there for legibility,
appear in the tables and in the coefficient and Pareto figures of Sections 4.1-4.4; field
maps show baseline SA and the member calibrated on the suite, with the characteristic
iso-line of every variant in one panel.

Table 3 Model variants compared in the flow-by-flow figures. Each variant keeps the same label,
colour and line style in every figure of the paper.

label definition

baseline SA original coefficients (normalisation reference: unit cost, except for the
terms normalised by the error floor, Table 4)

single-case optimum the PSO optimum of that case alone (seven variables, as in run3)

GSA-N NASA-calibrated member selected from the run3 front (Section 4.4)

GSA-E ERCOFTAC-calibrated member selected from the run3 front
(Section 4.4)

GSA-E+QCR2024 GSA-E with C.,1, Cer2 calibrated in run4 and C.r.3 = 2.15 fixed

(Section 4.5)
GSA-E / GSA-N (cross-suite) GSA-E on NASA, GSA-N on ERCOFTAC (Table 4, Section 4.8)
reference data experiment, DNS, LES or analytical law of the case (Table 1)

4 Results

The results follow the calibration strategy. The single-case optima (Section 4.1) set
the scale of what the generalised model can achieve on each flow and, through their
coeflicients, show which mechanisms each flow requires and where the flows conflict.
The four multi-case campaigns follow (Sections 4.2-4.5), each read against the previous
one. The calibrated models are then validated flow by flow on the NASA (Section 4.6)
and ERCOFTAC (Section 4.7) suites, cross-validated on the other suite (Section 4.8)
and tested on three unseen configurations (Section 4.9) with baseline SA and the three
selected members only. The realisability analysis (Section 4.10) comes last because it
uses both the ERCOFTAC duct and the unseen junction.
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4.1 Single-case optima and their transfer to the other cases

Table 4 lists the cost of each single-case optimum on every case of its suite, i.e. what
the generalised model achieves on the case it was tuned to and what this costs on the
others. Table 5 lists the coefficients behind each gain, and Fig. 3 renders both tables
graphically. Two observations follow from Table 4. First, the attainable single-case
accuracy is high. The Inner/Outer split drives the flat-plate and channel errors to the
floor, reduces the jet error by two orders of magnitude (0.013), halves the hump error
(0.43) and reaches 0.47 and 0.15 on the gentle hill and the curved step. The exception
is the square duct (0.80), where even a duct-dedicated calibration of a linear eddy-
viscosity model removes only 20% of the error, which points to a structural deficit
(Section 4.5). Second, single-case tuning is expensive: the flat-plate optimum multiplies
the jet error by 21, the jet optimum raises the hump cost to 10.7, the step optimum
laminarises the duct (zero modelled Reynolds stress) and raises its error fifty-fold,
and the channel optimum makes the jet diverge. The single-case optima are therefore
references, not usable models.

Table 5 explains why the per-case gains are large and why they cannot simply be
added up. (i) The Inner and Outer states are used as two different models: in seven of
the eight optima (all but the steep hill) the two values of at least one coefficient differ
by more than half of its box. The channel and the step require a small Inner and a
large Outer production, the jet and the flat plate the reverse. This is possible because
the C,1 reconstruction of Eq. (3) keeps the log law intact for any Inner set. (ii) The
flows disagree on the Outer state, which governs separation and mixing. The jet, a
free shear layer, asks for less production than baseline SA (Cp10 = 0.12) at nearly
baseline spreading (Do = 2.75), because baseline SA over-mixes the jet (Section 4.6).
The gentle hill (o« = 1.5) and the curved step, with pressure-induced separation from
a curved wall, ask for three to seven times the baseline value (Cyp10 = 0.46 and 0.98),
because baseline SA under-mixes the separated shear layer and predicts bubbles that
are too long. The hump sits in between (Cy10 = 0.25). The steep hill (a = 0.5) is the
exception. Its bubble is fixed by the steep lee slope and baseline SA already reproduces
it closely, so more mixing would only shorten it, and its optimum halves the Outer
production instead (Cp1o = 0.07). The two hills, one geometric family, therefore need
opposite Outer states, and the conflict is asymmetric: the steep-hill optimum also
improves the gentle hill (0.749), whereas the gentle-hill optimum degrades the steep
one (1.495, Table 4). The shielding function selects the Outer state from local wall-
distance and vorticity quantities, which do not distinguish a geometry-fixed from a
pressure-induced separation, so a single Outer state cannot serve the jet and both hill
shear layers at once. (iii) The sign of Cyy splits the cases. The flat plate, the jet and
the gentle hill push Cyay positive (a source at the edge of turbulent regions, faster
spreading). The channel, the hump, the duct and the step drive Cyo; towards the lower
bound (—1.6 to —1.8), where D; < 0 turns the same term into a sink that thins the
outer part of the attached boundary layer. Two optima need a caveat: the flat-plate
optimum is degenerate (its cost is at the error floor, so any set that preserves the log
law performs equally), and the duct optimum (Cps =~ —1.6 in both states, D < 0) is
the linear closure straining against a deficit it cannot represent. (iv) Every optimum
except the channel one (C,,. = 0.8) uses a large topology gain (Cy,. = 32-152), so the
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topology floor of Section 2.2 is active whenever a single case is optimised; whether it
survives in a multi-case compromise is tested by run3 (Section 4.4).

Table 4 Per-case normalised costs (Eq. (20)) of every variant on both suites: each single-case opti-
mum evaluated on its full suite (in bold, the case it was tuned to), baseline SA, the multi-case
compromises of runl-run4, and the selected member of the other suite (cross-suite rows, Section 4.8).
QCR is off in every row except GSA-E4+QCR2024. Baseline SA has unit cost except where the error
floor of Section 3.1 applies (flat plate, channel and the velocity term of the hump). i: diverged.

NASA flat plate channel jet hump
baseline SA 0.022 0.035 1 0.899
optimum flat plate 0.0002 0.047 20.7 2.03
optimum channel 0.212 0.005 I 4.52
optimum jet 1.354 0.046 0.013 10.7
optimum hump 1.039 0.023 5.68 0.433
runl compromise 0.007 0.040 0.154 0.789
run2 compromise 0.017 0.037 0.108 0.676
GSA-N 0.063 0.040 0.048 0.715
GSA-E (cross-suite) 0.015 0.036 14.10 2.626
ERCOFTAC hillps hilly 5 duct step
baseline SA 1 1 1 1

optimum hillps 0.776 0.749 1.75  0.577
optimum hill; 5 1.495 0.467 1.40 0.464
optimum duct 1.008 10.4 0.802 2.17
optimum step 1.386 0.496 51.3 0.151
runl compromise 0.950 0.815 0.896 0.967
run2 compromise 0.864 0.710 1.198 0.779
GSA-E 1.072 0.625 0.920 0.308
GSA-E+QCR2024 0.947 0.584 0.138 0.422
GSA-N (cross-suite) 0.840 0.941 1.348 0.933

Table 5 Coefficients of the single-case optima, of the runl and run2 compromises and of the selected
run3 members GSA-N and GSA-E (Inner/Outer values; costs of every member in Table 4; Cpy and
Cryc of the selected members to the precision of the archived sets). D = (1 4+ Chz)/op is the front-
spreading coefficient of the diffusion term and C,1 = Cp1/k? + D the reconstructed destruction
coefficient (Eq. (3), k = 0.41); baseline SA has D = 2.43 and Cy1 = 3.24. Cryc is the gain of the
topology floor (Eq. (13)).

member o510 Cri1/0 Crar/0 Dr/o Cuwirjo Crve own cost
baseline SA 0.667/0.667 0.136/0.136 +0.62/+O.62 2.43/2.43 3.24/3.24 - 1
NASA suite

optimum flat plate 0.638/0.831 0.673/0.022 +1.12/—1.42 3.32/—-0.51 7.33/—0.37 152 0.0002
optimum channel  0.992/0.402 0.064/0.660 —1.67/—0.05 —0.67/2.36 —0.29/6.29 0.8 0.005
optimum jet 0.420/0.417 0.852/0.118 +1.34/40.15 5.58/2.75 10.65/3.45 104 0.013
optimum hump 0.582/0.992 0.047/0.245 —1.82/—0.35 —1.40/0.65 —1.12/2.11 83 0.433
runl compromise  0.794/0.512 0.164/0.121 —0.99/+0.31 0.02/2.56 1.00/3.28 - -

run2 compromise  0.718/0.408 0.170/0.106 —1.51/+1.80 —0.71/6.86  0.31/7.49

GSA-N 0.961/0.400 0.164/0.106 —1.445/+41.370 —0.46/5.92 0.51/6.55 0.31 -
ERCOFTAC suite

optimum hillgs 0.999/0.999 0.257/0.069 —0.82/+0.82 0.18/1.82 1.71/2.23 83 0.776
optimum hillys 0.401/0.980 0.092/0.459 +2.00/+2.00 7.49/3.06 8.03/5.79 125 0.467
optimum duct 0.406/0.771 0.123/0.163 —1.61/—1.56 —1.51/—0.73 —0.78/0.24 143 0.802
optimum step 0.995/0.403 0.021/0.982 —1.58/—2.00 —0.58/—2.48 —0.45/3.36 32 0.151

runl compromise 0.735/0.514 0.109/0.244 —0.94/—0.97 0.08/0.06 0.73/1.51 - -
run2 compromise  0.843/0.464 0.155/0.239 —1.39/—1.22 —0.46/—0.47 0.46/0.95 -
GSA-E 0.695/0.882 0.092/0.442 —1.563/+1.132 —0.81/2.42 —0.26/5.05 35.98 -
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(a) coefficient sets: Inner and Outer value of each member

baseline SA L [ [] n/a
opt. flat plate o—0 o—e o—re
opt. channel [—————@| | &&—1O o—0 ! L 2
opt. jet (m i ob—-e H—e *
opt. hump o——0| |ero —n | *
runl, NASA o——e m» o—| n/a
run2, NASA [o—e = ————n n/a
GSA-N ——— [x ] o————1 &
opt. hill a=0.5 i n | ore o—i
opt. hill a=1.5 @————ma| | &—n P .
opt. duct [@&——10O « [ ] | *
opt. step [ : o |o- ol e i *
runl, ERCOFTAC o—-e ( oul [ ] ! n/a
run2, ERCOFTAC D—i—o Ib|:| « i n/a
B e —r—
0.5 0.7 0.9 0.2 0.5 0. -1 0 1 1 1010
0; [0.4, 1] Cp1 [0, 1] Cpp [-2,2] Cn[0.25, 400]
® |nner O Outer ¢ C, . (not blended) ---- baseline SA
(b) transfer matrix, NASA suite
flat plate channel jet hump
baseline SA 0.022
opt. flat plate 0.0002 20.7
opt. channel 0. 0.005 <
opt. jet 1.354 0.013 n
opt. hump 1.039 0.023 5.68 ©
runl, NASA 0.007 £
run2, NASA 0.017 0
GSA-N 0.063 o
(c) transfer matrix, ERCOFTAC suite 3
hill =0.5 hill a=1.5 duct step 8
baseline SA 1.000 1.000 1.000 1.000 -0l w
opt. hill a=0.5 0.7/6 0.749 1.750 0.577 ©
opt. hill a=1.5 T.795 0.467 1.399 0.464 €
opt. duct 1.008 0.4 - o
opt. step 1.386 0.496 o
runl, ERCOFTAC 0.950 0.815 0.896 . o
run2, ERCOFTAC 0.864 0.710 1.198 0.779 g
GSA-E 1.072 0.625 0.920 0.308
GSA-E+QCR2024 0.947 0.584 0.138 0.422 0.01

Fig. 3 Visual summary of Tables 4 and 5. (a) Inner (filled circle) and Outer (open square) values
of o5, Cp1 and Cho of every member, joined by a bar whose length measures how differently the two
blended states are used; each axis spans the optimiser box printed below it (grey margins: outside the
box; dashed line: baseline SA). Last column: the topology gain Cyyc, one value per member (none for
baseline SA and for the six-variable runl and run2 members). (b), (c¢) Transfer matrices: normalised
cost of every member on each case of its suite (cross-suite rows of Table 4 not drawn), on a logarithmic
colour scale from 0.01 to 2 centred on baseline SA (unity), blue better, red worse, costs beyond the
range in the extreme colours; black box: the case each single-case optimum was tuned to.
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4.2 Narrow-bounds blending calibration (runl)

Campaign runl searched the six blending coefficients within the narrow bounds of
Section 3.3, inside which every set is physically admissible (D > 0 and Cy; > 0 in
both states). On NASA, 3 of the 48 front members are already below unity on all four
cases. The runl compromise (mean cost 0.25) keeps the flat plate and the channel at
the error floor and brings the jet to 0.154 and the hump to 0.789 (Table 4). The per-
case front minima are lower (Table 6), so the front contains near-optimal members
for every case, but the jet and the hump pull the Outer state in opposite directions
(Section 4.1), and the compromise concedes accuracy on the hump. On ERCOFTAC,
3 members are below unity on all four cases (costs 0.77-0.98) and 6 on both the gentle
hill and the duct. The runl compromise improves every case, but only marginally
(costs 0.81-0.97).

The runl fronts press against the box. On NASA, 37 of the 48 members have
opr > 0.79, 35 have 050 < 0.51 and 29 have Cyor < —0.95; on ERCOFTAC, 30
have 050 < 0.51. The optimiser thus asks for more Outer spreading and destruction
than the box allows, and drives the Inner diffusion coefficient to the admissibility
limit Dy = 0 itself (D; = 0.02 and 0.08 for the two runl compromises, Table 5). The
widened bounds of run2 deliberately step past this limit.

Table 6 Front statistics of the three blending campaigns, over the finite members of each 48-member
front; costs normalised by baseline SA. Campaigns runl: narrow bounds; run2: widened bounds,
constant 7y¢; run3: widened bounds, topology-sensitive .. “Corner <1”: members below unity on
both hillj5 and duct; “all four <1”: below unity on every case of the suite; “best-hill duct”: duct cost
of the member with the lowest hilljs cost (that cost in brackets); “best mean”: lowest mean cost over
the four cases among the corner <1 members; “min-max”: smallest max(hillys, duct).

NASA per-case front minimum all four <1
flat plate channel jet hump
runl (narrow bounds) 0.0024 0.0182 0.1321 0.4408 3/48
run2 (constant r,.) 0.0035 0.0065 0.0378 0.4452 6/48
run3 (topology 7vc) 0.0038 0.0085 0.0479 0.4587 10/48
ERCOFTAC corner <1 best-hill duct best mean min-max all four <1
runl (narrow bounds) 6/48 1.32 (0.507) 0.855 0.887 3/48
run2 (constant 7,.) 3/48 51.3 (0.459) 0.765 0.941 0/48
run3 (topology 7y¢) 4/48 1.27 (0.470) 0.731 0.896 1/48

4.3 Widened-bounds blending calibration (run2)

Campaign run2 repeats the search with the widened bounds of Section 3.3. On NASA
the wider box improves the front. The members below unity on all four cases grow
from 3 to 6 of 48, and the run2 compromise lowers the mean cost from 0.25 to 0.21, the
jet cost from 0.154 to 0.108 and the cost of the hump, the historically hard separation
case, from 0.789 to 0.676 (Table 4). The flat plate and the channel stay at the error
floor. The compromise uses the Inner/Outer split as designed (Table 5): near-baseline
Inner production, the low Outer production of the jet optimum and a strong Outer
spreading term (Do = 6.9).
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On ERCOFTAC the wider box extends the reach of the front on single cases (front
minima: gentle hill 0.507 — 0.459, duct 0.80 — 0.78, step 0.192 — 0.161) and allows
larger overall gains: among the members below unity on both the gentle hill and the
duct, the lowest mean cost falls from 0.855 to 0.765. The corner-flow trade-off, however,
becomes sharper. The gentle hill (a« = 1.5, over-separated by baseline SA) and the
square duct pull in opposite directions, so that no member is below unity on all four
cases and only 3 of 48 are below unity on both corner cases (6 in runl). The run2
compromise keeps both hills and the step below unity, with the duct at 1.20. The corner
secondary flow requires Reynolds-stress anisotropy that no linear eddy-viscosity model
reproduces, with or without blending (Demuren and Rodi, 1984), a deficit addressed
by the topology floor (run3) and QCR2024 (rund). Figure 4b places the run2 and run3
fronts in the gentle-hill/square-duct plane, where every run2 member that improves on
baseline SA on both corner cases is marginal on at least one of them (cost above 0.94).

The widened box also takes the compromises out of the admissible range of runl.
Every widened-bounds compromise has Cypo; < —1, hence a negative Inner diffusion
coefficient (D = —0.81 to —0.46; the ERCOFTAC run2 compromise also has Do < 0),
and GSA-E, like five of the eight single-case optima, also has a negative destruction
coefficient in one state (Cy,1;7 = —0.26, Table 5): the diffusion and wall terms lose
their original meaning, and the coefficients act as effective parameters that reshape
the eddy viscosity of the tested flows (Section 3.3).

4.4 Topology-sensitive r,. calibration (run3)

The topology floor of Section 2.2 raises xq, and hence lowers fyq, wherever it exceeds
the local Req: in rotation-dominated regions of low Reg, such as vortex cores and
separated shear layers, the Outer coefficients then act where the constant floor kept
the Inner ones. Campaign run3 is a controlled ablation against run2 (same population,
generations and bounds, plus C...).

On the NASA suite the topology floor is nearly neutral. The per-case front minima
are 3-31% above those of run2 (Table 6), differences too small to interpret from a
single realisation per campaign (Section 3.1). The members below unity on all four
cases grow from 6 to 10 of 48 (from 5 to 9 if the hump must also improve on the
cost of baseline SA itself, 0.899). The selected GSA-N, the run3 member of minimum
mean cost (0.217, against 0.210 for the run2 compromise), trades a higher flat-plate
cost, still at the error floor, for a lower jet cost, with nearly unchanged channel and
hump costs (Table 4). Its C,,. = 0.31 leaves the topology floor inactive, so GSA-N
is in practice a constant-r,. model. Like the run2 compromise, it keeps the jet-like
Outer production (Cpo = 0.11) and compensates the hump with a strong spreading
term (Do = 5.9, Cy10 = 6.6), which acts in the near-wall separated layer, where the
destruction term is active, but is inert in the jet. As shown in Fig. 4a, the run2 and
run3 fronts occupy the same region of the jet-hump plane, and most members below
unity on both the jet and the hump also keep the flat plate and the channel below
unity (all 6 in run2, 10 of 13 in run3).

On the ERCOFTAC suite the topology floor relieves part of the corner-flow trade-
off that the widened bounds sharpened. Four front statistics quantify the change with
respect to run2 (Table 6). The members below unity on both corner cases grow from
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3 to 4 of 48 (one of them, close to the step optimum, sits at the edge of duct laminar-
isation), and run3 recovers one member below unity on all four cases (none in run2,
three marginal ones in runl). The duct cost of the best gentle-hill member falls from
51.3 (run2, gentle hill 0.459) to 1.27 (run3, gentle hill 0.470); 51.3 is the coefficient-
independent cost of a laminarised duct solution with zero modelled Reynolds stress,
also scored by the step optimum (Table 4). The balanced max(hilly5, duct) improves
from 0.941 to 0.896, close to the 0.887 of runl, while the lowest mean cost among the
members below unity on both corner cases falls further, from 0.765 to 0.731. As shown
in Fig. 4b, every run2 member of this group is dominated in the gentle-hill/square-duct
plane by a run3 member.

(a) NASA, jet vs hump (b) ERCOFTAC, gentle hill vs duct
3 T 3 T
LR =) i
—~ ! 0] :
S : = :
1 (o] 1
2 ° | |
T 21 | Eal &
g & i c A i
e i ® = ® , !
s ol A4
2 (¥ e 5 2
(&) 1
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™, KN & 8 o oo
2 AR ° A © :
1 1 A > 1
| o |
| @ |
0 i — 0 _— 2
0 1 2 3 0 1 2 3
jet cost (normalised) gentle-hill (a =1.5) cost (normalised)
0.03 0.1 0.3 1 0.8 1.0 1.2 1.4 1.6
mean cost, flat plate + channel mean cost, steep hill + curved step

O run2 (constant ryc) % GSA-N (selected, a) ¢ run2 compromise (b)
A run3 (topology ryc) % GSAE (selected, b) B baseline SA

Fig. 4 Pareto fronts of run2 (circles, constant 7,c) and run3 (triangles, topology-sensitive ry.) in
the trade-off plane of each suite, coloured by the mean normalised cost of the two remaining cases
of the suite (colour bar under each panel). Grey rectangle: better than baseline SA (square, at its
own cost, 0.90 on the hump because of the error floor) on both plotted cases. (a) NASA, jet vs hump
(colour: flat plate and channel), with GSA-N (star). (b) ERCOFTAC, gentle hill (a« = 1.5) vs square
duct (colour: steep hill and curved step), with GSA-E (star) and the run2 compromise (diamond).
Not shown: members with a diverged case (a: 11 run2, 3 run3; b: 4 run2, 1 run3) or a cost above 3
(a: 16 run2, 11 run3; b: 29 run2, 24 run3).

GSA-E, the run3 member of minimum mean cost (0.731), is carried forward, with
its SA coefficients frozen, to the rund QCR calibration. The only member below unity
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on all four cases, which also attains the balanced max(hill;s, duct) of 0.896, is not
selected because its gains are small on every case (costs 0.830-0.998, mean 0.927),
whereas GSA-E accepts a 7% loss on the steep hill (1.07, its only cost above unity) for
much lower gentle-hill and step costs (0.62 and 0.31). GSA-E adopts the hill and step
reading of the Outer state (Cp1o = 0.44, against 0.11 for GSA-N) with near-baseline
spreading (Do = 2.42, Table 5). This Outer production is most likely the main cause
of the cross-suite asymmetry (Section 4.8) and of the stall behaviour (Section 4.9),
although the two members also differ in C}.,. and in the Inner set. The topology floor
thus relaxes the run2 trade-off, at no significant cost on the NASA suite, but does not
close it, because no member places both corner cases comfortably below unity and the
two hills still need opposite Outer states (Section 4.1). The run3 campaign therefore
marks how much of the ERCOFTAC deficit the shielding function alone can reach,
and motivates the QCR2024 stage.

4.5 Calibrated QCR2024 anisotropy (run4)

In rund the blending coefficients are frozen at GSA-E and C,.1, C.ro are calibrated
(Section 3.3); Fig. 5 compares the run4 front with the run3 front (a) and the per-case
costs of the selected member with those of GSA-E (b).

QCR2024 acts mainly on the duct, through the balance of its rotation and strain
terms. In a parallel shear flow the closure sets the wall-parallel minus the wall-normal
cross-plane normal stress to 14|VU|(2Cc1 — Cera/4) (Section 4.10), and the rund
front follows this combination: every member with 2C..; < C¢.2/4 has a duct cost
no lower than that of GSA-E (0.92-2.3), every member with 2C..1 > C,.2/4 a lower
one, down to 0.12. The rotation term thus drives the corner vortices, and the strain
term alone degrades the duct. Across the 20 front members that pass the oscillation
guard, the gentle hill stays within 7% of GSA-E (0.58-0.62), the steep hill falls from
1.07 to 0.95-1.04 and the step ranges from 0.29 to 0.42. The other 28 members, the
four of lowest duct cost (0.124-0.133) among them, trip the guard on the gentle hill,
as do the published constants (Table 7), all at the first station, z/h = 0.5, with six
or seven sign changes against the five allowed, which raises the gentle-hill cost to
6.2-7.2. Without the guard their gentle-hill costs would be 0.58-0.62, as for the other
members, and the three closest to GSA-E4+QCR2024 (C.,q = 0.47-0.48, Cpo = 1.52-
1.56) would match its balanced cost (0.583 against 0.584). The corner trade-off of
Section 4.3 is nevertheless resolved: 10 run4 members improve on baseline SA on
both corner cases and 9 on all four cases (at most 6 and 3 in runl-run3), and the
balanced max(hill;s,duct) falls to 0.584 (at best 0.887 before, Table 6). The min-
max member, GSA-E+QCR2024, settles at C.,.; = 0.45 and C¢.o = 1.50, against the
published 0.5 and 1.0; it is also the member of lowest duct cost among those that
pass the guard. As listed in Table 7, GSA-E+QCR2024 lowers the duct cost by 85%
(0.920 — 0.138), lowers both hill costs (steep hill 1.072 — 0.947, now below unity;
gentle hill 0.625 — 0.584) and raises the step cost from 0.308 to 0.422. Restricting the
calibrated closure to one blending state shows where it acts: active only in the Inner
state it retains the duct gain (duct cost 0.147, against 0.138 for the full closure) but
trips the oscillation guard on both hills (costs 14.1 and 6.2); active only in the Outer
state it keeps the hills and the step near the costs of GSA-E or below (0.955, 0.626 and
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(a) run4 front, hill-duct plane (b) per-case costs
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Fig. 5 QCR2024 calibration of rund on the ERCOFTAC suite (blending frozen at GSA-E). (a)
Gentle hill vs square duct: run3 front (grey; 28 members off scale), GSA-E (star), run4 front (coloured
by Cecr2) and GSA-E4+QCR2024 (diamond, arrow from GSA-E); grey rectangle: better than baseline
SA (square) on both cases. The run4 members that pass the oscillation guard (Section 3.1) form a
vertical band at or just below the gentle-hill cost of GSA-E; off scale: 5 of them with a duct cost
above 1.6 and the 28 members that trip the guard on the gentle hill (cost above 6). (b) Per-case costs
of GSA-E+QCR2024 and of GSA-E with QCR off; dashed line: baseline SA.

0.327) but recovers only a small part of the duct gain (0.810), because Fg4 > 0.5 in
more than 99.5% of the duct cells (Section 2.1). Inner/Outer blending of the quadratic
closure thus offers no additional leverage on the duct, and the QCR constants are kept
global. The corresponding duct flow is shown in Section 4.7.

Table 7 QCR2024 calibration of run4 on the ERCOFTAC suite (blending frozen at GSA-E; costs
normalised by baseline SA). *Published value, fixed (Section 2.3). TOscillation guard of Section 3.1
tripped at x/h = 0.5; 0.582 without the guard.

member Cer1 Cera Cepg hillgs  hilljs duct  step
GSA-E, QCR off 0 0 0 1.072 0.625 0.920 0.308
published constants 0.5 1.0 2.15  0.951 6.2217  0.205 0.447

GSA-E+QCR2024 (min-max compromise) 0.451 1.496 2.15* 0.947 0.584 0.138 0.422

QCR2024 is not part of the NASA calibration, whose suite contains no corner or
secondary flows, the flows for which it was designed, and switching it on in GSA-N is
detrimental. Evaluated with the quadratic terms active (published constants in both
or in only one blending state, or the run4 set in both, with the stabilised formulation
of Section 2.3), GSA-N degrades on the two objectives governed by the Outer state:
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the jet cost grows by about half (0.048 — 0.072-0.073) and the hump by 4-21%
(0.715 — 0.75-0.87), while the flat plate and the channel stay at the error floor (0.055-
0.062 and 0.040); with the closure active only in the Inner state the jet and the hump
diverge. These four settings suggest that a NASA calibration of the closure would
drive its constants towards zero; a joint recalibration of the blending and QCR2024
coefficients on external flows is left to future work.

4.6 NASA suite: flow-by-flow validation

On 2DZP all variants reproduce the C's(Rey) correlation to within 4%. As shown in the
zoomed panel of Fig. 6b, the single-case optimum sits on top of the correlation (within
0.3%), baseline SA runs 0.5-3% low (1.4% on average over 4000 < Rey < 13000), and
GSA-N runs 1.6-3.7% high (2.9% on average). This excess is a real regression with
respect to baseline SA; the price paid for the jet and hump gains, which the error floor
accepts by design: the floor keeps the calibration from spending coefficient authority
on Cy shifts of a few per cent, and the flat-plate optimum of Table 5 should not be
read as physics.

(a) full range (b) high-Reg range
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0.0032 -+
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N
0.0040 0.0030
& 0.0035 A @) 0.0028
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Q%Q 0.0026
0.0025 - coeg
0.0020 T T 0.0024 T T T T
0 5000 10000 4000 6000 8000 10000 12000
Reg Reg
--- baseline SA — GSA-N o reference data
----- single-case optimum —:— GSA-E (cross-suite)

Fig. 6 2DZP: skin friction vs momentum-thickness Reynolds number for all variants (Cy from the
wall shear, Reg from the momentum-thickness integral of the sampled profiles, as in the cost metric).
(a) full range; (b) zoom on the range covered by the correlation (4000 < Reg < 13000).

In 2DFDC all variants follow the law of the wall to within 1.5u% up to y* = 10°.
As shown in Fig. 7, the buffer layer overshoots the Spalding profile by up to 1.2u*
for every variant, and the C,,; reconstruction of Eq. (3) keeps the slope of the log
layer, since between y™ = 10% and 10° the deviation changes by less than 0.25u*.
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Baseline SA follows its own logarithmic law (a fit over 10% < y* < 10° gives x = 0.409,
B = 4.9) and therefore sits ~ 1 u™ (= 3% of the centreline velocity) below the Spalding
reference from y ~ 103 outward, an offset between the two sets of log-law constants
(Section 3.2), not a model deficit. The channel optimum tracks the reference law across
four decades of y* (within 0.7u* up to y™ = 10%; its own log-layer fit gives k ~ 0.39-
0.40, i.e. it adopts the reference constants) by thinning the outer part of the profile
through the negative Inner gradient-diffusion coefficient (D; < 0, Table 5). The multi-
case members, which retain a similar Cya; but a higher Inner production, inherit the
offset of baseline SA, and GSA-N enlarges it to ~ 1.6u* for 10° < y* < 10° and
~ 2.5ut (=~ 6% of the centreline velocity) beyond y* = 105, a genuine regression in
the outer part of the layer, again accepted by the error floor.

(a) inner scaling (b) deviation from Spalding
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Fig. 7 2DFDC: (a) ut(y') against the Spalding law for all variants (ur from the wall shear at
x = 500, as in the cost metric); (b) deviation from the law for y* > 30 (log-binned).

ASJ shows the largest single-case gain of the calibration and gives the clearest
picture of the role of the Outer coefficient set. As shown in Fig. 8a, baseline SA ends the
potential core slightly early (U./Uijet = 0.95 at x/D = 6.7, against /D = 7.1 in the
TMR measurements (Rumsey, 2026)) and over-spreads the shear layer. Its centreline
velocity therefore falls 17%, 24% and 25% below the measurement at /D = 10, 15
and 20, as shown in Fig. 9a. The calibrated member GSA-N restores the measured
core length (z/D = 7.1). In Fig. 9b,c it lies on top of the measured U(r) profiles at all
five stations z/D = 2-20 (rms error < 2.5% of the measured peak) and of the u/v/(r)
profiles at the two stations that enter the cost, /D = 15 and 20 (jet cost 0.048). The
jet optimum is closer still to the measurements from z/D = 10 (rms error < 2.7% for
U and < 3.7% for w/v'), but its core is shorter (z/D = 6.5, with a centreline overshoot
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to Uc/Ujet = 1.03) and it departs from the measurements upstream, at /D = 2 and 5.
The responsible coefficient is the Outer production, reduced from 0.1355 to 0.11-0.12
in the jet optimum, the runl and run2 compromises and GSA-N (Table 5), because far
from walls the production-diffusion balance alone sets the eddy viscosity (Section 2).
A single Outer production tuned on a round jet need not suit other free shear flows:
SA-type closures do not reproduce the different spreading rates of round and plane
jets (the round-jet/plane-jet anomaly (Pope, 1978)), and the suites contain no plane
jet, mixing layer or wake.

On 2DWMH the shielding keeps Fsa ~ 1 (Inner state) in the attached boundary
layer up to the crest and switches to the Outer state in the separated shear layer, as
shown in Fig. 10d. The hump optimum shortens the recirculation bubble from that of
baseline SA (U, = 0 closure at x/c ~ 1.14, skin-friction reattachment at 1.17) to the
reattachment measured by Greenblatt et al (2006) (x/c ~ 1.11). The gain is clearer in
the skin friction than in the velocity field: the U, = 0 closures of baseline SA and of
the optimum differ by only 0.03¢ (Fig. 10e), whereas the C of the optimum (Fig. 11b)
recovers downstream of reattachment at the measured rate (mean Cy = 1.32 x 1073
over 1.2 < z/c < 1.3, against 1.26 x 1073 measured and 0.60 x 10~2 for baseline
SA). Inside the bubble the optimum overpredicts the magnitude of the backflow skin
friction (—1.15 x 1073 against —0.54 x 1073 measured over 0.7 < x/c < 0.9). GSA-
N keeps a bubble of essentially baseline-SA length (U, = 0 closure at z/c ~ 1.16)
and improves the case through the pressure and velocity fields instead. As shown in
Fig. 11a, its C}, plateau over the bubble deepens towards the experiment, as does that
of the hump optimum, and its post-reattachment pressure recovery moves onto the
data. In Fig. 11c,d its separated-region velocity profiles follow the measured backflow
and mixing-layer shape, and the u/v/ peaks, underpredicted by about half by baseline
SA in the bubble, rise towards the data.

Because this separated shear layer is bounded by the wall, the Outer destruction
term is active, and the two calibrated sets reach their gains through different Outer
coefficients (Table 5). The hump optimum (0.433) combines more Outer production
than baseline SA (Cp10 = 0.25 against 0.1355) with less spreading (Do = 0.65 against
2.43) and less destruction (Cy10 = 2.11 against 3.24). It therefore raises the eddy
viscosity where the separated shear layer forms, as shown in Fig. 10a-c: the peak of
v /v at z/c =~ 0.9 grows from 810 to 1100. The stronger mixing raises the u/v’ peak at
x/c = 1.0 from 0.014 to 0.018 U2, (measured: 0.030 U2 ), deepens the C,, plateau (mean
offset from the data over 0.8 < z/c < 1.0 reduced from 0.099 to 0.035) and brings
reattachment, and with it the C; recovery, onto the measurements. GSA-N (0.715)
instead keeps the jet-like Outer production and relies on a strong spreading term
(Section 4.4). Its eddy viscosity starts over a wider layer (width at half maximum 0.10¢
against 0.065¢ for baseline SA at /¢ &~ 0.8) but rises later (900 at z/c = 0.9), and stays
above that of baseline SA downstream of reattachment. This improves the velocity
profiles at the calibration stations (rms deviation at z/c = 1.0 reduced from 0.045 to
0.023 Uy ) and halves the C, error of the post-reattachment recovery (1.0 < z/c < 1.3),
but not the skin friction. The Cy of GSA-N crosses zero only at z/c ~ 1.21 and reaches
0.22 x 1073 over 1.2 < x/c < 1.3, a slower recovery than that of baseline SA. On this
flow, therefore, Cy follows how early the Outer production raises the eddy viscosity
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(a) baseline SA: potential core ends at x/D =6.7
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Fig. 8 ASJin the a-r plane, one row per variant of Table 3: (a) baseline SA, (b) single-case optimum,
(c) GSA-N, (d) GSA-E (cross-suite). Upper half: Uy /Uje; with white iso-lines 0.1-0.9; lower half
(mirrored): eddy viscosity v¢/(Ujet D), the colour scale saturating at 0.03. Dashed line: end of the
potential core (Uc/Ujer = 0.95) in the TMR measurements (Rumsey, 2026), /D = 7.1; solid line:
the same criterion for the variant of the row (value in the row title); circles: measured radius of
Uz /Ujer = 0.5 at ©/D = 2,5,10,15. Grey bars: nozzle lip at r/D = 0.5; the sampled fields start at
z/D = 0.2. GSA-E collapses the core by z/D =~ 2 with an eddy viscosity several times larger than
that of the other variants.
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(a) centreline decay
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Fig. 9 ASJ: (a) centreline velocity decay against the TMR measurements (Rumsey, 2026); (b) axial-
velocity and (c) turbulent shear-stress profiles at the five measured stations z/D = 2,5,10,15, 20,
each anchored at its station position (grey bar: nozzle lip at /D = 0.5; dashed box: the calibration
stations /D = 15 and 20 that enter the cost metric, Table 1).

in the separating layer, whereas the pressure recovery and the velocity profiles also

respond

to its spreading. The two sets also differ in Cy,. (83 against 0.31), whose

separate effect the present data do not isolate. The slow C recovery is the residual
deficit of GSA-N on the hump, because the jet of the same suite keeps Cp10 low.
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(a) baseline SA
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Fig. 10 2DWMH, two-dimensional fields: (a-c) eddy-viscosity ratio v¢/v with the U, = 0 recircula-
tion bubble (white line) for baseline SA, the single-case optimum and GSA-N; (d) shielding function
of GSA-N (Fsa — 0: Outer set); (e) detail of the Uz = 0 bubble of every variant of Table 3, with the
colours and line styles of Fig. 11; the triangles mark the separation and reattachment points mea-
sured by Greenblatt et al (2006).
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(a) wall pressure (b) skin friction
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Fig. 11 2DWMH: (a) wall pressure and (b) skin friction along the wall; (c) velocity and (d) turbulent
shear-stress profiles at all seven measured stations, each anchored at its station position; symbols:
measurements of Greenblatt et al (2006). The profile scale (0.12U/Uss and 4.2 u/v’ /UZ, per unit x/c)
keeps each profile within about one station spacing. The dashed vertical lines mark the three stations
z/c=0.9, 1.0, 1.1 that enter the cost metric (Table 1); the grey silhouette is the hump surface.

4.7 ERCOFTAC suite: flow-by-flow validation

On the gentle hill (&« = 1.5) the mechanism fields of GSA-E in Fig. 12 show the
shielding and the topology floor acting as designed, the floor peaking in the rotation-
dominated crest-lee region and blending about 8% of the Outer set into the log layer
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(Section 2.2). The profiles of Fig. 13 separate the variants clearly. Baseline SA over-
separates, turning the thin, pressure-induced bubble of the DNS (Xiao et al, 2020)
(at most 0.33h thick and essentially reattached by x/h = 4) into one that is too thick
from x/h = 2 onward and still open at z/h = 6. GSA-E and GSA-E4+QCR2024,
whose bubbles nearly coincide, move markedly towards the DNS over bubble and
recovery, the quadratic closure raising the shear-stress peaks (by 14% at x/h = 2)
and lowering the cost from 0.625 to 0.584. The hill optimum (0.467) marks what a
dedicated calibration reaches and is closest to the DNS shear-stress peaks. The cross-
suite member GSA-N behaves like a mildly improved baseline SA, because the NASA
calibration under-uses the Outer production this flow needs.

(a) Fsa of GSA-E (1: Inner set, 0: Outer set)
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Fig. 12 Mechanism fields on the gentle parametric hill (o = 1.5), member GSA-E: (a) shielding
function (Fsa — 0, Outer set, in the separated shear layer); (b) topology-sensitive floor 7¢I (Eq. (13),
Crye = 36): & Crye/2 in the sheared bulk, peaks in rotation-dominated regions, — ryco on the zero-
shear core line; (c) Uy = 0 separation bubble of every variant of Table 3, in the colours and line styles
of Fig. 13 (vertical scale stretched).

The steep hill (a = 0.5), on which GSA-E is marginally above unity (1.07), is the
harder case to improve: its separation is fixed by the steep lee slope. As shown in
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(a) velocity profiles at the seven stations, a=1.5
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Fig. 13 Gentle parametric hill (o = 1.5, geometry in grey): (a) streamwise-velocity and (b) turbulent
shear-stress profiles at z/h = 0.5-6, each anchored at its station position (0.35 U/Uy and 12u/v’ /U2
per unit 2/h), all variants against the DNS of Xiao et al (2020).

Fig. 14, the DNS bubble (Xiao et al, 2020) is large (reversed flow up to 0.8h thick,
extending beyond x/h = 5), and baseline SA already reproduces it to within about
0.15A in thickness, with only a slightly delayed reattachment. The error left for the
calibration is therefore small, and even the dedicated optimum reduces it by only 22%
(0.776). GSA-E inherits the gentle-hill and curved-step reading of the Outer state and
therefore slightly over-mixes the steep-hill bubble, which reattaches too early (reversed
layer 0.09h thick at x/h = 5, against 0.21h in the DNS). GSA-E4+QCR2024 keeps
this bubble (reversed layer within 0.02h of GSA-E) but raises the shear-stress peaks
towards the DNS (by up to 17%), which brings its cost below unity (0.947). The
comparison also separates integral from pointwise agreement. The steep-hill optimum
has the lowest seven-station cost, yet at the shear-stress peaks of the recovery region
GSA-E lies as close to the DNS or closer, because the advantage of the optimum is
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spread over the velocity profiles of the whole window. Resolving the two hills separately
is beyond a two-state model (Section 4.1) and points to the topology sensor as the
natural third handle (Section 5).

a) velocity profiles at the seven stations, a = 0.5
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Fig. 14 Steep parametric hill (o = 0.5, geometry in grey): (a) velocity and (b) shear-stress profiles,
as in Fig. 13.

On the CBFS all calibrated variants capture the smooth-separation bubble, as
shown by the Cy dip and double minimum in Fig. 15b. As shown in Fig. 15a,d, the
discriminating quantities are the pressure recovery and the shear-stress peak in the
detached layer, where the step optimum (0.151) comes closest to the LES of Bentaleb
et al (2012), while baseline SA and GSA-E underpredict the shear-stress peak (GSA-E
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by 15% and 12% at «/H = 3.25 and 4). GSA-E+QCR2024 overshoots the LES shear-
stress peak (by up to 6%) and slows the pressure recovery (step cost 0.422; against
0.308). The step optimum is the most extreme Outer state of the suite (Cp10 = 0.98),
consistent with a separated shear layer that needs the strongest mixing to reattach
where the LES does. This is the easiest separated case of the suite (Table 4).

The square duct is the case that no linear variant can solve, and the one that the
rund closure was calibrated for. As shown in Fig. 16a-c, along the wall bisector every
linear variant, including the duct optimum, reproduces the DNS mean-velocity profiles
of Vinuesa et al (2014) to within a few per cent and the shear-stress profiles to within
15% of their peak, so the calibration differences appear only in the deviation panels
d-f. None of them generates the in-plane secondary motion. As shown for GSA-E in
Fig. 17a, the linear eddy-viscosity closures (baseline SA, the duct optimum and GSA-
E) give machine-zero in-plane velocity (Jus|/Uy < 1074, with us the in-plane velocity
magnitude and U, the bulk velocity), whereas GSA-E4+QCR2024 develops the clas-
sical pair of counter-rotating corner vortices of Fig. 17b, with a maximum secondary
velocity of 1.0% of the bulk velocity. Panels c-e of Fig. 17 follow the mechanism of
GSA-E+QCR2024. The quadratic terms produce a cross-plane normal-stress differ-
ence (Ry, — RZZ)/Ub2 of up to 2.35 x 1073, identically zero for every linear closure,
with the wall-parallel stress above the wall-normal one next to each wall (panel c);
the cross-plane gradients of this difference drive the streamwise vorticity of the vortex
pair, |wz|h/Uy up to 0.34 (panel d); and the resulting transport changes the stream-
wise velocity by —0.065 to +0.13 U, with respect to GSA-E, accelerating the corner
and slowing the near-wall region of the bisecting planes (panel e). This is Prandtl’s
secondary motion of the second kind, reproduced in the order in which it arises:
normal-stress imbalance, streamwise vorticity, momentum redistribution. Along the
wall bisector the linear variants share a +0.02-0.08 U, bulge (0.11 for the cross-suite
GSA-N) in the mean-velocity deviation that peaks near the wall region the corner vor-
tices feed. As shown in Fig. 16d, QCR2024 reduces it to between —0.01 and +0.02 Uy,
because the secondary motion redistributes momentum towards the corners as in the
DNS; this is what the duct cost measures (0.920 — 0.138).

4.8 Cross-suite validation

The cross-suite rows of Table 4 give the costs of each selected member on the other
suite, plotted as the “cross-suite” variant in every flow-by-flow figure (Table 3). The
two suites share no case and no reference dataset, so this is a genuine transferability
test. The outcome is strongly asymmetric. GSA-N transfers well: on ERCOFTAC it
improves on baseline SA on three of four cases (0.84-0.94) and degrades only the
duct (1.35). GSA-E does not transfer. On NASA it preserves the wall-bounded cases
(flat plate 0.015, channel 0.036), which the Inner state and the C,1 reconstruction
protect by construction, but fails on the two cases governed by the Outer state, the jet
(14.1) and the hump (2.6). The most likely cause is the Outer-production conflict of
Section 4.1 (Table 5). With C10 = 0.44, four times that of GSA-N, the jet potential
core collapses by /D = 2 (Figs. 8d and 9a). On the ERCOFTAC suite only the steep
hill favours a low Cy10, so the mean-cost selection lets it grow, whereas on the NASA
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Fig. 15 CBFS: (a) wall pressure coefficient and (b) skin-friction coefficient along the step wall, with
the three profile stations marked by dotted lines; (c) streamwise-velocity and (d) turbulent shear-
stress profiles at z/H = 2.5, 3.25 and 4, anchored at their station positions (scales 0.6 U/U, and
45 u’v’/Ub2 per unit x/H), all variants against the LES of Bentaleb et al (2012); step geometry (grey)
to scale, reference markers thinned.
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Fig. 16 Square duct (Re; = 180): (a-c) mean velocity on the four lines of the calibration metric
(z=0,z=h/2,y =0,y =h/2), primary shear stress on z = 0 and z = h/2 and secondary shear
stress on y = 0 and y = h/2, against the DNS of Vinuesa et al (2014); the coordinate along each
line is on the vertical axis (0 centre, 1 wall) and the lines are shifted horizontally by 1.2 (U/U,) and
0.02 (stresses) for readability. (d-f) pointwise deviation from the DNS on the first line of each panel
(unshifted; stresses in units of 10~4 U2).

suite the jet bounds it from above and the hump constrains separation, which is why
GSA-N remains reasonable on the hills and step.
4.9 Validation on configurations unseen in calibration

As a final, stricter test, the two selected members are applied with frozen coefficients
to three configurations that no campaign saw: two external flows at conditions outside
the calibration envelope and one fully three-dimensional junction flow. Baseline SA
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Fig. 17 Square duct (Re; = 180, quarter section, walls at y/h = z/h = 1). (a-b) Streamwise veloc-
ity Uz /Uy (greyscale, common scale) and in-plane streamlines for (a) GSA-E, without secondary flow
(baseline SA and the duct optimum are indistinguishable and not shown), and (b) GSA-E+QCR2024,
with the corner-vortex pair. (c-e) Mechanism of the quadratic term for GSA-E+QCR2024: normal-
stress difference (Ryy — R:z)/UZ of the modelled Reynolds stress (zero for the linear closure),
streamwise vorticity wzh/Up and change of streamwise velocity with respect to GSA-E, AU, /Uy,
with the secondary-flow streamlines.

is run through the same implementation (Inner = Outer = baseline, C,.,. = 0), and
GSA-E also with the calibrated QCR2024 closure (GSA-E4+QCR2024).

The NACA 0012 polar (TMR case 2DN00) is computed through stall at Re. =
6 x 10% and a = 0,10, 15,16, 17,18,19° on the 897 x 257 C-grid of the TMR (Rumsey,
2026) (229k cells, far field at ~500c, y;h.. < 0.6). Figure 18 compares the lift and drag
of the four variants with the tripped measurements of Ladson (1988). Each incidence
is iterated until the force coefficients are stationary (half-window lift shift over the
last 5000 iterations below 3.5 x 1073, i.e. 0.2% of C1), which requires up to 1.4 x 103
pseudo-time steps near and beyond stall, because incomplete convergence overstates
post-stall lift by up to 0.1 and was found to hide the stall onset entirely. Baseline
SA reproduces the reference SA solutions of the TMR (Rumsey, 2026) at o = 10°
(Cp = 1.0778, Cp = 0.01212) and « = 15° (Cp = 1.5461) to 0.1%, validating the
numerical set-up. In the linear range every variant lies on the data. At o = 10° the lift
coefficients are 1.079 (baseline SA), 1.081 (GSA-N), 1.093 (GSA-E) and 1.081 (GSA-
E+QCR2024) against the measured = 1.08 (Ladson, 1988), and the zero-incidence
drag spans 0.0083-0.0086 against the measured 0.0081. The generalised calibration
thus preserves the SA behaviour on an unseen attached external flow. Around stall the
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members separate along the coefficient physics of Sections 4.1 and 4.8. The experiment
stalls at Cf max = 1.61-1.63 (o = 17°) (Ladson, 1988); baseline SA stalls at C, max =
1.73 (18°) and GSA-N at 1.74 (18°), both with a lift drop at 19°. The NASA member
thus inherits the stall onset of baseline SA essentially unchanged, one degree late and
6-8% high, the documented accuracy limit of fully turbulent steady two-dimensional
RANS on a case whose wind-tunnel stall is itself affected by three-dimensional side-
wall effects (McCroskey, 1987). GSA-E does not stall within the computed range: it
reaches C, = 1.90 at 19° (an upper bound, Fig. 18b), most likely because its large
Outer production (Cp1o = 0.44) delays the growth of the trailing-edge separation
that triggers stall. The quadratic stress restores the stall: GSA-E+QCR2024 reaches
CrL max = 1.74 at 18° and drops to 1.68 at 19°, like baseline SA, with the largest drag
of all variants from 15° on (0.040 at 18°, against 0.034 for GSA-E), which suggests,
without field data to confirm it, a larger trailing-edge separation. In attached flow it
returns GSA-E to the lift of baseline SA and lowers its zero-incidence drag by 2%. The
GSA-E+QCR2024 points use the stabilised formulation of Section 2.3 (aqcr = 0.05,
Aqcr = 1). Its limiter acts only mildly: it clips 2-12% of the turbulent cells, mostly in
the Outer region, with a median scale factor of 0.99-1.00, so the converged states are
essentially the QCR2024 closure.

The axisymmetric transonic bump (ATB) of Bachalo and Johnson (1986) at Mach
number M = 0.875 and Re. = 2.763 x 10% combines a supersonic pocket, shock-
induced separation and reattachment, and compressibility physics absent from the
calibration envelope. The case is run with the compressible variant of the model
coupled to the density-based HISA solver (Heyns et al, 2014) (advection upstream
splitting method AUSM™-up with total-variation-diminishing reconstruction, char-
acteristic far-field conditions, and pseudo-time marching with generalised minimal
residual iterations and a lower-upper symmetric Gauss-Seidel preconditioner) on an
axisymmetric wedge mesh. Because HISA assembles its viscous fluxes independently
of the stress-divergence interface of the turbulence model, the QCR2024 stress is
injected explicitly into the momentum and energy residuals, a small solver-side cou-
pling released with the model. The three linear variants converge the pseudo-time
residuals by three orders of magnitude without special treatment; GSA-E+QCR2024
is warm-started from the converged GSA-E state and uses the same stabilised formula-
tion. As shown in Fig. 19a, the computed wall pressure reproduces the suction plateau
measured by Bachalo and Johnson (1986), with peak C, = —0.83 (baseline SA),
—0.85 (GSA-N), —0.84 (GSA-E) and —0.82 (GSA-E+QCR2024) against the measured
~ —0.8, and the shock, located at the steepest pressure rise, at /¢ = 0.68, 0.70, 0.68
and 0.67 against the measured 0.66. This is the canonical, slightly aft-shifted shock
of the SA family on this case, which the two blending members barely move, whereas
the quadratic closure moves it about 0.01c upstream, to within 0.01¢ of the measure-
ment. As shown in Fig. 19b,c, the velocity and turbulent shear-stress profiles across
the interaction follow the measurements at all six stations, with the model-to-model
spread confined to the u/w’ peak in the separated region, which GSA-E+QCR2024
predicts closest to the measurements downstream of the shock. The blending mem-
bers therefore do not degrade the shock/boundary-layer-interaction physics that the
calibration never saw.
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Fig. 18 2DNO00 at Re. = 6 x 10%: (a) lift curve, (b) lift near maximum, (c) drag curve, (d) drag
polar; the four model variants vs the tripped measurements of Ladson (1988) (grey symbols, three
trip grits). The measured post-stall drag (Cp = 0.19-0.43 at « > 18°) and the 19° drag of GSA-
E+QCR2024 (0.068) are off scale in (¢) and (d). Error bars in (b): residual-transient band (half the
lift envelope over the last 5000 iterations), visible only where a slow limit cycle persists. The 19°
point of GSA-E is an upper bound: its lift still relaxes slowly downward at the end of the iterations
(Section 4.9).

The wing-body junction (WBJ) of Devenport and Simpson (1990) (Rer = 1.15 x
10° based on the maximum thickness 7" of the 3:2 elliptic-nose/NACA 0020 wing) is
the only fully three-dimensional test, and one of the configurations of the ERCOFTAC
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(a) wall pressure (dotted lines: profile stations x/c)
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Fig. 19 ATB at M = 0.875, Re. = 2.763x 105, computed with the density-based HISA solver (Heyns
et al, 2014), against the measurements of Bachalo and Johnson (1986): (a) wall pressure over the
interaction, with the bump in grey and the profile stations marked by dotted lines and labelled at the
top (the upstream reference station z/c = —0.25 lies outside the panel); (b) velocity and (c) turbulent
shear-stress profiles at the six measured stations, each in its own panel, against the distance from the
local wall.
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data-driven turbulence-modelling challenge (Buchanan et al, 2026). It is computed on
an 8.6M-cell mesh and compared, in Fig. 20, with the velocity and Reynolds-stress
profiles measured by Devenport and Simpson (1990), normalised by the reference
velocity Uyer of the experiment, at ten stations along the upstream symmetry plane,
z/T = —0.45 to —0.01, approaching the wing leading edge. Averaged over the ten
stations within y/T < 0.2, GSA-N reduces the rms error with respect to the measure-
ments by 15% in streamwise velocity and 18% in the wall-normal component relative
to baseline SA, and GSA-E by 8% and 10%; the shear-stress error is marginally
larger for the calibrated members (+7% on a small absolute level). GSA-E4+QCR2024
reduces the velocity errors by 9% and 19%, the largest reduction in the wall-normal
component, but raises the shear-stress error by 24%, because it overpredicts the small
measured stress at /T = —0.10 and —0.05. The corner region, the design domain
of the quadratic closure, develops downstream of the junction and is not covered by
these upstream stations.

Figure 21 adds the symmetry-plane view of the horseshoe vortex that these pro-
files sample. All four closures produce the classical single-vortex topology. The plate
boundary layer separates at x5 /T = —0.45 (baseline SA and GSA-N) and —0.46 (GSA-
E and GSA-E+QCR2024), rolls into a primary vortex whose centre, located with the
I'y swirl criterion (Graftieaux et al, 2001), lies at /T = —0.25, —0.23, —0.24 and
—0.24 in the same order, 0.03-0.04 T" above the plate, and feeds a thin layer of reversed
flow that reaches the junction corner, where the near-wall flow turns forward again
at ©/T ~ —0.02. The measurements of Devenport and Simpson (1990) bracket this
picture: reversed flow at the wall appears between /T = —0.35 and —0.30, peaks
at —0.52U,er at /T = —0.15 inside a layer 0.04 T thick, and the wall-normal veloc-
ity at y/T = 0.05 changes sign between z/T = —0.25 and —0.20, which places the
measured vortex centre near z/T ~ —0.2. Every closure therefore predicts a vortex
that is slightly larger and sits further upstream than the measured one. GSA-N brings
the centre closest to the measurements, but the topology is unchanged, so the error
reduction quantified above is a gain in the velocity distribution around an essentially
common vortex, not a different vortex system. The remaining offset is not a matter of
coefficients. The calibrated sets move the vortex centre by at most 0.027, less than
the residual offset of about 0.037', and the QCR2024 anisotropy leaves the separation
point unchanged and moves the vortex centre by less than 0.017 towards the data.
The measured vortex is dominated by a low-frequency bimodal unsteadiness (Deven-
port and Simpson, 1990), which a steady closure, linear or quadratic, represents only
through its time-averaged effect; the discrepancy is therefore most likely a model-form
limitation of steady RANS for this flow rather than a calibration deficit.

The blending members improve these three flows at most modestly, consistent
with remaining errors that arise in regimes that the calibration did not contain. The
attached boundary layers of the aerofoil and of the bump lie in the Inner state, whose
log-layer balance the C,,; reconstruction protects (Section 2.1), so both members stay
close to baseline SA there (lift at o = 10° within 1.3%). The remaining errors are set
by mechanisms absent from both suites: the trailing-edge separation that triggers stall,
whose onset changes with the Outer production and with the constitutive relation;
the shock and its induced separation; and the unsteady horseshoe vortex. GSA-N
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approaching the wing leading edge (grey band), z/T = —0.45 to —0.01. Each profile is anchored
at its station and scaled by the factor given in the panel title; the vertical range is limited to the
c

region where the closures differ (y/7 < 0.16 in (a) and (b), y/T < 0.10 in (c)), and the measurement

markers are thinned for legibility.
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Fig. 21 WBJ: symmetry-plane view of the horseshoe vortex ahead of the wing nose (grey) for (a)
baseline SA, (b) GSA-N, (c) GSA-E and (d) GSA-E4+QCR2024: streamwise velocity U/Uyer (blue:
reversed flow) and in-plane streamlines. Triangle: separation point zs of the plate boundary layer (first
U = 0 crossing on the lowest grid level); cross: vortex centre from the I'y swirl criterion (Graftieaux
et al, 2001); dotted lines: the ten measurement stations of Fig. 20.

and GSA-E+QCR2024 both preserve the stall of baseline SA, GSA-E4+QCR2024 also
improves the shock position and GSA-N gives the most balanced junction profiles.
Single-case calibrations on these flows, as in Section 4.1, would identify the coefficient
states they require and are left to future work.
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4.10 Realisability of the modelled stress: anisotropy-invariant
analysis

We finally check that the Reynolds stress modelled by the quadratic closure remains
physically admissible, both in the square duct, where it generates the secondary
flow, and on the three-dimensional junction. A Reynolds-stress tensor is realisable
if it is positive semi-definite (Schumann, 1977). In terms of the anisotropy ten-
sor b;; = dev(R;;)/(2k), this holds if and only if every eigenvalue of b;; lies in
[—1/3,2/3]; this eigenvalue test gives all the counts below. The states are displayed in
the anisotropy-invariant map of Lumley (1979), in the coordinates 7 = (b;;bj;/6)/?
and & = (b;jb;rb; /6)1/ 3. Realisable states fill the curved triangle bounded by the
axisymmetric-contraction (n = —¢£) and axisymmetric-expansion (7 = &) limits, which
meet at the isotropic point, and by the two-component curve n = (1/27 + 253)1/2,
which ends at the one-component vertex (1/3,1/3).

One-equation models carry no turbulent kinetic energy (TKE), so k must come
from a proxy. We take it from the isotropic term of the QCR2024 relation, Eq. (16),
with the published C.,3 = 2.15 (Tamaki and Kawai, 2024): k = %CCT3Vt|Q|, the same
for all variants; for GSA-E4+QCR2024 it is exactly half the trace of the modelled
stress. Every term of the modelled stress, linear and quadratic, is proportional to v,
so the eddy viscosity cancels in b;;: the diagnostic tests the algebraic map from the
mean velocity gradient to the anisotropy implied by each closure, evaluated on its own
solution, and the realisability test applies to the stress %kéij + dev(R;;) built with
this proxy. For any linear eddy-viscosity closure, b;; = —145;;/k = *Sij/(%ccrg‘QD,
so the state depends only on the shape of the local velocity gradient: n = n*|S|/|€|,
with 7* = (3v/3Crr3)™t = 0.090, and ¢ has the sign of —det(S;;). A linear closure
therefore approaches the isotropic point only where rotation dominates, |2| > |S|. In
a parallel shear flow, |S| = || and det(S;;) = 0: every linear closure sits at the pure-
shear point (£,1) = (0,7n*), with eigenvalues £(3C.,3) " = £0.155 and 0. The height
n* scales with 1/C.,3, so it is set by the proxy, not by the model; only departures from
the pure-shear point carry information on the closure.

As shown in Fig. 22a,b, every cell of the square-duct solutions of baseline SA and
GSA-E falls on the pure-shear point, because the mean flow is unidirectional; this holds
independently of position, coefficients and blending. The collapse is the invariant-map
signature of the structural deficit of Sections 4.3 and 4.5: a linear closure admits a
single anisotropy state in a parallel flow, with equal cross-plane normal stresses, and
therefore no mechanism to drive Prandtl’s secondary motion of the second kind. As
shown in Fig. 22¢, GSA-E4+QCR2024 breaks the degeneracy. In a parallel shear flow
with velocity gradient G, its quadratic terms add the normal stresses v;,G (2C1 +
Cer2/12, —2Ccp1 + Cepa/12, —Crp2/6) in the streamwise, wall-normal and spanwise
directions, which with the constants of GSA-E+QCR2024 move the pure-shear state to
(&,m) = (0.094,0.122), with eigenvalues (—0.190, —0.039,0.228), on the axisymmetric-
expansion side of the map. The duct states cluster around this point (£ = 0.088-
0.103 and 7 = 0.120-0.125 between the 1st and 99th percentiles). The streamwise
normal stress now dominates (median b, = 0.159), as in wall turbulence. Of the two
cross-plane stresses, the wall-parallel one exceeds the wall-normal one by 1,G (2C.,.1 —
Cera/4), positive for GSA-E4+QCR2024 and in every duct cell off the corner bisector:
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this is the imbalance that drives the corner vortices (Fig. 17c). The strain term alone
would reverse it (Section 4.5). The intermediate (spanwise) eigenvalue stays negative
because the streamwise stress takes the largest share, which places the states on the
expansion side. The smallest eigenvalue reaches at most —0.195, about a fifth of the
way from the pure-shear value of the linear closures to the two-component limit —1/3,
the largest at most 0.242, and the minimum vertical distance to the two-component
curve is 0.072. No cell leaves the triangle, including the centre cell, where the velocity
gradient almost vanishes by symmetry: the modelled stress is realisable in every cell
outside the wall-adjacent layer. As shown in Fig. 22d, the excess anisotropy n —n™* lies
between 0.028 and 0.037: it is smallest on the corner bisector in the duct core, largest
in the core next to the symmetry planes, and close to its pure-shear value 0.033 in the
near-wall layers.

The duct is two-dimensional in the mean, so the analysis is repeated on the fully
three-dimensional WBJ of Section 4.9. The modelled stress is sampled at ~88k points
of a lattice around the junction (—0.5 < z/T < 4.5, y/T < 0.5, |z|/T < 1.5) for the
converged solutions of baseline SA, GSA-E and GSA-E+QCR2024, whose anisotropy-
invariant maps are shown in Fig. 23.

In three dimensions the strain and the vorticity no longer balance, and the proxy
reaches its limit: where |S| > || the deviatoric stress —21,.5;; grows relative to k,
and in irrotational strain k£ vanishes while the stress does not. For a linear closure the
eigenvalue bound becomes a condition on the flow-topology parameter r of Eq. (15):
the state is realisable if the largest strain eigenvalue does not exceed C¢,3|€2|/2, which
holds for every strain shape when r > (1 4+ v/3C.3/2)~! = 0.35 and for none when
r < (1 ++3C.3)"" =0.21. As shown in Fig. 23d, the WBJ data follow this bound.
For all three variants, every state with r < 0.2 and 99.5-100% of those with 0.20 <
r < 0.25 lie outside the triangle, and no variant has a violation beyond r = 0.35. The
three variants follow nearly the same curve up to r = 0.3; in the transition band the
quadratic closure recovers first (7% of its states outside the triangle for 0.30 < r < 0.35,
against 38-47% for the linear variants). The violating states lie almost entirely in
the outer part of the boundary layer (99% at y/T > 0.2), where the mean shear is
weak and the strain of the flow around the wing dominates. There the proxy, not the
closure, decides the outcome, because without a transported TKE the realisability of
an eddy-viscosity closure in strain-dominated flow cannot be assessed.

The triangles of Fig. 23a-c are therefore drawn for the shear- and rotation-
dominated states, r > 0.45, where the proxy is meaningful: the inner part of the plate
boundary layer, the corner region and the horseshoe vortex (~50k states, 57% of the
turbulent states). The linear variants are realisable on this population by construc-
tion, because r > 0.45 exceeds the bound of 0.35. Their states spread around the
pure-shear point (median 7 & 0.090) because the gradient is three-dimensional, the
rotation-dominated states approaching the isotropic point and £ taking both signs
with det(S;;). The quadratic closure has no such guarantee and is realisable in 100%
of these states; it shifts them to the axisymmetric-expansion side, as in the duct (89%
at £ > 0, median (£,7) = (0.096,0.123), maximum 7 = 0.156). The realisability of the
calibrated nonlinear closure therefore survives the step from the quasi-two-dimensional
duct to a three-dimensional junction, within the region where the k o |Q| proxy can
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Fig. 22 Anisotropy-invariant map of the modelled Reynolds stress in the square duct, all cells of
the cross-section except the wall-adjacent layer, where vy and the proxy vanish; TKE proxy k =
%Ccry/tm\ with the published Ccr3 = 2.15. (a) baseline SA and (b) GSA-E: every cell falls on the
pure-shear point (£, 7) = (0, 0.090). (c) GSA-E4+QCR2024, coloured by wall distance: the states move
from the pure-shear point to the axisymmetric-expansion side of the map, around the pure-shear state
of the quadratic closure, (§,7) & (0.094,0.122), and remain well inside the triangle. (d) Contours of
the excess anisotropy n — n* of GSA-E+QCR2024.

test it. The topology parameter r of the shielding marks this region a priori, which
supports the topology-gated closure proposed in the outlook.
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Fig. 23 Anisotropy-invariant map on the WBJ, sampled on a lattice around the junction; TKE
proxy as in Fig. 22. (a) baseline SA, (b) GSA-E and (¢) GSA-E+QCR2024: shear- and rotation-
dominated turbulent states (r > 0.45, v¢ > 5v), coloured by the plate-normal distance y/T; for the
linear variants the selection caps n at 0.109. (d) Fraction of states outside the triangle per bin of the
flow-topology parameter r = |Q]/(|Q| + |S|) (the states with r < 0.2, all outside, are not shown):
violations are confined to strain-dominated states, where the proxy k o< || degenerates.

5 Conclusions and outlook

We have generalised the SA model by giving each calibration coefficient an Inner
(near-wall) and an Outer (free-shear) value, blended pointwise by a DDES/IDDES-
type shielding function, and calibrated both states by multi-objective optimisation
with every objective normalised by the error of baseline SA. The transport equation
and its numerics are unchanged; only the calibration space is extended.

Three messages emerge. First, the generalisation does not compromise the SA core.
The C,1 reconstruction keeps the Inner state log-law consistent, and the attached
cases are insensitive to it within the calibration tolerance, in the native suite, in the
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other suite and in the attached flow over the unseen aerofoil. Second, the gains, the
conflicts and the transferability are all set by the Outer state. A free jet requires the
Outer production below the baseline value, a separated shear layer well above it. The
NASA calibration contains both and reconciles them: GSA-N reduces the jet objective
twentyfold and the hump objective by a fifth. The ERCOFTAC calibration contains
no free jet to bound it and lets the Outer production of GSA-E grow to four times
that of GSA-N, so GSA-E fails on the NASA jet and hump and suppresses stall on
the aerofoil within the computed range, a delay that the quadratic closure removes.
GSA-N, instead, improves three of the four ERCOFTAC cases, keeps the stall onset
of baseline SA and reduces the junction velocity errors by 15-18%; it is the member of
choice when the target flow is not corner-dominated. Third, the calibration separates
the deficits that coefficients can fix from those that are structural. No coefficient set
generates the corner secondary flow of a square duct, because it is a Reynolds-stress
anisotropy effect beyond the reach of any linear eddy-viscosity closure; even a duct-
dedicated calibration removes only 20% of the baseline error. A topology-sensitive floor
on the separation sensor relaxes the resulting gentle-hill/square-duct trade-off and iso-
lates how much the shielding function alone can reach. A calibrated QCR2024 closure
supplies the missing anisotropy: it reduces the square-duct objective of the selected
member by 85% with respect to the blending-only model, generates the corner-vortex
pair through its rotation term and also lowers both hill costs, at a cost on the step. Its
modelled stress stays realisable in every duct cell outside the wall-adjacent layer and
in all the shear- and rotation-dominated states of the junction, a non-trivial result for
QCR2024, whereas for the linear variants the TKE proxy guarantees realisability in
these states by construction (Section 4.10).

Each campaign is a single realisation of the stochastic search. The narrow bounds
of runl keep every SA term physically admissible and already yield members that
improve on baseline SA on all four cases of each suite, with smaller gains; the widened
bounds go beyond, and the selected members, with D; < 0 and, for GSA-E, Cy11 <
0 (Sections 3.3 and 4.3), are effective parameters within the tested envelope, not
physically interpretable SA constants. On the hump, only the dedicated optimum
recovers the measured skin friction downstream of reattachment, and the steep hill
stays marginally above unity for GSA-E, because the two hills require opposite Outer
productions. The stabilised QCR2024 formulation makes the nonlinear closure usable
on external-aerodynamic meshes, but it relies on a pseudo-time relaxation and a stress
limiter, which acts only mildly on the aerofoil; its main benefit lies in corner-flow
regions, which the junction measurements sample only indirectly, and the published
constants make the gentle-hill shear stress oscillate. Finally, the flow-topology sensor
uses |Q|, which is not frame-invariant.

Natural next steps are a calibration on the merged suites, starting from GSA-N,
possibly with J; <1 enforced on every case and with an incipient-separation high-lift
case bounding the Outer state from the attachment side; a frame-invariant separation
sensor; and the promotion of three-dimensional corner cases such as the WBJ from
validation to calibration. The most promising structural extension is a topology-gated
quadratic closure. The Inner/Outer axis cannot distinguish a duct corner from an
attached aerofoil boundary layer (both have Fg4 — 1), whereas the flow-topology
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sensor r of Eq. (15) can, and it also marks where the vorticity scaling of the closure
is trustworthy. Modulating the QCR coefficients, and possibly the Outer production,
by a function of r would activate the anisotropic stress where corner physics demands
it, let the mixing depend on the type of separation and withdraw both from the
stiff attached regions, a physics-based alternative to the stress limiter of Section 2.3.
We release the generalised model, the topology floor and the calibration harness as
open-source software to support these extensions.

These results bear on a broader question: should a RANS closure be one general
model for every flow, or a family of coefficient sets tuned to flow classes? The single-
case optima show how much per-flow tuning can reach, and the cross-suite tests how
little of it transfers. The present model takes an intermediate position, one formulation
whose coefficients change with the local flow regime, so that every gain can be traced
to a coefficient and a mechanism. A data-rich, possibly learning-based selection layer
could choose the coefficient set suited to each application and remain explainable,
because it acts on coefficients with a known role; we nevertheless see the long-term
aim of turbulence modelling in physically grounded, interpretable models that leave
less to selection.

Nomenclature
symbol meaning
17 SA modified eddy viscosity
Vt, Voff eddy viscosity, effective viscosity v + v
Fsa shielding (blending) function € [0, 1]
Y1, %o Inner / Outer value of a blended coefficient
o5, Cp1, Cra blended SA coefficients (diffusion, production, gradient diffusion)
D = (14 Cy2)/0op front-spreading coefficient of the diffusion term (in z/D, r/D: jet nozzle
diameter)
Cuw1 SA wall-destruction coefficient (rebuilt, Eq. (3))
rd, fd, fas DDES wall-distance shielding, wall-distance branch of Fga
Sfstep, A IDDES grid-step blend, IDDES length scale (Section 2.1)
la,zq, Req, fiaa vorticity-Reynolds branch quantities, vorticity branch of Fga
Twes Tveoy Croe quiescent floor, baseline floor, topology gain
r flow-topology parameter [Q2|/(|Q2| + |S]|)
[S], 1€, VU] strain, vorticity and velocity-gradient magnitudes

Cer1, Cera, Cers QCR2024 constants (rotation, quadratic, isotropic)

Oij, S;‘j, Wi normalised rotation, deviatoric strain, rotation tensors

QQCR, AQCR QCR relaxation factor and stress-limiter ratio

€im, ei"s,, error of term m of case ¢ and its baseline-SA value (Eq. (19))

Ji, € normalised cost of case ¢, error floor (Eq. (20))

bij anisotropy tensor of the modelled Reynolds stress

&En,n* anisotropy invariants (Lumley coordinates), pure-shear value of n

ug, Up in-plane (secondary) velocity magnitude, bulk velocity

Cfd,Cd, K, d shielding constants, von Kdrmén constant, wall distance
acronym meaning
SA, GSA Spalart-Allmaras model, generalised SA model of this work
GSA-N, GSA-E, GSA-E+QCR2024 GSA calibrated on the NASA suite, on the ERCOFTAC suite, with

QCR2024

runl-run4 the four multi-case calibration campaigns (Section 3.3)
CFD computational fluid dynamics
RANS, LES, DNS Reynolds-averaged, large-eddy, direct numerical simulation
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rms root—mean—square

DDES, IDDES delayed and improved delayed detached-eddy simulation

QCR quadratic constitutive relation (QCR2000, QCR2024)

PSO, NSGA-II particle-swarm optimisation, non-dominated sorting genetic algo-
rithm IT

TMR NASA Turbulence Modeling Resource

ERCOFTAC European Research Community on Flow, Turbulence and Combus-
tion

2DZP, 2DFDC, ASJ, 2DWMH TMR flat plate, high-Re channel, axisymmetric subsonic jet, wall-
mounted hump

2DN00, ATB, WBJ NACA 0012 aerofoil, axisymmetric transonic bump, wing-body
junction

CBFS curved backward-facing step

TKE turbulent kinetic energy
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