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Background: Longitudinal predictive models can anticipate subsequent diagnoses, but connecting their predictions to clinical interpretation and 

management remains challenging. We developed PRISM, an agentic framework that combines diagnosis prediction with biomarker analysis, 

comorbidity assessment, intervention analysis, and knowledge extraction, using inflammatory bowel disease (IBD) as a use case. Methods: Using a 

cohort of 113,729 patients, we developed a decoder-only transformer that predicted diagnoses from structured longitudinal electronic health records. 

Four specialized agents guided analyses using feature masking, Shapley attribution, medication insertion, and statistical association screening. 

Evaluation included 318,145 prediction positions from 11,382 held-out patients, with analyses conducted at cohort and individual levels. Results: 

Exact-code Top-1, Top-3, Top-5, and Top-10 accuracy was 15.28%, 28.69%, 36.67%, and 49.04%, respectively. Top-10 accuracy reached 86.52% 

when any of the next ten diagnoses was accepted. Within outcome-specific baseline Top-1 subgroups, masking conventional CRP, high-sensitivity 

CRP, and fecal calprotectin reduced mean predicted IBD probability by 3.02, 3.48, and 1.37 percentage points. Masking IBD history reduced predictions 

of intestinal obstruction, nutritional deficiencies, and inflammatory arthropathies by 4.43, 3.67, and 4.98 points. Prednisone, metronidazole, and 

vedolizumab insertion reduced mean next-diagnosis nutritional-deficiency probability by 1.89, 1.89, and 1.22 points. Knowledge extraction identified 

a direct association between IBD and opioid-related disorders and an indirect relationship linking IBD, intestinal obstruction, and subsequent peritonitis 

or intra-abdominal abscess. Conclusions: PRISM integrated longitudinal prediction with clinically guided interpretation, intervention exploration, and 

cohort-scale association screening. Combining cohort summaries with individual analyses revealed differences obscured by averages and generated 

hypotheses for clinical investigation.  

Keywords: Clinical Decision Making, Predictive Models, Disease Management, Generative Artificial Intelligence, Multi-agent Systems, Large 

Language Models 

 

1. Introduction 
 

Machine learning and deep learning have been widely applied to clinical risk estimation, and electronic health records are now a common 

data source for this work [1,2]. These models estimate whether a patient will develop a given condition from variables recorded in that 

patient's history, but most of these models do not operate on the trajectory itself [1,3]. Their input is a feature vector of fixed length, so 

a record of arbitrary size must first be reduced to a predetermined set of variables, commonly a few dozen [1]. That reduction is set 

before training, which leaves the model working from a curated summary rather than from the trajectory the summary stands for, and it 

discards the order in which events occurred [3,4].  

 

Sequence models address this by treating the record as an ordered series of events rather than a single fixed-length feature vector [5]. 

Transformers have become the common choice, since self-attention relates events separated by long intervals, and models built this way 

outperform earlier machine learning approaches on the same prediction tasks [6–8]. In generative form, the architecture extends 

prediction from a single labeled outcome to the trajectory itself, forecasting subsequent events in a patient timeline [9]. Accuracy alone, 

however, is not what decides whether a prediction is used at the point of care [10,11]. A model that returns a probability without 

accounting for it gives the physician no basis on which to accept or question. Explainable artificial intelligence developed in response. 

Post hoc attribution methods address the opacity, dividing a prediction among the inputs that produced it and ranking those inputs by 

the size of their contribution, so that a prediction can be examined rather than taken on trust [12,13]. 

 

However, attribution-based explanations primarily describe which features contribute to a model’s prediction, rather than providing a 
broader view of the patient’s clinical trajectory [14,15]. Such explanations can help clinicians interpret individual pred ictions and 



identify relevant predictors, particularly in diagnostic settings. Once a diagnosis is established, however, predictive models may also 

support questions related to prevention and treatment, such as which conditions warrant monitoring and how potential interventions may 

influence future outcomes [16]. Addressing these questions requires more than explaining an individual prediction. It requires models 

that can analyze longitudinal clinical information and support the evaluation of alternative clinical scenarios. A further challenge is that 

average treatment effects estimated across patient populations can obscure differences in benefit and harm between individuals [17]. 

Complementing population-level evidence with patient-specific comparisons of alternative treatment scenarios is therefore important 

for understanding variation that cohort averages may not capture. Further integration of these capabilities may help extend predictive 

models beyond diagnosis to support prevention, treatment planning, and longitudinal disease management [18]. 

 

These limitations are particularly relevant after diagnosis, when clinicians must monitor different conditions and consider treatment 

options. We therefore developed PRISM(Predictive Reasoning and Interactive Sequential Modeling), an agentic framework that 

integrates a longitudinal predictive transformer with specialized large language model agents to analyze predicted disease trajectories 

and support clinical reasoning. The transformer forecasts subsequent clinical events, while the agents use their understanding of clinical 

concepts and relationships to examine comorbidities, biomarkers, treatments, and other factors associated with disease progression. This 

integration enables analyses that extend beyond prediction to provide clinically relevant information for prevention, treatment, and 

longitudinal disease management. By automating these otherwise labor-intensive analytical steps, the framework enables systematic 

investigation of longitudinal predictions across large patient cohorts while retaining patient-level analyses. 

 

We evaluated this framework using inflammatory bowel disease as a use case because its clinical course is heterogeneous and extends 

beyond the gastrointestinal tract, with manifestations involving multiple organ systems and frequent comorbidities [19]. Common 

comorbidities include intestinal obstruction [20,21], nutritional deficiencies [22], inflammatory arthropathies [19,23], and cardiovascular 

disease [24]. These diverse and interacting clinical features make IBD a suitable setting for evaluating whether an integrated predictive 

and agentic approach can identify relevant biomarkers and comorbidities, examine potential treatment-related changes, and extract 

clinically meaningful relationships from longitudinal records. 

 

This study addresses three questions. First, can an integrated predictive and agentic framework characterize biomarkers and comorbid 

conditions associated with disease trajectories and identify relationships that are consistent with established clinical knowledge? Second, 

can clinical knowledge integrated through specialized agents guide the analysis and interpretation of relationships among diseases, 

biomarkers, and treatments identified from longitudinal patient trajectories? Third, can the framework extract clinically relevant 

associations from longitudinal records at cohort scale, enabling systematic knowledge discovery that would be difficult to perform 

through manual review? 

 

2. Methods 
 

Our research approach integrates longitudinal Electronic Health Records(EHR), sequence modeling, and an agentic analytical 

framework to characterize and analyze IBD progression. The pipeline first extracts and organizes diagnoses, medications, procedures, 

laboratory results, vital signs, and demographic information from patient records. These data are then temporally structured into patient 

sequences for model training. A decoder-only transformer generates predictions of subsequent clinical events from each longitudinal 

sequence. The predicted trajectories are subsequently analyzed by specialized agents that use clinical knowledge and analytical tools to 

investigate biomarkers, comorbidities, interventions, and other clinically relevant relationships. The framework also provides an 

interactive interface through which clinicians can query the model and examine the resulting analyses and interpretations. 

 
 

 

 

 

 



 
Figure 1. Overview of PRISM for longitudinal diagnosis prediction and agent-guided clinical analysis. (A) Demographics, diagnoses, 

medications, procedures, vital signs, and laboratory results are extracted and encoded into patient sequences, with demographic tokens preceding 

time-ordered clinical events. (B) A decoder-only transformer combines a probability distribution over diagnosis codes with a recurrence distribution 

over previously recorded diagnoses to generate ranked predictions. (C) Four specialized agents: Biomarker, Comorbidity, Counterfactual, and 

Knowledge Extraction, guide concept selection and interpretation, while computational tools perform feature masking, medication insertion, 

attribution, and association testing using the frozen model and recorded histories. (D) Outputs summarize biomarker contributions, comorbidity 

predictions, medication scenarios, and direct and indirect associations at cohort and individual levels. Medication scenarios describe changes in 

model predictions rather than established treatment effects. Displayed outputs are schematic 

 

Figure 1 illustrates the integration of these components from data preparation through clinical analysis. Rather than using the predictive 

model solely to generate future events, the framework uses its predictions as a basis for targeted clinical investigation. The agentic layer 

connects the predicted trajectory with clinically relevant analyses, allowing the same system to examine individual predictions as well 

as broader relationships across patient cohorts. 
 

2.1 Data Source and Patient Selection 
 

We utilized TriNetX database that combines medical records from 80 hospitals and clinics across the United States, representing more 

than 40 million patients. This database contains various events including patient’s demographics, diagnoses, medications, lab tests, 

procedures, and vital signs. Our baseline characteristics of the 113,729 IBD patients identified through our systematic search of the 

TriNetX database. The cohort demonstrates a nearly equal non-exclusive distribution between Crohn's disease (55.9%) and ulcerative 

colitis (54.8%) patients, with balanced gender representation (51.2% female, 47.0% male). The most prevalent comorbidities reflect 

common IBD-related complications and symptoms, with noninfective gastroenteritis and colitis being the most frequent additional 

diagnosis (34.5%), followed by diarrhea (30.0%) and hypertension (25.0%). We identified patients with inflammatory bowel disease 

(IBD) through a retrospective cohort study utilizing the TriNetX database, covering the period from January 1, 2015, to November 15, 

2023.  
 

The age distribution of our IBD cohort is visualized in Figure 2, with the largest number of patients aged 30–35 years. Mean age was 

48.3 years (SD, 18.2) showing the typical health patterns seen in people with IBD.  



 
Figure 2. Age distribution of IBD patients in the study cohort 

 

2.2 Predictive Model Architecture and Training 
 

We used a decoder-only transformer with six layers, eight attention heads, a model dimension of 256, and a feed-forward dimension of 

1,024. The model contained approximately 5.5 million trainable parameters and each clinical event was represented using a code 

embedding, an event-type embedding, and a clinical-class embedding. For an event 𝑥�, the initial representation was: 

 ℎ�(0) = �(𝑥�) + 
�(�
)type + 
�(�
)cls , 
 

where �(𝑥�)is the hierarchical code embedding, 
�(�
)type
represents the event type, and 
�(�
)cls represents the clinical class. 

 

The hierarchical code embedding combines a token-specific representation with a broader clinical group representation: 

 �(�) = ��
�code + (1 − ��)
group(�)group , �� = !("�) 
 

 

 

where ��is a learned gate that controls the contribution of the token-specific and group representations. For diagnosis tokens, group(�) 
corresponds to the CCSR body system, except for IBD codes, which form a separate group. Non-diagnosis tokens are grouped according 

to their event type. These assignments produce 30 groups across the token vocabulary. The model used 10 event types, including CCSR 

diagnosis, IBD codes, laboratory or vital measurements, medications, procedures, sex, age band, race, ethnicity, and special tokens for 

padding and unknown values. The clinical-class embedding assigned each token to one of eight classes, consisting of disease, symptom, 



administrative, injury, neoplasm, pregnancy, IBD, and non-diagnosis. Non-diagnosis events were used as contextual information but 

were not prediction targets. 

 

 
Figure 3. Learned token embeddings showing five distinct clusters of related clinical codes, with similar medical conditions and procedures 

grouped together in the embedding space 

 

Figure 3 demonstrates that our embedding approach captures meaningful clinical relationships, as evidenced by the clustering of related 

medical codes. For instance, arthritis-related conditions (osteoarthritis, rheumatoid arthritis) cluster together, while Crohn's disease and 

ulcerative colitis are positioned close to each other within a gastrointestinal cluster, near depressive disorders. Kidney-related conditions 

(nephritis, chronic kidney disease, urinary tract infections) group in another cluster, laboratory findings (high C-reactive protein (CRP), 

high creatinine, high alanine aminotransferase) form a separate cluster, and procedures (excision of large intestine, coronary artery 

bypass) group together in the fifth cluster. 

 

The resulting representation was processed using rotary positional embeddings and causal masking. Learned event-type biases and age-

band decay were incorporated into the attention mechanism to account for relationships between event types and elapsed time. A 

recurrence mechanism was also included to account for diagnoses previously observed in the patient's history. 

 

For the recurrence mechanism, let (�denote the diagnosis tokens occurring strictly before position ). Each previous diagnosis received 

a score: *�+ = (,-ℎ)).(,/ℎ0)√2 + 3�4 , 0 ∈ (� , 
 

where 3�4is a learned chronicity prior. The scores were converted to attention weights 6�+ = exp(*�+)∑ exp(+′∈(
 *�+′) , 
 

which produced a probability distribution over diagnosis codes already observed in the patient's history: ;copy(< ∣ 𝑥≤�) = ∑ 6�++∈(
 @[B(𝑥+) = <]. 
 

The recurrence distribution was combined with the standard vocabulary distribution using a learned gate: E� = !(FG⊤ℎ� + IG) ⋅ @[(� ≠ ∅]. 



 

The final probability for diagnosis code <was then: 

 MN = (,Oℎ�)N, ;(< ∣ 𝑥≤�) = (1 − E�) exp(MN)∑ exp(586N′=1 MN′) + E�;copy(< ∣ 𝑥≤�). 
 

Thus, the model combines its probability distribution across all 586 diagnosis codes with a learned distribution over diagnoses previously 

observed in the patient. When no earlier diagnosis is present, it uses only the distribution across all diagnosis codes. The input vocabulary 

contained 725 distinct tokens. At each prediction point, the model assigned a final probability to each diagnosis code and ranked the 

codes accordingly. The highest-ranked code constituted the Top-1 prediction, while the three, five, and ten highest-ranked codes formed 

the Top-3, Top-5, and Top-10 predictions, respectively. We also evaluated predictions at the diagnosis-family level, grouping CCSR 

diagnosis categories by their three-character body-system prefix and treating IBD codes as a separate family. For family match among 

ranked codes, a prediction was correct if any of the Top-K diagnosis codes belonged to the same family as the observed next diagnosis. 

For aggregated diagnosis-family ranking, probabilities were first summed across all codes within each family, and families were then 

ranked by these totals. A prediction was correct if the observed diagnosis family appeared among the Top-K ranked families. Finally, 

to assess whether predictions captured diagnoses recorded shortly afterward rather than only the immediate next one, we applied a 

horizon criterion in which a prediction was counted as correct if any of the next H recorded diagnoses (H = 3, 5, or 10) appeared among 

the Top-K predicted codes. 

 

The training loss was patient-balanced so that patients with different numbers of prediction points contributed equally to model 

optimization. Patient histories were limited to 256 events, including four demographic tokens and the 252 most recent clinical events. 

Every disease position served as a prediction point. The model was trained using AdamW with a peak learning rate of 6 × 10−4, weight 

decay of 0.1, 5% linear warm-up followed by cosine decay, gradient clipping at 1.0, and a batch size of 128. Dropout of 0.2 and input-

token dropout of 15% were used during training. Patients were divided at the patient level into training, validation, and test sets using 

an 80/10/10 split, corresponding to 90,858, 11,489, and 11,382 patients. Training stopped at epoch 42, and the weights from epoch 22, 

which achieved the best validation performance, were restored. 

 

2.3 Clinical Interpretation Framework 
 

The agentic framework was developed to extend the predictive transformer from a model that forecasts subsequent diagnoses into a 

system that can investigate clinically relevant aspects of the predicted trajectory. The framework identifies clinically relevant 

biomarkers, comorbidities, treatments, and relationships within the available EHR data, determines how these concepts relate to IBD, 

and directs analytical tools to examine the identified relationships. This separation allows clinical reasoning to guide the analytical 

questions while ensuring that quantitative results are generated reproducibly by predefined computational procedures.  

 

DeepSeek, accessed through its API as deepseek-chat, selected clinical concepts, proposed relationships, and interpreted aggregate 

results through task-specific prompts. A predefined workflow linked these tasks to computational procedures for patient selection, 

sequence modification, model evaluation, and statistical analysis. The implementation provided a LangChain structured-chat executor 

that exposed the analytical tools through argument schemas and retained intermediate tool calls and results. All analyses used the held-

out cohort of 11,382 patients and the frozen transformer. The language model received clinical terminology and aggregate results without 

patient-level information. Temperature was set to 0.0 for concept selection and relationship assessment and 0.2 for narrative generation.  

 

 

Biomarker Agent 

 

The Biomarker Agent used the language model’s clinical knowledge to identify candidate IBD biomarkers, mapped them to availab le 

laboratory codes, and selected eligible measurements for analysis. For each biomarker, it identified patients with a recorded measurement 

followed by an IBD diagnosis and truncated their histories before that diagnosis. The agent calculated each patient's IBD probability, 

summed across IBD codes, using the original history and repeated the prediction after masking all occurrences of the selected biomarker. 

The primary analysis included patients whose baseline Top-1 prediction was an IBD code. Mean and median probabilities before and 

after masking, together with paired probability differences, summarized the biomarker's contribution, and paired rank-biserial effect 

sizes characterized the consistency of these differences. Shapley attribution values quantified the biomarker's contribution to individual 

predictions. The agent compared these contributions between patients whose IBD diagnosis was the Top-1 prediction and those for 

whom it was not, assessing whether the biomarker carried greater weight in successful predictions. In a separate analysis, features were 

ranked by absolute Shapley contribution among patients with baseline Top-1 IBD predictions. These analyses characterized how 

strongly the model's IBD predictions relied on each biomarker, without implying a causal effect on disease development. 

 

Comorbidity Agent 

 



The Comorbidity Agent used the language model’s clinical knowledge to identify candidate IBD-associated conditions, mapped them 

to available diagnosis categories, and selected eligible outcomes for analysis. For each condition, it selected patients with an IBD 

diagnosis followed by the condition of interest and constructed histories ending immediately before that outcome. The agent compared 

the probability of the selected condition before and after masking all prior IBD diagnoses. Cohort summaries described the direction, 

magnitude, and consistency of probability changes, together with changes in diagnosis rank and Top-K inclusion. Shapley values 

measured the contribution of IBD information and were compared between correctly identified and missed outcomes. These analyses 

assessed whether prior IBD information supported the model’s predictions of subsequent conditions and how that contribution varied 

across patients. 

 

Counterfactual Agent 

 

The Counterfactual Agent examined how introducing IBD medications into patient histories changed predictions of subsequent 

comorbidities identified by the Comorbidity Agent. Its language-model component identified candidate medications relevant to IBD 

management and selected medication–outcome pairs for analysis after checking their representation in the available vocabulary. For 

each medication–condition pair, the agent identified patients who developed the condition after IBD and had no recorded exposure to 

the medication in the history used for prediction. It inserted each medication separately after the first IBD diagnosis and compared 

predictions from the original and modified histories, using only information recorded before the target condition. 

 

This analysis enabled comparison of medication scenarios at both cohort and individual levels. Mean probability changes, confidence 

intervals, effect sizes, and Top-K changes summarized whether medication insertion increased or decreased predicted comorbidity 

probabilities across eligible patients. Individual comparisons showed how these responses varied between patients and medications, 

allowing examination of scenarios obscured by cohort averages. Lower predicted probabilities identified medication–condition 

relationships for further investigation, including whether a medication might prevent the comorbidity or benefit the individual patient. 

 

Knowledge Extraction Agent 

 

The Knowledge Extraction Agent examined cohort-wide patterns to identify relationships involving IBD, other diagnoses, laboratory 

measurements, and medications. The language-model component proposed candidate relationships, while analytical tools quantified 

concept frequency, temporal ordering, and associations. The analysis considered laboratory abnormalities preceding IBD, conditions 

recorded afterward, and medication use in relation to subsequent diagnoses. Patient counts, effect sizes, and statistical tests were used 

to identify relationships warranting further investigation. 

 

The agent also investigated connections involving intermediate clinical factors. The language model proposed relationships linking IBD 

to a subsequent diagnosis through another condition, laboratory abnormality, or medication. Proposals were checked against the 

available terminology and prediction targets before analysis. Event-ordering tests and comparisons between patient groups assessed the 

proposed links. This approach examined whether a relationship was supported across several analyses without interpreting an observed 

sequence as evidence of a causal pathway. 

 

Findings were summarized according to statistical significance after adjustment for multiple comparisons, effect magnitude, and 

consistency across analyses. The language model interpreted these results and classified relationships as established, emerging, or not 

established. The resulting report distinguished cohort observations from their proposed clinical interpretation and highlighted candidate 

relationships for further investigation. Relationships not recognized by the language model were treated as potentially underexplored 

findings rather than confirmed novel discoveries. 

 

Across agents, probability changes, ranking changes, and attribution characterized model behavior. Analyses evaluated targets at the 

next 1st, 3rd, 5th, and 10th diagnosis positions, with Top-K comparisons assessing whether the target appeared among the 1, 3, 5, or 10 

highest-ranked predictions at each horizon. Paired probability differences were assessed using Wilcoxon signed-rank tests, rank-biserial 

effect sizes, and bootstrap confidence intervals. After-to-before ratios compared the number of IBD patients in whom a diagnosis was 

recorded only after versus only before the first IBD record, with p values from an exact binomial (McNemar) test and log-scale 95% 

confidence intervals. Indirect relationships were assessed by logistic regression adjusted for age band, sex, and log-transformed number 

of prior events (Wald 95% confidence intervals). Multiple comparisons were adjusted within predefined analytical families using the 

Benjamini–Hochberg procedure. Shapley contributions were estimated at the next-diagnosis horizon by restoring masked input tokens 

in randomly sampled orders. Attribution included the available history, including demographic tokens.  
 

3. Results 

 
3.1 Transformer Model Performance 
 

The transformer was evaluated on 318,145 diagnosis prediction positions from 11,382 held-out patients. Exact-code Top-1, Top-3, Top-

5, and Top-10 accuracy was 15.28%, 28.69%, 36.67%, and 49.04%, respectively (Table 1). Family matching, which accepted ranked 

codes from the same diagnosis family as the observed diagnosis, yielded corresponding accuracies of 34.77%, 52.73%, 62.19%, and 



74.41%. Aggregating code probabilities within each family before ranking yielded 37.04%, 64.79%, 77.79%, and 92.00%, respectively. 

These complementary evaluations assessed prediction of the exact next diagnosis and its broader clinical category. 

 

In the broader horizon evaluation, a prediction counted as correct when any of the next H recorded diagnoses appeared among the Top-

K predictions. Top-5 accuracy increased from 36.67% for the next diagnosis to 53.09%, 61.36%, and 72.28% across the next three, five, 

and ten diagnoses, respectively. Corresponding Top-10 values were 49.04%, 68.75%, 77.46%, and 86.52%. These findings suggest that 

the model captured information about subsequently recorded conditions, even when their exact order was not predicted (Table 1). This 

pattern may partly reflect noise and variation in EHR documentation, although the broader evaluation also increases the number of 

diagnoses accepted as correct. 

 
Table 1. Transformer accuracy across prediction ranks 

 
Evaluation endpoint Top-1 (%) Top-3 (%) Top-5 (%) Top-10 (%) 

Exact next diagnosis 15.28 28.69 36.67 49.04 

Family match among ranked codes 34.77 52.73 62.19 74.41 

Aggregated diagnosis-family ranking 37.04 64.79 77.79 92.00 

Any diagnosis within next 3 22.80 42.13 53.09 68.75 

Any diagnosis within next 5 26.65 49.15 61.36 77.46 

Any diagnosis within next 10 33.17 59.58 72.28 86.52 

 

Together, these results suggest that the transformer captured information about subsequent diagnoses and broader clinical patterns in 

patients’ recorded trajectories. Its performance across multiple future diagnoses indicates that the predictions remained informative 

beyond the immediately next recorded event. 

 

3.2 Automated Discovery of IBD Biomarkers 
 

Among patients whose next recorded diagnosis was IBD and whose highest-ranked prediction was an IBD code, masking inflammatory 

biomarkers (conventional C-reactive protein, high-sensitivity CRP, and fecal calprotectin) reduced the probability assigned to IBD [25–
29]. Median reductions were 1.18 percentage points for conventional CRP, 1.43 for high-sensitivity CRP, and 1.11 for fecal calprotectin. 

Corresponding mean reductions were 3.02, 3.48, and 1.37 percentage points. High-sensitivity CRP showed the largest reduction by both 

measures, with mean predicted IBD probability decreasing from 51.67% to 48.19% after masking. 

Within the baseline Top-1 subgroup, paired rank-biserial effect sizes were 0.562 for conventional CRP, 0.674 for high-sensitivity CRP, 

and 0.370 for fecal calprotectin. In its separate full-cohort assessment, the Biomarker Agent classified high-sensitivity CRP and 

conventional CRP as having a large effect and calprotectin as having moderate effects (Figure 4). The agent characterized these findings 

as evidence of the model’s reliance on biomarker information when predicting IBD, rather than evidence of causal effects on d isease. 

 



 
Figure 4. Effects of inflammatory biomarker masking on predicted IBD probability and biomarker contributions. Analyses included held-out 

patients whose next recorded diagnosis was IBD and whose history contained the corresponding biomarker measurement. Each biomarker was 

masked separately. (a) Mean predicted IBD probability, summed across IBD codes, before and after masking all occurrences of conventional C-

reactive protein (CRP), high-sensitivity CRP (hs-CRP), or fecal calprotectin among patients whose baseline Top-1 prediction was an IBD code. Mean 

reductions were 3.02, 3.48, and 1.37 percentage points, respectively. (b) Mean history-based SHAP contributions for baseline Top-1 and sampled 

non-Top-1 cases: 4.24 versus 2.67 percentage points for CRP, 4.56 versus 2.83 for hs-CRP, and 0.69 versus 0.23 for fecal calprotectin. Baseline Top-

1 groups included 714, 152, and 324 patients, respectively; each sampled non-Top-1 group included 200 patients. (c) Paired rank-biserial effect sizes 

for probability reductions in the baseline Top-1 groups (r = 0.562, 0.674, and 0.370, respectively). Shaded bands indicate conventional small, 

moderate, and large effect-size ranges. (d) Individual example of a woman aged 25–35 years whose next recorded diagnosis was Crohn’s disease. 
Her preceding history included abdominal and digestive symptoms, elevated fecal calprotectin, noninfectious gastroenteritis, and other 

gastrointestinal disorders. With the original history, the frozen model ranked an IBD code first, with a combined probability of 56.14% across IBD 

codes. Masking all fecal calprotectin occurrences reduced this probability to 27.63%, a decrease of 28.51 percentage points. 

 

 

Reductions were calculated within patients as baseline minus masked probability, summed across IBD codes, with each biomarker 

evaluated separately. Mean history-based SHAP contributions were higher among baseline Top-1 cases than among sampled non-Top-

1 cases: 4.24 versus 2.67 percentage points for conventional CRP, 4.56 versus 2.83 for high-sensitivity CRP, and 0.69 versus 0.23 for 

fecal calprotectin. These estimates describe each biomarker’s contribution across combinations of recorded information, whereas 

masking measures its removal from the complete history. Together, the analyses quantified biomarker contributions to IBD predictions 

from these two perspectives. 

 

Individual-level analysis also illustrated the biomarker contributions observed at the cohort level. A woman aged 25–35 years had a 

recorded history of abdominal and digestive symptoms, elevated fecal calprotectin, noninfectious gastroenteritis, and other 

gastrointestinal disorders before a subsequent Crohn’s disease diagnosis. With this history, IBD was the model’s first prediction, with a 

combined probability of 56.14% (Figure 4).  

 

Masking calprotectin reduced this probability to 27.63%, a decrease of 28.51 percentage points. Its history-based SHAP contribution 

was +10.41 percentage points, ranking first among the patient’s ten input tokens by absolute attribution magnitude. This case illustrates 

how patient-level analysis can identify a biomarker contribution exceeding the cohort average while distinguishing attribution across 

combinations of records from the probability change following masking. 

 

3.3 Automated Discovery of IBD Comorbidities 
 

The Comorbidity Agent identified contributions of IBD history to predictions of clinically recognized complications and associated 

conditions: intestinal obstruction, particularly in Crohn’s disease [20], nutritional deficiencies [22], and IBD-associated inflammatory 

arthropathies [30]. These were evaluated through the corresponding diagnosis categories of intestinal obstruction and ileus, nutritional 

deficiencies, and immune-mediated/reactive arthropathies. Among patients whose highest-ranked prediction matched the respective 



outcome, masking IBD history reduced predicted probability by a mean of 4.43, 3.67, and 4.98 percentage points, respectively.  The 

corresponding decreases in cohort median predicted probabilities were 2.58, 3.91, and 10.64 percentage points, with paired rank-biserial 

effect sizes of 0.926, 0.673, and 0.571, respectively (Figure 5). 

 

 

 
Figure 5. Effects of masking IBD history on predicted probabilities of three IBD-associated comorbidities. Analyses included held-out patients 

with an IBD diagnosis preceding intestinal obstruction and ileus, nutritional deficiencies, or immune-mediated/reactive arthropathies, whose baseline 

Top-1 prediction matched the respective outcome. Histories ended immediately before the outcome, and each outcome was evaluated separately. (a) 

Mean predicted probability before and after masking all prior IBD diagnoses. Mean reductions were 4.43, 3.67, and 4.98 percentage points, 

respectively. (b) Median predicted probability before and after masking. (c) Paired rank-biserial effect sizes for the probability reductions (r = 0.926, 

0.673, and 0.571, respectively). Shaded bands indicate small, moderate, and large effect-size ranges. (d) Three individual examples comparing 

original histories with otherwise identical histories in which all IBD diagnoses were masked. Both histories were scored by the frozen transformer; 

bars show the predicted probability of the indicated outcome. Top: A man aged 25–35 years with ulcerative pancolitis with rectal bleeding, 

nutritional anemia, abdominal and digestive symptoms, fatigue, elevated CRP, low ferritin, and low iron. Masking IBD history reduced the predicted 

probability of nutritional deficiencies from 60.70% to 39.78%, a decrease of 20.92 percentage points. Middle: A man aged 45–65 years with 

repeated Crohn’s disease records, anal and rectal conditions, other gastrointestinal disorders, nutritional anemia, and posthemorrhagic anemia. 

Masking reduced the predicted probability of intestinal obstruction and ileus from 24.77% to 11.89%, a decrease of 12.88 percentage points. Bottom: 

A man aged 25–35 years with repeated Crohn’s disease records, musculoskeletal pain, low-back pain, spondylopathy, and other gastrointestinal 

disorders. Masking reduced the predicted probability of immune-mediated/reactive arthropathies from 23.73% to 9.26%, a decrease of 14.47 

percentage points. 

 

Reductions were calculated within patients as baseline minus masked probability, with each outcome evaluated separately. Mean history-

based SHAP contributions from IBD records were higher among baseline Top-1 cases than among sampled non-Top-1 cases: 1.97 

versus 0.39 percentage points for intestinal obstruction and ileus, 2.43 versus 0.96 for nutritional deficiencies, and 0.37 versus 0.03 for 

arthropathies. These positive group means indicate that IBD records contributed to predictions across combinations of available 

information. 



 

Individual-level analysis examined how IBD history contributed to comorbidity predictions alongside preceding diagnoses and 

laboratory findings. A man aged 25–35 years had ulcerative pancolitis with rectal bleeding, nutritional anemia, abdominal and digestive 

symptoms, and fatigue, followed by elevated CRP, low ferritin, and low iron. Nutritional deficiency was the model’s first prediction, 

with a probability of 60.70%. Masking the IBD record reduced this probability to 39.78%, a decrease of 20.92 percentage points (Figure 

5). The IBD record had a history-based SHAP contribution of +15.56 percentage points, ranking first among the patient’s 16 input 
tokens by absolute attribution magnitude. 

 

For intestinal obstruction and ileus, a man aged 45–65 years had repeated Crohn’s disease records, anal and rectal conditions, other 
gastrointestinal disorders, and nutritional and posthemorrhagic anemia. The model assigned intestinal obstruction and ileus a probability 

of 24.77%, ranking it first. Masking the IBD records reduced this probability to 11.89%, a decrease of 12.88 percentage points, and 

moved the outcome to fourth place. The summed SHAP contribution across the 12 IBD records was +2.29 percentage points, indicating 

a positive contribution. 

 

For immune-mediated/reactive arthropathies, a man aged 25–35 years had repeated Crohn’s disease records, musculoskeletal and low-

back pain, a spondylopathy diagnosis, and other gastrointestinal disorders. Arthropathy was the model’s first prediction, with a 

probability of 23.73%. Masking the IBD records reduced this probability to 9.26%, a decrease of 14.47 percentage points, and moved 

the outcome to second place.  
 

3.4 Counterfactual analysis of medication scenarios 
 

The Counterfactual Agent examined whether adding medication information changed predictions of nutritional deficiency as one of the 

main comorbidities of IBD. The selected scenarios involved prednisone, used to induce remission in active IBD [31,32]; vedolizumab, 

an established treatment for ulcerative colitis and Crohn’s disease [32,33]; and metronidazole, an antibiotic used in selected IBD-related 

complications [34,35]. Each medication was inserted separately into histories without prior recorded exposure. Analyses included 

patients whose baseline first prediction was nutritional deficiency, evaluated one or three diagnosis positions before its recorded 

occurrence. 

 

At the next-diagnosis position, prednisone insertion reduced mean predicted probability from 18.18% to 16.28%, a decrease of 1.89 

percentage points. Metronidazole reduced probability from 17.41% to 15.53%, also a mean decrease of 1.89 points, while vedolizumab 

reduced it from 17.65% to 16.43%, a decrease of 1.22 points (Table 2). Corresponding paired rank-biserial effect sizes were 0.660, 

0.831, and 0.550.  When histories ended three diagnosis positions before nutritional deficiency, prednisone reduced mean predicted 

probability from 14.70% to 13.57%, a decrease of 1.13 percentage points. Metronidazole reduced probability from 14.52% to 12.36%, 

a decrease of 2.16 points, while vedolizumab reduced it from 14.58% to 13.44%, a decrease of 1.15 points. Corresponding effect sizes 

were 0.561, 0.929, and 0.599 (Table 2).  

 

 
Table 2. Medication-insertion effects on nutritional-deficiency predictions at one and three diagnosis positions before the outcome 

 

Medication Diagnosis positions 

before outcome 

Mean predicted probability of 

nutritional deficiency, original 

history (%) 

Mean predicted probability of nutritional 

deficiency, after medication insertion (%) 

Rank-biserial 

effect size 

Prednisone 1 18.18 16.28 0.660 

Prednisone 3 14.70 13.57 0.561 

Metronidazole 1 17.41 15.53 0.831 

Metronidazole 3 14.52 12.36 0.929 

Vedolizumab 1 17.65 16.43 0.550 

Vedolizumab 3 14.58 13.44 0.599 

 

Individual-level analysis enabled comparison of alternative scenarios within the same clinical history. A woman whose latest recorded 

age band was 45–65 years had hypertension, hemorrhoids, and gastrointestinal hemorrhage documented before ulcerative proctitis. 

Subsequent records included abdominal and digestive symptoms, unspecified abnormal findings, and further hypertension, hemorrhoid, 

and gastrointestinal-hemorrhage diagnoses. Nutritional deficiency was the model’s first prediction, with a probability of 35.10%. 

Separate insertion of prednisone, metronidazole, and vedolizumab reduced this probability to 18.34%, 19.25%, and 17.70%, 

respectively, and moved the outcome from first to second place (Figure 6). 

 

However, individual predictions could change in the opposite direction. A woman aged 35–45 years had an unspecified injury, skin 

disorders, and skin/subcutaneous symptoms recorded before Crohn’s disease involving the small and large intestine, followed by another 

Crohn’s disease record. Nutritional deficiency initially ranked second, with a probability of 11.94%. Separate insertion of prednisone, 

metronidazole, and vedolizumab increased this probability to 24.51%, 16.53%, and 23.97%, corresponding to increases of 12.57, 4.59, 



and 12.03 percentage points. Each insertion moved the outcome to first place (Figure 6). These increases contrasted with the cohort-

average reductions, illustrating how individual analysis can identify patient histories with different model responses to the same 

medication scenarios. 

 

 

 
Figure 6. The same medication scenarios change nutritional-deficiency predictions in opposite directions for two patients. Prednisone, 

metronidazole, and vedolizumab were each inserted separately after the first recorded IBD diagnosis (“+ Medication”). Grey bars show the original 

predicted probability, and colored bars show the probability after insertion. (a) A woman aged 45–65 years with ulcerative proctitis: insertion reduced 

probability from 35.10% to 18.34%, 19.25%, and 17.70%, respectively, moving the outcome from first to second place. (b) A woman aged 35–45 

years with injury and skin-related records preceding Crohn’s disease: insertion increased probability from 11.94% to 24.51%, 16.53%, and 23.97%, 

respectively, moving the outcome from second to first place in each scenario. Timelines summarize selected records available before prediction; 

patient (a)’s prior nutritional-deficiency record was retained in the model input but omitted from the displayed timeline 

 

Together, these analyses show how the framework combines group-level summaries with comparisons of medication scenarios for 

individual patients. The agent interpreted the changes as effects on model predictions. The framework identifies medication scenarios 

and patient histories for clinical review and further validation, including differences that would be obscured by reporting only average 

effects. 

  

3.5 Discovery of Novel Patterns 
 

The framework examined direct associations between IBD and subsequent conditions and indirect relationships involving an 

intermediate diagnosis or laboratory finding. Direct screening identified postoperative digestive complications and opioid-related 

disorders, both examined previously in IBD populations [36,37]. Digestive complications were more frequently recorded exclusively 

after than exclusively before the first IBD record, with an after-to-before ratio of 4.35 (95% CI, 3.50–5.41; p=8.60×10⁻⁵¹; q<0.001). 

Opioid-related disorders showed a corresponding ratio of 2.93 (2.10–4.10; p=2.40×10⁻¹¹; q<0.001). These results describe temporal 
patterns within recorded histories, extending the analysis beyond the outcomes evaluated in the preceding sections.  

 

Indirect analysis identified an association between recorded iron-related laboratory abnormalities and subsequent nutritional anemia 

among patients with IBD, consistent with the recognized clinical contribution of iron deficiency to anemia in IBD [30]. At the five-

diagnosis horizon, low iron was associated with nutritional anemia after adjustment for age band, sex, and prior event count (OR, 19.32; 

95% CI, 14.32–26.06; p<0.001; q<0.001). The association remained evident at the ten-diagnosis horizon (OR, 16.61; 12.46–22.15; 

p<0.001; q<0.001). The Knowledge Extraction Agent interpreted the consistent association across horizons, together with the model’s 
response to perturbing iron records, as evidence that this intermediate finding contributed to anemia predictions. A second indirect 



relationship connected IBD, intestinal obstruction, and subsequent peritonitis or intra-abdominal abscess [38]. At the five-diagnosis 

horizon, recorded obstruction was associated with the outcome with an adjusted OR of 7.54 (95% CI, 4.23–13.45; p=7.42×10⁻¹²; 
q<0.001). The association persisted at the ten-diagnosis horizon (OR, 6.31; 3.81–10.45; p=7.64×10⁻¹³; q<0.001). The Knowledge 

Extraction Agent classified this relationship as supported by both the recorded sequences and model perturbations. This analysis 

extended the earlier assessment of obstruction as a predicted outcome by examining its role as an intermediate feature associated with a 

subsequent complication. 

 

Exploratory screening also identified the broad category of benign neoplasms, with an after-to-before ratio of 3.64 (95% CI, 3.02–4.38; 

p=6.08×10⁻⁵¹; q<0.001). Although previous studies have reported associations between IBD and specific colorectal neoplasms [39], our 

cohort showed an enrichment of the broader benign-neoplasm category after the first recorded IBD diagnosis. The Knowledge Extraction 

Agent flagged this category for further investigation because its aggregate association was not established as a specific clinical 

relationship. Together, these examples show how the framework can identify clinically supported relationships and generate more 

specific questions from additional temporal associations. 

 

4. Discussion 
 

4.1 Principal Findings 
 

This study evaluated whether a longitudinal predictive model and specialized analytical agents could jointly characterize clinically 

relevant relationships in IBD. Regarding the first research question, the framework identified contributions from established 

inflammatory biomarkers and IBD-associated conditions. Masking CRP, high-sensitivity CRP, and fecal calprotectin reduced predicted 

IBD probability, while masking IBD history reduced predictions of intestinal obstruction, nutritional deficiencies, and inflammatory 

arthropathies. Positive Shapley contributions provided complementary evidence that the model used these records when prioritizing 

subsequent diagnoses. These findings demonstrate correspondence between selected model associations and clinical knowledge, 

supporting the framework’s ability to examine the clinical information underlying its predictions. 
 

Regarding the second research question, specialized agents connected clinical concepts with predefined analyses and interpretations. 

The framework translated questions about medications into comparisons of original and modified patient histories. Medication scenarios 

illustrated this capability, as the insertion of prednisone, metronidazole, and vedolizumab produced average reductions in nutritional-

deficiency predictions while individual histories showed changes that differed in magnitude and direction. In this way, the framework 

can present physicians with several candidate medications alongside the intended effect of each on disease control, leaving the choice 

of which option to implement to their clinical judgment. The contribution of the agentic framework was therefore to organize clinically 

motivated investigations and interpret their quantitative outputs.  

 

Regarding the third research question, cohort-scale screening identified direct temporal associations and relationships involving 

intermediate clinical findings. These analyses recovered previously studied patterns, including postoperative digestive complications 

and opioid-related disorders, and highlighted broader categories requiring further investigation. The framework linked statistical 

evidence with model perturbations and agent interpretations, providing a structured approach to prioritizing associations for review. 

This supports systematic hypothesis generation from longitudinal records.  
 

4.2 Clinical Relevance 
 

Our PRISM framework provides a potential basis for investigating anticipated conditions before they become the focus of clinical care. 

A physician could examine a predicted diagnosis, identify which recorded biomarkers or preceding conditions contributed to its 

probability, and assess whether those findings warrant closer monitoring or further evaluation. For example, attribution and masking 

can show whether an IBD prediction depends on inflammatory measurements or whether a subsequent comorbidity prediction depends 

on prior IBD information. Presenting these findings within the patient’s history may make predictions more interpretable and relevant 
to longitudinal management.  
 

Medication-scenario analysis adds a complementary way to investigate possible management options. The framework allows alternative 

medication records to be inserted into the same history and compares the resulting predictions for an individual patient and across 

eligible patient groups. Cohort summaries describe the overall model response, while individual comparisons reveal differences that 

averages can conceal. This combination could help physicians formulate questions about treatment selection and prevention in patients 

with anticipated complications.  

 

The knowledge-extraction component may also support broader clinical investigation by identifying direct associations and connections 

involving intermediate conditions. Such patterns can help organize questions about monitoring, disease progression, and possible 

intervention points. Computational scenario screening could prioritize medication–outcome hypotheses before resource-intensive 

clinical studies, allowing many candidate scenarios to be explored without exposing patients to experimental treatments.  
 

4.3 Prior Work 



 
Earlier longitudinal models established that clinical sequences contain information useful for predicting subsequent events. Doctor AI 

used recurrent networks to forecast clinical events, while BEHRT and Med-BERT developed transformer-based representations for 

disease prediction [5–7]. Foresight extended this approach to generative modeling of patient timelines [9]. These developments 

broadened the range of outcomes that could be anticipated from patient histories. Their application to disease management also requires 

understanding which clinical findings support a prediction and how that information might guide monitoring. 

 

Interpretability research has examined how explanations can help clinicians recognize potentially preventable events. Lundberg and 

colleagues developed a system that predicted intraoperative hypoxaemia and identified contributing patient and procedural factors [40]. 

Trained on records from more than 50,000 surgeries, the system improved anaesthesiologists’ prediction performance in an experimental 

evaluation. The authors estimated that assistance could increase the proportion of anticipated hypoxaemia events from 15% to 30%. 

This study connected prediction explanations with potentially modifiable factors, illustrating how interpretation can support 

consideration of preventive action. 

 

Clinical implementation studies have further examined whether predictive information can support timely treatment. In a prospective 

multisite evaluation of the TREWS sepsis warning system, clinician confirmation of an alert within three hours was associated with an 

adjusted absolute reduction in in-hospital mortality of 3.3 percentage points (95% CI, 1.7–5.1), corresponding to an 18.7% relative 

reduction [41]. These observational findings highlight the importance of connecting predictions to clinical assessment and treatment 

workflows. The evaluated systems addressed defined acute events; a complementary opportunity is to connect anticipated diagnoses 

with their contributing history and alternative management scenarios across chronic disease trajectories. 

 

PRISM builds on these approaches by integrating clinically guided attribution, intervention comparisons, and direct and indirect 

association screening around a longitudinal predictive model. Combining cohort summaries with individual analyses enables 

examination of both shared patterns and patient-specific changes in predicted outcomes within one workflow. 
 

4.4 Limitations and Future Works 
 

Several limitations define the scope of this study. IBD provided a clinically diverse use case, but application to other diseases and 

healthcare settings remains to be evaluated. Medication scenarios were constrained by the available treatment information, including 

limited detail on dose, duration, adherence, and concurrent therapies. The available modalities also provided an incomplete 

representation of each patient’s clinical state, limiting the physiological and treatment-related information available for individual 

scenario analysis. 

 

Future work can extend the framework to other diseases and independent datasets and incorporate procedures and combined 

interventions. Integrating genetics, imaging, clinical notes, longitudinal measurements, and detailed treatment histories could support a 

more comprehensive patient representation, moving toward a partial digital twin for exploring predicted responses to different 

interventions. Comparing these simulated responses with observed outcomes would establish their relevance to treatment planning. 

Prospective physician evaluations should examine how cohort summaries and individual analyses support interpretation, monitoring, 

and management decisions, alongside their effects on workflow, patient outcomes, and resource use. 

 

5. Conclusion 
 

This study combined a longitudinal predictive transformer with specialized agents to investigate biomarkers, comorbidities, medication 

scenarios, and clinical associations in IBD. The model achieved an exact-code Top-10 accuracy of 49.04%, increasing to 86.52% when 

predictions were evaluated against any of the next ten recorded diagnoses. Masking and attribution analyses identified contributions 

from established inflammatory biomarkers and demonstrated how IBD history supported predictions of IBD comorbidities. These 

findings show that the framework could connect anticipated diagnoses with clinically relevant information in patient histories and 

quantify its contribution at both cohort and individual levels. 

 

Inserting prednisone, metronidazole, or vedolizumab reduced mean predicted nutritional-deficiency probability by 1.89, 1.89, and 1.22 

percentage points, respectively, with reductions of up to 17.40 points. Knowledge extraction identified postoperative digestive 

complications and opioid-related disorders more frequently after than before IBD, with ratios of 4.35 and 2.93, respectively (both 

q<0.001), alongside an indirect relationship linking IBD, intestinal obstruction, and subsequent peritonitis or intra-abdominal abscess. 
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