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Abstract
Background.

People who inherit a harmful mutation in a cancer gene like BRCA2 or ATM have a higher risk of cancer,
but carriers of the same gene often end up with completely different cancers. | wanted to know why. |
tested two ideas: that the tissue's history of DNA damage (its mutational signatures) matters, and that
how open and readable a gene's pathway is in each tissue (chromatin accessibility) matters.

Methods.

| used public data from The Cancer Genome Atlas (TCGA). In Phase 1, | started from 853 harmful
inherited variants in 10,389 patients and built a catalog of genes whose carriers get more than one
cancer type. | compared mutational signatures across each gene's cancer types (9,493 tumors) and
compared pathway openness between carrier and non-carrier tissues using ENCODE normal tissue and
TCGA tumor ATAC-seq data. Because the inherited-variant table has no patient IDs, in Phase 2 | used
tumors where the same genes are broken by a truncating tumor mutation as a public stand-in for
carriers. | called mutations from the TCGA MC3 file (9,818 tumors), fit COSMIC signatures to 7,991
tumors, and compared mutated and non-mutated tumors within each cancer type while adjusting for
mutation burden, age, and sex. | then tested whether the effect of a broken homologous recombination
(HR) gene depended on the tissue.

Results.

The final catalog had 44 gene—cancer pairs across 11 genes. In Phase 1, every gene's cancer types had
strongly different exposure fingerprints (average AUC 0.81), and the BRCA2 HR pathway was more open
in BRCAZ2 carrier tissues in both normal tissue (+ 1.67) and tumors (+ 3.26). In Phase 2, breast tumors
with a broken BRCA2 had much more of the HR-failure signature SBS3 (median 56% of mutations vs.
12%; adjusted p = 3.6 x 10-¢), and so did breast tumors with a broken BRCA1 (44% vs. 12%; p = 4.9 x
10-4). These were the only two of 108 tests that passed correction for multiple testing. The effect
depended strongly on tissue. When BRCA1, BRCA2, PALB2, or BRIP1 was broken, tumors from the classic
carrier tissues (breast, ovary, prostate, pancreas) had about 18 percentage points more SBS3, while
tumors from all other tissues had essentially none (+ 0.9 points; interaction p = 2.8 x 10-° after removing
hypermutated tumors). For BRCA2 alone, the gap was + 26 points vs. 0 (interaction p = 8.6 x 10-°).
Predicted links for ATM and smoking and for PMS2 and mismatch repair pointed the right way but were
not significant.

Conclusions.
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Breaking the same repair gene has very different effects depending on the tissue. Loss of BRCA2 leaves
a strong HR-failure scar mainly in the tissues where BRCAZ2 carriers actually get cancer, which are also
tissues where Phase 1 found the HR pathway to be more open. This supports the idea that a tissue's
own biology helps decide where an inherited mutation turns into cancer. The next step is to repeat this in
true inherited carriers using controlled-access data.

1. Introduction

Some cancers are partly caused by harmful mutations that people inherit from their parents. These are
called germline variants, and they are present in every cell of the body from birth. A large study of 10,389
patients in The Cancer Genome Atlas (TCGA) found harmful inherited variants in about 8% of cases [1].
Most of these variants are in tumor suppressor genes, which normally help prevent cancer. According to
Knudson's two-hit model, an inherited mutation acts as a first hit, and cancer develops after the second
copy of the gene is damaged later in life [2].

One puzzling thing about inherited cancer syndromes is how different the outcomes can be. People with
Li—-Fraumeni syndrome, caused by mutations in TP53, can develop breast cancer, sarcomas, brain
tumors, adrenal tumors, or leukemia, often at young ages [3]. Lynch syndrome, caused by mutations in
DNA mismatch repair genes such as MLH1, MSH2, MSH6, PMS2, and EPCAM, mostly raises the risk of
colorectal and endometrial cancer, but can also lead to other cancers [4]. People with BRCA1 or BRCA2
mutations have high but different risks of breast and ovarian cancer [5]. This means that two people with
the same mutation can end up with completely different cancers, so the mutation alone cannot fully
explain which cancer develops.

| focused on two possible explanations. The first is exposure. Over a person's lifetime, things like
tobacco smoke, ultraviolet (UV) light, and natural processes in the body leave specific patterns of
mutations in DNA, called mutational signatures [6]. For example, SBS4 is linked to smoking, SBS7a to UV
light, SBS2 and SBS13 to a group of enzymes called APOBEC, SBS1 to aging, and SBS6, SBS15, SBS20,
SBS21, SBS26, and SBS44 to broken mismatch repair. If an inherited mutation makes a person more
vulnerable, the tissue that builds up the most exposure damage might be the one that becomes
cancerous.

The second explanation is chromatin accessibility. DNA is tightly wrapped around proteins, and only the
unwrapped, or open, regions can be read by the cell. Which regions are open is different in each tissue,
and this affects where mutations build up [7]. A lab method called ATAC-seq measures which parts of
the DNA are open [8]. If the genes in a predisposition gene's pathway are more open in a certain tissue,
that tissue might rely on the pathway more and be hit harder when the gene is broken. Public ATAC-seq
data from normal tissues (ENCODE) [9] and from tumors (TCGA) [10] make it possible to test this idea.

Past studies have mostly looked at these two explanations separately. As far as | know, no study has
tested both at the same time in carriers of the same genes to see which one better explains the cancer
type they develop.
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There is also one very specific clue about how a broken repair gene shows up in a tumor. When BRCAT or
BRCA2 stops working, cells lose homologous recombination (HR), their most accurate way of fixing
breaks in both strands of DNA. They fall back on sloppier repair, and this leaves a flat, spread-out
mutation pattern called SBS3 [6, 23, 24]. SBS3 is basically a scar that says “HR was broken here.” That
makes it a useful tool for my question: if | can see where the scar shows up and where it doesn't, | can
see which tissues are actually affected when an HR gene is lost. A clinical study of tumors from
BRCA1/2 carriers also found that these genes seem to matter more in some tumor types than others
[25], which made me want to test this directly with public data and connect it to chromatin.

My hypothesis was that the cancer type a carrier develops depends on more than the inherited mutation,
and that exposure signatures and tissue accessibility both play a role. | did the project in two phases.
Phase 1 had four aims: (1) build a reliable list of genes whose carriers develop more than one cancer
type; (2) test whether mutational signatures differ across those cancer types; (3) test whether DNA
openness is higher in the tissues where carriers get cancer; and (4) compare the two explanations.
Phase 2 asked the question more directly: within the same cancer type, do tumors with one of these
genes broken carry different signatures than tumors without it, and does that depend on the tissue?

2. Methods

This project had two phases. Phase 1 (Sections 2.1-2.5) looks at carriers' cancer types as a group.
Phase 2 (Sections 2.6-2.7) looks at individual tumors, because | found out partway through that the
public inherited-variant table can't be linked to specific patients.

2.1 Data sources

All datasets | used are listed in Table 1. Phase 1 chromatin analyses used the GRCh38 human reference
genome. Phase 2 used GRCh37 (hg19), because that is the build the MC3 mutation file was made with.
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Table 1
Data sources.

Dataset What it contains Used for
Huang et al. 2018, Table S2A [1] 853 harmful inherited variants across 33 Aim 1
TCGA cancer types (no patient IDs)
ClinVar, downloaded September 2026 Variant classifications from labs around the  Aim 1
[11] world (9,048,962 records) check
TCGA mutational signature activities [6] Amount of each of 65 signatures in 9,493 Aims 2
tumors and 4
ENCODE ATAC-seq [9] Open DNA regions in 26 normal tissues Aim 3
(3,023,634 peaks) (main)
Corces et al. 2018 [10] Open DNA regions in 23 TCGA cancertypes  Aim 3
(902,507 peaks) (extra)
MSigDB and Reactome [12, 13] Lists of genes in biological pathways Aim 3
TxDb.Hsapiens.UCSC.hg38.knownGene Locations of genes in the genome Aim 3
TCGA MC3 public mutation file v0.2.8 3,600,963 tumor (somatic) mutations with Phase 2
[19] patient barcodes
TCGA Clinical Data Resource [20] Cancer type, age, and sex for each patient Phase 2
COSMIC signatures v3.2, GRCh37 [21, Reference patterns for each mutational Phase 2
22] signature

2.2 Aim 1: Building the carrier list

| started with Table S2A from Huang et al. [1], which lists 853 inherited variants labeled as pathogenic or
likely pathogenic using standard guidelines [14]. | kept only variants marked Pathogenic or Likely
Pathogenic, which kept all 853. The public table does not include patient IDs, so | counted each variant
record as one carrier. | counted carriers for each gene and cancer type, kept gene—cancer pairs with at
least three carriers, and then kept only genes with at least two qualifying cancer types. | needed at least
two cancer types per gene because my question is about why carriers of the same gene get different
cancers. To test how sensitive this choice was, | also repeated the process with a stricter cutoff of five
carriers.

2.3 Checking variants in ClinVar

To double-check the variants, | used ClinVar [11], a public database of variant classifications. | kept
ClinVar records for my 11 genes that were labeled Pathogenic, Likely pathogenic, or Pathogenic/Likely
pathogenic. Since ClinVar and Huang et al. write protein changes differently, | converted ClinVar's format
to match (for example, changing “p.Arg1970Ter” to “p.R1970*") and then matched variants by gene and
protein change.

2.4 Aim 2: Comparing mutational signatures
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| used a file listing how much of each mutational signature was found in 9,493 TCGA tumors. | matched
the cancer type names in this file to TCGA codes (Supplementary Table S1). Some cancer types,
including LGG, did not have a match and were left out. For each gene, | selected all tumors from that
gene's carrier cancer types. Because | did not have patient IDs linking carriers to their tumors, this
included all TCGA tumors of those types, not just carriers' tumors.

| focused on six signatures chosen ahead of time: SBS1 (aging), SBS2 and SBS13 (APOBEC), SBS4
(smoking), SBS6 (mismatch repair), and SBS7a (UV). For each gene and signature, | used a Kruskal-
Wallis test [15] to check whether the signature differed across that gene's cancer types. Since | ran 66
tests, | corrected the p-values using the Benjamini—Hochberg method [16] to reduce false positives. |
also built a logistic regression model for each gene that tried to tell apart the gene's most common
carrier cancer type from its other cancer types using the six signatures. | measured how well it worked
using AUC, where 0.5 means random guessing and 1.0 means perfect [17]. The models were tested on
the same data used to build them.

2.5 Aim 3: Comparing DNA openness

| downloaded ENCODE ATAC-seq data for normal human tissues using the ENCODE website's
programming interface, using one high-quality peak file per tissue (23 tissues). For cancer types without
a matching tissue, | added three stand-in tissues: foreskin skin cells for melanoma (SKCM), a brain
region called the posterior cingulate cortex for brain tumors (LGG and GBM), and psoas muscle for
sarcoma (SARC). | matched each cancer type to its tissue of origin (Supplementary Table S1).

For each gene, | chose a list of related genes in the same biological pathway from the Reactome
database [12, 13] (Supplementary Table S2). | then looked at the promoter of each pathway gene, which
is the region right before a gene where the cell starts reading it. For each gene and tissue, | found the
open DNA peaks that overlapped these promoters and calculated their average fold enrichment, a
measure of how open the region is. | labeled each tissue as a carrier tissue if it matched one of the
gene's carrier cancer types, and a non-carrier tissue otherwise, and compared the two groups using a
Wilcoxon rank-sum test. | repeated the same analysis with the Corces et al. tumor data [10].

Testing different versions. | did not decide on one exact method before starting, so | ended up testing
eight versions of this analysis. These included using only each gene's own promoter, using a mixed
group of pathway lists, adjusting for each tissue's overall openness, using tumor data, combining normal
and tumor data, and using Reactome pathways with three different promoter window sizes (2 kb, 5 kb,
and 10 kb). | report all eight. Testing many versions raises the chance of finding a significant result just
by luck [18], so | used a stricter cutoff of 0.05 divided by 8, or 0.00625, to decide whether a result was
truly reliable. | also tried a weighted version that copied rows based on the number of carriers, but |
removed it because copying rows makes the sample look bigger than it really is, which is not a valid
method.
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2.6 Phase 2: Tumors with the gene broken vs. tumors
without it

Why | needed a stand-in. The obvious next step after Phase 1 was to compare carriers' own tumors to
non-carriers' tumors with the same cancer type. When | opened the Huang et al. table to find patient IDs,
| found that none of its four sheets had any, because inherited DNA can identify people and the table was
de-identified on purpose. Getting the linked data requires TCGA controlled access, which has to go
through a university researcher and takes weeks. So instead, | used tumors where the same gene was
broken by a mutation in the tumor itself (a somatic mutation). These mutations are public and come with
patient barcodes. This isn't the same thing as being an inherited carrier, but it asks a very similar
biological question: what happens to a tumor when this gene stops working?

Mutation data. | downloaded the public MC3 mutation file [19], which has 3,600,963 mutations called
from TCGA tumor exomes. | kept mutations that passed quality filters (FILTER = PASS, plus the “wga”
flags, because most ovarian samples were whole-genome amplified and would otherwise be lost), and |
kept one primary tumor per patient. That left 2,875,946 mutations in 9,818 tumors. | got each patient's
cancer type, age at diagnosis, and sex from the TCGA Clinical Data Resource [20]. | defined each tumor's
mutation burden as its total number of mutations.

Measuring signatures in each tumor. For the 2,714,937 single-letter mutations, | looked up the DNA letter
on each side using the hg19 reference genome, which puts every mutation into one of 96 standard
categories (for example, a C turning into a T with an A before it and a G after it). Because C > T on one
strand is the same as G > A on the other, | flipped every mutation so the changed letter was always C or T,
which is the normal convention. | then used the MutationalPatterns R package [22] to figure out how
much each of 17 COSMIC signatures [21] contributed to each tumor's mutations. | picked these 17
because they are the ones commonly found in TCGA exomes, and using fewer signatures makes the fit
less likely to make things up. | only did this for tumors with at least 30 single-letter mutations (7,991
tumors), since fewer than that isn't enough to fit reliably. For each tumor, | turned the results into
proportions (what fraction of its mutations came from each signature). | combined some related
signatures: APOBEC = SBS2 + SBS13, UV = SBS7a + SBS7b, and mismatch repair (MMR) = SBS6 + SBS15
+ SBS26 + SBS44. SBS3 (HR failure), SBS4 (smoking), and SBS1 (aging) were used on their own.

Which tumors count as “mutated.” For each of the 11 catalog genes, | called a tumor mutated if it had a
truncating mutation in that gene: nonsense, frameshift, splice site, start-loss, or stop-loss. These usually
break the protein, which is closest to what the inherited variants do. As a sensitivity check, | also re-ran
everything counting missense mutations too, even though many missense changes don't actually break
the gene.

Tests. For each gene—cancer pair in the Aim 1 catalog, | compared mutated and non-mutated tumors of
that cancer type on six signatures (SBS1, APOBEC, SBS3, SBS4, UV, and MMR). | only tested pairs with at
least three mutated and three non-mutated tumors. | used two tests: a Wilcoxon rank-sum test, and a
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linear regression of the signature proportion on mutation status while adjusting for log mutation burden,
age, and sex (sex was dropped for single-sex cancers). The adjustment matters a lot. Tumors with huge
numbers of mutations pick up mutations in almost every gene just by chance, so without it, “has a
BRCA2 mutation” could just mean “has a lot of mutations.” | treated the adjusted model as my main
result and corrected all p-values with the Benjamini—Hochberg method [16].

Predictions made ahead of time. Before running Phase 2, | wrote down 11 specific predictions based on
the biology: tumors with a broken BRCAT1, BRCA2, PALBZ2, or BRIP1 should have more SBS3 in breast or
ovarian cancer; tumors with a broken ATM or CHEK2 should have more smoking damage (SBS4) in lung
cancer; and tumors with a broken PMS2 should have more mismatch-repair damage in endometrial or
prostate cancer. | corrected these 11 separately from the full exploratory set.

2.7 Phase 2 follow-up: Is the effect tissue-specific?

Phase 2 showed a strong SBS3 effect in breast cancer, so | ran a follow-up to test the part of my
hypothesis that is about tissues. | made one group of HR genes (a tumor counted as HR-mutated if it
had a truncating mutation in BRCA1, BRCA2, PALB2, or BRIPT), and also looked at BRCAT and BRCA2
separately. | defined the carrier tissues as breast (BRCA), ovary (OV), prostate (PRAD), and pancreas
(PAAD), the four cancers most strongly linked to inherited BRCA1/2 variants in clinical genetics [5, 25]. |
chose these four before running the follow-up, but after seeing the Phase 2 results, so this partis a
follow-up test and not a fully pre-planned one.

| ran three analyses. (A) For each cancer type with at least three mutated tumors, | estimated how much
extra SBS3 the mutated tumors had, using the same adjusted regression as before. (B) Using all tumors
together, | fit one model: SBS3 ~ mutated x carrier tissue + log mutation burden + age + cancer type. The
mutated x carrier tissue term (the interaction) tests whether breaking the gene has a bigger effect in
carrier tissues than in other tissues. Including cancer type as a variable means each tumor is only
compared to others of its own type. (C) | pooled breast and ovarian tumors and estimated the overall
effect, adjusting for cancer type.

Hypermutated tumors. Some tumors, especially stomach, colon, and endometrial cancers with broken
mismatch repair, have thousands of mutations. In these tumors, a truncating mutation in BRCA2 is often
a random “passenger” mutation that doesn't actually knock out the gene. To make sure these weren't
driving the results, | repeated all three analyses after removing tumors with 500 or more mutations. |
report both versions.

2.8 Aim 4 status

My original plan for Aim 4 was to build models that predict cancer type using signatures alone, openness
alone, and both together. The Phase 1 openness data could only be measured per gene and tissue, not
per tumor, so it had the same value for every tumor in a model and couldn't be compared fairly. Phase 2
answers a related question in a different way, by testing whether the signature effect of a broken gene
depends on the tissue. The full head-to-head model is described in Future Directions.
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2.9 Software

| did all analyses in R version 4.6.1. Phase 1 used readxl, dplyr, httr, jsonlite, msigdbr,
TxDb.Hsapiens.UCSC.hg38.knownGene, org.Hs.eg.db, and pROC. Phase 2 used data.table, readxl,
Biostrings, BSgenome.Hsapiens.UCSC.hg19, MutationalPatterns 3.22.0 [22], and ggplot2. Figures were
made with ggplot2, pheatmap, and matplotlib.

3. Results
3.1 The final list of 11 genes

From the 853 variants, | found 507 different gene—cancer pairs. Keeping pairs with at least three carriers
left 57 pairs across 24 genes. Keeping only genes with at least two qualifying cancer types left a final list
of 44 gene-cancer pairs across 11 genes (Fig. 1; Table 2). BRCAT and BRCA2 had the most carriers (70
each), mostly in ovarian and breast cancer, while ATM and BRCA2 each appeared in eight different
cancer types. When | used the stricter cutoff of five carriers, only 11 pairs across four genes remained
(ATM, BRCA1, BRCA2, NF1), so | kept the cutoff of three to include more genes.

TP53, the gene behind Li-Fraumeni syndrome, did not make the list. Its 13 carriers were spread across
eight cancer types, and only sarcoma reached three carriers (SARC 3; GBM, LGG, and OV 2 each; BRCA,
KIRC, LUAD, and UCEC 1 each). This likely happened because TCGA mostly includes adult patients, while
Li—Fraumeni cancers often appear at younger ages.

Final carrier list. Numbers showz:zt?:ieefs per cancer type (TCGA codes).

Gene Carrier cancer types (number of carriers) Total
ATM BRCA 9, PRAD 7, STAD 7, LUAD 6, BLCA 4, PAAD 4, LGG 3, SKCM 3 43
BRCA1 OV 36, BRCA 21, UCEC 4, CESC 3, PRAD 3, STAD 3 70
BRCA2 0OV 27,BRCA 20, PAAD 5, SKCM 4, STAD 4, THCA 4, LUSC 3,SARC3 70
BRIP1 BRCA 4, LGG 3,0V 3,STAD 3 13
BUB1B  GBM 3,LUSC 3 6
CHEK2 BLCA 4,BRCA 3, LUAD 3, SKCM 3 13
GJB2 LUAD 4, LIHC 3, STAD 3 10
NF1 PCPG 5, SARC 5 10
PALB2  STAD 5, BRCA 3, COAD 3 11
PMS2 PRAD 3, UCEC 3 6
VHL PCPG 6, KIRC 4 10
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3.2 ClinVar check

ClinVar had between 80 (BUB7B) and 5,743 (BRCA2) harmful variant records for each of my genes. Of the
753 variants with protein change information, 137 matched a harmful ClinVar record (103 Pathogenic, 31
Pathogenic/Likely pathogenic, and 3 Likely pathogenic). Since | only searched ClinVar's harmful records,
this confirms those 137 variants, but it does not show whether ClinVar disagrees about the others. A
variant that ClinVar labels differently simply would not show up as a match.

3.3 Every gene's cancer types have their own exposure
fingerprint

This was the strongest result in the whole project. For every one of the 11 genes, the mutational
signatures were very different across the cancer types its carriers develop. For example, among ATM's
cancer types, the smoking signature (SBS4) was high in lung cancer, the UV signature (SBS7a) was high
in melanoma, the APOBEC signatures (SBS2 and SBS13) were high in bladder cancer, and the aging
signature (SBS1) was high in stomach cancer (Table 3). The Kruskal-Wallis tests were significant for
every gene after correction. The strongest result for each gene ranged from SBS1 in VHL (adjusted p =
2.2 x 10-2%) to SBS2 and SBS7a in ATM, BRCA2, and CHEK2, where the p-values were too small for R to
calculate (Table 4). The signature models could tell each gene's most common cancer type apart from
its other cancer types with an average AUC of 0.81 (range 0.64-0.99; Table 5).

ATM is the best example of how big this effect is. Its carriers show up in eight different cancer types, and
those eight tissues were shaped by almost completely different exposures: smoking in lung, UV in skin,
APOBEC in bladder, and aging in stomach. So even though every ATM carrier starts with the same broken
gene, the tissues where their cancers show up have lived through totally different kinds of DNA damage.
This fits the idea that a carrier's inherited mutation sets the risk, but the tissue's exposure history helps
decide where that risk turns into cancer. One thing to keep in mind is that these comparisons used all
TCGA tumors of each cancer type, so the next step is to check that carriers' own tumors follow the same
pattern (Section 3.5).

Page 10/24



Table 3

Average number of mutations per tumor from each signature, across ATM's carrier cancer types (all
TCGA tumors of each type).

Cancer SBS1 SBS2 SBS4 SBS6 SBS7a SBS13
type (aging) (APOBEC) (smoking) (repair) (uv) (APOBEC)
BLCA 18.6 104 0 0 0 101
BRCA 11.8 18.2 0 0.02 0.10 18.3
LUAD 8.2 19.5 164 0.60 0.08 21.9
PAAD 17.3 0.58 0 46.2 0.40 0.66
PRAD 12.2 0.11 0 14.8 0.12 0.05
SKCM 9.9 0.08 0 0 425 0.06
STAD 115 2.76 0 13.7 0 2.29
Table 4
Strongest signature difference for each gene (Kruskal-Wallis test, corrected
p-values).
Gene Signature Adjustedp Gene Signature  Adjusted p
ATM SBS2 < 10-300 GJB2 SBS1 5.0 x 10735
BRCA1  SBST 2.8x 10728  NFT SBS1 8.8 x 1037
BRCA2 SBS7a < 10-300 PALB2  SBST 2.3x10724
BRIP1 SBS1 1.1x10'% PMS2  SBS1 8.0 x 107102
BUB1B  SBST 1.2x10°  VHL SBS1 2.2x1072
CHEK2 SBS7a < 10-300
Table 5
How well signatures could tell each gene's most common cancer type apart from its other
cancer types.
Gene Maintype Tumors (n) AUC Gene Maintype Tumors (n) AUC
ATM BRCA 3,318 0.715 GJB2 LUAD 1,240 0.823
BRCAT 0OV 2,945 0.756  NF1 PCPG* 390 0.890
BRCA2 0OV 3,415 0.699 PALB2 STAD 1,827 0.637
BRIP1 BRCA 1,716 0.800 PMS2 PRAD 958 0.931
BUB1B  GBM 789 0.989 VHL PCPG 516 0.800
CHEK2 BLCA 2,259 0.903 Average 0.813
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*NF1 had the same number of carriers in PCPG and SARC, so PCPG was used. These AUCs were
measured on the same data used to build the models, so they are likely higher than they would be on
new data.

3.4 BRCA2 shows the clearest chromatin link

The most interesting chromatin result came from BRCAZ2. Its repair pathway, homologous recombination,
was more open in the tissues where BRCAZ2 carriers got cancer than in the tissues where they didn't. This
showed up in normal tissue from ENCODE (+ 1.67, the biggest difference of any gene) and again, even
stronger, in actual tumors from TCGA (+ 3.26). Seeing the same direction in two completely separate
datasets makes this the most convincing chromatin link | found (Fig. 3).

Across all 11 genes together, the picture was more mixed. When | looked only at each gene's own
promoter, just 7 of 11 genes had any open DNA peaks, and only three (BRCA1, BRCA2, CHEK?2) had data
for both carrier and non-carrier tissues. There was no difference between the groups (p = 0.99). Looking
at whole pathways gave me data for all 11 genes, but the results changed a lot depending on the version
(Fig. 2). The three Reactome versions showed higher openness in carrier tissues (p =0.017-0.026), but
the mixed pathway version (p = 0.090), the tissue-adjusted version (p = 0.56), the tumor data (p = 0.82),
and the combined data (p = 0.12) did not. None of the eight versions passed the stricter cutoff, so | treat
the all-gene openness effect as a lead rather than a proven result. Showing all eight versions side by side
(Fig. 2) turned out to be a finding of its own: it shows how much a chromatin result can depend on which
pathway list and which tissues you pick.

Looking gene by gene explains why (Fig. 3A). In the Reactome 2 kb version, seven of the 11 genes had
more open pathways in carrier tissues. The biggest differences were in BRCA2 (+ 1.67), GJB2 (+ 0.82),
CHEK2 (+0.78), and ATM (+ 0.68). PMS2 (- 1.00), BUBTB (- 0.34), VHL (- 0.31), and BRCAT (- 0.16) went
the opposite way. In the tumor data (Fig. 3B), BRCA2 was again higher in carrier tissues (+ 3.26), while
CHEK2 and BRCAT1 were lower. NF1 and PMS2 did not have enough data. So chromatin openness seems
to matter a lot for some genes (especially BRCA2) and not for others, which is why averaging all 11
genes together weakens the signal.

3.5 Phase 2: Breaking BRCA1 or BRCA2 leaves the HR-
failure scar in breast cancer

After cleaning, the MC3 file had 9,818 tumors, and 7,991 of them had enough mutations to fit signatures.
Many of my catalog pairs turned out to have very few tumors with a truncating mutation in the gene
(Supplementary Table S3). For example, GJB2 had none in any of its cancer types, and BRIP1, BUB1B, and
CHEK2 had at most two per cancer type. That left 108 testable gene—cancer—signature combinations.

Two of my 11 predictions came out clearly significant (Table 6; Fig. 4). Breast tumors with a broken
BRCAZ2 had a median of 56% of their mutations coming from SBS3, compared to 12% in other breast
tumors. After adjusting for mutation burden, age, and sex, the mutated tumors had about 29 percentage
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points more SBS3 (p = 3.6 x 10-%; corrected p = 2.5 x 10-%). Breast tumors with a broken BRCA1 showed
the same thing: a median of 44% vs. 12%, about 19 points more after adjustment (p = 4.9 x 10-%;
corrected p =0.0017). These were also the only two results out of all 108 exploratory tests that passed
correction (corrected p =3.8 x 10~* and 0.027). Looking at Fig. 4, 9 of the 10 BRCA2-mutated breast
tumors had more SBS3 than the typical breast tumor, and most of them were above 40%.

In ovarian cancer, both genes went the same direction but the difference was smaller and not significant
(BRCAT: +9 points, p = 0.058; BRCA2: +12 points, p = 0.080). | think this makes sense biologically,
because ovarian cancers in TCGA are mostly high-grade serous tumors, and about half of those already
have HR problems from other causes [29]. The “not mutated” ovarian tumors already had a median of
42% SBS3, so there was less room for the mutated ones to stand out (Supplementary Figure S3).

Table 6

The 11 predictions made before running Phase 2 (truncating mutations; adjusted for mutation burden,
age, and sex).

Gene Cancer Signature Mutated Median Adjusted Adjusted Corrected
/ not share difference p P

(mutated
vs. not)

BRCA2 BRCA SBS3 10/ 850 0.56 vs. +0.29 3.6 x 2.5x10°5
0.12 10~

BRCA1T BRCA SBS3 12/ 848 0.44 vs. +0.19 4.9 x 0.0017
0.12 104

BRCA1T 0OV SBS3 16 / 365 0.50 vs. +0.09 0.058 0.14
0.43

BRCA2 0OV SBS3 7/374 0.56 vs. +0.12 0.080 0.14
0.42

ATM LUAD SBS4 17/ 478 0.59 vs. +0.05 0.27 0.37
0.48

ATM LUSC SBS4 6/471 0.41 vs. +0.00 1.00 1.00
0.35

PMS2 UCEC MMR 12/514  0.58vs. +0.04 0.60 0.70
0.26

BRIP1 oV SBS3 0/ 381 not testable

CHEK2 LUAD SBS4 0/ 495 not testable

PALB2  BRCA SBS3 1/859 not testable

PMS2 PRAD MMR 0/344 not testable

“Corrected p” uses Benjamini—Hochberg across the testable predictions. A prediction was not testable
when fewer than three tumors of that cancer type had a truncating mutation in the gene.
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3.6 The other predictions: right direction, not enough
tumors

The ATM and smoking prediction pointed the way | expected. Lung adenocarcinomas with a broken ATM
had a median of 59% of their mutations from smoking (SBS4), compared to 48% in other lung
adenocarcinomas (Supplementary Figure S3). But once | adjusted for mutation burden, the difference
shrank to 5 points and wasn't significant (p = 0.27). This is probably because heavy smokers have more
mutations overall, so they are more likely to have an ATM mutation by chance, and the adjustment takes
that into account. In lung squamous cell cancer, there were only six ATM-mutated tumors and no
difference.

PMS?2 is an interesting case. Endometrial tumors with a broken PMS2 had much more mismatch-repair
damage (median 58% vs. 26%), and the simple Wilcoxon test was significant (p = 0.0099). But after
adjusting for mutation burden, the effect disappeared (p = 0.60). | think the adjustment is actually the
wrong choice for this one gene. When mismatch repair breaks, the tumor ends up with a huge number of
mutations, so mutation burden is a result of losing PMS2 and not a separate factor. Adjusting for it
basically removes the effect I'm trying to measure. So I'd call this result suggestive, not proven either
way. The other four predictions (BRIP1, CHEK2, PALB2 in breast, and PMS2 in prostate) couldn't be tested
because there were zero or one mutated tumors.

| also noticed that many of the unadjusted Wilcoxon tests were significant in stomach and endometrial
cancer (for example, BRCA2 in stomach cancer and higher MMR damage), but none of them held up
after adjusting for mutation burden. Those are the cancer types with the most hypermutated tumors,
which is exactly the problem the adjustment is designed to catch. This is why | used the adjusted model
as my main result.

3.7 The SBS3 effect depends on the tissue

This was the most important result of Phase 2. When | looked at every cancer type with at least three
HR-mutated tumors, the extra SBS3 showed up in the carrier tissues and mostly nowhere else (Fig. 5;
Supplementary Figures S1 and S2). With hypermutated tumors removed, HR-mutated tumors had more
SBS3 in breast (+ 22 points, p = 3.6 x 10-8), prostate (+ 20 points, p = 0.004), and ovarian cancer (+9
points, p =0.017). Pancreatic cancer had too few mutated tumors to test. In the other tissues, like lung,
bladder, colon, endometrium, and head and neck, the effect was close to zero, even though several of
those had more mutated tumors than prostate did. The one other tissue with a clear effect was cervical
cancer (+ 14 points, p = 1.1 x 10-%), which | discuss below.

The interaction model tested this formally (Table 7; Fig. 6). With hypermutated tumors removed, breaking
an HR gene added about 18 points of SBS3 in carrier tissues but only 0.9 points in other tissues (p = 0.66
for the other tissues on their own). The difference between those two effects was very significant
(interaction p = 2.8 x 10-°). BRCAZ2 alone showed the cleanest pattern: +26 points in carrier tissues and
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basically exactly zero elsewhere (- 0.04 points; interaction p = 8.6 x 10-"°). With all tumors included, the
interaction was even stronger (HR group p = 5.4 x 10-2"; BRCA2 p = 1.5 x 10-"7),

BRCA1 was different. With all tumors included, it also looked tissue-specific (+ 15 points in carrier
tissues vs. +0.2 elsewhere; interaction p = 1.4 x 10-4). But after removing hypermutated tumors, BRCAT-
mutated tumors in other tissues also had more SBS3 (+ 13 points, p = 0.004), the same as in carrier
tissues, so the interaction went away (p = 0.99). Only 12 non-hypermutated BRCA7-mutated tumors were
in other tissues, mostly lung squamous and bladder, so this estimate is shaky. But I'm reporting it as is:
the tissue-specific pattern is strong for BRCA2 and for the HR group as a whole, but | can't say the same
for BRCAT on its own.

Table 7

Tissue-specificity and pooled breast + ovarian results (adjusted for mutation burden and age; the
interaction model also adjusts for cancer type).

Group Tumors  Mutated in Effectin Effectin Interaction  Pooled Pooled
carrier / carrier other p breast + p
other tissues tissues ovarian
tissues effect (95%

Cl)

HR All 56 /182 +0.19 -0.03 54 x 102 +0.17 (0.11  2.8x

genes to 0.22) 10-°

HR Non- 54 /62 +0.18 +0.01 2.8x107° +0.15(0.10 3.6 x

genes hyper. to 0.20) 10-8

BRCA2  All 24 /105 +0.26 -0.04 1.5x10""7 +0.24(0.14 4.4x

to 0.33) 107

BRCA2  Non- 22 /31 +0.26 0.00 8.6x10"" +0.24(0.15 1.8x

hyper. t0 0.33) 1077
BRCAT  All 28/ 38 +0.15 +0.00 1.4x10* +0.13(0.06 3.6 x
to 0.20) 10-*
BRCAT  Non- 28/12 +0.13 +0.13 0.99 +0.11 (0.04 0.0026
hyper. t0 0.18)

Pooling breast and ovarian tumors together gave the HR group 49 mutated tumors, about twice as many
as either gene alone, and a clear overall effect of + 17 points of SBS3 (95% Cl 11 to 22; p=2.8 x 10-°). All
three groups stayed significant after removing hypermutated tumors (Table 7).

Two tissues are worth mentioning on their own. Cervical cancer was the only non-carrier tissue with a
clear SBS3 effect. Interestingly, cervical cancer is one of BRCAT's carrier cancer types in my Aim 1
catalog (Table 2), even though it's not one of the four classic ones | picked. Cervical tumors also have a
lot of APOBEC damage, which can sometimes blur with SBS3 when fitting signatures, so | think this
needs a closer look before reading much into it. Second, in the all-tumor analysis, three glioblastomas
with HR mutations had much lower SBS3 than other glioblastomas (- 49 points). All three were
hypermutated and disappeared when | removed hypermutated tumors. Hypermutated glioblastomas are
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usually tumors that came back after treatment with the chemotherapy drug temozolomide, which leaves
its own signature (SBS11) that | didn't include in my fit. So this is most likely a fitting artifact and not
biology.

3.8 Sensitivity check: counting missense mutations

When | also counted missense mutations as “broken,” the groups got bigger, but the breast cancer
signals got weaker (BRCA2: 27 mutated tumors, + 6 points, p = 0.13; BRCA1: 24 tumors, + 6 points, p =
0.16). The ovarian results got slightly stronger (BRCA2 p = 0.023; BRCA1 p = 0.046). The missense
version also produced a couple of strange results in the opposite direction, like less MMR damage in
BRCAT1-missense endometrial tumors, which were almost all hypermutated. Most missense mutations in
big genes like BRCAT and BRCA2 don't actually break the protein [14], so mixing them in adds tumors
whose HR is still working. | think this weakening supports using truncating mutations as the main
definition, since it's what you'd expect if the effect is really coming from losing the gene.

3.9 Putting the two phases together

Phase 1 and Phase 2 point at the same thing for BRCA2, using completely different data. In Phase 1, the
HR pathway around BRCA2 was more open in the tissues where BRCA2 carriers get cancer, in both
ENCODE normal tissues (+ 1.67) and TCGA tumors (+ 3.26). In Phase 2, losing BRCA2 left the HR-failure
scar mainly in carrier tissues and almost nowhere else. Both results fit the same idea: some tissues lean
on HR more heavily, so losing BRCA2 matters much more there. | want to be clear that | didn't directly
test whether the amount of openness in each tissue predicts the size of the SBS3 effect in that tissue.
The two phases also defined carrier tissues a little differently (Phase 1 used the full Aim 1 catalog, and
Phase 2 used the four classic BRCA cancers). Connecting them tissue by tissue is the most important
next step.

4. Discussion

| started this project with a simple question: why do people who inherit the same broken cancer gene
end up with different cancers? Across two phases, | found four main things. First, the cancer types that
carriers of the same gene develop come from tissues with very different exposure histories, and this was
true for all 11 genes. Second, the BRCA2 HR pathway is more open in BRCAZ2 carrier tissues, in both
normal tissue and tumors. Third, when BRCAT or BRCAZ2 is broken in a breast tumor, the tumor carries a
strong HR-failure scar (SBS3). Fourth, and most important, that scar depends on the tissue. For BRCA2
and for the HR genes as a group, it shows up in breast, ovarian, and prostate tumors and is basically
absent in other tissues, even when the gene is just as broken.

The same broken gene doesn't do the same thing everywhere. The tissue-specificity result is the part |

think matters most. If losing BRCAZ2 always caused HR failure, you would expect to see the SBS3 scar in

every tumor with a broken BRCA2, no matter where it grew. That isn't what happened. In lung, bladder,

colon, and head and neck tumors, a truncating BRCA2 mutation came with no extra SBS3 at all. This

matches a clinical study that found BRCA1/2 changes in non-classic tumor types often don't show the
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usual signs of HR loss [25]. There are a few possible reasons. In other tissues, the BRCA2 mutation
might be a passenger that happened after the tumor already formed, the second copy of the gene might
still be working [26], or those tissues might just not depend on HR as much. My Phase 1 results support
the last idea for BRCA2, because its HR pathway was more open in the tissues where the scar shows up.
What | think my project adds is the chromatin side: connecting where the pathway is open to where
losing the gene actually leaves a mark.

Why this could matter for patients. Tumors with HR failure respond to PARP inhibitors, a type of drug
that takes advantage of the broken repair [27]. My results suggest that finding a BRCA2 mutation in a
tumor from a non-classic tissue may not mean the tumor actually has HR failure. Checking the SBS3
scar directly, and not just whether the gene is mutated, might be a better way to decide who would
benefit, which is also what larger clinical studies have suggested [25]. I'm a high school student and not
a doctor, so | don't want to overstate this, but it's the direction the data points.

Exposure is the big pattern, but it's harder to pin to one gene. Phase 1 showed that exposure history
separates carriers' cancer types very well. But in Phase 2, the one exposure-specific prediction | could
test, ATM and smoking in lung cancer, only pointed the right way without reaching significance once |
adjusted for mutation burden. With 17 mutated tumors, | probably didn't have enough to detect a modest
effect. | think the most honest summary is that exposure explains which tissues carriers' cancers come
from in general, while the repair-gene effects | could measure are more tissue-specific and gene-specific.

Not every gene works the same way. In Phase 1, PMS2's mismatch repair pathway was actually less
open in its carrier tissues, which is the opposite of BRCA2. In Phase 2, PMS2-mutated endometrial
tumors had much more mismatch-repair damage before adjustment, but it's hard to separate the gene
effect from the fact that losing mismatch repair creates a huge number of mutations. BRCAT also
behaved differently from BRCA2 once hypermutated tumors were removed. So different predisposition
genes probably shape where cancer shows up through different routes, which is also why pooling all 11
genes together in Phase 1 weakened the chromatin signal.

What | learned about doing this kind of analysis. Three choices made a big difference to what | would
have concluded. If | hadn't adjusted for mutation burden, | would have reported a bunch of “significant”
results in stomach and endometrial cancer that were really just about hypermutation. If | hadn't removed
hypermutated tumors, | would have said BRCA1 was clearly tissue-specific, which it may not be. And if |
had only reported the best of my eight chromatin versions in Phase 1, the all-gene openness result would
have looked real when it didn't pass correction. | tried to report every version | ran so readers can see
how much each choice matters.

5. Limitations

1. Tumor mutations are a stand-in for inherited ones. Phase 2 used tumors where the gene is broken
by a somatic mutation, not inherited carriers. A somatic mutation might hit only one copy of the
gene or happen late in the tumor's life, while inherited carriers start with one broken copy in every
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cell. Some “not mutated” tumors could also belong to inherited carriers. The results should be
repeated in true carriers.

2. Only one copy may be broken. | didn't check whether the second copy of each gene was also lost
(loss of heterozygosity). Tumors where both copies are gone would probably show a stronger SBS3
effect [26].

3. Small groups. Many groups had fewer than 10 mutated tumors, and several predictions (BRIP1,
CHEK2, PALB2 in breast, PMS2 in prostate) couldn't be tested at all. Pancreatic cancer, one of the
four carrier tissues, had too few HR-mutated tumors to test on its own.

4. The tissue follow-up came after seeing Phase 2. | picked the four carrier tissues before running the
follow-up, based on clinical genetics, but after seeing the breast result. It's a follow-up test, not a
fully pre-planned one.

5. Signature fitting on exomes. SBS3 is a flat signature that can be hard to separate from other flat
signatures, especially in tumors with few mutations, and | used genome-based reference signatures
on exome data. The glioblastoma result shows that missing signatures (like SBS11 from
temozolomide) can create artifacts.

6. The two phases weren't connected tissue by tissue. | didn't directly test whether tissues with more
HR-pathway openness have bigger SBS3 effects, and the two phases defined carrier tissues slightly
differently.

7. Phase 1 limits still apply. The Phase 1 signature comparisons used all TCGA tumors of each type,
eight versions of the openness analysis were tested and the all-gene result didn't pass correction,
some tissues were stand-ins, and TCGA is mostly adults, which is why TP53 dropped out.

6. Future Directions

1. Repeat Phase 2 in true inherited carriers by linking each carrier to their own tumor through TCGA
controlled access (with my mentor), and test carriers against non-carriers with the same cancer
type.

2. Connect the two phases tissue by tissue: test whether each tissue's HR-pathway openness predicts
how big the SBS3 effect of a broken BRCAZ2 is in that tissue.

3. Add loss-of-heterozygosity data to separate tumors that lost both copies of an HR gene from
tumors with only one hit, and check the SBS3 results against published HRD scores for TCGA [28].

4. Retest PMS2 without adjusting for mutation burden in a way that fits how mismatch repair works,
and test ATM and smoking in a larger lung cancer cohort.

5. Finish Aim 4 with cross-validated models where each tumor gets openness data from its own tumor
(Corces et al. [10]), so exposure and chromatin can be compared head to head.

7. Conclusion

People who inherit a mutation in the same cancer gene develop cancers in tissues with very different
exposure histories, and this held for all 11 genes | studied. For BRCA2, the tissue matters in two
connected ways: its HR pathway is more open in the tissues where carriers get cancer, and when BRCA2
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is broken, the HR-failure scar shows up in those same tissues (+ 26 points of SBS3) and basically
nowhere else. Together, these results suggest that which cancer a carrier develops depends not just on
the gene they inherit, but on how much each tissue relies on the pathway that gene belongs to. All of this
came from public data, and the pipeline can be reused as soon as the inherited-carrier data becomes
available.

Declarations
Data and Code Availability

All data sources are public and are listed in Table 1. The Phase 2 analysis scripts
(Phase2_Somatic_Proxy_Analysis.R and Phase2b_Tissue_Specificity.R), which download the public data
and reproduce every Phase 2 table and figure, are available on request, along with the Phase 1 scripts
and output files.
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Figures

Harmlul inherited variant records
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Figure 1

How the carrier list was built. The top number counts variant records, and the lower numbers count
gene—cancer pairs.
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Results for all eight versions of the DNA openness analysis. Blue bars had p < 0.05, but none passed the
stricter cutoff for testing eight versions (red dotted line).
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Figure 3

Difference in pathway openness between carrier and non-carrier tissues for each gene, in (A) normal
tissues from ENCODE (Reactome, 2 kb) and (B) tumors from TCGA. Blue means more open in carrier
tissues, and red means less open.

BRCAZ in BRCA: SBS3 BRCA1 in BRCA: SBS3

ﬁ 08 - @ 06+ ‘_I

w w N

E . E " N

2 £ .

w w

5 5

E 0.4 E 0.4+

5 =

E E -

=] =] .

g =

g -

% o '

0.y & 0.0+ .
BRCAZ Ir"utﬁlvan:l naoit n:mamzl BRCAN m utated noit n:lt,a.1va;|

Figure 4

Share of each tumor's mutations that come from SBS3 (the HR-failure signature) in breast cancer,
comparing tumors with a truncating mutation in BRCA2 (left, n = 10) or BRCA1 (right, n = 12) to all other
breast tumors. Each dot is one tumor.
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HR_pooled broken vs not; extra SB53 by cancer type
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Figure 5

Extra SBS3 in tumors with a truncating mutation in any of BRCA1, BRCA2, PALB2, or BRIP1, by cancer
type (hypermutated tumors removed). Points show the adjusted difference in SBS3 share, and lines
show 95% confidence intervals. Red marks the carrier tissues, and n is the number of mutated tumors.
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Figure 6

Extra SBS3 from a broken HR gene in carrier tissues (red) vs. all other tissues (gray), from the interaction
model. (A) All tumors. (B) Tumors with 500 or more mutations removed. The interaction p-value tests
whether the red and gray effects are different.
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