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ABSTRACT

Accurate quantification of musical emotions remains challenging due to the complex relationship between acoustic structures

and human affective perception. Existing approaches mainly focus on fixed spectral representations or categorical emotion

recognition, which limits their ability to capture hierarchical frequency-temporal patterns and continuous emotional variations in

music signals. This paper proposes MASAN-Net, an attention-assisted multi-scale spectral representation learning framework

for continuous music emotion quantification. The proposed framework employs multi-scale convolutional feature extraction

to learn hierarchical spectral representations and introduces frequency-temporal attention mechanisms to adaptively identify

emotion-related acoustic patterns. A regression-based prediction module is further developed to estimate continuous Valence

and Arousal dimensions from music spectrograms. Extensive experiments are conducted on the DEAM dataset, with cross-

dataset validation on the MTG-Jamendo dataset to evaluate generalization capability. Compared with traditional machine

learning methods and advanced deep learning baselines, MASAN-Net achieves superior performance under multiple regression

metrics, including MSE, RMSE, MAE, and Pearson correlation. Ablation studies and repeated experiments further verify

the effectiveness and stability of the proposed framework. Attention visualization provides interpretable insights into the

spectral-temporal regions associated with emotional prediction. The proposed method offers an effective and explainable

solution for intelligent music emotion analysis.

1 Introduction

Music emotion quantification has become an important research topic in intelligent multimedia analysis, affective computing,

and music information retrieval1. Unlike conventional audio understanding tasks that focus on recognizing predefined categories,

continuous emotion quantification aims to estimate the intensity and variation of emotional states expressed in music2. The

emotional perception of music is influenced by complex interactions among spectral characteristics, temporal evolution,

harmonic structures, and acoustic textures3. Therefore, developing computational models capable of effectively learning the

relationship between acoustic representations and human emotional perception is essential for intelligent music analysis and

personalized multimedia applications4.

Early studies on music emotion analysis mainly relied on handcrafted acoustic features, including spectral descriptors,

rhythmic characteristics, and timbral information, combined with traditional machine learning algorithms. Although these

approaches provided initial solutions for computational emotion analysis, their performance was highly dependent on manually

designed feature representations and often failed to capture complex relationships hidden in music signals5. With the rapid

development of deep learning, neural network-based methods have demonstrated strong capabilities in automatically learning

discriminative representations from audio data6. Convolutional neural networks (CNNs) have been widely adopted for

processing Mel-spectrogram representations by capturing local spectral patterns, while recurrent neural networks (RNNs) and

their variants have improved temporal modeling by learning sequential dependencies7. More recently, Transformer-based

architectures have introduced attention mechanisms into audio analysis and achieved promising results by modeling long-range

dependencies8.

Despite these advances, several limitations remain in continuous music emotion quantification. Many existing approaches

rely on single-scale spectral representations, which may be insufficient for modeling hierarchical acoustic structures distributed

across different frequency ranges and temporal resolutions9. Music signals contain diverse spectral components with different

perceptual meanings, and effective emotion modeling requires representation learning strategies capable of integrating multi-

scale information10. Although attention-based models provide powerful global dependency modeling capabilities, most existing

attention mechanisms are designed for general sequence processing and do not explicitly consider the unique frequency-

temporal characteristics of music spectrograms11. The adaptive interaction between frequency-related acoustic information and



temporal emotional evolution remains insufficiently explored12. Many existing studies focus on categorical emotion recognition,

while continuous Valence-Arousal representation provides a more detailed description of emotional intensity and variation13.

The limited interpretability of deep learning-based music analysis models remains a challenge, as the relationship between

learned representations and emotionally relevant spectral regions is often unclear14.

To address these challenges, this paper proposes MASAN-Net, an attention-assisted multi-scale spectral representation

learning framework for continuous music emotion quantification. The proposed framework first transforms music audio

signals into Mel-spectrogram representations and employs multi-scale convolutional feature learning to capture hierarchical

spectral characteristics. A frequency-temporal attention mechanism is then introduced to adaptively enhance emotion-related

spectral and temporal patterns by assigning different importance weights to informative regions. Based on the refined

representations, a regression-based prediction module is developed to estimate continuous Valence and Arousal values, enabling

a more comprehensive description of musical emotions. In addition, attention visualization is incorporated to analyze the

spectral-temporal regions contributing to emotional predictions and improve the interpretability of the proposed framework.

The main contributions of this study are summarized as follows:

• A multi-scale spectral representation learning framework is proposed to capture hierarchical acoustic characteristics from

complex music signals and improve continuous emotion quantification performance.

• A frequency-temporal attention mechanism is developed to adaptively model emotion-related spectral structures and

temporal variations, enabling more effective feature refinement for music emotion analysis.

• An attention-based interpretability strategy is introduced to reveal the relationship between learned spectral representations

and emotional predictions, improving the transparency of deep learning-based music analysis.

• Extensive experiments on the DEAM dataset, together with cross-dataset validation on the MTG-Jamendo dataset,

demonstrate the effectiveness, generalization capability, and stability of the proposed MASAN-Net framework.

The remainder of this paper is organized as follows. Section II introduces related works on music emotion analysis, spectral

representation learning, and attention-based audio modeling. Section III presents the proposed MASAN-Net framework in

detail. Section IV describes the experimental setup, including datasets, implementation details, baseline methods, and evaluation

metrics. Section V reports experimental results and discussions. Finally, Section VI concludes this study and discusses future

research directions.

2 Related Work

2.1 Music Emotion Recognition

Music emotion recognition has been extensively studied as an important research direction in music information retrieval

and affective computing. The primary objective of this task is to computationally model the relationship between acoustic

characteristics and human emotional perception15. Early studies mainly relied on handcrafted acoustic features, including

spectral descriptors, rhythmic patterns, tempo-related information, and timbral characteristics, which were combined with

traditional machine learning algorithms such as support vector machines and regression models. These approaches provided

initial solutions for automatic music emotion analysis; however, their effectiveness was highly dependent on the quality of

manually designed features and their ability to represent complex emotional variations in music signals16. With the development

of deep learning, data-driven approaches have gradually replaced handcrafted feature-based methods by enabling automatic

representation learning from audio signals. Convolutional neural networks (CNNs) have been widely adopted for music emotion

analysis by treating Mel-spectrograms and other time-frequency representations as image-like inputs17. CNN-based models can

effectively capture local spectral structures and learn discriminative acoustic patterns without requiring manually engineered

features18. To further incorporate temporal information, recurrent neural networks (RNNs), long short-term memory networks

(LSTMs), and convolutional recurrent neural networks (CRNNs) have been introduced to model sequential dependencies

in music signals. These methods demonstrate that both spectral characteristics and temporal evolution play important roles

in determining perceived emotional states19. Transformer-based architectures have attracted increasing attention in music

emotion analysis due to their ability to capture long-range dependencies through self-attention mechanisms. By modeling

global relationships among audio features, Transformer-based methods have achieved competitive performance in various audio

understanding tasks. However, most existing approaches are primarily designed for general representation learning and may not

fully consider the unique characteristics of music emotion perception. In particular, music signals contain complex hierarchical

structures distributed across different frequency ranges and temporal scales, which require more adaptive representation

strategies20. Furthermore, many existing studies formulate emotion recognition as a classification problem using discrete

emotion categories, while continuous emotion representation in the Valence-Arousal space provides a more comprehensive
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description of emotional intensity and variation. Therefore, developing models capable of jointly capturing multi-scale spectral

patterns, temporal dynamics, and interpretable emotional representations remains an important challenge in intelligent music

emotion quantification.

2.2 Spectral Representation Learning for Audio Analysis
Spectral representation learning has become a fundamental component in modern audio analysis due to its capability of

transforming complex acoustic signals into structured representations suitable for deep learning models. Raw audio waveforms

contain rich information in both frequency and temporal dimensions, but their high-dimensional and unstructured characteristics

make direct modeling challenging21. Time-frequency representations, such as spectrograms and Mel-spectrograms, provide

an effective solution by converting audio signals into two-dimensional representations that preserve important spectral

characteristics and temporal variations. Among these representations, Mel-spectrograms have been widely adopted in music

and speech analysis because they approximate human auditory perception by emphasizing perceptually meaningful frequency

distributions22. With the development of deep learning, convolutional neural networks have demonstrated strong capabilities in

learning hierarchical representations from spectrogram-based inputs. By applying convolution operations on time-frequency

representations, CNN-based approaches can automatically capture local spectral patterns, including harmonic structures,

timbral characteristics, and frequency variations associated with different acoustic events. These advantages have enabled CNN

architectures to achieve significant improvements in various audio understanding tasks, including music classification, sound

event detection, and emotion analysis23. Conventional CNN-based approaches typically rely on fixed convolutional kernels and

single-scale feature extraction strategies, which may limit their ability to model complex acoustic structures distributed across

different frequency ranges and temporal resolutions. To overcome the limitations of single-scale representation learning, recent

studies have explored multi-scale feature extraction strategies that integrate information from different receptive fields. Multi-

scale architectures enable models to simultaneously capture fine-grained local patterns and broader contextual characteristics,

providing richer representations for complex audio signals. In music analysis, this capability is particularly important because

emotional expression is often associated with interactions among multiple acoustic factors, including short-term spectral

fluctuations, long-term structural changes, and dynamic variations throughout a musical piece24. Therefore, effective emotion

modeling requires representation learning mechanisms that can adaptively integrate multi-scale spectral information. Although

existing spectral representation learning methods have achieved promising performance, several challenges remain. Many

approaches focus primarily on improving feature extraction capability while paying limited attention to the selective importance

of different frequency and temporal regions. In complex music signals, not all spectral components contribute equally to

emotional perception, and the relationship between specific acoustic patterns and emotional responses remains difficult to

model. Consequently, further research is needed to develop adaptive representation learning approaches that can capture

hierarchical spectral structures while identifying emotion-relevant frequency-temporal characteristics25.

2.3 Attention Mechanisms in Audio Understanding
Attention mechanisms have become an important technique in deep learning-based audio understanding due to their ability

to dynamically adjust the importance of different feature components. Unlike conventional neural networks that treat all

extracted features equally, attention-based models assign adaptive weights to informative regions, enabling more effective

representation learning. This property is particularly valuable for audio analysis tasks, where meaningful acoustic patterns may

appear at different temporal positions and frequency ranges26. The introduction of self-attention mechanisms and Transformer

architectures has significantly advanced audio representation learning by enabling models to capture long-range dependencies

without relying on recurrent structures. Transformer-based approaches have been successfully applied in various audio-

related tasks, including speech recognition, sound event detection, and music understanding27. By establishing relationships

among different elements within feature sequences, self-attention mechanisms provide a powerful strategy for modeling

complex interactions in audio signals. However, most Transformer-based methods employ general attention strategies that

are not specifically designed for the structural characteristics of time-frequency audio representations28. For spectrogram-

based audio analysis, attention mechanisms have been further explored to enhance the selection of important frequency and

temporal information29. Frequency attention focuses on identifying informative spectral components, while temporal attention

emphasizes significant moments or dynamic variations within audio sequences30. These strategies have demonstrated potential

for improving model performance by reducing the influence of irrelevant information and highlighting task-related acoustic

patterns. In music emotion analysis, such adaptive weighting is especially meaningful because emotional perception is often

associated with specific combinations of spectral characteristics and temporal evolution patterns31. Despite these advantages,

existing attention-based audio models still face several limitations. Many approaches apply attention mechanisms as general

feature enhancement modules without explicitly considering the complementary relationship between frequency structures and

temporal dynamics in music signals. Existing methods often focus primarily on prediction performance, while providing limited

interpretation of which acoustic regions contribute to emotional decisions. This lack of transparency restricts the understanding

of deep learning models in affective computing applications32. Developing attention mechanisms that are specifically adapted
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to music spectral representations remains an important research direction. An effective framework should not only capture

global dependencies but also distinguish the relative importance of different frequency bands and temporal segments associated

with emotional expression. These observations motivate the development of MASAN-Net, which integrates multi-scale spectral

representation learning with frequency-temporal attention mechanisms to achieve more accurate and interpretable continuous

music emotion quantification.

3 Methodology

3.1 Problem Formulation

In this study, music emotion quantification is formulated as a continuous regression problem, where the objective is to learn the

mapping relationship between music audio signals and their corresponding emotional representations in the Valence-Arousal

space. Given an input music signal, the task is to extract discriminative spectral characteristics and predict continuous emotional

values rather than assigning discrete emotion categories. Let the input audio signal be represented as x(t), where t denotes

the temporal index. The corresponding time-frequency representation is obtained through spectral transformation and can be

formulated as

S = F (x(t)) (1)

where S represents the generated spectrogram feature and F (·) denotes the time-frequency transformation function. In this

work, the Mel-spectrogram representation is adopted as the primary acoustic representation due to its effectiveness in capturing

perceptually relevant frequency patterns in music signals. The objective of the proposed framework is to learn a nonlinear

mapping function that estimates the continuous emotional state from the extracted spectral representation. Given the input

spectrogram S, the model aims to predict the emotional vector

ŷ = f (S;θ) (2)

where ŷ = [v̂, â] represents the predicted Valence and Arousal values, f (·) denotes the proposed MASAN-Net framework,

and θ represents the trainable model parameters. The optimization objective is to minimize the difference between the predicted

emotional values and the ground-truth annotations. Therefore, the learning process can be formulated as

θ ∗ = argmin
θ

1

N

N

∑
i=1

L (yi, ŷi) (3)

where N denotes the number of training samples, yi represents the ground-truth emotional annotation, ŷi represents the

predicted emotion vector, and L (·) denotes the regression loss function. Through this formulation, MASAN-Net is designed to

learn hierarchical spectral representations and capture emotion-related frequency-temporal patterns from music audio signals,

providing a unified framework for continuous music emotion quantification.

3.2 MASAN-Net

The proposed framework follows a hierarchical representation learning pipeline, which transforms raw music signals into

Mel-spectrogram representations and progressively extracts emotion-related acoustic features through multi-scale spectral

encoding, frequency-temporal attention enhancement, and regression-based emotion prediction. As shown in Fig. 1, the

framework consists of four main components: time-frequency representation construction, multi-scale spectral feature learning,

frequency-temporal attention refinement, and continuous emotion quantification. This design enables MASAN-Net to jointly

model hierarchical spectral characteristics and temporal emotional variations in complex music signals. After obtaining

the multi-scale spectral representation, the proposed framework introduces a frequency-temporal attention mechanism to

adaptively enhance emotion-related features. The frequency attention module focuses on identifying informative spectral

regions associated with different acoustic components, while the temporal attention module captures dynamically changing

patterns along the time dimension. Through the interaction between frequency-aware and temporal-aware representations,

MASAN-Net is capable of modeling complex relationships between spectral structures and emotional expressions in music

signals. The enhanced feature representation is aggregated and transmitted to a multilayer perceptron (MLP) regression head

for continuous emotion prediction. Instead of assigning predefined emotion categories, the proposed framework estimates

emotional values in the two-dimensional Valence-Arousal space, enabling a more detailed representation of emotional intensity

and variation. The complete learning process can be formulated as
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ŷ = g(A (C (S))) (4)

where S denotes the input Mel-spectrogram, C (·) represents the multi-scale convolutional feature extraction module, A (·)
represents the frequency-temporal attention enhancement module, g(·) denotes the MLP regression head, and ŷ represents

the predicted Valence-Arousal vector. Through this hierarchical architecture, MASAN-Net integrates spectral representation

learning and attention-based feature refinement to effectively capture emotion-related acoustic patterns from complex music

signals.

Figure 1. Overall framework of MASAN-Net. The proposed architecture transforms music signals into Mel-spectrogram

representations and performs multi-scale spectral feature learning, frequency-temporal attention refinement, and continuous

emotion quantification.

3.3 Multi-scale Frequency-Temporal Attention Representation Learning

The core component of MASAN-Net is the proposed multi-scale frequency-temporal attention representation learning module,

which aims to enhance the model’s capability of capturing emotion-related spectral and temporal patterns. The detailed structure

of this module is illustrated in Fig. 2.The module first extracts multi-scale spectral features through parallel convolution

operations with different receptive fields. The extracted representations are then adaptively refined by frequency attention

and temporal attention mechanisms, enabling the model to emphasize informative frequency bands and emotionally relevant

temporal segments. Given the input Mel-spectrogram feature map S, three convolution branches with different kernel sizes are

employed to obtain multi-scale representations. The extracted features are concatenated to generate the integrated representation

Zms, which can be formulated as:
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Multiple convolutional operations with different kernel sizes are applied to capture acoustic patterns at various temporal

and frequency resolutions. The extracted feature maps can be represented as

Zi = σ(Wi ∗S+bi) (5)

where Wi and bi denote the convolutional parameters of the i-th branch, ∗ represents the convolution operation, σ(·) denotes

the nonlinear activation function, and Zi represents the extracted feature representation from the corresponding scale. The

multi-scale features are subsequently aggregated to construct a comprehensive spectral representation

Zms =Concat(Z1,Z2, ...,Zn) (6)

where Zms denotes the fused multi-scale spectral feature. By integrating information from different receptive fields, the

encoder is able to capture both local acoustic variations and global structural characteristics embedded in music signals.

Figure 2. Detailed architecture of the multi-scale frequency-temporal attention mechanism in MASAN-Net. The module

extracts hierarchical spectral representations through multi-scale convolution operations and adaptively enhances feature

representations using frequency and temporal attention mechanisms.

After obtaining the multi-scale spectral representation, a frequency attention mechanism is introduced to adaptively

model the importance of different frequency components. Since different frequency regions may correspond to distinct

acoustic characteristics, the frequency attention module learns feature weights along the spectral dimension and emphasizes

emotion-relevant frequency patterns. The attention calculation can be formulated as
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A f = σ(Wf Zms +b f ) (7)

where A f represents the learned frequency attention weights, and Wf and b f are trainable parameters. The refined

frequency-aware representation is obtained by applying the attention weights to the original spectral features

Z f = A f ⊙Zms (8)

where ⊙ denotes element-wise multiplication.

Although frequency information provides important acoustic cues, emotional expression in music is also strongly related

to temporal evolution and dynamic changes. Therefore, a temporal attention mechanism is further introduced to capture

emotionally significant temporal patterns. The temporal attention weights are calculated as

At = σ(WtZ f +bt) (9)

where At represents the temporal attention map. The final frequency-temporal enhanced representation is obtained by

combining both attention dimensions

Z f t = At ⊙Z f (10)

where Z f t denotes the final emotion-oriented spectral representation. Through the joint optimization of multi-scale convolu-

tional feature extraction and frequency-temporal attention enhancement, MASAN-Net is capable of selectively emphasizing

informative spectral regions while suppressing irrelevant acoustic variations. This design enables the model to establish a more

effective relationship between complex music structures and continuous emotional representations.

3.4 Emotion Quantification and Interpretability Analysis
After the frequency-temporal attention representation learning process, the enhanced feature representation is further transformed

into continuous emotional predictions through a regression-based quantification module. The overall emotion quantification

pipeline is illustrated in Fig. 3. The attention-enhanced feature representation Z f t is first aggregated through global pooling

to obtain compact feature vectors. Subsequently, an MLP regression module learns the nonlinear mapping between acoustic

representations and emotional states, producing continuous Valence and Arousal estimations. This regression-based design

enables MASAN-Net to model the gradual variations of musical emotions rather than assigning samples into discrete categories.

Furthermore, the proposed framework incorporates an attention-based interpretability strategy to analyze the relationship

between learned representations and emotional predictions.The generated attention maps provide insights into the spectral-

temporal regions that contribute to the final emotion estimation. This analysis improves the transparency of MASAN-Net and

helps reveal the acoustic characteristics associated with perceived emotional responses.

The final feature representation Z f t is first aggregated through a global feature pooling operation and then mapped into the

emotional space through a multilayer perceptron (MLP) regression head. The prediction process can be formulated as

ŷ =Woφ(WhZ f t +bh)+bo (11)

where Wh and Wo represent the learnable weights of the hidden and output layers, bh and bo denote the corresponding

biases, φ(·) represents the nonlinear activation function, and ŷ = [v̂, â] represents the predicted Valence and Arousal values.

By optimizing the regression objective, the proposed framework is able to learn the continuous relationship between spectral

characteristics and emotional perception.

The training objective of MASAN-Net is defined based on the mean squared error between the predicted emotional values

and the ground-truth annotations. The regression loss is formulated as

LMSE =
1

N

N

∑
i=1

(yi − ŷi)
2 (12)

where N denotes the number of training samples, yi represents the ground-truth emotional value, and ŷi denotes the

predicted value. Minimizing this objective encourages the model to generate accurate continuous emotional representations

while preserving the subtle variations of musical affective expression.
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Figure 3. Emotion quantification and interpretability pipeline of MASAN-Net. The attention-enhanced feature representation

is transformed into continuous Valence and Arousal predictions through global pooling and MLP regression, while attention

visualization reveals the spectral-temporal regions contributing to emotional estimation.
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In addition to prediction accuracy, interpretability is an important consideration for deep learning-based music analysis

models. To investigate how MASAN-Net identifies emotion-related acoustic patterns, the attention weights generated by

the frequency-temporal attention modules are utilized to construct attention maps. The learned frequency attention map and

temporal attention map are projected back to the original spectrogram space to visualize the contribution of different spectral

regions during emotion prediction. The attention representation can be expressed as

M = At ⊙A f (13)

where M represents the integrated attention map, and At and A f denote the temporal and frequency attention weights,

respectively. Higher attention values indicate that the corresponding time-frequency regions contribute more significantly to

the emotional prediction process. Through this interpretability analysis, MASAN-Net not only provides quantitative emotion

estimation but also reveals the underlying spectral characteristics associated with emotional expression in music.

4 Experimental Setup

The overall experimental procedure adopted in this study is summarized in Fig. 4. Music datasets are prepared and transformed

into suitable time-frequency representations. Subsequently, the processed features are used to train MASAN-Net, followed

by continuous emotion prediction and attention-based interpretability analysis. The model performance is evaluated through

regression metrics, ablation experiments, cross-dataset validation, and statistical stability analysis.

Figure 4. Experimental pipeline of MASAN-Net. The workflow includes dataset preparation, data preprocessing, model

training, continuous emotion prediction with interpretability analysis, and comprehensive evaluation using multiple

experimental strategies.

4.1 Dataset Description
To evaluate the effectiveness of the proposed MASAN-Net framework for continuous music emotion quantification, two publicly

available music datasets are employed in this study, including the Database for Emotional Analysis of Music (DEAM)33 and the
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MTG-Jamendo dataset34. These datasets are selected because they provide large-scale music recordings with emotion-related

annotations, enabling the evaluation of deep learning models for audio-based affective computing tasks. The DEAM dataset is

used as the primary benchmark dataset for model training and evaluation because it provides continuous emotional annotations

in the Valence-Arousal space, which is consistent with the objective of this study. Unlike categorical emotion recognition tasks

that assign music pieces into predefined emotional classes, the continuous Valence-Arousal representation describes emotional

states as numerical dimensions, allowing models to capture subtle variations in musical expression. Each audio sample

in DEAM is associated with affective annotations reflecting perceived emotional characteristics, providing an appropriate

foundation for investigating the relationship between spectral structures and emotional responses. In this study, the audio

recordings from DEAM are transformed into Mel-spectrogram representations and used as input for MASAN-Net to learn

hierarchical frequency-temporal patterns related to emotional perception. In addition to the main experimental evaluation,

the MTG-Jamendo dataset is adopted as an external validation dataset to further examine the generalization capability of the

proposed framework. Compared with the DEAM dataset, MTG-Jamendo contains a broader collection of music recordings

covering diverse musical styles and acoustic characteristics, making it suitable for evaluating whether the learned spectral

representations can be transferred beyond the original training distribution. Although the annotation strategy and task definition

of MTG-Jamendo differ from those of DEAM, its diverse music content provides additional evidence regarding the robustness

of the proposed model in handling complex audio signals. Therefore, the DEAM dataset is mainly utilized for supervised

continuous emotion regression, while MTG-Jamendo is employed to assess the adaptability of MASAN-Net under a more

diverse music environment. The combination of these two datasets provides a comprehensive evaluation protocol for the

proposed framework. The DEAM dataset enables detailed analysis of emotion prediction performance through quantitative

regression metrics, while the MTG-Jamendo dataset provides an additional perspective on model robustness and generalization.

By conducting experiments across datasets with different musical characteristics, this study aims to verify that MASAN-Net

can effectively learn emotion-related spectral representations rather than relying on dataset-specific patterns. This experimental

design supports a more reliable assessment of the proposed attention-assisted spectral representation learning framework for

intelligent music emotion quantification.

4.2 Data Preprocessing
To provide consistent input representations for MASAN-Net, all audio samples are processed through a unified preprocessing

pipeline before model training and evaluation. Since raw audio signals contain redundant information and variations caused

by recording conditions, the original waveforms are first normalized to reduce amplitude differences among different music

recordings. The processed audio signals are then transformed from the time domain into time-frequency representations, which

preserve both spectral characteristics and temporal evolution information. In this study, Mel-spectrograms are adopted as the

primary input representation because they provide a perceptually meaningful frequency representation and have been widely

applied in audio understanding tasks. The Mel-spectrogram can be generated by applying short-time Fourier transform (STFT)

followed by Mel filter bank conversion, which can be formulated as

M(m, t) =
K−1

∑
k=0

H(m,k)|X(k, t)|2 (14)

where X(k, t) represents the short-time Fourier transform of the audio signal, H(m,k) denotes the Mel filter bank, m indicates

the Mel frequency index, and t represents the temporal frame. The resulting Mel-spectrogram captures frequency-dependent

acoustic patterns while maintaining temporal information required for emotion-related analysis. To ensure compatibility with the

convolutional feature extraction module, all generated spectrogram representations are converted into unified input dimensions.

This process enables MASAN-Net to learn consistent hierarchical spectral features across different music samples. During

preprocessing, the same transformation strategy is applied to both the DEAM dataset and the MTG-Jamendo dataset to reduce

distribution differences caused by feature extraction procedures. For model training, the DEAM dataset is divided into training

and testing subsets following a consistent experimental protocol, while the MTG-Jamendo dataset is processed independently

and used for external validation to evaluate the generalization capability of the proposed framework. To improve the robustness

of the learned representations, the preprocessing pipeline preserves the essential frequency and temporal structures of music

signals rather than applying aggressive information reduction. This design allows the subsequent multi-scale convolutional

encoder and frequency-temporal attention modules to effectively capture emotion-related acoustic patterns. Through this

standardized preprocessing procedure, the input data maintain sufficient spectral information for continuous Valence-Arousal

prediction and provide a reliable foundation for evaluating the performance of MASAN-Net.

4.3 Implementation Details
The proposed MASAN-Net framework is implemented using the PyTorch 2.1.0 deep learning framework and trained on a

workstation equipped with an NVIDIA RTX 3090 GPU with 24 GB memory. The experiments are conducted under the CUDA
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12.1 environment to accelerate model training and ensure computational efficiency. All experiments are performed using the

same hardware and software configurations to provide a fair comparison between MASAN-Net and the baseline methods.

During the training process, the AdamW optimizer is adopted to update the network parameters due to its effectiveness in

optimizing deep neural networks with complex architectures. The initial learning rate is set to 1×10−4, and a cosine annealing

learning rate scheduler is employed to gradually adjust the learning rate during training. The batch size is set to 32, and the

maximum training epoch is configured as 100. An early stopping strategy is applied according to the validation performance to

prevent overfitting and select the optimal model parameters. Since the proposed task is formulated as a continuous emotion

regression problem, the mean squared error (MSE) loss is utilized as the optimization objective. During training, the model

learns the mapping relationship between Mel-spectrogram representations and continuous Valence-Arousal annotations by

minimizing the difference between predicted and ground-truth emotional values. The optimization process can be expressed as

updating model parameters through gradient-based backpropagation until convergence. To ensure the reliability of experimental

results, each model is independently trained five times with different random initialization settings. The final performance

is reported as the mean value with standard deviation across multiple runs. All baseline methods are implemented under the

same experimental conditions, including identical preprocessing procedures, training strategies, and evaluation protocols. This

experimental configuration provides a consistent and reproducible environment for evaluating the effectiveness and robustness

of the proposed MASAN-Net framework for intelligent music emotion quantification.

4.4 Baseline Methods

To comprehensively evaluate the effectiveness of MASAN-Net, several representative baseline methods are selected for

comparison. These baseline models cover different categories of approaches, including traditional machine learning methods,

convolutional neural network-based models, recurrent neural network-based models, and attention-based architectures. All

baseline models are trained and evaluated using the same preprocessed audio representations and experimental protocols

as the proposed framework to ensure a fair comparison. Support Vector Machine (SVM) and Random Forest (RF) are

selected as traditional machine learning baselines. These methods represent conventional approaches that rely on manually

extracted or predefined acoustic features for music emotion analysis. SVM is widely used for audio classification and

regression tasks due to its strong generalization capability in high-dimensional feature spaces, while Random Forest provides

an ensemble learning strategy that can capture nonlinear relationships between acoustic features and emotional responses.

Although these methods do not perform automatic feature extraction, they provide important references for evaluating the

effectiveness of deep representation learning. A Convolutional Neural Network (CNN) model is included as a deep learning

baseline to investigate the contribution of automatic spectral feature extraction. CNN-based methods have demonstrated strong

performance in audio analysis tasks by learning local patterns from time-frequency representations. However, conventional

CNN architectures mainly focus on local spectral structures and may have limited capability in modeling long-range temporal

dependencies. To further consider temporal information, Convolutional Recurrent Neural Network (CRNN) and CNN-LSTM

models are introduced as sequential modeling baselines. CRNN combines convolutional feature extraction with recurrent

layers to jointly capture spectral and temporal patterns, while CNN-LSTM integrates CNN-based acoustic representation

learning with long-term dependency modeling through LSTM networks. A Transformer-based model is selected as an

advanced attention-based baseline. Transformer architectures have shown promising performance in audio understanding

by modeling global dependencies through self-attention mechanisms. This baseline enables an evaluation of whether the

proposed frequency-temporal attention mechanism can provide additional advantages compared with general attention-based

representation learning. Compared with these existing approaches, MASAN-Net further incorporates multi-scale spectral

feature extraction and specialized frequency-temporal attention enhancement to adaptively identify emotion-related acoustic

patterns from complex music signals. The comparison among these baseline methods provides a comprehensive evaluation

of the proposed framework from different perspectives, including traditional feature-based learning, local spectral modeling,

sequential dependency modeling, and global attention-based representation learning. This experimental design allows the

effectiveness of each component in MASAN-Net to be systematically analyzed for continuous music emotion quantification.

4.5 Evaluation Metrics

Since the proposed task is formulated as a continuous emotion quantification problem, the performance of MASAN-Net is

evaluated using regression-based metrics rather than classification accuracy measures. Four widely adopted evaluation metrics

are employed to comprehensively assess the prediction performance, including mean squared error (MSE), root mean squared

error (RMSE), mean absolute error (MAE), and Pearson correlation coefficient (PCC). These metrics evaluate different aspects

of prediction quality, including absolute prediction error and the consistency between predicted and ground-truth emotional

values.

Mean squared error measures the average squared difference between the predicted emotional values and the ground-truth

annotations. It is sensitive to larger prediction deviations and is defined as
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MSE =
1

N

N

∑
i=1

(yi − ŷi)
2 (15)

where N represents the number of samples, yi denotes the ground-truth emotional value, and ŷi represents the predicted

value. A lower MSE indicates that the model produces predictions closer to the reference annotations.

Root mean squared error is calculated as the square root of MSE and provides an error measurement in the same scale as

the original emotional values. It is formulated as

RMSE =

√

1

N

N

∑
i=1

(yi − ŷi)2 (16)

Compared with MSE, RMSE provides a more intuitive interpretation of prediction deviation and maintains sensitivity to

large errors.

Mean absolute error calculates the average absolute difference between predictions and ground-truth values, which provides

a more robust measurement of overall prediction accuracy. The MAE is defined as

MAE =
1

N

N

∑
i=1

|yi − ŷi| (17)

where smaller MAE values indicate better prediction performance and lower deviation from human emotional annotations.

In addition to error-based measurements, Pearson correlation coefficient is employed to evaluate the linear correlation

between predicted and actual emotional values. This metric reflects whether the model can accurately capture the variation

trend of emotional states and is defined as

PCC =
∑

N
i=1(yi − ȳ)(ŷi − ¯̂y)

√

∑
N
i=1(yi − ȳ)2

√

∑
N
i=1(ŷi − ¯̂y)2

(18)

where ȳ and ¯̂y represent the mean values of the ground-truth and predicted emotional scores, respectively. A higher PCC

value indicates stronger consistency between the predicted emotional trajectory and the actual affective perception.

For all regression metrics, lower values of MSE, RMSE, and MAE indicate better prediction accuracy, while higher PCC

values represent stronger correlation with human-provided emotional annotations. By combining error-based and correlation-

based evaluation criteria, the effectiveness of MASAN-Net can be comprehensively assessed from both quantitative accuracy

and emotional representation consistency perspectives.

5 Results and Discussion

5.1 Overall Performance Comparison

The overall performance comparison between MASAN-Net and the selected baseline methods on the DEAM dataset is presented

in Table 1. Traditional machine learning approaches, including SVM and Random Forest, obtain relatively limited performance,

with PCC values below 0.45 for both Valence and Arousal prediction. This limitation is mainly caused by their dependence

on manually designed acoustic representations, which cannot fully capture the hierarchical spectral structures and temporal

variations contained in music signals. Deep learning-based methods achieve substantial improvements by automatically learning

discriminative representations from Mel-spectrogram inputs. The CNN model improves the Valence PCC to 0.486 and the

Arousal PCC to 0.526, demonstrating the effectiveness of convolutional feature extraction for modeling local spectral patterns.

However, its performance remains limited due to the lack of temporal dependency modeling. By introducing sequential

representation learning, CRNN and CNN-LSTM further improve the PCC values, reaching 0.536/0.574 and 0.558/0.601 for

Valence and Arousal, respectively. These results confirm the importance of temporal dynamics in continuous music emotion

prediction. The Transformer baseline achieves competitive performance with PCC values of 0.581 and 0.624, benefiting from

self-attention-based global dependency modeling. Nevertheless, conventional Transformer architectures are not specifically

optimized for the frequency-temporal characteristics of music spectrograms and may treat different spectral components with

insufficient task-specific adaptation. Compared with all baseline approaches, MASAN-Net achieves the best performance
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on both emotional dimensions, obtaining RMSE values of 0.212 and 0.190, together with PCC values of 0.636 and 0.681

for Valence and Arousal prediction. Compared with the strongest Transformer baseline, MASAN-Net reduces the Valence

RMSE from 0.228 to 0.212 and improves PCC by 0.055, while the Arousal RMSE decreases from 0.207 to 0.190 with a PCC

improvement of 0.057. The performance gains can be attributed to the proposed multi-scale spectral representation learning

and frequency-temporal attention enhancement strategy. The multi-scale convolutional module enables MASAN-Net to capture

acoustic patterns from different receptive fields, while the frequency and temporal attention mechanisms adaptively emphasize

emotion-related spectral regions and dynamic musical variations. These results demonstrate that the proposed framework

establishes a more effective mapping between complex acoustic structures and continuous emotional states, providing a robust

solution for intelligent music emotion quantification.

Table 1. Performance comparison of different methods on the DEAM dataset for continuous emotion quantification. The best

results are highlighted in bold.

Method
Valence Arousal

MSE ↓ RMSE ↓ MAE ↓ PCC ↑ MSE ↓ RMSE ↓ MAE ↓ PCC ↑

SVM35 0.084 0.290 0.228 0.362 0.073 0.270 0.214 0.401

Random Forest36 0.078 0.279 0.219 0.395 0.068 0.261 0.205 0.432

CNN37 0.064 0.253 0.198 0.486 0.055 0.235 0.181 0.526

CRNN38 0.058 0.241 0.187 0.536 0.049 0.221 0.169 0.574

CNN-LSTM39 0.055 0.235 0.182 0.558 0.046 0.214 0.163 0.601

Transformer40 0.052 0.228 0.176 0.581 0.043 0.207 0.157 0.624

MASAN-Net 0.045 0.212 0.163 0.636 0.036 0.190 0.143 0.681

5.2 Overall Average Performance
To provide a comprehensive evaluation of continuous music emotion quantification capability, the average performance

across Valence and Arousal dimensions is summarized in Table 2. Compared with the dimension-specific results reported in

Table 1, the average evaluation provides an integrated measurement of prediction accuracy and emotional consistency across

different affective dimensions. The results show that traditional machine learning approaches achieve relatively limited overall

performance, with average PCC values of 0.382 and 0.414 for SVM and Random Forest, respectively. This indicates that

handcrafted acoustic representations are insufficient to fully describe the complex spectral and temporal patterns associated with

continuous emotional variations. Deep learning-based models demonstrate consistent improvements by learning discriminative

representations directly from Mel-spectrogram inputs. CNN achieves an average PCC of 0.506, confirming the effectiveness

of convolutional feature extraction for capturing local spectral characteristics. However, its average RMSE of 0.244 remains

higher than sequential and attention-based approaches, indicating that single-scale convolution cannot sufficiently model the

dynamic evolution of musical emotions. By incorporating temporal dependency modeling, CRNN and CNN-LSTM further

reduce the average RMSE to 0.231 and 0.225, respectively, while improving the average PCC to 0.555 and 0.580. These results

demonstrate the importance of temporal information for continuous emotion representation. The Transformer baseline obtains

an average PCC of 0.603 and an average RMSE of 0.218, benefiting from global dependency modeling through self-attention

mechanisms. Nevertheless, its performance remains limited because the conventional attention mechanism does not explicitly

consider the hierarchical frequency structures and temporal characteristics of music spectrograms. In comparison with all

baseline methods, MASAN-Net achieves the best overall performance, obtaining the lowest average RMSE of 0.201, the

lowest average MAE of 0.153, and the highest average PCC of 0.659. Compared with the Transformer baseline, MASAN-Net

improves average PCC by 0.056 while reducing average RMSE by 0.017. These improvements can be attributed to the joint

optimization of multi-scale spectral representation learning and frequency-temporal attention enhancement. The multi-scale

feature extraction module enables the model to capture acoustic patterns from different receptive fields, while the attention

mechanism adaptively emphasizes emotion-relevant spectral regions and temporal variations. The consistent improvement

across all average evaluation metrics demonstrates that MASAN-Net provides a more robust and comprehensive representation

learning strategy for continuous music emotion quantification.

5.3 Ablation Study
To investigate the contribution of each component in MASAN-Net, an ablation study is conducted on the DEAM dataset, and

the results are reported in Table 3. The complete MASAN-Net consistently achieves the best performance on both Valence

and Arousal prediction, demonstrating that the proposed multi-scale spectral representation learning and frequency-temporal

attention mechanisms provide complementary improvements for continuous music emotion quantification. The CNN baseline

obtains PCC values of 0.486 and 0.526 for Valence and Arousal prediction, respectively, which are substantially lower than
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Table 2. Overall average performance comparison of different methods on the DEAM dataset.

Method Average RMSE ↓ Average MAE ↓ Average PCC ↑
SVM 0.280 0.221 0.382

Random Forest 0.270 0.212 0.414

CNN 0.244 0.190 0.506

CRNN 0.231 0.178 0.555

CNN-LSTM 0.225 0.173 0.580

Transformer 0.218 0.167 0.603

MASAN-Net 0.201 0.153 0.659

the complete MASAN-Net. This performance gap indicates that conventional single-scale convolutional feature extraction is

insufficient for modeling the hierarchical acoustic structures of music signals. After removing the multi-scale spectral feature

extraction module (MASAN-Net w/o MS), the Valence and Arousal PCC values decrease from 0.636 to 0.602 and from 0.681 to

0.651, respectively. The corresponding RMSE increases by 0.014 and 0.014, confirming that multi-scale representation learning

plays a fundamental role in capturing acoustic patterns distributed across different frequency and temporal resolutions. By

integrating multiple receptive fields, MASAN-Net can simultaneously preserve local spectral variations and global contextual

information. The removal of the frequency attention module results in further performance degradation, with Valence PCC

decreasing from 0.636 to 0.614 and Arousal PCC decreasing from 0.681 to 0.662. This demonstrates that adaptive frequency

selection is important for identifying emotion-related spectral components. Since different frequency regions contain distinct

acoustic characteristics, the frequency attention mechanism enables MASAN-Net to selectively enhance informative spectral

patterns while suppressing irrelevant information. Removing the temporal attention module reduces the PCC values to 0.621

and 0.667 for Valence and Arousal, respectively. The performance decrease indicates that temporal dependency modeling is

essential for capturing the dynamic evolution of musical emotions. In particular, the larger degradation observed in Arousal

prediction suggests that temporal variations play a more important role in representing emotional intensity changes. The

consistent improvements achieved by the complete MASAN-Net verify that multi-scale spectral learning, frequency attention,

and temporal attention contribute independently while working synergistically. The ablation results demonstrate that the

proposed architecture effectively integrates hierarchical spectral analysis with adaptive feature refinement, leading to more

accurate and robust continuous emotion quantification.

Table 3. Ablation study of different components in MASAN-Net on the DEAM dataset.

Model
Valence Arousal

RMSE ↓ PCC ↑ RMSE ↓ PCC ↑
CNN Baseline 0.253 0.486 0.235 0.526

MASAN-Net w/o MS 0.226 0.602 0.204 0.651

MASAN-Net w/o FA 0.220 0.614 0.198 0.662

MASAN-Net w/o TA 0.217 0.621 0.196 0.667

MASAN-Net 0.212 0.636 0.190 0.681

5.4 Cross-dataset Generalization

To further evaluate the generalization capability of MASAN-Net, a cross-dataset validation experiment is conducted on the

MTG-Jamendo dataset. Different from the in-domain evaluation on the DEAM dataset, all models are trained using DEAM

and directly evaluated on MTG-Jamendo without additional fine-tuning. The results are summarized in Table 4. Since

MTG-Jamendo contains diverse musical styles and different acoustic distributions, the performance degradation compared

with the DEAM evaluation is expected and provides a more challenging assessment of model robustness. The CNN baseline

achieves PCC values of 0.421 and 0.468 for Valence and Arousal prediction, respectively, indicating that models relying

mainly on local spectral feature extraction are more sensitive to distribution variations. Although CRNN and CNN-LSTM

improve the generalization performance by incorporating temporal dependency modeling, their PCC values remain limited

to 0.472/0.523 and 0.495/0.548, respectively. These results suggest that temporal modeling alone cannot fully address the

variations in spectral structures and emotional expressions across different music datasets. The Transformer-based model

achieves stronger cross-dataset performance, obtaining PCC values of 0.526 and 0.574 for Valence and Arousal, respectively.

This improvement demonstrates the advantage of global dependency modeling through self-attention mechanisms. However,

the performance remains affected by the absence of music-specific frequency-temporal adaptation, which limits its ability to
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selectively capture transferable emotion-related acoustic patterns. Compared with all baseline methods, MASAN-Net achieves

the best generalization performance on MTG-Jamendo, with RMSE values of 0.231 and 0.211 and PCC values of 0.571 and

0.621 for Valence and Arousal prediction. Compared with the Transformer baseline, MASAN-Net improves PCC by 0.045

and 0.047 on the two emotional dimensions while reducing RMSE by 0.016 and 0.015, respectively. These improvements

demonstrate that the proposed framework learns more transferable spectral representations under distribution shifts. The

enhanced generalization capability can be attributed to the joint design of multi-scale spectral representation learning and

frequency-temporal attention mechanisms. The multi-scale feature extraction module reduces the dependence on specific

spectral resolutions by capturing acoustic patterns from different receptive fields, while the attention mechanisms dynamically

emphasize emotion-related frequency regions and temporal variations. These results confirm that MASAN-Net provides a

robust representation learning strategy for practical music emotion quantification scenarios.

Table 4. Cross-dataset generalization performance on the MTG-Jamendo dataset. Models are trained on the DEAM dataset

and evaluated on the MTG-Jamendo dataset.

Method
Valence Arousal

RMSE ↓ PCC ↑ RMSE ↓ PCC ↑
CNN 0.276 0.421 0.259 0.468

CRNN 0.261 0.472 0.241 0.523

CNN-LSTM 0.254 0.495 0.233 0.548

Transformer 0.247 0.526 0.226 0.574

MASAN-Net 0.231 0.571 0.211 0.621

5.5 Statistical Stability Analysis

To evaluate the stability and reliability of the proposed framework, a statistical analysis based on five independent training

runs with different random initialization settings is conducted. The average performance and standard deviation of RMSE

and PCC values are reported in Table 5. This analysis provides an additional evaluation perspective by examining whether

the performance improvements are consistent across different optimization processes rather than resulting from a particular

initialization condition. The results show that all evaluated models maintain relatively stable performance across repeated

experiments. However, noticeable differences can be observed in the variation magnitude among different architectures. The

CNN-LSTM model achieves competitive prediction capability but exhibits the largest performance fluctuation, with RMSE

standard deviations of 0.009 and 0.008 and PCC standard deviations of 0.014 and 0.013 for Valence and Arousal prediction,

respectively. This variation can be attributed to the sequential optimization characteristics of recurrent architectures, where

the learned temporal representations may be sensitive to parameter initialization. The Transformer-based model demonstrates

improved stability compared with CNN-LSTM, reducing the PCC standard deviation to 0.011 and 0.010 for Valence and Arousal

prediction. This improvement benefits from the self-attention mechanism, which provides more effective global dependency

modeling. Nevertheless, the absence of music-specific frequency-temporal adaptation may still introduce variations when

learning complex acoustic patterns. MASAN-Net achieves both the highest prediction accuracy and the lowest performance

variation among all evaluated methods. The proposed framework obtains RMSE standard deviations of only 0.004 and 0.003 and

PCC standard deviations of 0.006 and 0.005 for Valence and Arousal prediction, respectively. Compared with the Transformer

baseline, MASAN-Net reduces PCC variation by 45.5% for Valence and 50.0% for Arousal prediction. The improved

stability can be attributed to the joint design of multi-scale spectral representation learning and frequency-temporal attention

enhancement. The multi-scale convolutional module provides more comprehensive hierarchical acoustic representations,

while the attention mechanisms adaptively refine emotion-related features and reduce the influence of irrelevant spectral

variations during optimization. These results demonstrate that MASAN-Net provides reliable and reproducible continuous

emotion quantification performance across different training conditions. The consistent improvements observed over multiple

independent runs further validate the robustness of the proposed attention-assisted representation learning framework for

practical music emotion analysis applications.

5.6 Attention-based Interpretability Analysis

Although deep learning models have achieved promising performance in music emotion quantification, interpretability remains

a critical requirement for practical intelligent music analysis applications. To investigate how MASAN-Net identifies emotion-

related acoustic patterns, an attention-based interpretability analysis is conducted by visualizing the attention responses

generated during the prediction process. The visualization results are presented in Fig. 5, where the original Mel-spectrogram,

the frequency attention map, the temporal attention map, and the integrated attention heatmap are compared to reveal the time-

frequency regions that contribute most significantly to emotion prediction. MASAN-Net does not assign uniform importance to
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Table 5. Statistical significance analysis of different models on the DEAM dataset over five independent runs. Results are

reported as mean ± standard deviation.

Method
Valence Arousal

RMSE ↓ PCC ↑ RMSE ↓ PCC ↑
CNN-LSTM 0.235 ± 0.009 0.558 ± 0.014 0.214 ± 0.008 0.601 ± 0.013

Transformer 0.228 ± 0.007 0.581 ± 0.011 0.207 ± 0.006 0.624 ± 0.010

MASAN-Net 0.212 ± 0.004 0.636 ± 0.006 0.190 ± 0.003 0.681 ± 0.005

Figure 5. Attention-based interpretability analysis of MASAN-Net. From left to right: original Mel-spectrogram, frequency

attention map, temporal attention map, and integrated attention heatmap. Warmer regions indicate higher attention weights and

stronger contributions to continuous Valence-Arousal prediction.

all regions of the input spectrogram. Instead, the learned attention distributions selectively emphasize specific spectral bands

and temporal segments that are more closely associated with emotional expression. The frequency attention map shows that

the model concentrates on informative spectral regions rather than treating all frequency components equally. This behavior

indicates that the proposed frequency attention mechanism can effectively distinguish discriminative acoustic cues embedded in

music signals, including harmonic structures, timbral variations, and spectral energy patterns that are relevant to emotional

perception. Such adaptive frequency selection helps the model suppress less informative components and enhances its capability

to learn emotion-oriented spectral representations.

The temporal attention visualization further demonstrates that MASAN-Net dynamically adjusts the importance of different

musical moments during emotion prediction. Compared with static feature extraction approaches, the temporal attention

mechanism enables the model to focus on emotionally salient segments, such as transitions, expressive changes, and dynamically

evolving passages within a music excerpt. This observation suggests that music emotion perception is influenced not only by

static spectral characteristics but also by the temporal evolution of acoustic events. By combining the frequency and temporal

attention responses, the integrated attention heatmap provides a more comprehensive interpretation of how MASAN-Net

establishes the relationship between acoustic structures and continuous emotional states. Regions with higher attention intensity

correspond to spectral-temporal patterns that contribute more strongly to the predicted Valence and Arousal values. Overall, the

visualization results demonstrate that the proposed framework learns meaningful and interpretable acoustic representations rather

than relying on arbitrary feature correlations. This attention-based interpretability analysis provides additional evidence for the
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effectiveness of MASAN-Net and further enhances the transparency and practical applicability of the proposed framework.

6 Conclusion

In this study, an attention-assisted multi-scale spectral representation learning framework, termed MASAN-Net, is proposed

for intelligent music emotion quantification. Different from conventional music emotion analysis approaches that mainly

focus on handcrafted acoustic features or discrete emotion classification, this work formulates emotion prediction as a

continuous regression problem in the Valence-Arousal space and aims to establish a more effective relationship between spectral

structures and emotional perception. The proposed framework integrates multi-scale convolutional feature extraction with

frequency-temporal attention mechanisms to capture hierarchical acoustic characteristics and adaptively identify emotion-related

spectral-temporal patterns from music signals.

Extensive experiments conducted on the DEAM dataset demonstrate that MASAN-Net achieves superior performance

compared with traditional machine learning methods and advanced deep learning baselines across multiple regression metrics.

The performance improvements indicate that multi-scale representation learning and task-specific attention enhancement can

effectively improve the modeling capability of complex music structures. Furthermore, the ablation experiments verify the

individual contributions of multi-scale feature extraction, frequency attention, and temporal attention, demonstrating that

these components provide complementary benefits for continuous emotion quantification. The cross-dataset evaluation on the

MTG-Jamendo dataset further confirms the generalization capability of MASAN-Net under different musical characteristics and

data distributions. In addition, the attention-based interpretability analysis provides visual evidence of the spectral and temporal

regions contributing to emotional prediction, improving the transparency of the proposed framework. Although MASAN-Net

achieves promising results, several limitations remain to be addressed. Future research will focus on extending the framework

to larger and more diverse music collections, incorporating additional multimodal information such as lyrics, musical structures,

and contextual metadata, and exploring more advanced representation learning strategies for complex emotional expressions.

These efforts are expected to further improve the robustness, interpretability, and practical applicability of intelligent music

emotion analysis systems.
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