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Abstract

Background Passive acoustic monitoring produces large volumes of bird sound recordings, but automated
species recognition for a regional checklist must handle sparsely represented species and provide a reliability
score for each prediction, so that limited expert review effort can be allocated to uncertain cases.

Results We present RRC-BirdNET, a regional calibration framework built on a frozen BirdNET back-
bone. A lightweight window-score head projects acoustic embeddings into regional species scores and ag-
gregates them through per-class-temperature log-mean-exp pooling (LME-PC); balanced-softmax training
incorporates class-frequency information; and a confidence-based reliability gate provides a development-
selected operating point for automatic reporting versus expert review. On 3929 provenance-audited record-
ings covering 276 species, the five-head ensemble achieves 84.05% top-1 and 79.94% balanced accuracy on
815 test recordings; individual heads achieve 83.51+0.34% top-1 across five seeds. On the 787-recording
subset with direct BirdNET taxon mappings, the regional ensemble achieves 84.24% top-1, compared with
64.68% for checklist-restricted frozen scores. The reliability gate reaches an error-detection AUROC of 0.921;
at a development target of 5% accepted-set error it retains 80.7% of test predictions with 95.6% observed
accuracy. One head occupies 1.14 MB and its forward pass takes 0.54ms per 96-window input on a CPU
workstation.

Conclusions Compact regional adaptation of a shared acoustic representation supports species-level
monitoring with selective reporting: the checklist readout improves over frozen global scores, the long-
tail correction improves few-shot recall, and the reliability gate makes the trade-off between automation and
expert review explicit and measurable. The framework runs locally without network connectivity, supporting
deployment in field monitoring workflows.

Keywords: bioacoustics, passive acoustic monitoring, fine-grained recognition, regional calibration,

long-tailed learning, selective prediction, CPU inference
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1. Introduction

Passive acoustic monitoring provides repeated observations of bird communities across habitats and sea-
sons. Species-level information is valuable for biodiversity assessment (IPBES, 2019) and for the management
of wetlands along the East Asian—Australasian Flyway (Studds et al., 2017). Advances in acoustic recorders
and deep learning enable these observations to be collected and analysed at increasing scale (Stowell, 2022).
Bird vocalisations complement visual surveys, including observations of species active at night or within
dense vegetation. Automated recognition can therefore extend the temporal coverage of field programmes
while supporting expert interpretation (Kahl et al., 2021).

Among these models, BirdNET (Kahl et al., 2021) offers a widely used acoustic representation and a
vocabulary of more than six thousand output taxa. It runs on commodity hardware, and is embedded
in widely used analyser toolchains (Wood and Kahl, 2024; Pérez-Granados, 2023). Its analyser supports
custom-classifier training on a fixed encoder (BirdNET team, 2024a,b), and additional workflow wrappers
support site-specific custom-classifier training (Schiavo, 2025). These developments motivate studying how
a shared acoustic representation can serve an explicit regional checklist with a compact, separately trainable
decision layer.

Regional adaptation builds on this transferable representation. Global birdsong embeddings transfer
effectively to downstream bioacoustic classification (Ghani et al., 2023), and regional BirdNET deployments
can complement manual monitoring workflows (Ware et al., 2023). Closest to our setting, Marquez-Rodriguez
et al. (Marquez-Rodriguez et al., 2025) combined a spectrogram-based bird-song detector with classifiers
trained on BirdNET features for a 34-class Donana wetland checklist. That pipeline combines detection
and classification for a regional application. The present study examines a complementary configuration:
retained sliding windows are classified jointly through recording-level pooling, with the BirdNET encoder
held fixed throughout regional training.

For recording-level learning, weakly supervised aggregation of bird-sound windows is well studied (Ghaf-
fari and Devos, 2025; Schliiter, 2021), recent Bird CLEF systems use model ensembles for bird-sound recogni-
tion (Sydorskyi and Gongalves, 2025), and balanced-softmax training offers a principled per-class logit shift
for long-tailed class distributions (Ren et al., 2020). Together, these approaches motivate learning a regional
readout that combines temporal aggregation with class-frequency-aware training. The contribution of each
design can be examined using a common embedding cache and a fixed recording-level split.

Reliability provides a further connection between classification and monitoring practice. Selective clas-
sification associates predictions with an acceptance decision (Geifman and El-Yaniv, 2017), and posterior

confidence provides a useful signal for identifying cases for review (Hendrycks and Gimpel, 2017). This study
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uses development data to fit a compact gate and select its reporting threshold, then measures coverage and
accepted-set accuracy on held-out test recordings. The resulting operating points make the allocation of
automatic reports and expert review explicit.

The evaluation adopts the focal-recording setting: each recording has a species label, and the model
produces a recording-level prediction. Public collections such as Xeno-canto (Xeno-canto Foundation, 2026)
support this form of regional classifier development. Continuous soundscape analysis also involves temporal
localisation and potentially overlapping species (Kahl et al., 2021; Ghaffari and Devos, 2025). Fig. 1 illustrates
these complementary recording contexts. Here, “regional” specifies an East Asian working species checklist;
source recordings are drawn from public archives and may originate across each species’ distribution. The
checklist defines the prediction vocabulary, while the documented provenance and split policy define the

evaluation population.
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Figure 1. Illustrative field and archival recordings: (a) a locally supplied field recording, external to the evaluation
corpus; (b) a focal clip recorded by Penghui Lou (XC1006321, CC BY-NC-SA 4.0). Mel spectrograms show up to 12
s of each recording, with a mel-scaled frequency axis and power relative to each clip’s maximum on a shared —80 to
0 dB colour scale.

Four requirements guide the design of the regional framework:

1. Checklist-aligned predictions. The regional output layer should represent the target species ex-
plicitly. Frozen global scores and checklist-restricted scores provide reference points for measuring the
value of regional training.

2. Learning across recording frequencies. Species contribute different numbers of public record-
ings. Training and evaluation should therefore account for both overall recognition and class-balanced

performance, including species with few examples.
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3. Reliability-aware reporting. A prediction and its confidence serve different purposes. A compact
review gate should allow a monitoring workflow to select an operating point according to its review
capacity.

4. Traceable evaluation data. Each retained recording should have verifiable label provenance, an
explicit canonical taxon, and a documented split assignment. These properties support repeatable

comparisons across regional models.

A further design goal is local processing without network connectivity; the measured computation here is on
a CPU workstation.

The framework combines a regional window-score head with balanced-softmax training and a review
gate selected on development data. Provenance verification supplies the data protocol. The three model
components form RRC-BirdNET (Regional Reliability-aware Calibration of BirdNET); the data protocol
supports their evaluation. Regional calibration here refers to adapting the decision layer and its reporting
rule to the checklist. The reported metrics assess recognition and selective reporting. This application-
oriented combination permits the regional model and review policy to be updated while retaining a shared
frozen encoder.

The main contributions of this paper are as follows:

o A score-domain log-mean-exp head with one learnable temperature per species (LME-PC) reaches
84.05% top-1 as a five-seed ensemble on a 276-species regional checklist. Its individual head

checkpoint occupies 1.14 MB.

e Controlled comparisons of pooling, training objective, and head capacity establish a compact
configuration for the regional task. Balanced softmax raises few-shot recall from 73.4% to 79.3% on

the scalar-LME head; the final LME-PC configuration uses a development-selected shift strength.

e A confidence-based review gate identifies misclassifications at AUROC 0.921. Its
development-set-selected threshold gives an observed 4.4% test error among the 80.7% accepted

predictions.

The remainder of this paper is organised as follows. Section 2 describes the model, dataset, experimental
setup, and evaluation metrics. Section 3 reports comparative experiments, CPU component costs, visual
results, ablation studies, and model-state analyses. Section 4 discusses the findings and their application to

regional monitoring, and Section 5 concludes the paper.
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2. Materials and Methods

2.1. Model overview

RRC-BirdNET adapts a frozen Bird NET representation to a regional species checklist through a compact
classification head and a reliability gate (Fig. 2). The encoder retains its pretrained parameters, following the
head-training customisation supported by the BirdNET ecosystem (BirdNET team, 2024a,b). Keeping this
representation fixed makes regional heads inexpensive to retrain and provides a common basis for comparing
aggregation and training objectives. All head comparisons use the same cached window embeddings and split;
the raw-audio extraction protocol is specified in Section 2.5. Here, regional calibration denotes adaptation
of the decision rule and review threshold to the checklist; probability calibration is a separate evaluation

objective.

Training the regional head (CPU-only)

Frozen BirdNET Per-window linear LME-PC
»
score + embed windows — o= Species scores z;, > 276 pooled logits
58.39 MB - frozen ) ) trainable ay trainable - 1.14 MB/head
retained 3-s windows
(ranked, masked) r'y
BalSoftmax loss
Inference with the reliability gate e R
= | Emity (dev 5% target)
Frozen encoder Reliability gate / test: accept 80.7% - err 4.4%
+ LME-PC head _
| logistic on g = [puax. 1 —p2. HP)] Withhord
encoder frozen; head trained dev-fitted - 7, empirical oo 1tirho
co — manual review

Figure 2. The overall architecture of RRC-BirdNET: frozen BirdNET embeds sliding windows, the LME-PC head
pools their regional species scores under the balanced-softmax training objective, and a confidence gate flags
low-scoring predictions for review.

The framework comprises three stages. First, BirdNET embeds overlapping 3-s windows with a 1.5-s hop
and retains at most 96 windows per recording. Each retained vector has 1024 dimensions. Feature-wise means
and standard deviations are estimated from the masked mean embedding of each training recording. The
same affine transform, using a 1 x 1078 stabiliser in the denominator, is then applied to every window in all
splits. This gives recordings equal weight when estimating the normalisation statistics while preserving their
individual windows. Second, a linear projection produces window scores for the 276 checklist species. Per-
class-temperature log-mean-exp (LME-PC) pooling combines these into recording-level logits, and balanced-

softmax training incorporates the training class frequencies. Third, a logistic reliability gate reads three
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confidence features from the recording-level prediction and routes predictions according to a development-
selected threshold. Cached embeddings connect these stages: the head can be retrained on recordings already
represented in the cache, and the gate can be refitted from the corresponding head outputs.

The encoder and window-extraction protocol are fixed across regional-head experiments; the learned
components are the regional head and the gate. For the five-seed ensemble, the recording-level logits of the
separately trained heads are averaged before softmax. The predicted species is the largest ensemble logit,

and the resulting softmax vector supplies the gate features.

2.2. Per-class-temperature window-score head (LME-PC)

A recording-level prediction must aggregate a variable number of overlapping windows. The extractor
evaluates at most the first 200 windows of a recording and, when there are more than 96, retains the
96 windows with the highest maximum BirdNET output logit. Otherwise all valid windows are retained.
Ranking by this encoder-derived score bounds the input size and prioritises windows with stronger global-
model responses. Every recording proceeds to classification without a separate detection threshold. Let
h, € R'%24 denote a normalised retained embedding and T the number of valid windows. A projection with

W e REX1024 gnd b € RE, where K = 276, produces species scores:

2i=Wh;+b, t=1,....T (1)
1 1 &

= o <1Og T > e Z”) , oy = softplus(px) > 0, (2)
t=1

where one unconstrained parameter pj is learned per species. Initialising pi = 0 gives a; = log2. The
implementation uses numerically stable log-sum-exp; padded entries receive a large negative score and the
normalising count includes only valid windows. For positive aj, the pooled score lies between the mean and
maximum window scores. Its limiting forms are mean pooling as o — 0 and max pooling as oy — co. The

gradient makes the aggregation explicit:

0z, _ exp(agzi k) 3)

0z 1 25:1 exp(ag2u,k)

Thus, each species has its own smooth weighting of the retained windows, with larger scores receiving greater
influence. The temperatures describe aggregation sharpness; connecting them to vocalisation density would
require window-level annotations. This formulation builds on learnable log-mean-exp pooling (Schliiter,

2021). Related audio-pooling comparisons (Wang et al., 2019) and attention aggregation (Ghaffari and



22 Devos, 2025) motivate the alternatives evaluated in Section 3.4. Fig. 3 contrasts LME-PC with mean pooling,
123 and Fig. 4 details the module. The projection and temperatures are trained jointly with the objective below.

e Their parameter count is K (1024 4+ 1) + K = 283176; one head checkpoint occupies 1.14 MB.

(a) Plain mean-pooling head (b) LME-PC head (proposed)

retained windows retained windows

Mean pooling Per-window linear
— 1
Z_T;ﬁ, 2k =w; hy + by
Linear head LME-PC, per-class a;
. — 1 1 G
276 logits 2k = grlog 72244
t
[ top-1 81.35% ] top-1 84.05% (+2.70 pt)
same mean rule for all species one trainable temperature per species

Figure 3. The head scheme comparison: (a) a plain mean-pooling head aggregates window embeddings equally
before classification; (b) LME-PC projects window embeddings into species scores before log-mean-exp pooling,
with one trainable temperature per species. The two designs differ in both pooling domain and temperature
parameterisation. Displayed accuracies are from five-head ensembles.
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Figure 4. Detail of the LME-PC module: per-window species scores are pooled with a per-class trainable

temperature; invalid window slots are excluded, and the temperature interpolates between mean and max pooling.
The inset illustrates the aggregation rule using example score values.

2.8. Balanced-softmaz long-tail training

To accommodate the class-frequency distribution of the audited corpus, we train the head with a strength-
controlled balanced-softmax objective (Ren et al., 2020). Let nj denote the number of training recordings
for species k and 7 = ng/ > ; nj its training prior. Each class has training support. For a recording x with

label y, the loss is

%y +7log my,

Uy|x) = —log (4)

Zle ezetrlogmy’

where 7 controls the log-prior shift. Setting 7 = 0 recovers cross-entropy and 7 = 1 gives the standard
balanced-softmax form; development accuracy selects 7 = 0.5 for the final LME-PC head (Section 3.4).
The shift appears only inside the training loss. Inference uses the unshifted logits z, without a further
post-hoc prior adjustment. During training, a frequent class receives a larger relative prior term, so the
learned raw scores must account for this frequency contribution. The strength parameter controls this
compensation while preserving the original training-recording sampling. The correction is computed once
from the training counts and introduces no additional learned parameters or inference operations. The
loss comparison in Section 3.4 examines its effect alongside cross-entropy and class-balanced weighting on a

common head. Fig. 5 shows the underlying training distribution.
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Figure 5. The class-frequency distribution of the audited training set on a logarithmic scale: 237 species have at
most 5 training recordings.

2.4. Single-modality reliability gate
The reliability gate assigns each regional prediction to automatic acceptance or review. For the ensemble

softmax vector p, let p; > po be its two largest entries and pnax = p1. The gate uses the peak probability,

the top-two margin, and entropy:

.
g= [pmaxa pL—D2, — ) Pk lngk] ; (5)

These features summarise confidence level, separation between candidate species, and the spread of the
class scores. Their means and standard deviations are fitted on the development set D. Logistic regression
then maps the standardised features to a decision score s; = a'g; + by, using correctness 1[g; = y;] as the
binary training label (Hendrycks and Gimpel, 2017; Geifman and El-Yaniv, 2017). The implementation uses
Ly regularisation with inverse strength C = 1 and up to 1000 solver iterations. All inputs derive from the
audio head’s output, which keeps the gate inexpensive at inference.

The descriptive fixed-threshold analysis accepts s; > 0, equivalent to a logistic model output of at least
0.5. For selective prediction, the same development records used to fit the gate also select its threshold.

Given a target empirical accepted-set error «, the selected threshold is the lowest observed development

10
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where thresholds with a nonempty accepted set are considered. This rule maximises development coverage
among the candidate thresholds satisfying the empirical criterion. The fitted gate and selected threshold are
then fixed before evaluating the held-out test set. Because fitting and threshold selection share development
records, « specifies an empirical operating target; its performance on new recordings is assessed through the
observed test coverage and accepted-set error in Section 3.5. Predictions below the threshold are withheld

from the accepted subset and form a review queue. This makes coverage directly interpretable as the fraction

processed automatically, with the remaining fraction specifying the review workload. Fig. 6 summarises the

module.
Reliability-gate module Emit
yes
Logistic dev 5% target
Head Confidence gate observed test error 4.4%
posterior | features > -»>
score s(x)
PO Pusx: P1 =Pz, H) dev-fitted . \ Withhold
L7 ’ no — review
'
_______________________________ o o - - - —— - ———————

Empirical threshold selection on the development set
pick the smallest z, with observed dev accepted-set error < a;

coverage is maximised on the development set

Figure 6. Detail of the reliability-gate module: three confidence features are scored by a logistic gate, and a
threshold ¢, selected on the development set decides between accepting and flagging a prediction.

2.5. Dataset

The corpus was assembled from public archives (Xeno-canto (Xeno-canto Foundation, 2026) and a regional
birdsong library), originally 6642 recordings with 287 observed labels from a 295-entry East Asian working
checklist. Because the assembly ingested multi-source benchmark material through English common-name
keyword mapping, we audited every file with two auditable provenance signals rather than a ground-truth re-
labelling exercise: filename provenance (Xeno-canto and library files carry the uploader’s Latin species name,
while benchmark-sourced files carry English common-name text) and BirdNET-logit consistency (cached
BirdNET species logits compared against the file’s own name, used neither as reference labels nor as a fil-
tering criterion). The audit classified 2499 of the 6642 files as benchmark-sourced, including 1529 whose

SSW filenames contain no species name; another 70 files lacked a parseable name under the audit parser.

11
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BirdNET-score consistency provided a diagnostic view for the provenance review; retention followed the
documented source and taxonomy rules.

We therefore adopted a single documented cleaning policy with four rules: a recording is kept only when
(i) its filename provenance is verifiable (Xeno-canto and library files carry the uploader’s Latin species name;
benchmark-sourced files are admitted only when their embedded English name maps to the class-majority
Latin), (ii) its parsed scientific name equals the project-local canonical taxon of its stated species, (iii) its
SHA-256 content is unique and label-consistent, and (iv) it is assigned to exactly one split by its SHA-256
group. The policy retains 3929 recordings over 276 species (train/dev/test = 2591/523/815). The ledger
assigns the remaining 2713 files to explicit provenance, taxonomy, duplicate, or label-consistency categories
(Table 1, Fig. 7). The split unit is a SHA-256 file-hash group: all retained windows from a file belong to one
split, following the recording-level evaluation principle discussed by Rauch et al. (2025). Window extraction
follows a fixed rule with recording-level labels. SHA-256 identifies byte-identical files; source identifiers

provide an additional level of identity across differently encoded archive copies.

Train
2,591
Assembled Provenance Canonical-taxon SHA-256 unique,
corpus | | verification |_p match —»| label-consistent Ly
523
6,642 4,222 kept 4,126 kept 3,929 kept
v v v
815
[ 276-class closed set - no SHA-256 group crosses splits - every test label has train support

Figure 7. The curation pipeline: provenance verification (6642—4222), exact canonical-taxon matching, SHA-256
deduplication, and the resulting 276-class split. Each retained file-hash group belongs to one split.

Table 1. Audio corpus audit and cleaning policy. The single documented cleaning policy comprises: provenance
verification (Latin-name files plus benchmark files whose embedded English name maps to the class-majority
Latin), exact canonical-taxon match, SHA-256 deduplication, and a class-stratified file-hash-group split and train
support for every test label.

Cleaning step Recordings Note

Assembled corpus 6642 287 labels; 295 listed

Cleaning policy retained 3929 276 classes; SHA-256-distinct files
provenance review 2420 Outside documented retention rules
taxonomy mismatch 96 canonical taxon differs
duplicate SHA-256 162 exact content duplicates
SHA group label conflict 35 same audio, conflicting labels

12



184

185

186

187

188

189

190

191

192

193

194

195

196

197

198

199

200

201

202

203

204

205

206

207

208

209

210

211

212

213

214

215

The retained corpus covers 276 of the 295 regional checklist species with an average of 9.4 training
recordings per species, and its class distribution is markedly long-tailed (Fig. 5): 237 species have at most
five training recordings, yet these few-shot species still contribute 463 of the 815 test recordings, so the
evaluation probes the tail directly and therefore gives substantial weight to sparsely represented species.
Filename and canonical-taxon checks supply a traceable label provenance for every retained file. These
checks document source-label consistency; the acoustic labels remain those supplied by the source archives.

A supplementary source-identity sensitivity check sets aside two test records designated as candidate
repeated-source recordings in the local audit. Applying the existing five-head ensemble to the resulting 813-
recording set gives 84.01% top-1 and 79.94% balanced accuracy, compared with 84.05% and 79.94% on the
full test set. This is a test-set sensitivity analysis with the saved checkpoints; their training and development
selection remain those of the original split. The main tables use the fixed 815-recording test population to

preserve comparability across all configurations.

2.6. Experimental setup

Table 2 summarises the training and evaluation configuration. All experiments run on a single CPU
workstation (no discrete GPU). The frozen encoder is BirdNET V2.4 (Kahl et al., 2021; BirdNET team,
2024a), applied to 3-s windows with a 1.5-s hop and at most 96 retained windows per recording under the
cap described above. Window features are z-scored with pooled-recording statistics fitted on the training
split. The head projects each window to species scores with Eq. 1 and pools them with the per-class-
temperature LME of Eq. 2. We train the head with the balanced-softmax objective of Eq. 4 (7 selected on
the development set) using AdamW (learning rate 10~3, weight decay 3 - 10~%), batch size 256, up to 150
epochs with early stopping (patience 20), and five fixed seeds (1-5); the balanced-softmax objective alone
carries the long-tail correction, with no mixup, class sampling, or logit adjustment. The reliability gate is a
logistic regression on the three confidence features of Eq. 5, fitted on the development split, with the empirical
threshold of Eq. 6 selected on that same split. The same embedding cache, labels, and recording-level splits
are used for the regional-head comparisons. Checkpoint selection follows development top-1 accuracy, and
the five selected checkpoints contribute equally to the final logit average. The frozen-output references use
a separate global-score cache with at most 16 windows per recording; regional heads use up to 96 cached
embeddings. The comparison with frozen scores therefore measures the complete evaluated configurations
on common recordings. Comparisons among regional heads hold the embedding input fixed. The final
linear LME-PC head has no active dropout. Mean, scalar-LME, and gated-attention heads apply dropout
with probability 0.3 to pooled embeddings; the deeper LME-PC variants apply dropout within their trunks.

Pooling comparisons therefore include these regularisation differences.

13
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Table 2. Training and evaluation configuration. Development data determine checkpoint selection and the gate
operating point; test data provide the reported evaluation.

Item Setting

Encoder and embedding dimension  Frozen BirdNET V2.4; 1024

Window length / hop 3s/15s

Regional-head input At most 96 valid windows; padded slots masked
Normalisation Training-only pooled-embedding mean and standard deviation
Optimiser AdamW; learning rate 10~3; weight decay 3 x 10—%

Training schedule Batch 256; at most 150 epochs; patience 20

Final loss Balanced softmax, 7 = 0.5

Repeated training Seeds 1-5; equal logit averaging

Reliability model Standardised confidence features; logistic regression

Gate fitting and threshold selection  Same 523 development recordings

The classical classifiers use the same mean-pooled, standardised embeddings. Logistic regression uses
an iteration limit of 2000; the linear SVM is fitted by stochastic gradient descent with hinge loss and
an iteration limit of 3000. The nearest-neighbour classifier uses ¥ = 5, and the random forest uses 500
trees. These reference configurations complement the five-seed neural-head comparisons by characterising

alternative readouts of the shared representation.

2.7. Evaluation metrics

Recognition performance is measured with three standard metrics: (1) Top-1 accuracy, the fraction of

test recordings whose predicted class equals the ground-truth species:

N

1 .
Top-1 = N z_; 1[4 = i, (7)

where N is the number of test recordings and §; the predicted species of recording i; (2) Balanced accuracy,

the mean of per-class accuracies over the species represented in the test set:

Zi:yi:k 1[:9% = yl]

Balanced = ——— : ,
Kol 2 iy = kY

(8)

where |KCiest|=273 of the 276 output species have test support; (3) Macro-F1, the unweighted mean of F1 over
the same supported species. The vocabulary-aligned subset contains 787 recordings and 261 test-supported
species. For the classical classifiers, stored macro-F1 values averaged over all 276 outputs are converted to
the common 273-species support by multiplying by 276/273; the three unsupported classes have zero F1.
For the reliability gate we additionally report coverage (the fraction of predictions accepted), accepted-set
error (the error fraction within the accepted subset), error recall (the fraction of all errors flagged), and the
threshold-free AUROC and average precision of the gate score treated as an error detector. Together these

quantities describe both the operating point a practitioner selects and the gate’s ranking quality across all
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thresholds. Efficiency is reported with separate units for the frozen encoder and the trained heads: on-disk
weight size, single-thread CPU latency per 3-s BirdNET window or per 96-slot head input, and the linear
projection FLOPs of the head. These component measurements exclude audio decoding, resampling, window
construction, normalisation, and gate latency. For a selected threshold ¢, coverage and accepted-set error

are

C(t) = W’ R(t) = > 12[:5112[51?2 :]ﬁ yi].

Accepted-set accuracy is 1 — R(t), and the review fraction is 1 — C(t). All operating points are selected on

(9)

development data before evaluation on the test set. Seed summaries use the mean and population standard
deviation of the five runs. The pooling and training-objective sensitivity plots display these seed means with

one-standard-deviation error bars; ensemble metrics are reported separately in the tables.

3. Results

3.1. RRC-BirdNET for regional bird sound recognition

Table 3 compares the evaluated configurations on the same 815 test recordings. The global BirdNET
reference averages its cached window scores and selects an output from 6522 taxa. It achieves 52.6% top-
1; 34.2% of predictions have no unique mapping to the regional checklist. Restricting the same scores to
mapped checklist taxa yields 62.5%, a 9.8-percentage-point increase under an otherwise unchanged frozen-

score protocol. This reference quantifies the contribution of an explicit output vocabulary.

Table 3. Regional calibration on the audited test set (276 output species, 273 with test support; recording-level
split, sliding windows). BirdNET, global argmaz uses the frozen model’s 6522-taxon output with no trained head;
BirdNET, checklist-restricted uses the same frozen scores restricted to the candidate taxa with its pretrained output
layer. Unless marked as a per-seed mean, trained-head rows are five-seed logit ensembles with balanced-softmax
(BalSoftmax) training at 7=0.5. Balanced accuracy and macro-F1 average over the 273 test-supported species.
Frozen-score and regional-head inputs use the respective window caches described in Section 2.6. Bold type
identifies the selected configuration.

Method Top-1 (%) Balanced (%) Macro-F1 (%)
BirdNET, global argmax 52.6 49.1 51.7
BirdNET, checklist-restricted 62.5 60.2 55.7
Mean head + BalSoftmax 81.35 76.15 75.47
Scalar-LME head + BalSoftmax 82.94 78.24 77.69
Gated-attention head + BalSoftmax 84.66 80.80 80.48
LME-PC, per-seed mean =+ std 83.51+0.34 79.31+£0.48 79.02+£0.70
LME-PC, five-head ensemble 84.05 79.94 79.92
Multi-pool stacking 84.79 80.43 80.09

The regional heads learn a readout of the frozen embeddings. The mean-pooling ensemble achieves
81.35% top-1, and the LME-PC ensemble achieves 84.05% top-1, 79.94% balanced accuracy, and 79.92%

macro-F'1. The 2.70-point difference from mean pooling is measured on a common embedding cache. The
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21.60-point difference from checklist-restricted BirdNET describes the full evaluated pipeline, including its
distinct window cache. Gated attention and multi-pool stacking attain 84.66% and 84.79%, respectively.
These configurations provide complementary accuracy references; LME-PC provides a compact score-domain
readout with 276 pooling parameters beyond its linear species projection.

Vocabulary coverage is examined separately in Table 4. The directly mapped subset contains 787 record-
ings whose reference species has a BirdNET output taxon. RRC-BirdNET achieves 84.24% top-1 on this
subset, compared with 64.68% for the checklist-restricted reference. Each system retains its original output
space and window protocol; subsetting aligns the reference species that can be represented by BirdNET. The
result supports regional adaptation across both the full checklist evaluation and the directly mapped subset.

Fig. 8 complements the top-1 results with a micro-averaged precision-recall comparison.

1.0 -

0.8 A

Precision

0.2 1

- (Checklist-restricted BirdNET (AP 0.633)
- RRC head, seed-averaged (AP 0.842)
0.0 | | |

0.0 0.2 0.4 0.6 0.8 1.0

Recall

Figure 8. The PR curves of the regional head and the checklist-restricted frozen BirdNET on the audited test set
(micro-averaged; thin lines = the five individual seeds, bold = seed-averaged).
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Table 4. Evaluation on the 787-recording directly mapped reference-label subset (261 test-supported species).
Output vocabularies and window protocols remain those of the corresponding full-set configurations.

Method Top-1 (%) Balanced (%) Macro-F1 (%)
BirdNET, global argmax 54.51 51.31 54.53
BirdNET, checklist-restricted 64.68 62.96 59.27
RRC-BirdNET, five-head ensemble 84.24 80.59 80.65

Table 5 reports every LME-PC training run. Single-head top-1 accuracy ranges from 82.94% to 83.93%,
with a mean of 83.51% and a population standard deviation of 0.34 percentage points. The five-head ensemble
correctly classifies one more test recording than the best individual seed. Reporting the individual results
alongside the ensemble provides a direct view of the accuracy available at each storage and inference budget

(Lakshminarayanan et al., 2017).

Table 5. Per-seed LME-PC performance and the five-seed logit ensemble on the audited test set. Standard
deviations describe the five observed training runs; the top-1 range is 0.99 percentage points.

Seed Top-1 (%)  Balanced (%) Macro-F1 (%)
1 83.31 79.18 78.85

2 83.68 79.54 79.59

3 83.93 79.96 79.78

4 82.94 78.49 77.78

5 83.68 79.36 79.10
Mean + std  83.51 +0.34 79.31 £ 0.48 79.02 +0.70
Ensemble 84.05 79.94 79.92

The classical readouts in Table 6 further characterise the frozen representation. Logistic regression
achieves 79.51% top-1, close to the 80.12% of the cross-entropy mean-head ensemble. Together, these results
support a linear regional readout as a useful starting point. The SVM, nearest-neighbour, and random-
forest references contextualise the chosen readout under their stated training configurations. The subsequent

ablations examine temporal aggregation, class-frequency treatment, and additional head capacity.

Table 6. Classical classifier baselines trained on the audited training split and evaluated on the same mean-pooled,
z-scored test embeddings. A trained linear head with plain cross-entropy reaches 80.12% top-1 on the same pooled
features. Macro-F1 is harmonised to the 273 test-supported species.

Classifier Top-1 (%) Balanced (%) Macro-F1 (%)
Logistic regression 79.51 72.87 73.18
Linear SVM (SGD) 73.50 64.59 66.41
k-NN (k=5) 56.93 47.26 47.80
Random forest (500 trees) 53.13 35.92 38.09

3.2. CPU component measurements

The components run on a CPU workstation without a discrete GPU. Table 7 reports measurements
under explicitly different units: BirdNET processes pre-built 3-s windows in batches of 16, while a head

processes one recording represented by 96 window slots. The frozen BirdNET SavedModel occupies 58.39 MB

17



277

278

279

280

281

282

283

284

285

286

287

288

289

290

291

292

293

294

295

296

excluding labels; the five-head ensemble corresponding to the 84.05% result adds 5.69 MB including shared
preprocessing statistics. A single head occupies 1.14 MB and has a five-seed mean top-1 of 83.51%. The
measured 46.22 ms per BirdNET window is batch-16 amortised throughput on a single CPU thread, which
characterises batched archival processing. The batch-one measurement is 626.77 ms per window. Reporting
both settings distinguishes individual-window latency from amortised batch throughput. The measured
stages are neural forward passes on pre-built inputs; audio decoding, resampling, window construction,

normalisation, and gate evaluation have separate runtime costs.

Table 7. Component CPU costs on an Intel Core Ultra 5 225, one thread, median after warm-up. BirdNET timing
includes both embedding and basic output signatures on pre-built 3-s windows. Head timing uses five saved
checkpoints on a real 96-window test recording and excludes preprocessing; its FLOPs count only linear projections.
Units differ by row, and no complete-pipeline latency is inferred.

Component Unit Size (MB) Linear GFLOPs Latency (ms)
BirdNET V2.4 3-s window (batch 1) 58.39 - 626.77
BirdNET V2.4 3-s window (batch 16) 58.39 - 46.22
LME-PC, one head recording (96 slots) 1.14 0.054 0.54
LME-PC, five heads recording (96 slots) 5.69 0.271 2.85

3.8. Visual results

Fig. 9 compares the predictions of RRC-BirdNET and the frozen BirdNET global classifier on the audited
test set. Each panel displays the cached per-window Bird NET probabilities for its three highest-ranked global
taxa; the window index enumerates the cached score windows retained for the recording. This diagnostic uses
the global-score cache’s at most 16 windows; the regional head uses a separate up-to-96-window embedding
cache. Species names emitted by the two systems are coloured green for agreement with the reference label,
red for a different species, and grey for an output without a regional mapping. These global-score displays
provide visual context for the two systems’ predictions on shared input, complementing the regional head’s
decision on the embedding cache. Panels (a) and (b) show reference-label agreement for both systems. Panels
(c) and (d) show regional-head predictions that agree with the reference label alongside global outputs outside
the mapped checklist. Panel (e) illustrates a within-genus alternative, and panel (f) illustrates selection for
expert review using the fixed 0.5-probability gate threshold. These examples connect the aggregate results

to individual recordings and their temporal score patterns.
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Figure 9. Visualisation of RRC-BirdNET versus the frozen BirdNET global classifier on audited test recordings.
Heatmap rows show the top three global Bird NET taxa by mean logit; colour gives their softmax probability in
each cached score window. Green: reference-label agreement; red: alternative species; grey: outside the mapped

checklist. Panel (f) illustrates a prediction selected for review.

The visual analysis serves two purposes. It shows how a fixed global representation can support a
different regional decision, and it makes the review operation visible at the recording level. The displayed
global probabilities and the regional head have distinct roles: the heatmaps describe the global-score cache,

while regional decisions use the embedding cache. Thus, the panels provide prediction context rather than

learned attention maps of LME-PC. Their illustrative selection complements the exhaustive test-set metrics
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in the comparison tables.

3.4. Ablation study

Table 8 shows a sequence of regional-head configurations on the frozen backbone. The mean-pooling
cross-entropy and balanced-softmax rows isolate the loss change. The later rows compare pooling designs

but change more than one architectural detail; the gate is evaluated separately below.

Table 8. Regional-head configuration sequence on the audited test set (five-seed ensembles). The mean and
scalar-LME checkpoints contain genus/family projection parameters, with hierarchical loss disabled for every run so
that all rows share the same single prediction path. LME-PC changes pooling domain as well as temperature
parameterisation.

Pooling Training loss Top-1 (%) Balanced (%)
Mean embeddings Cross-entropy 80.12 73.90
Mean embeddings BalSoftmax 7=0.5 81.35 76.15
Scalar LME on embeddings  BalSoftmax 7=0.5 82.94 78.24
LME-PC on class scores BalSoftmax 7=0.5 84.05 79.94

With balanced-softmax strength fixed at 7=0.5, Table 10 and Fig. 10 compare five pooling designs.
LME-PC improves on mean and embedding-domain scalar LME, while gated attention (Ghaffari and Devos,
2025) is 0.61 pt higher in top-1. The LME-PC pooling parameterisation adds 276 scalars to the linear
species projection, yielding a compact implementation. Raw-score weighting achieves 63.31% top-1 and
57.77% balanced accuracy under the evaluated rule. That rule normalises signed BirdNET logits as weights;
LME-PC uses positive exponential contributions to regional class scores. These results favour learned mean,
attention, and LME aggregation within the present comparison. The class-wise LME temperatures are
examined separately in Section 3.5. Table 9 and Fig. 11 compare loss strategies on the scalar-LME head:
7=1 improves balanced accuracy by +4.6 pt over cross-entropy on that head. For the final LME-PC head,
development accuracy selects 7=0.5 (87.6% versus 87.0% for 7=1). On the scalar-LME head, both tested
balanced-softmax strengths improve top-1 and balanced accuracy relative to cross-entropy. On LME-PC,
development selection favours the half-strength shift. This distinction keeps the loss comparison tied to its

pooling configuration.
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Figure 10. Pooling-strategy comparison on the audited test set. Points are five-seed means and error bars are
population standard deviations; Table 10 reports ensemble metrics. Embedding-domain scalar LME and
score-domain LME-PC differ in pooling domain and parameterisation.
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Figure 11. Training-objective comparison on the scalar-LME head. Points are five-seed means and error bars are
population standard deviations. The final LME-PC head separately selects 7=0.5 by development accuracy.

Table 9. Comparison of long-tail training strategies on the scalar-LME head (audited corpus, five-seed ensembles).
“CB” = class-balanced cross-entropy weights; “BalSoftmax” = balanced softmax, whose shift strength 7 multiplies
the log class prior in Eq. 4.

Training strategy Top-1 (%) Balanced (%)

Cross-entropy 81.23 75.39
CB weights 82.82 77.92
BalSoftmax, 7=0.5 82.94 78.24
BalSoftmax, 7=1 83.44 79.98
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Table 10. Pooling-strategy comparison with the balanced-softmax objective fixed at 7=0.5 (audited corpus,
five-seed ensembles).

Pooling Top-1 (%) Balanced (%)
Mean pooling 81.35 76.15
Raw-score weighting 63.31 57.77
Scalar LME 82.94 78.24
Gated attention 84.66 80.80
LME-PC (selected compact head) 84.05 79.94

On the long tail, 237 of the 276 species have at most 5 training recordings and contribute 463 test
samples. On these few-shot species, balanced softmax raises recording-level recall from 73.4% under cross-
entropy to 79.3% on the same scalar-LME head. This 5.8-point gain, computed before rounding, supports
frequency-aware training for the largest group of checklist species. An auxiliary prototype experiment uses
the scalar-LME head trained with balanced softmax at 7 = 1 and blends its logits with class-centroid
cosine scores in pooled embedding space. Development selection chooses a blend coefficient of zero for that
configuration. This finding concerns the scalar-LME reference; prototype blending was not evaluated for the
final LME-PC head.

To test whether a deeper head helps, the final linear head was compared with two-layer trunks of width
256 and 512 (Table 11). All three configurations achieve top-1 within 0.12 percentage points and balanced
accuracy within 0.24 points. The linear configuration uses 0.28 M trainable parameters, compared with

0.33M and 0.67M for the tested trunks. It is retained as the compact choice among these configurations.

Table 11. Impact of head depth on the final LME-PC head (audited corpus, five-seed ensembles). All configs share
the per-class LME pooling and balanced-softmax 7=0.5 objective.

Head Trainable Top-1 (%) Balanced (%)
Linear (used) 0.28 M 84.05 79.94
Trunk 256 0.33M 83.93 79.97
Trunk 512 0.67M 84.05 80.18

3.5. Analysis of model internal states

Sensitivity to per-class temperatures. The learned oy, of Eq. 2 cluster near 0.70, spanning approxi-
mately 0.66-0.74 across the five checkpoints. Their role is to control the concentration of each class’s window
contributions jointly with the scale of its projected scores. An inference-only intervention replaces all 276
temperatures in each checkpoint with that checkpoint’s mean while preserving the class projection. Before
the intervention, the saved checkpoints reproduce their archived test logits exactly. After equalisation, the
ensemble retains 84.05% top-1 and 79.94% balanced accuracy; 813 of the 815 predicted labels remain un-
changed. This result characterises the stability of the trained model within the observed temperature range.

A scalar temperature trained from the outset is a separate experimental condition; the present intervention
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evaluates the existing trained checkpoints.

Taxonomic agreement. Mapping the predicted species to its genus and family yields 86.6% genus
agreement and 89.6% family agreement on the test set. These levels complement species-level top-1 accuracy
and describe the taxonomic proximity of alternative predictions. For example, panel (e) of Fig. 9 shows a
within-genus alternative. Species, genus, and family summaries can therefore provide different levels of
context for expert review while the primary recognition target remains the species label.

Where the gate concentrates its flags. The gate’s confidence features are computed from the head
posterior, and its flags concentrate where the head is least certain (Fig. 12). On the audited test set the fixed-
threshold gate flags 12.3% of predictions with 72.0% precision, a 4.5x enrichment over the base error rate,
recalls more than half of all errors, and lifts the accepted subset to 91.9% accuracy (AUROC 0.921, AP 0.68).
With the development-set empirical target a=0.05 in Eq. 6, the test-set gate accepts 80.7% of predictions
and the observed accepted-set error is 4.4%, measured on the test split. At the «=0.10 development target
the observed test error is 12.8% with 95.1% coverage; the operating points together trace the coverage—error

trade-off available to a practitioner (Table 12).

= Test (observed) 1.0 == Reliability gate (AP 0.678)

0.200 == Dev (gate and threshold fit) == Random flagging (0.160)
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Figure 12. Reliability-gate analysis on the audited test set: (a) the risk-coverage curve with development-selected
empirical operating points a € {0.03,0.05}; (b) the PR curve of the gate’s error flags against random flagging.

Table 12. Development-selected operating points of the reliability gate, evaluated on the held-out test set.
Coverage is the fraction of predictions accepted; accepted error is the error fraction within the accepted subset;
error recall is the fraction of all errors flagged.

Target «  Threshold Coverage (%)  Accepted error (%)  Error recall (%)

0.03 2.629 64.4 2.7 89.2
0.05 0.824 80.7 4.4 77T
0.10 —0.594 95.1 12.8 23.8

23



355

356

357

358

359

360

361

362

363

364

365

366

367

368

369

370

371

372

373

374

375

376

377

378

379

Table 12 lists the operating points that the development-set rule of Eq. 6 selects for three empirical
targets. The selected thresholds move monotonically with the target, and the observed test behaviour tracks
the development criterion at distinct coverage levels: the a=0.03 point recalls 89.2% of all errors while
still covering 64.4% of predictions, and the a=0.10 point covers 95.1% of predictions for workflows that
favour throughput. A deployment can therefore pick a target from this curve according to its review budget,
using development data only. For the 5% target, 6568 of 815 test predictions are accepted and 157 enter
the review set; 629 of the accepted predictions agree with the reference label. The observed operating
point therefore corresponds to 95.6% accepted-set accuracy. Fitting the gate and choosing its threshold on
the same development split defines an empirical selection procedure; the reported test values quantify its
performance on the held-out population.

The gate’s three features each carry a useful reliability signal (Table 13): every single-feature variant
separates errors from correct predictions with an AUROC of at least 0.896. The top-two margin is the
strongest single signal, and the full three-feature set attains the best AUROC of 0.9206 together with a
competitive average precision, so the compact set is retained. It uses three confidence summaries of an
already available posterior. The near-equal AUROC of the margin-only and three-feature variants also

provides a compact reference for choosing a gate in a subsequent deployment study.

Table 13. Feature ablation of the reliability gate on the held-out test set. AUROC and AP measure how well each
feature set separates errors from correct predictions.

Gate features AUROC AP

Pmax 0.9166 0.6803
P1 — P2 0.9205 0.6742
entropy 0.8958 0.6390

all three (selected) 0.9206 0.6782

4. Discussion

4.1. Interpretation of window-score aggregation

LME-PC combines regional projection with a smooth class-conditional aggregation rule. For a fixed
class, windows with larger projected scores contribute more strongly to the pooled value. This mathematical
property explains how the model represents concentrated evidence within a recording. Table 10 shows a
2.70-point top-1 difference between the complete LME-PC and mean-pooling configurations. The configu-
rations also differ in pooling domain and regularisation path, so the comparison supports their evaluated
combination. The temperature intervention adds a complementary observation: this combination maintains

its aggregate accuracy when the small learned class-wise variation is equalised.
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4.2. Computational implications for regional monitoring

Two observations follow from Table 7. First, the regional head contributes a small measured forward-
pass cost: 0.54ms for one head and 2.85ms for the five-head ensemble on a 96-slot input. The latter
corresponds to the ensemble accuracy reported in Table 3. Second, the combined on-disk encoder, head,
and preprocessing artifacts occupy approximately 64.08 MB. This is a model-storage figure; runtime libraries
and working memory are separate resources. The batch-one encoder timing is below the 1.5-s extraction
hop on the measured workstation, providing a useful component-level reference for subsequent streaming

integration.

4.8. Prospective ecological evaluation

The current evidence concerns focal archival recordings under a file-hash-based split. Different encodings
of a source recording can cross those split boundaries; the saved-checkpoint sensitivity analysis quantifies the
observed effect of identified candidates without replacing training under a source-disjoint protocol. Likewise,
the gate’s empirical development target is an operating choice, not a guaranteed error bound under changes
in site, season, recording conditions, or species prevalence. These distinctions define the scope of the reported
recognition and review-workload estimates.

The controlled regional-head comparisons, temperature sensitivity analysis, and component measure-
ments support a modular approach to checklist-specific recognition. The next stage is prospective evaluation
across independent sites and seasons, with source-identity grouping, soundscape annotations, and review
decisions incorporated into the monitoring protocol. This progression connects reproducible archival exper-

iments with regional ecological observation.

5. Conclusion

This paper presented RRC-BirdNET for regional bird-sound recognition using a frozen acoustic encoder,
a window-score LME-PC head, balanced-softmax training, and a confidence-based review gate. The five-
head ensemble achieved 84.05% top-1 and 79.94% balanced accuracy on 815 audited archival test recordings.
On the directly mapped reference-label subset, it achieved 84.24% top-1 compared with 64.68% for checklist-
restricted frozen scores. Individual heads averaged 83.51% top-1 with a 1.14 MB checkpoint, providing a
compact alternative to the 5.69 MB ensemble package. The gate achieved AUROC 0.921; the development-

selected 5% empirical target yielded 80.7% coverage and 95.6% observed accepted-set accuracy.
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