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Automated Test Case Generation for Airborne

Software Using a VAE–Transformer Model

Abstract

Airborne software is safety-critical and typically features strict input formats and

complex operational states. A central testing challenge is to achieve adequate

coverage of deep state-dependent execution paths. Conventional coverage-guided

fuzzing relies on random byte-level mutations, which can corrupt input struc-

tures and fail to capture state dependencies in event sequences, making it difficult

to generate high-quality test cases that reach deep execution paths. To address

these limitations, this paper proposes a VAE–Transformer-based method for

automated test case generation for airborne software. First, a structured rep-

resentation is developed for airborne state-machine inputs: fixed-length byte

sequences are represented as an m× n event–field matrix. Based on an analysis

of flight-control state transitions, key state attributes, including system mode,

arming state, and failsafe level, are explicitly encoded into an s-dimensional

operational-state semantic vector, enabling the joint representation of input

structure and state context. Second, a variational autoencoder learns the latent

distribution of high-value test cases subject to state-semantic constraints, and

reparameterized sampling provides diverse candidates under the same condi-

tioning vector. An event-aware gated fusion mechanism adaptively balances the

contributions of the conditioning semantic vector and the stochastic latent vari-

able. A Transformer encoder then models bidirectional dependencies in the event

sequence and generates diverse, complete test cases in parallel to explore addi-

tional execution paths. Experiments on several representative airborne software

targets show that the proposed method outperforms the comparison methods.

For the representative flight-control command program commander, edge, line,

and branch coverage improve by approximately 4.9, 5.1, and 4.6 percentage

points, respectively, over the AFL++ baseline , while the execution budget

required to reach the target coverage decreases by approximately 9.6%. The

average execution budget across six target programs decreases by approximately

9.4%. These results indicate that the proposed method improves both cover-

age and efficiency in airborne software fuzzing and offers a feasible approach to

automated testing of high-assurance software.

Keywords: airborne software testing, test case generation, variational autoencoder,
fuzzing, Transformer, deep learning
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1 Introduction

As avionics systems become increasingly complex [1] and airborne software assumes a
larger share of system functionality [2], software has become essential to flight control,
state monitoring, mission management, and other critical functions. Because airborne
software is typically assigned a high design assurance level [3], testing must establish
functional correctness [4] and satisfy stringent adequacy requirements for structural
coverage, exception handling, and state transitions. Conventional test case design and
generation, however, rely heavily on manual analysis of software requirements. For
complex control logic and interactions involving multiple events, this approach often
suffers from low generation efficiency, insufficient coverage, and limited exploration of
deep state-dependent paths. Coverage-guided fuzzing continuously selects high-value
inputs using program execution feedback and has become an important technique for
automated test case generation and software robustness testing. Its ability to explore
deep state-dependent paths is commonly assessed using metrics such as edge and
branch coverage [5]. Greybox fuzzers, including AFL and AFL++, repeatedly mutate
existing seeds based on coverage feedback [6] to discover new program paths. However,
airborne software typically imposes strict input formats and exhibits complex opera-
tional states. Its critical functions often require multiple events to occur jointly under
specific state conditions, making deep paths particularly difficult to cover. For the
structured inputs commonly used in airborne software, general-purpose random muta-
tions can disrupt field boundaries, event order, and state constraints, causing many
inputs to be rejected during parsing or state validation. In flight-control state-machine
programs in particular [7], critical paths often depend on combinations of event timing,
field values, and operational states. Conventional byte-level mutation alone there-
fore struggles to produce high-quality test cases that preserve structural validity and
satisfy state-semantic constraints. In coverage-guided fuzzing, the implementation of
state transitions involves program branches and control-flow edges. Reaching a deep
branch guarded by a state condition indicates that the corresponding condition has
been satisfied and that the associated state-dependent path has been executed [4]. In
recent years, deep learning [8] has increasingly been used to support input generation
and optimize fuzzing. Previous studies [9–11] suggest that generative models can learn
the structural distributions of inputs and improve sample diversity to some extent.
Nevertheless, most learning-based methods focus on textual protocols or file formats.
Relatively little attention has been paid to the fixed-length binary inputs of airborne
software state machines, which have explicit field boundaries and strong state depen-
dencies. To address these challenges, this paper proposes a VAE–Transformer-based
method for automated airborne software test case generation. The method represents
fixed-length binary inputs as anm×n event–field matrix and uses runtime information
from the target program to construct an s-dimensional state-semantic conditioning
vector. A VAE learns the latent distribution of high-value inputs, while a gated fusion
mechanism adaptively combines the conditioning semantics with latent representa-
tions. A Transformer models bidirectional dependencies among events and fields to
generate test cases. After postprocessing, these cases serve as the initial corpus for
AFL++, improving the efficiency of path exploration. The two principal contributions
are as follows:
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1. Semantic-extraction-based VAE latent modeling. To address the lack of
structural semantic representations for raw binary inputs and the difficulty of mod-
eling the distribution of high-value test cases, binary inputs are reorganized into an
event–field matrix that preserves event semantics. An s-dimensional operational-
state semantic vector is extracted as an explicit condition. A conditional VAE maps
the state semantics to a latent distribution, and reparameterized sampling provides
a continuous, controlled source of diversity under the same state condition. This
design explicitly separates state-semantic constraints from the source of sample
diversity.

2. Event-aware gated Transformer generation of structured test cases. To
preserve bidirectional relationships within event sequences and dependencies on
operational states, an event-aware gating mechanism adaptively balances the con-
ditioning semantic vector and stochastic latent vector at each event position.
A Transformer encoder models the contextual relationships of the fused event
representations, supporting both structural validity and path exploration in the
generated samples.

2 Related Work

2.1 Automated Generation Using Conventional Algorithms

As greybox fuzzing has matured, coverage-guided methods represented by AFL and
AFL++ have become a mainstream approach. They combine lightweight instrumen-
tation with a closed loop of seed selection, input mutation, target execution, coverage
feedback, and retention of high-value seeds. Improvements have primarily addressed
four aspects: seed scheduling, directed path exploration, constraint handling, and
structure preservation. For seed scheduling, Böhme et al. [6] modeled execution paths
as a Markov chain and allocated mutation energy according to path visitation fre-
quency to accelerate exploration of infrequently executed code. CollAFL [12] improved
path discrimination by eliminating coverage-bitmap collisions, while FairFuzz [13] pri-
oritized mutations of seeds that trigger rare branches. More recently, DiPri [14], a
distance-based seed prioritization method, further improved scheduling efficiency. For
directed path exploration, AFLGo [15] used the distance from program locations to
target sites and a simulated annealing strategy to concentrate mutation budgets on
seeds closer to those targets. For constraint handling, Steelix [16] and REDQUEEN
[17] exploited correspondences between input bytes and comparison instructions to
repair magic-byte and checksum constraints. Angora [18] combined byte-level taint
tracking with gradient descent to solve branch conditions. QSYM [19] and T-Fuzz [20]
overcame complex checks using lightweight concolic execution and program transfor-
mation, respectively. For structure preservation, Superion [21] performed subtree-level
mutations on abstract syntax trees to maintain the syntactic validity of structured
inputs. FormatFuzzer [22] generated and mutated binary-format inputs using format
templates to preserve structural validity. For stateful programs, StateAFL [23] and
NSFuzz [24] inferred runtime states and constructed state-aware feedback to improve
the exploration of state-dependent paths. Overall, classical approaches face inherent
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limitations associated with path explosion and expensive constraint solving. More-
over, coverage-guided fuzzers still rely heavily on random operations such as bit flips
and byte substitutions. For structured binary inputs with explicit field boundaries,
event ordering, and state constraints, many mutated inputs fail during parsing or state
validation, limiting access to deep paths that depend on combinations of events in
airborne state-machine programs.

2.2 Deep-Learning-Assisted Fuzzing Test Case Generation

Deep learning has increasingly been incorporated into fuzzing, primarily through
input generation and input-value prediction [25]. Input-generation methods use neural
networks to learn input-format distributions and improve parsability and structural
validity. Learn&Fuzz [10] was an early implementation of this idea: it treated PDF
objects as character sequences and trained a character-level recurrent neural network
to guide structured input generation, demonstrating the feasibility of learning-based
generation on a PDF parser. SeqFuzzer [26] subsequently used sequence-to-sequence
modeling and LSTM networks to learn message structures and temporal patterns in
stateful protocols. GANFuzz [9] learned protocol syntax from industrial protocol mes-
sages using generative adversarial networks. IUST-DeepFuzz [25] extended recurrent
neural networks to complex file formats containing nontextual data. For C compilers,
DeepFuzz [27] used a sequence-to-sequence generative model to continuously produce
syntactically valid C programs for fuzzing compilers such as GCC and Clang, demon-
strating the effectiveness of learning-based generation in compiler testing. COMFORT
[28] used GPT-2 to generate JavaScript test programs and combined differential and
conformance testing with the ECMAScript specification to reveal deviations between
engine implementations and the standard. Input-value prediction methods estimate
the potential testing value of inputs to optimize fuzzing execution. FuzzGuard [29]
used a convolutional neural network to predict target reachability and filter unreach-
able seeds in directed greybox fuzzing. Rajpal et al. [30] used an LSTM to predict
the value distribution of input bytes from historical mutations and coverage infor-
mation, guiding subsequent mutations. MEUZZ [31] learned seed-scheduling decisions
from reachability and dynamic-analysis features. Wang et al. [32] applied reinforce-
ment learning to adaptive hierarchical coverage scheduling, while Huang et al. [33]
used Monte Carlo planning to balance scheduling benefits against costs. These studies
suggest that deep learning can partly mitigate the limitations of random mutation for
structured inputs. However, existing research primarily concerns textual protocols, file
parsers, and general-purpose programs. Systematic investigation remains limited into
generative models that preserve both structural validity and state semantics for the
fixed-length, explicitly structured, strongly state-dependent binary inputs of airborne
software state machines.
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3 Preliminaries

3.1 Variational Autoencoder

A variational autoencoder (VAE) is a probabilistic latent-variable generative model
that represents the underlying distribution of observed samples in a continuous latent
space. Unlike a conventional autoencoder, which maps an input to a single determin-
istic latent vector, a VAE encodes an input as a probability distribution over latent
variables. To generate a new sample, a latent variable is first sampled from this distri-
bution and then decoded into a sample consistent with the training-data distribution.
A VAE therefore supports representation learning while providing a sampleable prior
for generation. Let X denote a structured test sample, c the conditioning semantic
vector, and z the latent variable. In a conditional VAE, the encoder represents the
input and its state condition through the approximate posterior qϕ(z | X, c). This
posterior is commonly assumed to be Gaussian:

qϕ(z | X, c) = N
(
z;µϕ(X, c), diag

(
σ2
ϕ(X, c)

))
. (1)

Here, µϕ(X, c) and σϕ(X, c) are the mean and standard deviation predicted by
the encoder, respectively, and ϕ denotes its parameters. To enable gradient back-
propagation through stochastic sampling, the VAE uses the reparameterization
trick:

z = µϕ(X, c) + σϕ(X, c)⊙ ε, ε ∼ N (0, I). (2)

Here, ε is noise sampled from the standard normal distribution, and ⊙ denotes elemen-
twise multiplication. Reparameterization enables end-to-end training while retaining
stochastic sampling. The VAE objective generally comprises a reconstruction term
and a Kullback–Leibler (KL) divergence regularizer:

LVAE = −Ez∼qϕ(z|X,c)[log pϕ(X | z, c)] +DKL(qϕ(z | X, c) ∥ p(z)) . (3)

The first term penalizes differences between the reconstructed output and the original
sample; the second constrains the approximate posterior qϕ(z | X, c) to remain close to
the prior p(z). Together, they enable the model to reconstruct observed samples and
learn a continuous, smooth, sampleable latent space. In this study, the VAE does not
directly generate complete byte streams. Instead, it learns the latent distribution of
high-value test cases under state conditions. For structured test samples with similar
operational-state semantics, it provides candidate latent representations that combine
randomness with distributional consistency. These representations support the subse-
quent Transformer-based generation of event-level field sequences, helping to maintain
sample diversity and explore potentially high-value paths.In this work, the encoder is
conditioned on c only, and X serves as the reconstruction target (Section 4.1.2).
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Fig. 1 Architecture of a standard variational autoencoder

3.2 Transformer Encoder and Multi-Head Self-Attention

The Transformer is an attention-based sequence-modeling architecture whose cen-
tral mechanism directly models dependencies between arbitrary sequence positions
through self-attention. Given an input sequence, the model constructs query, key,
and value matrices, denoted by Q, K, and V , respectively, and computes relation-
ships between positions using scaled dot-product attention. Compared with RNNs
and LSTMs, Transformers offer more stable modeling of long-range dependencies and
greater parallelism. They are therefore widely used in text generation, structured
sequence modeling, and multimodal learning. Self-attention computes similarities
between query and key vectors to determine how much information each position
receives from other positions, and then forms a weighted sum of the value vectors.
This allows the model to determine dynamically which parts of the sequence matter
to a given element. For airborne state-machine inputs, an event can therefore depend
directly on distant mode changes, fault injections, or recovery conditions, rather than
only on neighboring events, enabling the model to capture logical relationships across
events.

Attention(Q,K, V ) = softmax

(
QKT

√
dk

)
V. (4)

Multi-head self-attention extends single-head attention by projecting the input into
multiple representation subspaces, computing attention independently in each sub-
space, and concatenating and projecting the results back to a common dimension.
This enables the model to examine the sequence from several representational per-
spectives simultaneously. For example, one head may focus on event order, another on
co-occurring fault flags, and another on compatibility between mode changes and arm-
ing states. Multi-head attention thus generally offers greater representational capacity
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than a single attention head. It is defined as

MultiHead(Q,K, V ) = Concat(head1, . . . , headh)W
O, (5)

where the ith head is

headi = Attention(QW
Q
i ,KWK

i , V WV
i ). (6)

Multi-head self-attention is only one sublayer of a complete Transformer encoder block.
A full block also includes a position-wise feed-forward network, residual connections,
and layer normalization. These components jointly support contextual modeling, rep-
resentation transformation, and stable optimization. The feed-forward network applies
a nonlinear transformation at each position to increase representational capacity.
Residual connections preserve the original information and alleviate gradient degra-
dation in deep networks, while layer normalization stabilizes training and reduces
numerical variation across feature dimensions. Stacking multiple encoder blocks yields
increasingly abstract and global sequence representations. The feed-forward network
is commonly expressed as

FFN(x) = W2σ(W1x+ b1) + b2. (7)

The encoder sublayers with residual connections and layer normalization can be
written as

x̃ = LayerNorm(x+MultiHead(x, x, x)) , (8)

y = LayerNorm(x̃+ FFN(x̃)) . (9)

In the present task, the input is an event-level hidden representation mapped from the
conditioning semantic vector, rather than a sequence of natural-language tokens. The
conditioning representation is first mapped into an event-level latent space. Multi-head
self-attention then models global dependencies among the m events, followed by feed-
forward transformations and layer normalization. The resulting output is a field-level
representation with the same structure as the original test case.

4 VAE–Transformer Framework for Automated Test

Case Generation

To address strict input formats, complex state constraints, and the scarcity of high-
value test samples in airborne software, this paper proposes a VAE–Transformer-based
generation framework. On the modeling side, semantic-extraction-based VAE latent
modeling reorganizes fixed-length byte inputs into an m × n event–field matrix and
extracts an s-dimensional operational-state semantic vector c by executing historical
seeds. The VAE learns a latent distribution and samples z through reparameterization,
providing a source of diversity for seed generation under the same state semantics.
On the generation side, event-aware gated Transformer generation adaptively balances
the contributions of c and z at each event position. A Transformer encoder models
bidirectional long-range dependencies among events, and the fused representation is
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converted into a byte sequence in parallel, supporting structural validity, state consis-
tency, and path exploration. The framework comprises four stages: data processing,
VAE latent modeling, event-aware gated Transformer generation, and independent
evaluation using AFL++. AFL++ uses the generated test cases as its initial corpus for
coverage-guided fuzzing; its coverage feedback does not update the generative model
parameters.

① Input Representation and State Semantic Extraction

② Conditional VAE-Transformer Generative Model

…

Adaptive

 Gating

Fused Feature 

 H

Positional Encoding 

Fusion

…

…

Transformer Encoder×N

(Attention+FFN)

Time-Distributed

Fully Connected Layer

…

…

…

…

… … ………
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Test Cases

B.Event-Aware Gated Fusion

*
c

C.Transformer Structured GenerationA.Conditional Variational Autoencoder 

Event-Filed 

Matrix X

Condition 
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…

Encoder z


z

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reconstruction supervision 
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semantic constraints

Raw Structured 
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11001010

00110101
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Tick Command Mode Flag
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Field-Level Representation

…

State Transition Sequence 

Extraction
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Vector c

1s 2s 3s s
…

Target Program 

and Monitor 

State

Input Context Information

③ AFL++ Test Evaluation

Generated 

Test Cases

Fuzzing

AFL++4.33c 

Coverage Capability Evaluation

(Branch/Edge/Line)
Execution Overhead Evaluation

c
H

z
H

Condition State 

Latent Variable 

Gate Fusion Condition

Normalized Output 

Matrix

Fig. 2 VAE–Transformer framework for automated test case generation

1. Input representation and state-semantic extraction: Original structured
seeds → Configurable event–field matrix X → Field-level representation (fields of
each event: Tick, command, mode, flags, battery level, fault, auxiliary 0, auxiliary
1) → Execute the seeds on the target program and monitor its states → State-
transition sequence extraction (s1, s2, s3, . . . , sT ) → Conditioning vector c. The two
downward labels are “Input-pattern information” and “Operational-state context
information.”

2. Conditional VAE–Transformer generative model: A. Conditional vari-
ational autoencoder (VAE): Configurable event–field matrix X; Conditioning
vector c; Encoder; µz; σz; ε ∼ N (0, 1); Latent variable z; “X provides the
input-structure pattern and reconstruction target”; “c provides operational-state
semantic constraints.” B. Event-aware gated fusion: Conditional-state repre-
sentation Hc; Latent representation Hz; Adaptive gate-weight generation; Fused
feature representation H; Addition of positional encoding; Gated conditioning rep-
resentation c∗. C. Transformer-based structured generation: Transformer
encoder block × N (multi-head attention + feed-forward network) → Time-
distributed fully connected layer (8 dimensions, sigmoid) → Normalized output

matrix X̂ → Generated structured test cases.
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3. AFL++-based testing and evaluation: Generated structured test cases →
AFL++ fuzzing → Coverage evaluation (branch/edge/line coverage) → Execution-
budget evaluation.

4.1 Semantic-Extraction-Based VAE Latent Modeling

Conventional fuzzing treats test inputs as continuous byte streams, making it diffi-
cult to preserve event boundaries, field positions, and operational-state constraints
explicitly. Random byte mutations can also damage input structure and distort state
semantics. The proposed conditional latent modeling method uses a conditioning
vector c to impose operational-state semantic constraints on generation, supporting
structural plausibility and state consistency. A latent variable z simultaneously pro-
vides stochastic variation under the same condition, improving candidate diversity
and path exploration without discarding the semantic constraints altogether.

4.1.1 Structured Input Representation and Operational-State
Semantic Extraction

Each fixed-length binary input is first reorganized into an event-level field matrix, with
rows corresponding to event steps and columns to field dimensions. This representation
preserves local field semantics and global event order, providing an explicit structural
basis for subsequent attention modeling:

X = [e1, e2, . . . , eT ] ∈ {0, 1, . . . , 255}T×F , T = m, F = n. (10)

In addition to input structure, operational-state semantics determine whether an input
is effective. Each test case is therefore executed on the target program to extract a
runtime-state summary S(X), including the final mode, arming state, failsafe level,
rejection statistics, and several bitmask features. These features are concatenated in
a fixed order and normalized to obtain an s-dimensional conditioning vector c. Unlike
a representation derived solely from input content, this vector explicitly describes
the state semantics observed after execution, integrating input structure and runtime
context into a common generation framework. Let X ∈ R

m×n, where m is the number
of event steps and n is the number of fields per event. The conditioning vector c ∈ R

13

combines discrete semantic attributes, continuous count features, and bitmask features
to characterize the program state and contextual constraints. Training uses paired
samples (X, c), so generation is guided by explicit state semantics rather than by X

alone.

4.1.2 Modeling the Conditioning Vector and Latent Variable

Traditional fuzzing obtains diversity through random byte mutation, which readily
disrupts field boundaries and state dependencies in structured inputs. The proposed
approach instead uses conditional VAE latent modeling to map the high-dimensional,
discrete input space to a low-dimensional, continuous latent space and sample under
the guidance of c. Structural diversity is obtained through smooth interpolation and
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stochastic perturbations in the continuous latent space, rather than through uncon-
strained bit flips. The latent encoder takes the operational-state semantic conditioning
vector c as input and learns a conditional distribution over z. After concatenation
or joint mapping, the conditioning information is passed to the conditional encoder
to predict the distribution parameters µ and log σ2. The resulting conditional poste-
rior qϕ(z | c) defines the latent space of high-value candidates sharing the same state
semantics:

qϕ(z | c) = N
(
µϕ(c), diag

(
σ2
ϕ(c)

))
. (11)

The latent variable z is then obtained by reparameterized sampling. The condition-
ing vector c specifies the state-semantic constraints, while z introduces continuous
stochastic perturbations under these constraints, allowing candidates with different
structural details to be generated for the same state semantics:

z = µz + exp

(
1

2
log σ2

z

)
⊙ ε, ε ∼ N (0, I). (12)

At inference time, the original input is no longer required; the latent variable is sampled
directly from the standard normal distribution:

z ∼ N (0, I). (13)

The original seed X is not fed directly into the latent encoder. Instead, it serves as the
supervision target for the Transformer encoder output X̃. Through the reconstruc-
tion loss, structural information is backpropagated to the conditional latent encoder,
gated fusion module, and main generator, enabling end-to-end joint optimization. To
align the conditional latent distribution learned during training with standard normal
sampling at inference, the latent space is regularized using

DKL(qϕ(z | c) ∥N (0, I)) . (14)

This regularization encourages a continuous, sampleable latent space. At inference
time, z ∼ N (0, I) and the target condition c jointly drive generation. In contrast to
discrete random flips in the raw byte space of AFL++, the proposed method intro-
duces randomness in a continuous latent space and generates candidates under state
conditions. It thus replaces unconstrained byte mutation with condition-guided con-
tinuous latent variation, expanding structural diversity while retaining state-semantic
constraints. This design explicitly separates semantic constraints from the source of
diversity: c specifies the state-semantic boundaries that generated outputs should sat-
isfy, while z provides diverse candidates under the same condition. This separation
helps avoid the loss of structural integrity associated with purely random mutation.

4.2 Structured Generation Using an Event-Aware Gated

Transformer Encoder

A linear combination of c and z cannot readily balance state constraints against
stochastic diversity. The proposed event-aware gated Transformer method therefore
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adaptively controls the relative contributions of the state-semantic conditioning vector
and stochastic latent variable at each event position. This provides dynamic coordina-
tion between constraint satisfaction and diversity. A Transformer encoder then models
bidirectional long-range dependencies among events to generate complete test cases
with coherent global structure.

4.3 Event-Aware Gated Fusion

The conditioning vector c and latent variable z are first projected into a common
hidden space through separate learnable linear mappings and reshaped into initial
representations for the m event positions:

Hc = Reshape(Wcc+ bc), (15)

Hz = Reshape(Wzz + bz). (16)

Here, Hc is the deterministic event-level semantic representation derived from the
operational-state condition, and Hz is the event-level latent representation derived
from the stochastic latent variable. Both have the same event-sequence length and
hidden dimension, enabling position-wise fusion. The two representations are then
passed jointly to the gating unit to compute adaptive weights:

G = σ(Wg[Hc;Hz] + bg) . (17)

Here, [Hc;Hz] denotes concatenation, σ(·) is the sigmoid activation function, and each
element of G lies in [0, 1]. The fused representation is

Hfuse = G⊙Hc + (1−G)⊙Hz, (18)

where ⊙ denotes elementwise multiplication. The gate adaptively balances state-
condition information and stochastic latent information according to the event position
and hidden features. Larger gate values retain more of the state semantics supplied
by the conditioning vector, whereas smaller values allow stochastic latent variation to
exert a greater influence on generation. Functionally, the conditioning branch imposes
state-semantic constraints, the latent branch supplies random variation, and the gate
coordinates their contributions at the event level. Compared with fixed addition or
simple concatenation, event-aware gating provides position-specific fusion and reduces
the risk of an imbalance between semantic conditioning and stochastic variation. Posi-
tional encoding P is added to the fused event representations to preserve the order of
the m events:

H(0) = Hfuse + P. (19)

4.3.1 Structured Generation with the Transformer Encoder

The representation H(0) is passed to the Transformer encoder backbone. Multi-head
self-attention allows each event position to attend to every other position in the
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complete event sequence. In an attention layer, the computations are

Q = H(l−1)WQ, (20)

K = H(l−1)Wk, (21)

V = H(l−1)Wv, (22)

Attention(Q,K, V ) = softmax

(
QKT

√
dk

)
V. (23)

Multi-head attention models relationships among events in parallel across different
projection subspaces, capturing long-range dependencies. By incorporating the context
of subsequent events, it provides bidirectional structural modeling of the entire test-
case sequence. Each Transformer encoder layer comprises multi-head self-attention,
residual connections, layer normalization, and a feed-forward network:

H̃(l) = LayerNorm
(
H(l−1) +MultiHeadAttention(H(l−1))

)
, (24)

H(l) = LayerNorm
(
H̃(l) + FFN(H̃(l))

)
. (25)

Multi-head self-attention aggregates contextual information across event positions,
while the feed-forward network performs a nonlinear transformation of each event
representation. After multiple layers, the model produces a high-level structured rep-
resentationH(L) that incorporates global event dependencies and local field semantics.
Finally, a fully connected output mapping shared across events converts each event
representation into a field-prediction vector:

X̂ = σ(H(L)Wo + bo). (26)

The implementation uses TimeDistributed(Dense(8, sigmoid)), applying the same
eight-dimensional fully connected output layer to all m event positions and generating
the complete normalized m× n matrix in parallel. Unlike byte-by-byte autoregressive
generation, the model does not generate each subsequent byte from previous byte
predictions. Instead, it outputs all fixed fields simultaneously using the full event
context, improving the efficiency of structured generation. The normalized matrix
X̂ ∈ [0, 1]m×n is denormalized, rounded, and clipped to produce a discrete matrix
within the valid byte range:

Xbyte = Clip
(
Round(255X̂), 0, 255

)
. (27)

The byte matrix is then flattened in the original event and field order to reconstruct a
fixed-length binary input of m× n bytes. This input becomes a candidate initial seed
for subsequent AFL++ fuzzing. During training, the true matrix X is not a direct
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input to either the conditional latent encoder or the Transformer encoder; it serves as
the supervision target. Minimizing the discrepancy between X̂ and X backpropagates
structural information through the output layer, Transformer encoder, gated fusion
module, and reparameterization path, enabling end-to-end joint optimization. The
overall training objective combines reconstruction loss and KL regularization:

Ltotal = Lrec + βLKL. (28)

Here, Lrec penalizes differences between X̂ and X, LKL regularizes the conditional
latent posterior, and β balances the two terms.

1) Reconstruction loss. The generated normalized matrix X̂ ∈ [0, 1]m×n is
compared elementwise with the true normalized matrix X using mean squared error:

Lrec =
1

mn

m∑

i=1

n∑

j=1

(X̂ij −Xij)
2. (29)

Here, m is the event-sequence length, n is the number of fields per event, and Xij and

X̂ij are the true and generated normalized values of field j in event i, respectively.
Since all fields are normalized to [0, 1], elementwise mean squared error places equal-
scale constraints on the protocol fields and prevents fields with larger numerical ranges
from dominating the gradients. Compared with byte-level cross-entropy supervision,
matrix-level reconstruction loss also matches the simultaneous generation of all fields,
allowing the supervision signal to act on every event position at once.

2) KL regularization. The conditional latent encoder predicts the posterior
qϕ(z | c) = N (µ, diag(σ2)). The KL term constrains this posterior to remain close to
N (0, I), reducing the distribution mismatch between reparameterized sampling during
training and standard normal sampling during inference:

LKL = DKL

(
N (z;µ, diag(σ2)) ∥N (0, I)

)

=
1

2

d∑

k=1

(
µ2
k + σ2

k − lnσ2
k − 1

)
.

(30)

Here, µk and σ2
k are the mean and variance estimated for latent dimension k. During

training, the model samples from the posterior using z = µ+ σ⊙ ε, with ε ∼ N (0, I);
during inference, it samples directly from the standard normal prior. Without KL
regularization, the posterior may drift away from the prior, causing inference-time
samples to fall in regions not encountered during training and reducing generation
quality. Excessively strong KL regularization, however, can collapse the posterior
toward the prior and remove conditioning information from the latent variable. The
coefficient β must balance these competing effects. The gated fusion module requires
no independent supervision. Its parameters share the same loss function L as the
conditional latent encoder, Transformer encoder, and output layer. Reconstruction
gradients propagate from the output layer through the Transformer encoder and gated
fusion module, then through the reparameterization path to the mean and variance
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branches of the conditional latent encoder. KL gradients act directly on the encoder’s
distribution parameters. These two gradient paths jointly update the model, allowing
latent representations, gate weights, and structured generation to be optimized under
one objective without staged training or an additional alignment loss. After training,
the model parameters remain fixed. Generated candidates undergo byte reconstruc-
tion and validity filtering before being supplied to AFL++ as the initial corpus for
coverage evaluation.

5 Experimental Analysis

All experiments were conducted on a Dell PowerEdge T550 server running Ubuntu
22.04 LTS. The hardware comprised two Intel Xeon Silver 4309Y processors with 16
cores in total at 2.80 GHz, two NVIDIA Tesla T4 GPUs, 32 GB of memory, and 3.6 TB
of disk storage. The software environment used AFL++ 4.33c for fuzzing, GCC 9.5.0
for program compilation, and Python 3.10 for experimental scripts. We compared three
test case generation approaches: conventional coverage-guided fuzzing (denoted as
AFL),GAN-assisted generation, and VAE–Transformer-assisted generation. The AFL
baseline uses the original seed corpus without deep-learning-based seed generation.
AFL++ version 4.33c serves as the underlying fuzzing engine for all three approaches.

5.1 Experimental Setup

To preserve temporal structure and field semantics in command sequences while pro-
viding fixed-dimensional inputs for stable training, all inputs were set to 128 bytes and
mapped to a 16×8 event–field matrix. The 16 rows represent event steps, and the eight
columns represent the fields associated with each event. The VAE conditioning vector
was set to 13 dimensions to describe program states and contextual constraints. The
comparison GAN retained the coverage-bitmap encoding used by its original method
[34]; the two models used the same source of conditioning information but differ-
ent encodings. These settings provided a common experimental basis for evaluating
generated-sample quality, path coverage, and model performance. Table 1 lists the core
hyperparameters used during training and inference. Six key control-logic modules
from the PX4 flight-control system were selected: commander (flight-state management
and mode switching), mission manager (mission-execution control), health monitor

(system health monitoring), command router (routing and dispatch of commands from
multiple sources), failsafe manager (safety protection and failure handling), and
recovery supervisor (post-fault recovery supervision and safe fallback). Together,
these modules represent critical airborne software functions, including state control,
mission management, health monitoring, safety protection, and fault recovery. The
comparison included the AFL++ baseline, a conditional generative GAN, and the
proposed VAE–Transformer. The evaluation metrics were edges covered (EC), lines
covered (LC), branches covered (BC), and the execution budget required to reach the
target coverage. The first three quantify coverage, while the execution budget mea-
sures testing efficiency. These metrics were used to assess coverage improvements,
execution-budget reductions, and consistency across target modules.The execution
budget is defined as the cumulative number of executions required for each method
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to first reach the final edge coverage achieved by the AFL++ baseline on the same
target, as recorded in AFL++’s plot data.

Table 1 Model hyperparameters.

Parameter Value

Learning rate 0.0008
Latent dimension 8
Backbone dimension 64
Batch size 32
Epochs 40
Number of attention heads 4
Conditioning dimension (Cond dim) 13

5.2 Comparative Experimental Analysis

To evaluate the proposed method for structured generation and coverage-guided
fuzzing, AFL and GAN were selected as representative comparison methods. AFL is a
classical coverage-guided fuzzer: its seeds are not processed by a generative model, and
it explores paths using random mutations and coverage feedback. GAN represents a
widely studied deep-learning approach to test case generation, learning the input dis-
tribution through adversarial training. Comparison with GAN therefore helps assess
improvements in structural modeling and generation quality. Because no single metric
can fully characterize testing performance, this section considers both coverage and
efficiency, using coverage-growth trends to examine the path-exploration behavior of
each method.

Table 2 Coverage and execution efficiency on the commander target
program.

Metric AFL GAN VAE–Transformer

Edges covered 220 225 232
Branches covered 290 297 305
Lines covered 263 265 278
Execution budget (million executions) 30 28 27

As shown in Table 2, VAE–Transformer consistently performs better in both cov-
erage and testing efficiency on commander. It covers 232/246 edges, compared with
225/246 for GAN and 220/246 for AFL. Its line coverage reaches 278/296, covering 15
more lines than AFL, while branch coverage reaches 305/326, also covering 15 more
branches. The coverage-growth curves indicate that VAE–Transformer reaches a higher
coverage level earlier and has essentially stabilized at its final value by approximately
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2 h. This suggests that it uses the testing budget more efficiently to reach high-value
code regions. Overall, GAN improves on AFL for some metrics, but the magnitude
and consistency of its gains are lower than those of VAE–Transformer. The proposed
model shows stronger representation learning, input-structure preservation, and cross-
target generalization. These advantages are attributed to the VAE’s ability to capture
the distribution of high-value test cases in latent space and the Transformer’s ability
to represent global relationships among fields, events, and states.

5.3 Generalization Across Programs Under Test

To assess generalization across airborne software targets, further comparisons were
conducted on commander, mission manager, health monitor, command router,
failsafe manager, and recovery supervisor, which differ in state complexity and
control logic. VAE–Transformer, GAN, and the AFL++ baseline were evaluated in
terms of edge coverage, branch coverage, line coverage, and execution budget.

Fig. 3 Edge-coverage growth for the compared models on key PX4 modules

English axis labels: horizontal—Time (min); vertical—Edges covered. Panel titles and model names are

unchanged.

As shown in Fig. 3, edge coverage increases gradually for all three methods and
approaches a plateau during the later stages of testing. VAE–Transformer achieves
the highest final edge count on all six programs. On mission manager, for example,
it discovers 2,756 edges, exceeding GAN and AFL by 77 and 146 edges, respectively.
On recovery supervisor, it discovers 2,220 edges, exceeding the two baselines by
74 and 131 edges. Across the six programs, AFL, GAN, and VAE–Transformer cover
7,486, 7,682, and 7,921 edges, respectively. The proposed model therefore covers 239
more edges than GAN and 435 more than AFL, corresponding to increases of approx-
imately 3.11% and 5.81%. VAE–Transformer also shows more sustained coverage
growth on most programs. For example, on health monitor, mission manager, and
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failsafe manager, it continues to discover edges after the growth of AFL or GAN
has slowed. Growth patterns nevertheless vary by program: most gains on commander

occur during the middle of testing, whereas gains on command router are concentrated
near the beginning. Thus, the model’s benefit extends beyond early exploration speed
to its ability to overcome intermediate coverage plateaus.

Fig. 4 Branch coverage of the compared models on key PX4 modules

English vertical-axis label: Branches covered. “Total” denotes the total number of executable branches in

each program.

VAE–Transformer achieves the highest branch count on all six programs, cov-
ering 7,363 branches in total, compared with 7,164 for GAN and 6,978 for AFL.
These gains of 199 and 385 branches correspond to increases of approximately
2.78% and 5.52%, respectively. On the largest program, mission manager, VAE–
Transformer covers 3,898 branches, exceeding GAN and AFL by 94 and 175 branches.
On recovery supervisor, the corresponding gains are 44 and 80 branches. Because
the total number of executable branches differs among programs, absolute bar heights
should not be compared directly across targets. Within every target, however, VAE–
Transformer consistently outperforms both baselines. Its advantage is therefore not
attributable to a single large program but is evident across programs with different
sizes and functions.

Table 3 shows that AFL and GAN have similar line-coverage performance, with
average coverage rates of 88.90% and 89.17%, respectively; GAN does not consistently
outperform AFL on every program. In contrast, VAE–Transformer achieves the high-
est line coverage on all six programs, with an average rate of 94.14%, exceeding GAN
and AFL by approximately 4.97 and 5.24 percentage points. In absolute terms, VAE–
Transformer covers 13–32 additional lines per program compared with GAN, for a total
gain of 151 lines. Compared with AFL, it covers 15–34 additional lines per program,
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Table 3 Line coverage of the compared models on key PX4
modules.

Target Program AFL GAN VAE–Transformer

commander 263/296 265/296 278/296
health monitor 421/471 419/471 444/471
mission manager 580/652 585/652 614/652
command router 404/457 406/457 430/457
failsafe manager 501/563 499/563 531/563
recovery supervisor 526/592 529/592 557/592

totaling 159 lines. The largest gain over GAN occurs on failsafe manager, where
line coverage increases by approximately 5.68 percentage points. Even on commander,
which shows a smaller gain, the increase remains approximately 4.39 percentage
points. These results suggest that VAE–Transformer consistently explores more code
regions across programs of different sizes and functions, supporting its effectiveness
in improving test-case diversity and program-state-space exploration. Taken together,
the two figures and the table show consistent advantages in edges covered, branches
covered, and line-coverage rates. The edge-coverage curves indicate that the method
continues to generate inputs that trigger different execution paths. The branch results
show that these inputs activate more control-flow branches, while the line results
demonstrate access to additional code regions. Across modules and coverage metrics,
VAE–Transformer therefore achieves more extensive code exploration with greater
efficiency, improving the effectiveness of fuzzing for complex flight-control software.

Fig. 5 Execution-budget comparison across six target programs

As shown in Fig. 5, the execution budgets of VAE–Transformer on the six tar-
gets are 27.2, 58.0, 33.5, 30.4, 31.8, and 30.9 million executions, respectively, all lower
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than those of GAN and AFL. Relative to AFL, the reductions are approximately
9.6%, 8.2%, 7.5%, 7.9%, 10.9%, and 12.5%, respectively. These results suggest that the
performance gains arise from more effective generated seeds rather than greater execu-
tion expenditure. Figures 3–5 and the supplementary line-coverage statistics indicate
consistent advantages in coverage breadth, coverage depth, and execution efficiency.
Across the six targets, the proposed model covers an average of 26.5 additional lines,
72.5 additional edges, and 64.2 additional branches, while reducing the average exe-
cution budget by approximately 9.4%. The method thus improves fuzzing not only
on a single program but also across a range of airborne software targets, indicating
favorable generalization and consistency.

5.4 Ablation Study

To assess whether VAE distribution modeling, Transformer contextual modeling, and
gated fusion are jointly necessary, ablation experiments were conducted along two
dimensions: architectural components and fusion strategies. Tables 4 and 5 report the
quantitative results for the different configurations and examine the contribution of
each design element to the overall framework.The ablation experiments were conducted
on commander. Tables 4 and 5 were obtained from two independent batches of runs,
each including its own full-model configuration as the reference; the ”difference from
best” columns are computed against the reference within the same batch. Because
fuzzing is stochastic, the absolute values of the full model differ slightly from those in
Table 2.

Table 4 Ablation of architectural components.

Model EC LC BC

Execution budget

(M)

Edge difference

from best
Branch difference

from best

VAE 228 274 302 28.9 -7 -9
Transformer 226 271 298 29.6 -9 -13
VAE–Transformer 235 282 311 26.5 0 0

Table 5 Ablation of fusion strategies.

Fusion strategy EC LC BC

Execution budget

(M)

Edge difference

from best
Branch difference

from best

No fusion 225 270 297 29.9 -10 -14
Addition 229 275 302 28.6 -6 -9
Concatenation 231 277 305 27.9 -4 -6
Gated fusion 235 282 311 26.5 0 0

EC: edges covered; LC: lines covered; BC: branches covered; M: million executions.
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Tables 4 and 5 present the component and fusion-strategy ablations. In the compo-
nent ablation, VAE–Transformer achieves the best performance on all three coverage
metrics, covering 235 edges, 282 lines, and 311 branches. It also requires the smallest
execution budget, at 26.8 million executions. Compared with VAE and Transformer,
its branch coverage increases by 2.32% and 3.69%, respectively, while its edge coverage
increases by 2.63% and 3.54%. These results suggest that combining VAE represen-
tation learning with Transformer sequence modeling enables the generation of more
effective test inputs, discovering more paths with fewer executions. The architectural
design therefore contributes materially to fuzzing coverage. The fusion-strategy abla-
tion in Table 5 further shows that adaptive gated fusion provides the best overall
performance, covering 235 edges, 282 lines, and 311 branches. It outperforms no fusion,
static addition, and concatenation, while requiring the smallest budget of 26.5 million
executions. Compared with no fusion, gated fusion improves edge, line, and branch
coverage by 4.44%, 4.44%, and 4.71%, respectively. Its coverage advantage also per-
sists over static addition and concatenation. These findings suggest that gating more
effectively coordinates complementary information from the different representations
and suppresses redundant or uninformative features, improving test-input generation
and path-exploration efficiency. Overall, the performance improvement arises from the
combined effects of the model architecture and fusion mechanism, rather than a single
component. The ablation results support the effectiveness of the proposed design in
both coverage and execution efficiency.

6 Conclusions

This paper proposed a VAE–Transformer-based method for automated airborne
software test case generation to address inadequate input-structure preservation, insuf-
ficient state-semantic modeling, and limited coverage efficiency. The work has two
principal aspects. First, semantic-extraction-based VAE latent modeling reorganizes
binary inputs into an event–field matrix and explicitly encodes key flight-control state
dimensions in an operational-state semantic conditioning vector. A conditional VAE
learns the latent distribution of high-value test cases under these constraints, sepa-
rating state-semantic conditioning from sample diversity. Second, event-aware gated
Transformer generation adaptively coordinates conditioning semantics and stochastic
latent information at each event position. A Transformer encoder models inter-event
dependencies and generates complete test cases in parallel, with all components jointly
optimized end to end under a unified objective. Experiments show that the proposed
method improves airborne software fuzzing. On commander, edge, line, and branch
coverage improve by approximately 4.9, 5.1, and 4.6 percentage points, respectively,
over AFL, while the execution budget required to reach the target coverage decreases
by approximately 9.6%. Comparisons across six representative targets further show
consistent advantages in coverage breadth, coverage depth, and execution efficiency.
Ablation experiments confirm the contributions of VAE distribution modeling, Trans-
former contextual modeling, and gated fusion to overall performance. The method
has several limitations. The experiments primarily concern fixed-length structured
inputs with clear field boundaries. Its applicability to variable-length protocols, deeply
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nested inputs, and more complex interaction constraints requires further investiga-
tion. Future work will expand the training corpus and target-program diversity and
explore a unified representation for variable-length structured inputs, with the aim of
improving test-case effectiveness, program-state-space exploration, and the ability to
trigger latent defects.
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