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Abstract

Omnichannel demand forecasting should be evaluated not only by predictive accuracy but
also by the downstream consequences of forecast-driven decisions. This study evaluates an
archived synthetic experimental framework linking one-week-ahead demand forecasting,
global model explanation, and a simplified single-period inventory simulation. The
accompanying synthetic panel contains 50 stock-keeping units across 10 stores and 104
weekly periods, with 45,000 model-ready observations after temporal feature and target
construction. Four forecasting approaches were compared under chronological evaluation: a
13-week seasonal-lag Naive benchmark, Random Forest, XGBoost, and
HistGradientBoosting. Global permutation importance was calculated for XGBoost to
examine predictive feature contribution. The archived inventory simulation was treated as
exploratory because the stored residual-standard-deviation and safety-stock fields are not
fully consistent with the reported forecast-error statistics; these fields are therefore not
interpreted as validated safety-stock estimates. HistGradientBoosting achieved the lowest
reported MAE (12.136) and RMSE (17.119), while Random Forest produced the lowest
archived simulated cost (31.185). Random Forest nevertheless had the highest archived
stockout rate (12.185%) and lowest archived fill rate (96.860%). In the XGBoost explanation,
the 13-week rolling feature had the largest reported permutation importance (8.121),
followed by holiday (2.476) and rolling_4 (1.486). These results show, within the controlled
synthetic environment, that predictive accuracy and downstream inventory outcomes can
produce different model rankings. The study therefore positions explainability as a decision-
support layer rather than evidence of causality or a substitute for planner judgment. External
validity is limited because the data are synthetic and the inventory policy is intentionally
simplified.

Keywords: Explainable artificial intelligence; demand forecasting; inventory management;
omnichannel retail; machine learning; decision support

1 Introduction

Omnichannel retail integrates online and physical customer touchpoints with shared
inventory, fulfillment, and information processes. Unlike conventional multichannel
arrangements in which channels may operate with partially separated inventories and
processes, omnichannel systems seek coordination across demand, fulfilment, assortment,
and inventory decisions. This integration creates operational interdependence: inventory
positioned at a store can serve walk-in demand, online orders, or click-and-collect demand,
while returns can move products back into the network [1, 2, 3, 5]. Recent work further shows
that inventory positioning, fulfillment, and capacity sharing become more complex when
demand uncertainty is considered [12, 13, 18, 19].
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1.1 Demand uncertainty and inventory consequences

Retail demand is influenced by temporal history, seasonality, holidays, promotions, prices,
customer ftraffic, channel mix, and product availability. Forecast error can therefore affect
replenishment and service outcomes: under-forecasting can increase shortages and
stockouts, whereas over-forecasting can increase inventory and holding costs. Forecast
evaluation is consequently not only a statistical problem; it is also a decision problem in which
forecast errors interact with the inventory policy and cost structure [30, 6, 41]. Intermittent and
irregular demand adds further difficulty because observed zero-demand periods and spikes
can make conventional error patterns unstable [21, 22, 23, 25, 26].

1.2 Machine learning and the decision-translation problem

Machine-learning forecasting can incorporate multiple temporal, commercial, and channel
variables and can represent nonlinear relationships that may be difficult to capture with simpler
benchmarks. Retail forecasting research has therefore examined machine learning alongside
statistical and hybrid approaches [20, 32, 30, 46, 47]. However, improved prediction does not
automatically establish improved operational decisions. A forecast may be accurate while still
producing an undesirable inventory profile under a particular shortage-to-holding-cost ratio or
service objective.

Explainable artificial intelligence provides methods for inspecting model behavior, including
permutation importance, SHAP, LIME, and dependence-based approaches [60, 61, 62, 63].
Yet explanations are not causal evidence and do not automatically constitute operational
recommendations [65, 64, 66, 67]. In the present study, explainability is therefore treated
narrowly as a predictive-association layer between forecasting and operational evaluation.

1.3 Research gap and positioning

The literature contains substantial work on omnichannel operations, retail forecasting,
inventory control, and explainable Al, but these streams often use different primary evaluation
objectives. Forecasting studies commonly emphasize predictive accuracy, inventory studies
emphasize replenishment and service performance, and XAl studies emphasize transparency
or interpretability. The present study connects these dimensions within one controlled
experimental pipeline. The intended contribution is not a claim of universal superiority or a
validated human-Al intervention; rather, it is a comparative synthetic experiment showing how
model rankings can differ when forecast accuracy and downstream inventory simulation are
evaluated together.

1.4 Research questions

RQ1. How do the evaluated machine-learning models compare with a 13-week seasonal-
lag benchmark for one-week-ahead demand forecasting?

RQ2. Which features have the largest global permutation importance in the evaluated
XGBoost model?

RQ3. How do differences in forecast performance translate into inventory outcomes under
the specified single-period simulation policy?

1.5 Research objectives and contribution

The study has three empirical objectives: (1) compare four forecasting approaches under
chronological evaluation; (2) characterize the predictive feature contribution of the XGBoost
model using global permutation importance; and (3) compare the resulting forecasts through a
fixed single-period inventory simulation. A fourth, conceptual objective is to organize these
components within a decision-support architecture that preserves human review as a
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proposed operational layer rather than as a tested intervention. The contribution is therefore
methodological and comparative within a synthetic environment, with explicit limits on external
validity.

Synthetic 4 Demand o Global XAl 4 Inventory 4 Planner 4 Decision &
omnichannel data forecasting (permutation) simulation review feedback

Conceptual planner-review layer; not evaluated with hurman participants

Fig. 1 Proposed decision-support architecture. The uncertainty, planner-review, and feedback
elements are conceptual and were not independently evaluated with human participants.

2 Literature Review

2.1 Omnichannel Retail Operations

The emergence of omnichannel retail has revolutionized retail operations by linking online
and offline channels into more integrated systems. Omnichannel approaches coordinate
customer touchpoints, inventory, fulfillment, and information across channels, rather than
treating them as separate. This integration will affect inventory visibility and demand allocation,
as in-store products can drive both store and digitally driven orders. Hubner et al. [1] highlight
the need to make coordinated decisions across demand forecasting, replenishment,
fulfilment, and returns in omnichannel operations, while Cai and Lo [2] and Hlbner et al. [3]
show the operational consequences of channel integration. This also applies when customers
can access retailers through multiple channels, as Shao [4] notes regarding coordinating
inventory and fulfilment decisions. Because physical outlets can serve as nodes in the
fulfillment process for online orders, store-based fulfillment has become especially relevant.

This can improve delivery and reduce inventory lead times, but it also increases the time
and space required. Bayram and Cesaret [8], Difrancesco et al. [7], Yang et al. [9], and Bansal
et al. [16] discuss various aspects of store-based fulfillment and the integration of operational
decisions. They developed case studies showing how fulfillment decisions affect inventory
availability across channels. In this context, controlling inventory goes beyond the traditional
concept of inventory replenishment. All of the above should be addressed together. Hense
and Huabner [5], Goedhart et al. [12], Guan et al. [14], and Vasilyev et al. [15] examine these
interdependencies. Research on omnichannel inventory management has expanded to
address uncertainty in inventory sharing and positioning decisions, as well as demand
uncertainty [13, 18, 19, 17].

Overall, this literature confirms that the omnichannel retail environment requires treating
decision-making and inventory management across channels as an integrated (business-
level) process rather than discrete (channel-level) operations.

2.2 Forecasting demand in retailing

Historically, statistical methods have been a mainstay of retail demand forecasting, aiming
to detect time-based information such as trends, seasonal patterns, autocorrelation, and
repeating demand patterns. These methods remain useful because they are relatively
straightforward and can be effective when historical demand shows stable temporal
relationships. In retail settings, however, information is becoming increasingly complex and
multidimensional, including promotions, calendars, prices, channels, product characteristics,
and availability. Machine-learning methods offer an alternative and can use multiple predictors
and nonlinear relationships in forecasting systems [30, 31, 32]. One of the biggest problems is
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the fluctuating demand. Some products may have low or no demand for a certain period, but
then experience occasional spikes. Syntetos and Boylan [21] laid important groundwork for
forecasting intermittent demand, and Willemain et al. [22] discussed using probabilistic
methods for intermittent demand.

Later research has focused on how to improve the forecasts in the presence of irregular
demand patterns and how to assess the applicability of different forecasting techniques [23,
24, 25, 26, 27, 28]. Operationally, incorrect forecasts for intermittently shipped products may
result in unequal stock impacts. Broader research in the retail forecasting literature also shows
that forecast quality depends on the product or forecast horizon, the data structure, and the
forecast type. Huber and Stuckenschmidt [32], Hoeltgebaum et al. [29], Schaer et al. [34], and
Ye et al. [38] show the importance of data-driven methods for predicting retail demand, and
Makridakis et al. [35, 36] offer a wider perspective on the comparative performance of
forecasting methods. Importantly, no single model is generally chosen universally for
forecasting optimization. Kourentzes et al. [41], Barrow and Kourentzes [43], and Syntetos et
al. [44] show the potential of forecast combinations and optimization.

This implies that forecasting evaluations should consider the context in which forecasts are
used, as well as their predictive quality.

2.3 Machine Learning and Advanced Demand Forecasting

The methodological potential of demand forecasting in supply chains has increased with
the arrival of machine learning, which allows for nonlinearities and the use of more explanatory
variables. In a previous study, Carbonneau et al. [20] have shown that machine learning
methods are relevant in the context of demand forecasting in supply chains, while more recent
studies have focused on more complex demand environments, such as in Gustriansyah et al.
[45], Cui et al. [46], and Ma [47]. These methods are especially useful when demand is driven
by the interplay of more than one time, commercial, and operational variable(s) that can
interact in a nonlinear manner. Predictive analytics has also been applied recently to
environments with no historical data or incomplete historical data. For new products, Sousa et
al. [48] explore the forecasting challenges that arise, and Riachy et al. [49] and Mayaluri and
Mishra [40] present further advancements in more sophisticated methods for complex demand
settings.

Such work is crucial because retail forecasting systems often deal with new products,
changing demand patterns, and constantly changing market conditions. Forecasting is
becoming more challenging because omnichannel retail generates more frequent
observations and customer behavior is more complex. Gerum et al. [39] discuss high-
frequency forecasting in omnichannel through a real-world example, highlighting the need for
models that can react to the dynamic nature of demand signals at high frequencies. Beyond
individual components, Al has increasingly been linked to optimization and decision-making
processes, not just prediction [50, 51]. The literature thus shows a trend toward developing
predictive systems that do not use machine learning as a standalone model but instead use it
to inform decision inputs.

2.4 Forecasting and Inventory Decision-Making

Forecasting and inventory management are closely linked because forecasts influence the
quantity of items to be replenished (directly or indirectly), safety stocks, allocation, and service
levels. Low statistical error does not necessarily lead to good operational results unless the
residual errors are less correlated with the inventory policies. On the other hand, if the model
includes a small amount of forecast error, it may yield more suitable inventory decisions for a
specific cost structure and forecast uncertainty. This relationship is backed up by research on
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omnichannel inventory management. Gabor et al. [6] explore the relationship between
forecasting and inventory decisions, while Goedhart et al. [12] and Bansal et al. [16] discuss
replenishment, fulfilment, and allocation decisions in integrated retail systems. Inventory
positioning and capacity sharing matter when multiple channels share a common inventory
pool.

Qiu et al. [13] and Hassanzadeh and Martinez-de-Albéniz [18] show how uncertainty
affects inventory placement and capacity allocation across demand channels. More recently,
other research has explored reinforcement learning as an alternative to sequential inventory
decision-making. Boute et al. [52], Kaynov et al. [53], Wang and Minner [54], Stranieri et al.
[55], Park et al. [56], Dehaybe et al. [57], De Moor et al. [58], and Schett et al. [59] illustrate the
growing interest in learning-based inventory policies. These methods view inventory
management as a sequential decision process, where each decision changes the state and
cost at the next step. But advanced inventory optimization doesn’t mean accurate demand
data isn’t needed. Forecasts remain a key factor in inventory decisions, so forecasting and
inventory evaluation should be linked. This justifies the present study’s dual evaluation of
predictive accuracy and the functional consequences of inventories.

In this study, instead of selecting the model with the lowest MAE or RMSE as the most
desirable inventory outcome, we examine how forecast differences affect simulated inventory
costs and other operational measures.

2.5 Explainable Al

As the use of machine-learning models for forecasting grows, so does the need for
techniques that help users understand the model’s behavior. Explainable Al generally falls into
two types: global explanations, which explain the model's overall behavior; and local
explanations, which explain a specific prediction. Permutation importance is a model-agnostic
method for estimating the impact of disrupting each variable, and SHAP attributes predictions
to features using a game-theoretic approach. LIME produces locally interpretable
approximations, while partial dependence [60, 61] and individual conditional expectation [62,
63, 69] plots analyze the relationship between predictors and model outputs. These
techniques are especially useful for demand forecasts, helping planners determine which
variables drive a forecast and whether to adjust inventory. However, the concept of
‘explainability’ is still hampered by the general ‘black-box’ issue.

Guidotti et al. [65] argue that explanation can help to make complicated models more
comprehensible, and Rudin [66] suggests that, for certain models for which there are inherent
explanations, post-hoc explanations may not be the right solution. Miller [64] also notes that
human explanations should reflect, rather than merely mirror, the properties of technical
models, since each person’s understanding of causes or decisions differs. Similarly, Samek et
al. [68] examine how to interpret deep and complex models. A key point is that feature
importance doesn’t necessarily imply causality. A variable that strongly contributes to the
prediction might correlate with other variables, serve as a proxy, or reflect patterns in the
training data that do not drive changes in demand. Similarly, the explanation doesn’t
necessarily translate to an operational recommendation. Meske et al. [67] highlight the need
for stakeholder explanations and stakeholder use, and the interplay between technical
interpretability and stakeholder use.

For inventory planning, however, XAl should be seen as a translation tool that helps users
understand predictive evidence while maintaining the difference between association,
prediction, and causation. This study therefore views explanation as just one step in a larger
decision-making process, not an end in itself.
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2.6 Research Synthesis

The literature has made significant progress in omnichannel operations, retail forecasting,
inventory analytics, machine learning, explainable artificial intelligence, and human-Al decision
support. But most of these streams have been formed with a different primary purpose.
Research on omnichannel has been very focused on ‘integration of channels’ and
‘coordination in operations’; research on forecasting has been mainly concerned with
‘predictive accuracy’; research on inventory has been mainly concerned with ‘inventory
replenishment’ and ‘inventory allocation’; and research on XAl has been mainly concerned
with ‘transparency’ and ‘interpretability’. Because of this fragmentation, research needs to link
these components explicitly.

Table 1 Research-gap matrix

Research stream Main contribution Remaining issue
Forecasting is often
evaluated separately
from integrated
operational
consequences
Forecast accuracy does
not by itself determine
inventory performance
Forecast explanations

are rarely evaluated

Role in current study

Channel integration,
fulfillment, assortment,
and inventory
coordination

Provides the channel

Omnichannel retail ,
and inventory context

Statistical and machine-
learning approaches to
demand prediction
Replenishment, safety
stock, allocation, and

. . Provides the predictive-
Retail forecasting model comparison
Translates forecasts

Inventory analytics into simplified inventory

service-level together with forecast-
oo ; outcomes
optimization driven outcomes
Model transparency Importance measures Reports XGBoost
. . do not establish ,
Explainable Al and explanation of . . global permutation
. . causality or operational | :
predictive behavior importance

Human-Al decision
support

Planner oversight,
interpretation, and
feedback

usefulness

Human effectiveness is
not tested in the
present experiment

Provides a conceptual
review-and-feedback
layer

2.7 Synthesis and study positioning

Across the reviewed streams, a consistent distinction emerges between predictive
performance and decision performance. Forecast accuracy metrics quantify error, whereas
inventory metrics quantify the consequences of using forecasts under a specified policy.
Likewise, global feature importance can identify predictive associations but cannot establish
that changing a feature will change demand. These distinctions motivate the study design:
prediction, explanation, and inventory simulation are evaluated as related but non-equivalent
components. The human-review layer remains conceptual because no planner experiment or
human-subject evaluation was performed.

3 Problem Statement

Omnichannel retailers must forecast future demand while coordinating inventory that may
serve multiple purchasing and fulfilment pathways. The resulting demand signal is affected by
temporal history, commercial variables, channel composition, and calendar effects. A
forecasting model can therefore be statistically strong while still generating different inventory
consequences when embedded in a fixed replenishment policy. The analytical problem
addressed here is to evaluate these two dimensions together without overstating what can be
learned from a synthetic experiment.
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A second problem concerns interpretability. Machine-learning models can represent
nonlinear relationships, but the predictive role of a variable is not equivalent to a causal effect
or an operational recommendation. The present study consequently limits explainability claims
to global permutation importance for XGBoost and treats the planner-facing architecture as
conceptual. This framing allows the study to examine the relationship between model behavior
and downstream inventory simulation without claiming that the explanation was validated as a
human decision aid.

4 Methodology

4.1 Research design

The study uses a controlled experimental systems-evaluation design. The workflow
comprises synthetic data generation, temporal feature construction, chronological model
evaluation, forecasting, global permutation importance analysis for XGBoost, a single-period
inventory simulation, and comparative performance assessment. The design is intended to
preserve temporal information flow and to evaluate forecast accuracy alongside downstream
simulation outcomes.

1 Generate synthetic panel

\(

2 Build leakage-safe temporal features

3 Chronological train/test evaluation

\(

4 Fit four forecasting approaches

5 Calculate MAE and RMSE

\f

6 Calculate XGBoost permutation importance

7 Apply archived single-period inventory simulation

\(

8 Compare forecast and inventory outcomes

All evaluation is chronological; archived inventory outputs are treated as exploratory.

Fig. 2 Experimental workflow used in the supplied study.

4.2 Synthetic experimental dataset

The experimental panel contains 50 synthetic SKUs across 10 synthetic stores and 104
weekly periods from 7 January 2024 through 28 December 2025. A fixed random seed of 42 is
reported for reproducibility. After temporal feature and target construction, approximately
45,000 model-ready weekly SKU-store observations were retained. The forecast target is
next-week total demand, formed from online and physical-store demand components. Product
categories are Grocery, Beauty, Electronics, Home, and Apparel. The data are synthetic and
do not represent transactions from a named retailer.

Table 2 Synthetic dataset and experimental specification

Component Specification

Dataset type Synthetic, reproducible omnichannel panel
SKUs 50

Stores 10

Weekly periods 104

Study period 2024-01-07 to 2025-12-28
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Component Specification

Model-ready observations Approximately 45,000
Random seed 42

Forecast horizon One week ahead

Demand channels Online and physical store
Categories Grocery; Beauty; Electronics; Home; Apparel
Commercial variables Price; discount; promotion
Calendar variable Holiday

Traffic variables Online traffic; store traffic
Historical variables Lag-1; lag-4; lag-13
Rolling variables Rolling-4; rolling-13
Channel variable Online share

Inventory signal Stockout

4.3 Variables and feature engineering

The principal variables reported in the supplied manuscript are date, SKU, store, category,
price, discount, promotion, holiday, online traffic, store traffic, online demand, store demand,
stockout, total demand, lag-1, lag-4, lag-13, rolling-4, rolling-13, online share, and
target_next_week. Lag features use prior demand observations. Rolling features summarize
recent demand history, with four-week and thirteen-week windows representing shorter- and
longer-term history. The feature construction is described as chronological and leakage-
aware: predictors for a target week are constructed from information available before that
target week.

Because the supplied manuscript does not provide the full synthetic-data generator,
parameter values for every distribution, or the complete model hyperparameter configuration,
those details are not reconstructed or invented in this revision. The fixed seed, panel
dimensions, variables, forecast horizon, and reported results are retained exactly as supplied.
The reproducibility limitation is stated explicitly in Section 7.

4.4 Forecasting models

Four approaches are evaluated: a 13-week Seasonal Naive benchmark, Random Forest,
XGBoost, and HistGradientBoosting. The Seasonal Naive benchmark uses the value from the
corresponding 13-week seasonal lag. The three machine-learning approaches are nonlinear
tree-based ensembles. The comparison is intentionally limited to these four evaluated
approaches; LSTM, transformers, probabilistic forecasting, reinforcement learning, and other
advanced methods are not presented as experimental results.

4.5 Chronological evaluation and metrics

Evaluation follows the temporal order of the data. The final 13 forecast origins are identified
as the chronological test period in the supplied manuscript. Forecast accuracy is reported
using mean absolute error (MAE) and root mean squared error (RMSE): MAE = (1/n)Z]yi — ¥i|
and RMSE = V[(1/n)Z(yi - ¥i)}]. Percentage reductions relative to the Seasonal Naive
benchmark are descriptive comparisons and are not accompanied by inferential significance
tests.

4.6 Explainability analysis

Global permutation importance was calculated for XGBoost. For a feature, permutation
importance represents the deterioration in predictive performance associated with disrupting
that feature while retaining the fitted model. The analysis is therefore model-specific and
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global. It is interpreted as predictive association, not causality. No claim is made that the study
evaluated SHAP, LIME, partial dependence, ICE, or local explanations.

4.7 Inventory simulation

The reported inventory experiment uses a single-period forecast-to-replenishment setting
with a one-week forecasting horizon, a 95% protection factor (z = 1.645), holding cost of 1
cost unit per unit of ending inventory, and shortage cost of 6 cost units per unit of unmet
demand. The supplied manuscript reports stockout rate, fill rate, average ending inventory,
average shortage, and total simulated cost. No separate multi-period lead-time or multi-
echelon inventory policy is specified; the simulation is therefore treated as a simplified
comparative experiment rather than a complete inventory-optimization model.

The supplied manuscript also states that stored residual-standard-deviation and safety-
stock values were not internally reconciled with the reported forecasting RMSE and bias on a
common evaluation set. Those unreconciled fields are intentionally excluded from the primary
results in this revision. The inventory values that remain are reported as the supplied
comparative simulation outputs and should not be interpreted as evidence of a validated
commercial inventory policy.

4.8 Reproducibility controls

The study reports a fixed random seed, panel dimensions, study dates, feature families,
forecast horizon, model classes, evaluation metrics, inventory cost assumptions, and the
reported result tables. The supplied manuscript does not contain the complete synthetic-data
generation code, full model hyperparameters, software package versions, permutation-repeat
settings, or a persistent repository identifier. These omissions limit exact computational
reproduction and are therefore treated as a limitation rather than silently filled with assumed
defaults.

5 Results

5.1 Experimental dataset profile

The experimental panel contains 50 synthetic SKUs, 10 synthetic stores, and 104 weekly
periods spanning 2024-01-07 to 2025-12-28. With a fixed random seed of 42 and temporal
feature construction, approximately 45,000 model-ready weekly SKU-store observations are
reported. The final 13 forecast origins constitute the chronological test period described in the
supplied manuscript.

5.2 Forecasting performance

HistGradientBoosting produced the lowest reported MAE (12.136) and RMSE (17.119).
XGBoost followed with MAE 12.179 and RMSE 17.161, while Random Forest produced MAE
12.448 and RMSE 17.470. The Seasonal Naive benchmark produced MAE 20.432 and RMSE
27.635.

Table 3 Forecasting performance under chronological evaluation

Model MAE RMSE
Seasonal Naive 20.432 27.635
Random Forest 12.448 17.470
XGBoost 12.179 17.161
HistGradientBoosting 12.136 17.119
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Relative to Seasonal Naive, the reported MAE is approximately 39.1% lower for Random
Forest, 40.4% lower for XGBoost, and 40.6% lower for HistGradientBoosting. These are
descriptive differences within the synthetic test environment; no statistical significance test is
reported.

B MAE @ RMSE
25 1

20 1

15 1

Forecast error

10 1

5 4

0_

2 Nailve gorest ¥GBOoS! Y

geasol Rando™ radien®

HistG

Fig. 3 Comparative forecasting accuracy across the four evaluated models.

5.3 Inventory simulation outcomes

The reported single-period simulation produces a different model ranking from the forecast-
error comparison. Random Forest has the lowest reported total simulated cost (31.185), while
HistGradientBoosting has the lowest forecast error. Random Forest also has the highest
stockout rate (12.185%) and Ilowest fill rate (96.860%) among the four models.
HistGradientBoosting has a lower stockout rate (6.415%) and higher fill rate (98.274%).

Table 4 Archived inventory simulation outcomes
Avg. ending Avg.

Model Stockout (%) | Fill rate (%) . Total cost
inventory shortage

Seasonal Naive 5.015 98.516 46.862 0.857 52.001

XGBoost 7.877 97.918 25.373 1.202 32.584

Random Forest 12.185 96.860 20.313 1.812 31.185

HistGradientBoosting | 6.415 98.274 28.192 0.996 34.170

Relative to the Seasonal Naive cost, the reported total simulated cost is approximately
37.3% lower for XGBoost, 40.0% lower for Random Forest, and 34.3% lower for
HistGradientBoosting. These percentages describe the supplied simulation outputs and should
not be generalized to commercial retailers.
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Fig. 4 Reported total cost from the simplified single-period inventory simulation.

5.4 Explainability results

The XGBoost permutation-importance analysis ranks rolling_13 highest (8.121), followed
by holiday (2.476), rolling_4 (1.486), and lag_1 (0.400). The remaining reported features have
smaller permutation-importance values. The ranking indicates which features were most
influential to predictive performance in this fitted XGBoost experiment; it does not establish
that those variables causally change demand.

Table 5 XGBoost global permutation importance

Rank Feature Permutation importance
1 rolling_13 8.121
2 holiday 2476
3 rolling_4 1.486
4 lag_1 0.400
5 price 0.163
6 lag_13 0.139
7 online_traffic 0.111
8 promotion 0.111
9 store_traffic 0.081
10 discount 0.055
11 lag_4 0.044
12 online_share 0.037
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Fig. 5 Global permutation importance for the evaluated XGBoost model.

5.5 Forecasting—inventory trade-off

The reported results illustrate a clear separation between predictive and simulated
operational rankings. HistGradientBoosting is the best model on the two reported forecast-
error metrics, whereas Random Forest has the lowest reported simulated cost. The lower cost
of Random Forest is accompanied by poorer service outcomes in the supplied simulation, with
a higher stockout rate and lower fill rate than HistGradientBoosting. This finding supports
evaluating forecast models in the context of the operational policy into which forecasts are
inserted, while recognizing that the policy itself is simplified in this study.
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Fig. 6 Relationship between reported forecast accuracy and reported simulated inventory cost.
6 Discussion

6.1 Forecast accuracy within the synthetic experiment

All three machine-learning models have lower reported MAE and RMSE than the Seasonal
Naive benchmark. HistGradientBoosting provides the lowest error among the evaluated
models. The result is consistent with the intended role of nonlinear tree ensembles in learning
interactions among temporal, commercial, and channel features. It should nevertheless be
interpreted only as an outcome of the specified synthetic data-generating environment and
test period.

6.2 Forecast accuracy does not uniquely determine simulated inventory
performance

The difference between the forecast and inventory rankings is the central empirical result.
HistGradientBoosting minimizes the reported statistical error, whereas Random Forest
minimizes the reported simulated cost. The associated service trade-off matters: Random
Forest has a higher stockout rate and lower fill rate than HistGradientBoosting. Thus, the
preferred model depends on the operational objective and the cost/service policy rather than
on MAE or RMSE alone.

6.3 Historical demand as a predictive signal

The largest XGBoost permutation importance is assigned to rolling_13, followed by holiday
and rolling_4. Within the synthetic experiment, this indicates that longer-term demand history
and calendar information contribute strongly to the model's predictive performance. Because
correlated predictors can share or redistribute importance, the ranking should not be
interpreted as an independent causal effect of any feature.

6.4 Decision-oriented explainability

The proposed architecture places global explanation between prediction and operational
review. This is a conceptual design choice rather than a validated human-Al intervention. A
planner could, in principle, use a model explanation to contextualize a forecast change and
then consider inventory consequences, but this study did not recruit planners, measure
explanation usefulness, or test whether explanations improved decisions. The manuscript
therefore does not claim empirical evidence for human-in-the-loop effectiveness.

6.5 Managerial implications

Within the study's controlled setting, practitioners should distinguish forecast accuracy from
the downstream consequences of using forecasts. A model-selection process can report MAE
and RMSE together with service and cost measures under a clearly defined policy. Global
feature importance can provide contextual information about the model's predictive behavior,
but it should not be treated as a causal diagnosis or an automatic replenishment instruction.
Any real deployment would also require policy validation, lead-time modeling, governance,
and human oversight.

7 Limitations

7.1 Synthetic data and external validity

The experiment uses synthetic rather than retailer transaction data. Consequently, the
reported performance differences demonstrate behavior of the specified experimental pipeline
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under controlled conditions and cannot be treated as estimates of commercial performance.
Real retailers may have different product scales, time frequencies, lead times, capacity
constraints, returns, supply disruptions, competitor effects, and demand distributions.

7.2 Model and evaluation coverage

Only four approaches were evaluated. Deep learning, transformers, probabilistic forecasts,
reinforcement learning, forecast combinations, and other methods are discussed in the
literature but were not tested here. The chronological test set is reported as 13 forecast
origins, and no inferential comparison or repeated-outcome uncertainty interval is reported.

7.3 Explainability coverage

The explainability analysis is limited to global permutation importance for XGBoost. It does
not establish local explanation quality, stakeholder usefulness, causal effects, or explanation
faithfulness beyond the permutation procedure. Complementary methods such as SHAP,
partial dependence, ICE, and user-centered evaluation remain future work.

7.4 Inventory-policy simplification and metric consistency

The inventory simulation is a simplified single-period comparison with a one-week horizon
and specified holding and shortage costs. It is not a full multi-period, multi-echelon, lead-time,
or stochastic inventory optimization model. In addition, the supplied manuscript explicitly
reports an unresolved inconsistency between stored residual-standard-deviation/safety-stock
fields and the forecasting error statistics. Those fields are therefore excluded from the primary
results rather than presented as validated empirical quantities.

7.5 Reproducibility documentation

The accompanying supplementary research-data package contains the 45,000-row model-
ready panel, the raw synthetic panel, a data dictionary, the archived forecast and inventory
result tables, and a verification script. The original model-training and data-generation source
code was not retained in the supplied materials. Accordingly, this revision does not claim full
computational rerunnability of the historical model fits; instead, it provides traceable data and
verification materials and identifies the archived inventory outputs as exploratory.

8 Future Research

Future research should repeat the pipeline using an authorized public or proprietary
omnichannel dataset and a single fully documented chronological test set. Residual standard
deviation, safety stock, and inventory outputs should be recomputed from the same final
evaluation residuals. Robustness studies should vary service targets, safety factors, lead
times, demand volatility, promotion intensity, and shortage-to-holding-cost ratios. Additional
model classes, probabilistic forecasts, local explanations, and planner-centered evaluations
can then be tested. Human-Al collaboration should be assessed empirically rather than
inferred from a conceptual workflow.

9 Conclusion

This study evaluated a synthetic forecasting-to-inventory pipeline for omnichannel demand
forecasting. Under the reported chronological experiment, HistGradientBoosting achieved the
lowest MAE (12.136) and RMSE (17.119), while Random Forest achieved the lowest reported
simulated inventory cost (31.185). Random Forest nevertheless produced the highest stockout
rate and lowest fill rate among the evaluated models. The results therefore support a central
methodological point: forecast accuracy and downstream inventory performance are related
but non-equivalent evaluation dimensions.
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The explainability component is intentionally limited to global XGBoost permutation
importance. The highest reported importance belongs to rolling_13, followed by holiday and
rolling_4, but these values describe predictive association rather than causal influence. The
proposed human-review architecture is conceptual and was not validated through a planner
study. Because the data are synthetic and the inventory policy is simplified, the findings should
be treated as controlled experimental evidence rather than direct evidence of retail
deployment performance.
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