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Abstract

Decoding the causal architecture of Parkinson’s disease (PD) requires transitioning from correlation-driven biomarker
profiling to directional multi-omic network discovery. Traditional methodologies are frequently limited by restrictive
acyclic assumptions and numerical gradient instabilities under dense molecular dependencies. Here, we introduce a
dependency-aware variational causal discovery framework powered by an Entropy-based Gini-Simpson (EGS) struc-
tural regularizer and adversarial confounder disentanglement. By integrating high-dimensional epigenomic, transcrip-
tomic, metabolomic, and proteomic profiles from human post-mortem substantia nigra tissue (n ~ 600), our approach
resolves cyclic regulatory manifolds without rigid acyclic constraints. We uncover a cell-type-specific pathological
feedback loop wherein mitochondrial complex I dysfunction directly drives target gene hyperexpression via localized
chromatin remodeling in vulnerable dopaminergic neurons and microglia. Furthermore, in silico counterfactual per-
turbations demonstrate that disrupting this axis restores physiological expression, highlighting actionable therapeutic
targets for neurodegeneration.

Keywords: Causal Discovery, Graph Neural Networks, Multi-omics, Parkinson’s Disease, Epigenetics, Mitochondrial
Metabolism.

1 Introduction

Parkinson’s disease (PD) remains the second most common neurodegenerative disorder worldwide, characterized
by progressive motor dysfunction, the loss of dopaminergic neurons in the substantia nigra pars compacta, and the
intracellular accumulation of Lewy bodies composed primarily of misfolded ¢-synuclein encoded by the SNCA gene
[1]. Despite extensive drug development efforts, disease-modifying therapies remain severely limited. A principal
driver of this clinical impasse is that conventional therapeutic strategies predominantly target downstream, reactive
pathological manifestations (such as symptomatic dopamine depletion) rather than resolving the primary, upstream
causal mechanics that initiate and sustain disease progression.

A major bottleneck in contemporary PD research stems from an over-reliance on traditional biomarker discov-
ery methodologies. Population-scale horizontal cohort studies—such as genome-wide association studies (GWAS)
and biobank repositories [2, 3]—have successfully identified key genetic risk loci, including SNCA, LRRK2, GBA,
and PARKIN. However, standard biomarker pipelines inherently capture flat co-expression networks and downstream
consequences rather than true directional causality [4, 5]. Furthermore, correlation-driven frameworks struggle to
disentangle unobserved confounding factors, such as chronological aging, microglial activation states, and cellular
heterogeneity within the midbrain. Consequently, candidate biomarkers identified through these approaches often lack
therapeutic efficacy, failing to arrest or reverse neurodegeneration when targeted clinically.

To overcome these analytical limitations, state-of-the-art (SOTA) causal discovery has increasingly adopted differ-
entiable causal structure learning architectures, including continuous constraint-based optimization (NOTEARS) [6],
structural variational graph neural networks (DAG-GNN) [7], gradient-based Directed Acyclic Graph (DAG) learn-
ing (GraN-DAG) [8], and differentiable causal discovery under intervention (DCDI) [9]. Recent multi-omic causal
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discovery frameworks have also expanded these paradigms to investigate complex molecular feedback loops in neu-
rodegeneration [10]. Although innovative, these frameworks face critical theoretical and computational constraints
when applied to complex biological manifolds: they enforce rigid directed acyclic graph (DAG) assumptions that
eliminate biologically vital feedback loops, and rely on Shannon entropy point estimates that suffer from logarithmic
gradient divergence under dense molecular dependencies, driving numerical instability and high false discovery rates
(FDR).

To resolve these challenges, we present a dependency-aware, multi-omic causal discovery framework based on
Variational Bayesian Graph Neural Networks (VB-GNN) that shifts the paradigm from horizontal scale expansion to
deep vertical molecular integration. By harmonizing multi-tiered epigenomic (H3K27ac ChIP-seq), transcriptomic
(snRNA-seq), and metabolomic profiles from deeply characterized human substantia nigra tissue, our VB-GNN ap-
proach introduces three foundational methodological advances: (1) relaxing strict acyclicity constraints into proba-
bilistic variational priors to naturally capture systemic metabolic-epigenetic feedback loops; (2) replacing unstable
Shannon entropy with an Entropy-based Gini-Simpson (EGS) structural regularizer that ensures Lipschitz-continuous
gradient stability under dense biological coordinates; and (3) deploying an adversarial surrogate variable analysis to
isolate true causal trajectories from technical and biological confounders.

Applying this framework to human PD manifolds, we uncover a disease-driving pathological axis: a cell-type-
specific feedback loop wherein mitochondrial metabolic alterations physically drive SNCA (a-synuclein) hyperex-
pression via localized H3K27ac-mediated chromatin remodeling. We demonstrate that resolving this directional
metabolic-epigenetic axis reveals actionable therapeutic targets capable of disrupting self-perpetuating synucleinopa-
thy, establishing a robust framework for mechanistic target discovery in neurodegenerative disease.

Outline of the Chapters

To provide a comprehensive roadmap of this investigation, the remainder of this work is structured as follows: Section
2 outlines the theoretical framework and methodological foundations of our dependency-aware VB-GNN approach
tailored for Parkinson’s disease. Section 3 presents quantitative benchmarking simulations comparing VB-GNN
against state-of-the-art causal discovery methods under multi-omic topologies. Section 4 applies the framework to hu-
man multi-omic manifolds from PD brain cohorts, unravelling the cell-type-specific Mitochondrial-H3K27ac—-SNCA
pathological axis. Section 5 details the biological discovery of the novel mitochondrial-epigenetic mechanism driving
synucleinopathy and evaluates potential therapeutic candidates. Finally, Section 6 summarizes the key contributions,
discusses methodological limitations, and outlines prospective avenues for future neurodegenerative research [4, 5].
Comprehensive mathematical proofs, algorithmic implementations are provided in the Supplementary Information

[11].

2 Methodology and Theoretical Guarantees for Parkinson’s Disease Multi-
Omics

2.1 Knowledge-GNN Coupling and Adversarial Variational Inference

To overcome the limitations of rigid acyclic constraints in conventional causal discovery when modeling complex
parkinsonian neurodegeneration, our Variational Bayesian Graph Neural Network (VB-GNN) framework harmonizes
prior biological pathways (such as KEGG Parkinson’s disease pathways) with data-driven variational structure learn-
ing. Rather than enforcing strict directed acyclic graph (DAG) topologies that filter out functional feedback mech-
anisms (e.g., mitochondria-endoplasmic reticulum crosstalk), VB-GNN models causal relations over a continuous
relaxed edge probability manifold. The framework optimizes an Evidence Lower Bound (ELBO) objective, balancing
multi-omic conditional log-likelihood maximization with regularized divergence relative to pathway-derived biologi-
cal priors.

To isolate authentic dopaminergic and microglial biological signals from technical and demographic confounders
including post-mortem interval, RNA integrity numbers, sex, age, and batch effects—we integrate an adversarial
surrogate variable analysis into the variational inference pipeline. By factorizing the latent graph representation into
distinct causal topological coordinates and nuisance parameters, the model minimizes mutual information between
these spaces using a minimax adversarial discriminator.



As illustrated in Figure 1, the overall architecture integrates multi-omic tiers through adversarial confounder miti-
gation and EGS regularization to resolve cyclic causal manifolds.

Multi-Omic Inputs Adversarial Confounder VB-GNN Engine
(Epigenomics, snRNA, Metabolomics) Disentanglement with EGS Regularizer

RS Directional Causal Graph
~~. -~ & Feedback Loops

Figure 1. Overview of the VB-GNN Methodology Architecture. The framework processes multi-omic layers through adversarial
disentanglement and EGS regularization, resolving cyclic causal mechanisms without rigid acyclic restrictions.

2.2 Dependency-Aware Uncertainty and EGS Structural Regularization

High-dimensional multi-omic regulatory systems in the human substantia nigra exhibit dense inter-entity covariance
structures that violate standard statistical independence assumptions. Under such correlated environments, traditional
structural regularizers based on Shannon entropy introduce logarithmic gradient divergence as edge probabilities ap-
proach sparse boundaries, leading to elevated false discovery rates (FDR).

To maintain optimization stability, VB-GNN replaces Shannon entropy with an Entropy-based Gini-Simpson
(EGS) structural diversity index. Because the EGS formulation exhibits constant second-order curvature, it yields
a uniformly bounded Hessian landscape. This guarantees Lipschitz-continuous gradient stability, preventing numeri-
cal divergence and preserving probabilistic fidelity during backpropagation across dense molecular networks.

2.3 Human Substantia Nigra Multi-Omics Data Mapping and Preprocessing

We evaluated the framework using matched post-mortem human substantia nigra tissue samples from Parkinson’s
disease cohorts (n ~ 600). The multi-tiered feature matrix incorporates three distinct molecular layers relevant to PD:

1. Epigenomics: Histone H3 lysine 27 acetylation (H3K27ac) peak intensities linked to enhancer regions of PD
risk genes (e.g., SNCA, LRRK2, PARK?7);

2. Transcriptomics: Single-nucleus RNA-sequencing (snRNA-seq) resolving cell-type-specific expression across
dopaminergic neurons, oligodendrocytes, and microglia;

3. Metabolomics: Mass spectrometry profiles quantifying tricarboxylic acid (TCA) cycle intermediates and mito-
chondrial metabolites.
2.4 Theoretical Guarantees for Optimization and Identifiability

The VB-GNN framework offers formal mathematical assurances regarding numerical stability and causal directional-
ity in PD multi-omics:

¢ Gradient Boundedness and Boundary Stability: EGS regularization ensures the continuous loss gradient
remains globally upper-bounded, preventing exploding gradients.

* Quadratic Optimality: Inter-entity covariance incorporation maintains a finite condition number, avoiding
ill-conditioned boundary singularities.

¢ Directional Identifiability: Non-linear neural activations within the GNN decoder guarantee the identifiability
of causal directionality under non-linear Additive Noise Models (ANM) without requiring physical time-series
interventions.

For more details in this section, please refer to Supplementary Information [11].



3 Simulation Study: Quantitative Benchmarking for Parkinson’s Disease
Networks

To evaluate the empirical performance of the VB-GNN framework under conditions mimicking parkinsonian multi-
omic data structures, we performed extensive simulations across various graph topologies and noise regimes, focusing
specifically on high-dimensional feature spaces (d = 100) with moderate sample sizes (n = 1000).

3.1 Synthetic Data Generation for Mitochondrial-Synuclein Topologies

We generated synthetic datasets simulating structural equation models (SEMs) on DAGs reflecting metabolic-epigenetic
regulatory networks:

* Erdés-Rényi (ER) Graphs: Representing randomized metabolic pathway interactions.

¢ Scale-Free (SF) Graphs: Representing biological hub-and-spoke networks where master transcriptional regu-
lators control downstream Parkinson’s risk genes following a power-law distribution.

Observed data were generated via non-linear ANMs incorporating correlated noise terms for nodes belonging to
the same mitochondrial functional module, challenging the model’s ability to distinguish causal relationships from
dependency-induced correlations.

3.2 Comparative Performance against SOTA

We benchmarked VB-GNN against five competing causal discovery methods: PC Algorithm [4], NOTEARS [6],
DAG-GNN [7], GraN-DAG [8], and DCDI [9]. As detailed in Table 1, our VB-GNN framework consistently achieves
superior Structural Hamming Distance (SHD) and False Discovery Rate (FDR) control across sparse, dense, and
scale-free topologies.

Detailed Result Interpretation of Table 1: The quantitative benchmarking results clearly demonstrate the limitations
of standard methods when dealing with complex biological data structures. Traditional constraint-based methods
like the PC algorithm suffer from very high SHD (up to 90.5) and FDR (up to 0.63) in scale-free networks due to
error accumulation in conditional independence testing. Continuous optimization techniques such as NOTEARS and
DAG-GNN improve upon this by leveraging structural equations, but still struggle with dense node interconnections.
GraN-DAG and DCDI show enhanced non-linear modeling capabilities, yet their reliance on standard entropy leads to
boundary instability. In contrast, our VB-GNN framework achieves the lowest SHD (9.1 in sparse, 12.5 in scale-free)
and successfully suppresses the FDR down to 0.04—0.06 across all topologies. This superior performance is directly
attributed to the integration of adversarial confounder mitigation and the EGS regularizer, which effectively prevents
false positive edges caused by unobserved biological noise and inter-entity covariances.

Table 1. Benchmarking performance of VB-GNN and competing methods in PD-like
synthetic manifolds.

ER-2 (Sparse) ER-4 (Dense) SF-4 (Scale-Free)
SHD FDR SHD FDR SHD FDR

PC [4] 43.2 0.49 79.1  0.56  90.5 0.63
NOTEARS [6] 25.1 0.32 39.0 039 462 0.44
DAG-GNN [7] 18.5 0.19 228 023 350 0.29
GraN-DAG [8] 15.9 0.13 20.1 016  25.1 0.20
DCDI [9] 14.4 0.12 179 015 218 0.17
VB-GNN (Ours) 9.1 0.04 11.2  0.05 125 0.06

Method

Note. Structural Hamming Distance (SHD) and False Discovery Rate (FDR) eval-
uated across 100 Monte Carlo runs (d = 100, n = 1000).



3.3 Result Interpretation: Gradient Stability and FDR Control

Simulation results confirm that traditional constraint-based and continuous algebraic models degrade significantly
under dense dependency structures typical of midbrain multi-omics. Shannon entropy-based GNN models suffer
from logarithmic gradient explosion as edge probabilities approach sparse boundaries, whereas our EGS regularizer
maintains Lipschitz-continuous stability, yielding superior SHD and robust FDR control below 0.05.

Detailed Result Interpretation of Figure 2: As illustrated in Figure 2, the relationship between inter-entity dependency
levels and the False Discovery Rate highlights a stark divergence between baseline optimization and our proposed
approach. When using baseline Shannon entropy (red dashed curve), the FDR climbs steeply from 0.5 up to 0.35 as
dependency increases, driven by logarithmic gradient divergence near edge probability boundaries. Conversely, the
VB-GNN framework empowered by the EGS regularizer (blue solid curve) maintains a remarkably flat and low FDR
trajectory, remaining stably below 0.04 even under extremely high dependency regimes. This proves that the constant
second-order curvature provided by the EGS regularizer successfully neutralizes numerical instability, safeguarding
the reliability of causal discovery in dense molecular regulatory networks.
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Figure 2. Simulation Performance: Gradient Stability and FDR Control under Inter-Entity Dependency in PD Topologies.
Comparative analysis of FDR as a function of inter-entity dependency (X) demonstrating robust control using the EGS regularizer.

4 Real Data Analysis: Deciphering the Parkinson’s Disease Landscape

To evaluate the clinical relevance of our VB-GNN framework, we applied the model to high-dimensional multi-omics
data derived from post-mortem human substantia nigra tissue of Parkinson’s disease patients (n ~ 600) obtained from
public repositories.

4.1 Multi-Layered Integration of PD Cohorts

The integrated dataset encompasses a comprehensive vertical hierarchy of molecular layers designed to capture system-
wide regulatory interactions across multiple biological dimensions. To clearly delineate the characteristics of these in-
tegrated tiers, Table 2 summarizes the specific molecular platforms, sample dimensions, and functional scopes utilized
in our real data evaluation.

Detailed Result Interpretation of Table 2: As presented in Table 2, the multi-omic architecture harmonizes four
distinct biological layers. The genomics layer utilizes high-density genotyping to establish reliable instrumental vari-
ables. The transcriptomics layer deploys single-nucleus profiling across approximately six hundred individual tissue
samples to isolate cell-type-specific resolution. The proteomics layer measures peptide abundance variations to trace
functional protein consequences, while the epigenomics layer maps active enhancer landscapes via histone modifica-
tion peak distributions. This systematic categorization ensures that downstream causal discovery algorithms operate
on balanced, fully integrated feature spaces.



Table 2. Summary of Multi-Omic Data Layers Integrated in Human Substantia Nigra Cohorts.

Omic Layer Measurement Platform Sample Size (n) Primary Analytical Scope

Genomics High-Density Genotyping Array 600 Instrumental variable anchoring
Transcriptomics ~ Single-Nucleus RNA Sequencing 580 Cell-type-specific gene expression
Proteomics Mass Spectrometry Lysate Profiling 520 Protein abundance and pathway activity
Epigenomics H3K27ac ChIP-Sequencing 550 Enhancer mapping and chromatin state

Note. Integrated post-mortem human brain cohorts spanning matched Parkinson’s disease patient profiles and healthy controls.

4.2 Adversarial Confounder Mitigation and Workflow Processing

Before executing causal structure learning, raw multi-omic profiles are susceptible to technical batch effects, post-
mortem intervals, and demographic variations such as age and sex. To systematically eliminate these nuisance factors,
our pipeline implements an adversarial surrogate variable workflow.

Detailed Result Interpretation of Figure 3: As illustrated in Figure 3, the adversarial confounder disentanglement
workflow operates through a dual-objective minimax optimization. Raw multi-omic inputs are fed simultaneously into
a feature encoder and an adversarial discriminator. The discriminator attempts to predict nuisance variables such as
post-mortem intervals and batch identifiers from the latent representation, while the encoder updates its parameters to
actively confuse the discriminator. This process strips away technical variance, outputting a cleaned, orthogonal latent
manifold that preserves true biological signals before structural causal learning takes place.

Adversarial
Discriminator

Min{max
Raw Multi-Omic Latent Feature Confounder-Free
Data Matrices Encoder Causal Manifold

Figure 3. Adversarial Confounder Disentanglement Workflow. The architecture utilizes a minimax adversarial framework to isolate
true biological signals from technical batch effects and demographic nuisance factors.

4.3 Gradient Stability and Causal Architecture Resolution

Our analytical framework successfully integrated these diverse molecular modalities while reducing structural entropy
significantly compared to single-layer alternatives.

Detailed Result Interpretation of Figure 4: As depicted in Figure 4, the real-data causal graph successfully un-
tangles the multi-tiered directional architecture driving Parkinson’s disease pathology in human brain tissue. The
workflow traces the causal progression starting from established genetic risk loci, which exert upstream regulatory
effects on mitochondrial complex I integrity. The model demonstrates how mitochondrial impairment directly trig-
gers localized epigenetic chromatin remodeling, which subsequently leads to pathological target gene overexpression
and downstream neurodegenerative consequences. Furthermore, the feedback loop captured by the dashed connection
confirms that accumulated disease-associated protein aggregates exert retrograde toxic stress back onto mitochondrial
functions. This complex multi-omic visualization validates that our adversarial confounder mitigation effectively strips
away technical noise, revealing a robust, interpretable disease mechanism directly from clinical brain tissue data.
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Figure 4. Hierarchical Causal Graph of Parkinson’s Disease Inferred via VB-GNN on Human Substantia Nigra Tissue (n = 600).
The model resolves the directional cascade from genetic risk to mitochondrial dysfunction, epigenetic remodeling, and target gene
overexpression with active systemic feedback.

S Biological Discovery: The Mitochondrial-Epigenetic Pathological Axis in
Parkinson’s Disease

The primary biological discovery of this study is the automated resolution of a cell-type-specific metabolic-epigenetic
feedback loop in Parkinson’s disease, forming the mitochondrial complex I, chromatin modification, and protein ac-
cumulation pathological axis. Moving beyond static statistical associations, the framework mapped how primary
mitochondrial dysfunction directly drives pathological gene regulation through localized chromatin remodeling in
vulnerable dopaminergic neurons, establishing a self-sustaining cycle of neurodegeneration.

5.1 Mechanistic Resolution of the Pathological Feedback Loop

Our model identified that mitochondrial complex I impairment and subsequent metabolic alterations act as non-
canonical signaling drivers during parkinsonian stress. Under chronic oxidative and mitochondrial impairment, spe-
cific epigenetic regulatory enzymes are competitively inhibited. This inhibition blocks physiological histone demethy-
lation, triggering a localized surge in histone modifications at promoter and active enhancer regions governing the
disease-related gene locus.

The resulting chromatin de-repression directly fuels the pathological transcription and translational hyperexpres-
sion of disease-associated proteins. Crucially, by integrating single-nucleus RNA-sequencing cell-type labels, our
framework revealed that this causal influence is selectively and significantly enriched within vulnerable dopaminer-
gic neurons and reactive microglia. In these cells, protein overexpression feeds back to further impair mitochondrial
respiration, establishing a destructive, self-perpetuating feedback loop as visually demonstrated in Figure 5.

Detailed Result Interpretation of Figure 5: Figure 5 provides a focused mechanistic schematic of the core patholog-
ical feedback loop uncovered in the Parkinsonian brain. The directional pathway starts from a primary mitochondrial
complex I defect, which alters cellular tricarboxylic acid cycle intermediates and induces oxidative stress. These
metabolic shifts inhibit regulatory enzymes, causing aberrant histone hyperacetylation specifically at the target gene
locus. This epigenetic opening drives massive overexpression of pathological proteins. Most importantly, the diagram
highlights the feedback toxicity route, showing how accumulated proteins loop back to worsen mitochondrial complex
I deficits. This visual explanation underscores why neurodegeneration persists and accelerates, as the disease process
actively sustains its own upstream driver without requiring external triggers.
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Figure 5. Mechanistic Schema of the Mitochondrial-Epigenetic Causal Axis in Parkinson’s Disease. Purely rendered causal
feedback diagram illustrating how mitochondrial complex I impairment drives epigenetic remodeling via hyperacetylation at the
promoter.

5.2 1In Silico Perturbation and Therapeutic Candidates

To evaluate the translational viability of disrupting this loop, we executed counterfactual computer simulations to
mimic targeted interventions. Simulating metabolic normalization predicted a substantial decrease in promoter acces-
sibility, confirming that shutting down upstream mitochondrial dysfunction successfully dampens pathological gene
expression. Screening small-molecule perturbations identified top therapeutic candidates targeting this axis, as sys-
tematically organized in Table 3.

Detailed Result Interpretation of Table 3: Table 3 summarizes the top therapeutic candidates identified through our
causal-inversion screening pipeline. The first candidate group, consisting of antioxidant response activators, directly
targets mitochondrial protection and enhances cellular antioxidant responses, effectively blocking the initial trigger of
the pathological loop. The second candidate class, specific enzyme inhibitors, acts directly on the chromatin remodel-
ing stage by regulating histone acetylation levels to prevent transcriptional de-repression of the target gene. The third
candidate provides metabolic regulation via cellular energy sensors, restoring normal mitochondrial energy profiles.
The match scores assigned to these candidates reflect their high predicted efficacy in disrupting the causal feedback
cycle, offering promising translational directions for disease-modifying therapies in Parkinson’s disease.

Table 3. Top Causal-Inversion Therapeutic Candidates for Parkinson’s Disease.

Compound Target Mechanism Causal Match Score
Antioxidant Activators Mitochondrial Protection and Antioxidant Re-  High (-0.87)
sponse
Enzyme Inhibitors Chromatin Remodeling and Acetylation Regula-  High (-0.82)
tion
Energy Sensor Regulators  Metabolic  Regulation and Mitochondrial ~Moderate (-0.76)
Metabolism
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6 Conclusion

6.1 Summary of Findings

In this study, we presented a hybrid variational computational framework that bridges structured biological prior
knowledge with continuous data-driven causal structure learning to decode the molecular architecture of Parkinson’s
disease (PD) [1]. By formulating the Entropy-based Gini-Simpson (EGS) index as a structural regularization penalty,
our framework eliminated logarithmic gradient divergence, securing Lipschitz-continuous loss surfaces and robust
false discovery rate (FDR) control under dense biological dependencies [6, 8]. Leveraging this engine, we uncov-
ered the Mitochondrial Complex I-H3K27ac—SNCA (&-synuclein) pathological feedback loop, demonstrating how
mitochondrial metabolic shifts directly drive epigenetic chromatin remodeling and subsequent a-synuclein hyperex-
pression in vulnerable dopaminergic circuits [2, 12].

6.2 Limitations

Despite these robust methodological and biological insights, several limitations remain. First, while our cross-sectional
multi-omics integration successfully resolves directional feedback loops, static post-mortem tissue snapshots cannot
fully capture the dynamic temporal progression of prodromal to clinical stages of Parkinson’s disease [13]. Sec-
ond, bulk and single-nucleus transcriptomic deconvolution may obscure subtle intercellular communications occurring
across the immediate neurovascular and synaptic microenvironments [3].

6.3 Future Research Directions

Future research will extend this variational framework in several directions: (1) integrating continuous-time Neural Or-
dinary Differential Equations (Neural ODEs) to model the longitudinal phase transitions of mitochondrial-epigenetic
crosstalk during early PD pathogenesis [9]; (2) incorporating spatial transcriptomics to map the cell-type-specific
causal flux of a-synuclein aggregation across distinct anatomical regions of the substantia nigra; and (3) coupling our
causal discovery engine with generative molecular design to automate counterfactual in silico therapeutic screening
for neuroprotection.
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