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Abstract

Freight consolidation carriers must plan shipping capacity for an upcoming oper-
ating season under uncertainty in shipment volumes. This often takes the form of
an optimization problem: a two-stage Stochastic Service Network Design (SSND)
problem, that is computationally intractable for realistic network sizes. We pro-
pose a neural network-augmented optimization framework for such a problem
with general integer first-stage variables. The approach replaces the computation-
ally expensive second-stage recourse cost subproblem with a feedforward neural
network embedded directly into a mixed-integer programming formulation, which
is solved as a surrogate model. Unlike prior work adopting such an approach,
which assumes (bounded) binary first-stage, a challenge for effective learning in
this setting is generating training data that adequately covers a bigger feasible
solution space. Thus, we introduce and compare three data generation strategies:
a random approach, a novel perturbation-based approach that seeds training
samples from solutions of single-scenario problems, and a hybrid of the two.
Experiments across 18 instances show that the choice of data generation method
impacts solution quality and that the approach, overall, is a viable heuristic for
this class of problems. The perturbation-based and hybrid approaches both out-
perform the random approach on a variety of metrics, and they result in better
service network designs. The perturbation and hybrid approaches are then fur-
ther benchmarked against Sample Average Approximation (which is often used
to solve this problem) and results show comparable solution quality while offering
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complementary trade-offs in computational effort and scalability, thus making
the framework a viable alternative for freight consolidation carriers.

Keywords: stochastic service network design, learning-based heuristic, two-stage
formulation

1 Introduction

Freight transportation is an essential component of modern supply chains, enabling the
movement of goods between producers, distributors, retailers, and consumers. Among
freight transportation carriers, consolidation-based carriers play an important role, as
a large proportion of commercial shipments are too small to justify a dedicated vehicle
and must instead be grouped with other freight to move economically. To achieve
economies of scale, consolidation-based carriers, such as less-than-truckload (LTL)
carriers, parcel and express delivery companies, and intermodal container shipping
carriers route freight through intermediate terminals at each of which shipments from
different origins are sorted and combined ([1]).

Every operating season, consolidation carriers must make a range of planning
decisions regarding their services for that upcoming season. A service refers to a trans-
portation operation that moves shipments between two terminals. Decisions made by
carriers include which services to operate (including their capacities), how frequently
to operate them, how freight should be routed via services through the network, the
assignment of crews and vehicles during the operating season, and empty vehicle
repositioning strategies. The objective is to provide a required level of service while
minimizing overall transportation and operating costs. These decisions are generally
modeled within the context of the service network design (SND) problem ([2]). The
SND is thus a tactical-level transportation planning problem that is faced by and
solved by consolidation-based transportation carriers.

A substantial body of research has focused on deterministic versions of the SNDP,
where all problem parameters are assumed to be known with certainty. However,
real-world transportation networks operate in highly uncertain environments. Freight
demand is unknown when planning for an operating season and also fluctuates over
time; travel times are affected by congestion and disruptions; and operational costs
may vary because of changes in fuel prices, labor availability, and equipment utiliza-
tion. As a result, service network designs that perform well under forecasted (expected)
conditions may become inefficient or infeasible when actual operating conditions differ
from forecasts.

To better capture these realities, the stochastic service network design (SSND)
problem explicitly incorporates uncertainty into the planning process. By represent-
ing uncertain parameters through probability distributions and/or discrete scenarios,
SSND models enable decision makers to evaluate network design alternatives across a
range of possible future conditions, and to produce designs that perform well under
multiple scenarios. As described in Section 2, a common SSND structure is a two-stage
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stochastic program. For instance, first-stage decisions typically involve these selec-
tion of services that will operate between the terminals in the carrier’s network, and,
after the uncertain demand is revealed, the second stage involves routing shipments
from origins to destinations using the selected services. Excess demand can either be
assumed unmet (with a penalty), or may trigger the acquisition of additional spot mar-
ket services (as needed) in the second stage at a higher cost. In such models, demand
is often represented in the form of scenarios obtained either from historical data or
sampled from probability distributions.

However, solving such two-stage SSNDs presents significant computational chal-
lenges. The resulting models are often large-scale mixed-integer stochastic programs,
and may feature integer variables in both stages. Furthermore, while increasing the
number of demand scenarios can help make the model more representative, doing so
causes problem sizes to grow rapidly. Given that the deterministic SND is intractable
even for modest problem sizes ([3]), the SSND is even more so. Consequently, as out-
lined in Section 2, considerable research has been devoted to developing efficient exact
and heuristic solution methods capable of addressing this problem.

With the rise of hybridized machine-learning and optimization approaches,
learning-assisted approaches are being proposed for a variety of complex optimization
problems. In this work, we propose and investigate a learning-assisted approach for
the SSND with uncertain demand. In particular, we extend the work of [4]. While
that study introduced the problem and presented initial results, this work includes
a significantly expanded literature review, more detailed methodology and computa-
tional experiments sections, an exploration of additional data generation approaches,
and more extensive computational experiments including benchmarking against a
technique commonly-used for this problem, namely Sample Average Approximation
(SAA).

Specifically, this paper makes the following contributions to the literature:

1. We develop a learning-based approach for the two-stage stochastic Service Net-
work Design problem, one of a few such approaches for this class of problems,
and the first for the general integer first-stage variant. Our approach makes use of
a trained neural network as a surrogate model for the second-stage subproblem,
and thus, simplifies the two-stage stochastic program.

2. We propose different data generation techniques to generate data for training the
neural network. This includes a random-based approach (similar to those used
in previous studies adopting a similar solution technique), a novel perturbation-
based approach, and a hybrid of these two approaches.

3. We compare the proposed data generation approaches against each other using
18 instances. Specifically, we compare the approaches in terms of accuracy met-
rics on a testing dataset (i.e., MAE, MSE, and MAPE), as well as in terms
of the actual realized cost of their resulting first-stage designs. Results show
that the perturbation-based and hybrid approaches for data generation enable
more effective learning and yield results that are better than the random-based
approach.
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4. We demonstrate the efficacy of our approach by comparing it against a Sample
Average Approximation algorithm. Results show that the perturbation-based and
hybrid approaches for data generation yield competitive designs with SAA. We
also discuss the trade-off that our approach offers in terms of computational effort
and solution quality.

The remainder of this paper is structured as follows. Section 2 reviews the rele-
vant literature. Section 3 presents the mathematical model for the two-stage SSND
considered in this study. Section 4 describes the proposed learning-based approach for
the SSND, as well as how labeled training data is generated as part of the approach.
Section 5 presents and discusses numerical experiments. Finally, section 6 concludes
the paper and discusses a few future research directions.

2 Literature Review

2.1 Stochastic Service Network Design

The Service Network Design (SND) problem is a tactical planning problem commonly
faced by freight consolidation carriers (less-than-truckload, rail, or parcel delivery
carriers). SND involves carriers deciding the services to be offered in their network
of terminals for the upcoming operating season. Decisions to be made include the
routes, frequencies, and modes of the offered services, as well as how freight with a
given origin and destination will be routed through this network (often referred to as
a freight flow plan or a load plan). For an overview of service network design, we refer
the reader to [1], [2], and, more recently, [5].

Service network design problems are often formulated as network design problems
either on a spatial or “flat” network represented by the physical locations of the ter-
minals, or on a time-expanded network which also models the specific schedules of
services and the timed movement of freight. The latter is often referred to as the
“scheduled service network design” problem ([2]). In particular, they are usually for-
mulated as Multi-commodity Capacitated Network Design (MCND) problems either
with binary or general integer design variables (representing service selection or offer-
ing) depending on the context; hence, they are typically mixed-integer programs ([6]).
Typically, each origin-destination pair represents a commodity with a given demand
value. Additional constraints may be added to control the freight flows from origins
to destinations, e.g., a commodity must follow exactly one path from origin to desti-
nation. A variety of approaches, both exact and heuristic, have been proposed in the
literature to tackle the SND in its various forms (see [7–11]). SNDs are known to be
intractable except for small-sized instances ([3, 6]).

When planning, carriers often face uncertainty in commodity volumes, thus giving
rise to the Stochastic Service Network Design (SSND) problem. In the SSND, demand
values for each commodity are treated as random variables with a known probability
distribution. SSNDs are typically formulated as two-stage stochastic programs where
the first stage involves deciding the design of the network (service selection and flow
plans, if applicable), and the second stage is for routing commodities through the
selected services after demand information is revealed (typically with some recourse
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decisions or penalties for unmet demand). The objective is to minimize the total
expected cost: the design costs as well as the expected second-stage routing costs.
Recourse decisions typically take the form of adding outsourced services (e.g., from
the spot market) if design capacity is not sufficient. The deterministic SND model has
been tackled with a variety of exact and heuristic algorithms, and several variants have
been proposed and studied (the reader is referred to the aforementioned references for
an overview on SND and their solution approaches); however, as the focus of this work
is on the SSND and its solution approaches, we briefly highlight the research on the
stochastic variant hereafter. A more in-depth overview on stochastic network design
and, more specifically, on the SSND can be found in [12] and [5], respectively.

To the best of our knowledge, the first study of the SSND was conducted by [13],
who investigated the impact of uncertainty on service network design problems by
comparing the structure of stochastic solutions to their deterministic counterparts and
analyzing the structural properties that help a service network design hedge against
uncertainty.

A common approach in SSND modeling is to replace the expected second-stage cost
in the objective with a sample average taken over a number of demand scenarios; most
solution algorithms are also designed around this type of scenario-based model. The
resulting problem is a deterministic mixed-integer linear program, and has been tack-
led using a variety of solution approaches most of which are heuristics. For instance,
[14] apply a Variable Neighborhood Search inspired heuristic to solve instances of
the scheduled stochastic service network design problem. A progressive hedging meta-
heuristic (a Lagrangian-based decomposition technique for multi-scenario stochastic
programs) with scenario decomposition was developed to solve such problems in [15].
In a follow-up work, [16] developed an approach for grouping scenarios that results
in multi-scenario subproblems, and that this provides computational advantages pro-
vided the grouping of scenarios is done well. [17], on the other hand, applied an exact
approach to solve the problem utilizing a number of acceleration strategies to enhance
the convergence of a Bender’s decomposition method. [18] develop a more general SND
model that, in addition to the tactical decisions of SND, also takes into account strate-
gic decisions (e.g., fleet sizing and resource acquisition). To solve this problem, they
present and compare two column-generation-based matheuristics. [19] study flexibil-
ity in service network designs, and utilize a sample-average approximation method to
solve a variant of the SND problem found in the context of less-than-truckload carriers.
[20] study a variant of the SSND containing stochastic arc capacities (in addition to
stochastic demands), and develop a partial Benders decomposition algorithm for the
problem. Their approach involves integrating scenario information from the subprob-
lems into the master problem. [21] develop a soft clustering scenario-grouping method
to be used in a progressive hedging algorithm. In their approach, a single scenario
can belong to more than one group depending on the scenario’s probabilistic mem-
bership score to each of the groups. They argue and demonstrate that having some
degree of overlap between the scenario groups helps in the convergence of the progres-
sive hedging algorithm. [22] then show that dualizing the non-anticipativity constraint
resulting from this group-wise decomposition yields a Lagrange bound that is greater
than or equal to that of the scenario-wise decomposition case. [23] investigate the use
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of reduced cost information from a deterministic SND problem in guiding the solu-
tion for the corresponding stochastic version, and utilize this in a matheuristic that
iteratively solves restricted subproblems.

In summary, the SSND has been tackled using a variety of exact and heuris-
tic approaches. Approaches used were Benders decomposition, progressive hedging,
upgrading deterministic solutions, Sample Average Approximation (SAA), and meta-
heuristics. While there have been a few papers presenting learning-based approaches
for the SSND, we defer their discussion to Section 2.3.

2.2 Leveraging machine learning to solve stochastic programs

Due to the difficulty of solving many combinatorial optimization problems, there has
been more recent attention given to integrating machine learning techniques to help in
solving difficult optimization problems. [24], [25], and [26] provide overviews of research
that leverages machine learning to solve optimization problems. While we focus the
remaining two sections of our review on works that leverage machine learning to
solve stochastic programming problems, we also wish to highlight [27] which combines
machine learning and local search for the deterministic multi-commodity capacitated
fixed-charge network design problem, which can be seen as a special case of the more
general SND problem.

While the use of machine learning in solving stochastic optimization problems is
fairly old (e.g., approximating value functions is a common approach in the fields of
approximate dynamic programming, control theory, and reinforcement learning), the
use of machine learning to solve stochastic programming problems is relatively newer.
In the context of stochastic programming, machine learning algorithms used to aug-
ment optimization algorithms typically focus either on scenario reduction, predicting
partial solutions to (or other attributes of) problems to aid in solving them, i.e., these
typically augment classical optimization approaches, or directly predicting complete

solutions to problems. We provide brief reviews of each of these in turn.
A common approach in utilizing machine learning methods to tackle stochastic pro-

gramming problems involves clustering or grouping scenarios to help make two-stage
problems more tractable. For example, [28] develop a multivariate clustering approach
and utilize recurrent neural networks to group scenarios in a renewable energy context.
[29] develop a learning-based approach to predict a representative scenario that when
used as the sole scenario in the deterministic equivalent of the stochastic program pro-
vides a high-quality solution for the two-stage stochastic program. [30] propose a deep
learning approach for graph-based two-stage stochastic programs that can do both
scenario reduction as well as prediction of the objective value. [31] combine sample
average approximation with machine learning (the latter is used to cluster scenarios) to
solve a stochastic humanitarian relief problem. [32] use a reinforcement learning algo-
rithm and a hierarchical graph neural network to learn representations of scenarios,
and select ones that are representative.

A number of research papers focus on directly learning and predicting partial solu-
tions or objective function values of combinatorial optimization problems with the goal
of using machine learning to aid in solving these problems (usually through a combina-
tion of machine learning and classical optimization). For instance, to tackle multistage
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stochastic programming problems, [33] introduce a hybrid approach that combines
scenario-tree-based stochastic programming and supervised machine learning by train-
ing the latter on a family of policies generated by solving scenario tree approximations.
The machine learning model is used to infer the values of the decision variables for the
scenario trees, and a feasibility restoration procedure is applied to ensure feasibility of
the inferred decisions. The best policy is then selected using a validation step. Using
neural networks, [34] develop a similar approach which learns a single general policy
by leveraging all the data collected from the scenario trees, making the inferred pol-
icy more robust and providing computational advantages. [35] develop an approach
that utilizes Support Vector Regression to predict optimal values for instances of an
offshore wind farm layout optimization problem from a real-world dataset of (near
optimal) solutions. This is done to aid decision-making and quickly estimate the poten-
tial of a site without having to determine that through explicit optimization. [36]
develop a machine learning method to predict second stage solutions conditional on
the first-solutions. This is used to accelerate the solution of a two-stage load plan-
ning problem since only a rough idea of a set of operational decisions/consequences
(of a given set of tactical decisions) is needed to determine good first-stage values.
[37] propose a learning-based approach that can help predict which parts of a solu-
tion to a routing problem will not change when the problem is solved repeatedly with
relatively small changes to help speed up solve times. [38] present a framework that
combines machine learning, optimization, and heuristics to predict solutions to multi-
stage programs. A main paper of interest, whose method we adopt in our work, is [39]
which presents Neur2SP, an approach that uses a ReLU neural network to approx-
imate the second-stage expected costs in two-stage stochastic programs (especially
ones where the second stage subproblems are already themselves intractable, e.g.,
mixed-integer programs). Thus, instead of approximating the expected second stage
cost by a sample average obtained by a set of scenarios, a neural network approxima-
tor is embedded into the mathematical formulation, which helps obtain a surrogate
problem that is more tractable than the traditional scenario-based form. Building on
Neur2SP, [40] propose to instead utilize the distribution of the second stage objective
making use of a quantile neural network. Also building on Neur2SP, [41] show that
alternating between optimizing the first-stage decision variables and re-training the
neural network can provide benefits. [42] present a matheuristic approach which com-
bines the L-shaped method with a machine learning approach that predicts second
stage solutions. [43] develop an approach that is similar to that of [39] for a stochastic
single-source capacitated facility location problem. [44] hybridize supervised machine
learning and an integer L-shaped approach to solve a risk-averse two-stage stochastic
model for making train rescheduling decisions in a metro system.

In terms of directly predicting complete solutions to optimization problems, [45]
develop a reinforcement learning algorithm that learns an iterative local search algo-
rithm in the space of the first-stage variables of a two-stage mixed-integer stochastic
program. The algorithm is able to learn (from a dataset of instances) an initialization
policy and a local move policy to find good solutions to the studied problem. [46] pro-
pose machine learning techniques to predict solutions to learn operational decisions
for a two-stage stochastic program for transshipping blood in a hospital network. [47]
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develop an end-to-end learning approach for an online route-planning problem. [48]
present a deep reinforcement learning framework for solving two-stage stochastic pro-
grams using two agents (trained sequentially) where each agent solves a stage of a
problem. [49] provide a tutorial on “Neural Combinatorial Optimization”, i.e., the use
of DRL as a heuristic technique to predict solutions to optimization problems.

Since most of the above approaches require a large dataset of instance solutions (or
optimal values), and since solving problem instances can result in datasets that are not
amenable to learning approaches (due to symmetries, alternative optimal solutions,
etc.), this makes the supervised learning process more difficult. [50] study the data
generation process for these learning-based approaches, and propose a method for
data/instance generation that results in a dataset that is more amenable to supervised
learning.

2.3 Learning approaches in SSND and related problems

In this section, we highlight a few papers that apply learning-based approaches to
SSNDs and related problems. To the best of our knowledge, there have been very few
such works, and our work contributes to this emerging line of research.

[51] develop a learning-based matheuristic approach for the two-stage stochastic
program variant of the multicommodity capacitated fixed-charge network design prob-
lem, which is related to the SSND. Their approach learns potential good first-stage
(binary) variables to fix from deterministic solutions to demand scenarios, motivated
by the observation that solutions to stochastic problems typically share some com-
monalities with their deterministic counterparts. Their proposed approach alternates
between predicting a set of promising first-stage variables (from scenarios and combina-
tions of scenarios), and partially optimizing the reduced subproblem formed by fixing
a certain percentage of variables in this promising set. This work was then extended in
[52] in which the authors develop the “Integrated Learning and Progressive Hedging
(ILPH)” which integrates the previous predict-and-optimize approach with progressive
hedging. Their approach was also demonstrated on the two-stage stochastic variant of
the multicommodity capacitated fixed-charge network design problem. [53] develop a
multiple scenario approach that utilizes a k-means clustering algorithm to form group
scenarios for a two-stage SSND. In this SSND variant, some vehicles have fixed routes
during the entirety of the planning horizon, while some have realization-dependent
routes. Each subproblem is then solved using a column-generation based matheuristic.

3 Mathematical Model

In this section, we present the mathematical formulation of the two-stage Stochastic
Service Network Design (SSND) problem considered in this study.

In this SSND, a consolidation carrier has to plan for the transportation capacity to
offer on each connection of its network of terminals given uncertain demand. We model
the network of terminals as a directed graph G = (V ,A). The carrier will transport
a set of shipments or commodities, denoted by K, whose origins and destinations are
terminals in the network. We denote the origin and destination of commodity k ∈ K

as o(k) and d(k), respectively. On its way from o(k) to d(k), a commodity k can
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Fig. 1: Illustrative example of a consolidation carrier network (from [4]). There are
two commodities with origins o(1) = 3 and o(2) = 1, and with a common destination
d(1) = d(2) = 8. The services that the commodities might take through the network
are shown as dashed lines, with the two shipments consolidated together from node 2
onwards. The black arrows represent other services operating within the network.

utilize other terminals as transshipment or consolidation points. In Figure 1, we show
an example of a consolidation carrier’s network and illustrate how two commodities
might be transported using services (the arrows) in this network.

We define Ω ⊆ R
|K|
+ to be a set of possible values for the random commodity

demand shipment volumes, and refer to a particular realization using ω ∈ Ω. We
denote the demand volume of commodity k in a realization ω as qωk .

The SSND primarily involves deciding the design of the network. The design (or
first-stage) decisions take the form of how many vehicles should be operated on each
arc a ∈ A of the network, i.e., the planned capacity of the network. For simplicity, we
assume that all vehicles have an identical capacity of Q. Operating a vehicle on an arc
a ∈ A incurs a fixed cost fa. These constitute the first-stage decisions of the problem.
Depending on the commodity demand realization, if sufficient planned capacity is not
available to meet its total demand, then additional vehicles obtained from the spot
market (each also with capacity Q) can be added to an arc at a higher cost, f̄a > fa.
This latter set of decisions constitutes the recourse decisions in the problem. The
objective of the SSND is to minimize the total expected cost.

To model the SSND, we make use of the following decision variables:
rij first-stage/design (integer) variable for the number of vehicles to operate on arc

(i, j) ∈ A,
xω
ijk second-stage variable for flow on arc (i, j) ∈ A for commodity k ∈ K in demand

realization ω ∈ Ω, and
r̄ωij second-stage (integer) variable for the number of outsourced vehicles to operate

on arc (i, j) ∈ A in demand realization ω ∈ Ω.

The SSND model is then defined as follows:

min
∑

(i,j)∈A

fijrij + Eω [Q(r, ω)] , (1a)

s.t. rij ∈ Z≥0, ∀(i, j) ∈ A, (1b)
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where
Q(r, ω) = min{

∑

(i,j)∈A

f̄ij r̄
ω
ij : (r̄ω,xω) ∈ P(r, ω)} (1c)

and

P(r, ω) =
{

(r̄ω,xω) :
∑

k∈K

xω
ijk ≤ Q(rij + r̄ωij), ∀(i, j) ∈ A, (1d)

∑

(i,j)∈δ+(i)

xω
ijk −

∑

(j,i)∈δ−(i)

xω
jik =

⎧

⎪

⎨

⎪

⎩

qωk , if i = o(k),

−qωk , if i = d(k),

0, otherwise,

∀i ∈ V , k ∈ K,

(1e)

xω
ijk ≥ 0, ∀(i, j) ∈ A, k ∈ K , (1f)

r̄ωij ∈ Z≥0, ∀(i, j) ∈ A
}

. (1g)

where δ+(i) and δ−(i) denote the sets of arcs in A leaving and entering node i,
respectively.

The objective (1a) minimizes the total expected cost which is composed of the
design variables’ cost, i.e., the cost of the planned capacity, and a term representing
the expected cost of the second stage subproblem taken over demand realizations. Con-
straints (1b) ensure integrality of the design variables. The second stage subproblem is
given by Q(r, ω) in equation (1c), and its objective is to minimize the cost of the out-
sourced vehicles. The feasbile region of the subproblem is defined by constraints (1d)
– (1g). Constraints (1d) ensure that total commodity flow on an arc (i, j) respects its
combined (planned and outsourced) capacity. Constraints (1e) are standard flow bal-
ance constraints that ensure the correct commodity quantities leave their origins and
arrive at their destinations for the given realization (potentially using other terminals
as transshipment/consolidation points). Finally, constraints (1f) and (1g) describe the
domain of the second-stage/recourse variables.

Often, model (1) is converted to a deterministic equivalent model by using a
finite set of scenarios, S. When all scenarios s ∈ S are assumed to have identical
probabilities, the deterministic equivalent of model (1) can be expressed as follows:

min
∑

(i,j)∈A

fij rij +
1

|S|

∑

s∈S

∑

(i,j)∈A

f̄ij r̄
s
ij (2a)

s.t.
∑

k∈K

xs
ijk ≤ Q

(

rij + r̄sij
)

, ∀s ∈ S, ∀(i, j) ∈ A,

(2b)

∑

j∈V:(i,j)∈A

xs
ijk −

∑

j∈V:(j,i)∈A

xs
jik =

⎧

⎪

⎨

⎪

⎩

qsk, if i = o(k),

−qsk, if i = d(k),

0, otherwise,

∀s ∈ S, ∀i ∈ V, ∀k ∈ K,

(2c)
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xs
ijk ≥ 0, ∀s ∈ S, ∀(i, j) ∈ A, ∀k ∈ K,

(2d)

r̄sij ∈ Z≥0, ∀s ∈ S, ∀(i, j) ∈ A,

(2e)

rij ∈ Z≥0, ∀(i, j) ∈ A. (2f)

We make use of the above deterministic equivalent in our solution approach for
solving the SSND in lieu of model (1).

4 Solution Approach

In this section, we describe our learning-based method for solving the two-stage SSND
model. We begin in Section 4.1 by giving a brief overview of (artificial) neural networks
(NNs). Then, in Section 4.2 we present the details of the solution approach including
how the NN is used to develop a MIP surrogate model. In Section 4.3, we describe the
procedures used for generating labeled data for training the NN. Finally, in Section 4.4,
we conclude this section with a description of a Sample Average Approximation (SAA)
algorithm which serves as a benchmark in our computational experiments.

4.1 Neural networks

(Artificial) Neural Networks (NNs) are a class of machine learning models inspired by
the structure and function of the biological brain. They consist of multiple layers of
nodes, or “neurons”, typically including an input layer, one or more hidden layers, and
an output layer. In a feedforward NN architecture, each neuron receives inputs from
several others in the preceding layer, forming a network of weighted connections that
determine the strength of the transmitted signals. In addition, each neuron has an
associated bias term that allows the model to shift activation thresholds. The neuron
then transforms its weighted inputs using a nonlinear activation function, producing
an output that becomes the input to neurons in the next layer.

Through an iterative training process, the network adjusts its internal parameters
(weights and biases) to minimize a loss/error function and improve its predictive
accuracy on labeled data in a supervised learning framework. This enables the NN to
learn complex mappings from an input space to an output space. An example of a
feedforward NN architecture can be seen in Figure 2. This NN is fully-connected since
every neuron (except those in the input layer) receives signals from all neurons of the
previous layer.

Mathematically, a feedforward neural network maps an input vector x ∈ Rn to
an output vector ŷ ∈ Rm through a series of hidden layers. Each layer performs an
affine transformation of inputs of the previous layer followed by the application of
a nonlinear activation function. For a neural network with L layers, the NN can be
expressed mathematically using the following relationships:

h(0) = x, (3)
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Fig. 2: Example feedforward neural network with one input layer, one hidden layer,

and one output layer. The node post-activation outputs are labeled as h
(l)
i and the

weight matrices W(0→1), W(1→2) are indicated.

h(l) = σ
(

W(l−1→l)h(l−1) + b(l−1→l)
)

, ∀ l = 1, 2, . . . , L− 1, (4)

ŷ = W(L−1→L)h(L−1) + b(L−1→L). (5)

In the above, W(l−1→l) ∈ Rnl×nl−1 denotes the weight matrix connecting layers
l − 1 and l, where nl−1 and nl are the respective numbers of neurons in those layers.
The bias vector b(l−1→l) ∈ Rnl allows for shifting the activation thresholds of the
neurons in layer l. The function σ(·) represents the nonlinear activation function,
and h(l) denotes the post-activation output of layer l. The output (prediction) of the
neural network is given by ŷ; this can generally be a vector, although for our proposed
solution approach, it is a scalar. Equation (3) defines the input layer. Equations (4)
describe the transformations of the hidden layers: an affine combination of the outputs
of the previous layer followed by a non-linear activation. Equation (5) represents the
output layer, which produces the network’s final prediction ŷ.

The overall mapping can be denoted compactly as f(x; Θ), where Θ =
{W(l−1→l),b(l−1→l)}Ll=1 is the set of tunable parameters of the NN. During training,
the parameters are optimized in a supervised manner by minimizing a loss function
L(f(x; Θ),y) where y represents the true target output.

In our implementation, we use the Rectified Linear Unit (ReLU) activation func-
tion, defined as ReLU(x) = max{0, x} for x ∈ R. This choice facilitates embedding
the trained neural network within the mixed-integer programming (MIP) surrogate
model described in the following section.

4.2 Surrogate MIP for SSND

In our approach, we make use of a ReLU NN to learn and predict the expected
recourse cost given a vector of design variables, i.e., given a vector r, we train the NN
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to approximate Eω [Q(r, ω)]. Labeled training data in our setup consists of input-out
pairs of the form {(r(i),Eω[Q(r(i), ω)])}Ni=1 where the inputs are a choice of the vehicle
vectors r, and the output consists of an estimate of its expected recourse cost. Here,
N represents the size of the training dataset. The aim is to replace the recourse cost
computations entirely by the prediction of the NN. To generate the expected recourse
cost label, Eω [Q(r, ω)], one can use an exact value (if available) or can approximate
this value (e.g., by solving the recourse subproblem over a sample of scenarios either
exactly, or using a good heuristic). These recourse labels could also be obtained from
historical data, if available.

The trained NN is then used to develop a surrogate MIP that replaces the term
1
|S|

∑

s∈S

∑

(i,j)∈A f̄ij r̄
s
ij in (2a) and also the second-stage subproblem constraints

(2b)–(2e) in the deterministic equivalent. Since, we use a ReLU NN, it is possible to
embed the trained NN to obtain a surrogate MIP model. We accomplish this using
the formulation outlined in [54] which we briefly describe below for completeness.

To model a feed forward ReLU NN, we introduce binary variables of the form zlj

and two sets of continuous variables ĥl
j and ȟl

j for the jth neuron in the lth layer.
Then, a general feed forward ReLU NN of the form given by equations (3)–(5) can
then be modeled using the following sets of constraints:

nl−1
∑

i=1

w
(l−1→l)
ij ĥl−1

i + b
(l−1→l)
j = ĥl

j − ȟl
j , ∀l ∈ {1, . . . , L}, j ∈ {1, . . . , nl}, (6)

zlj = 1 ⇒ ĥl
j ≤ 0, ∀l ∈ {1, . . . , L− 1}, j ∈ {1, . . . , nl}, (7)

zlj = 0 ⇒ ȟl
j ≤ 0, ∀l ∈ {1, . . . , L− 1}, j ∈ {1, . . . , nl}, (8)

ĥl
j , ȟ

l
j ≥ 0, ∀l ∈ {1, . . . , L}, j ∈ {1, . . . , nl}, (9)

zlj ∈ {0, 1}, ∀l ∈ {1, . . . , L− 1}, j ∈ {1, . . . , nl} . (10)

Constraints (6) ensure the correct propagation of outputs from each layer to the
next, and obtain the output of the neural net. The ReLU activation function is achieved
through the binary variables zlj , and the pair of variables ĥl

j and ȟl
j . Namely, the

binary variable zlj allows at most one nonzero value in each pair of ĥl
j and ȟl

j . Since ĥ
l
j

represent the propagated variables, then according to the ReLU activation function,
their values should be either positive (if affine combination of previous layer is positive)
or zero (if negative). If the affine combination of the previous layer is positive, then

ĥl
j − ȟl

j > 0, and together with constraints (7) and (8), we have that ĥl
j > 0 and

ȟl
j = 0. Otherwise, if ĥl

j − ȟl
j < 0, then we will have that ĥl

j = 0, and ȟl
j > 0, so

the propagated post-activation value will be zero, as desired. Equation (9) and (10)
describe the domains of the variables used in the transformation. Note that for our
application, nL = 1 since our output is a scalar.

For completeness, the resulting surrogate MIP that we use to solve the SSND is
as follows:
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min
∑

(i,j)∈A

fij rij + ĥL − ȟL (11a)

s.t. (6)− (10), (2f), (11b)

ĥ0 = r. (11c)

Constraint (11c) ensures that the r variable is passed as input to the neural net.
Thus, the input layer consists of A neurons. We note that, in practice, constraints (2f)
may need to be omitted when the neural network inputs corresponding to the vector
of variables, r, are standardized (e.g., using z-score normalization), such as in our
implementation. This is because in such cases, r might take negative values as a result.

4.3 Data Generation

To generate labeled data for training the neural net, we propose the following three
approaches. We note that, to the best of our knowledge, unlike previous similar sur-
rogate solution approaches in the literature whose variables were binary and relied on
random generation of binary vectors, our problem contains general integer variables
in the first-stage, and thus the set of possibilities is unbounded in principal.

In each approach, we generate a set of integer vehicle design vectors, r = (rij)(i,j)∈A

where each vector provides a number of vehicles on each arc of the graph. These
vectors are then labeled with an estimate of their expected recourse cost by solving
a number of recourse subproblems exactly using a MIP solver. Although costly in
terms of computational time, we opt for an exact computation (with a time limit)
in this study to reduce the effect of approximation on the solution methodology. As
discussed in Section 5, we also mitigate the effect of the estimation by choosing to
evaluate the design vector on the entire “universe” of scenarios instead of sampling
scenarios. In principle, however, the labeling of recourse costs can be either obtained
from historical data, or via an approximation, e.g., from solving a sample problem or
applying a heuristic.

To generate vehicle vectors with reasonable values, we impose a global constraint
on the total number of vehicles:

∑

(i,j)∈A rij ≤ Rmax. The value Rmax is not fixed a
priori; instead, it is estimated empirically for each instance using a subproblem-based
heuristic that solves a small number of randomly-selected time-limited single-scenario

models using a MIP solver, and aggregates the resulting vehicle usage by taking Rmax

to be 125% of the maximum total number of vehicles observed across all single-scenario
subproblems (this was calibrated through preliminary experiments). Although only a
single scenario is taken into consideration in each subproblem, this is likely to be close
to a representative estimate of the actual number of vehicles used while resulting in
subproblems that are relatively easy to solve.

Whenever a generated solution violates this global limit, feasibility is restored by
proportional scaling, i.e., the number of vehicles on an arc is updated according to
⌊

rij ·
Rmax∑

(i,j)∈A rij

⌋

, which preserves the relative structure of the generated solution

while enforcing the global limit.
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In the following, we describe the three approaches we use and later compare for
data generation.

Random. In this data generation approach, we generate vehicle vectors r ran-
domly. That is, this approach is similar to approaches used in the literature in
similar surrogate models. In particular, for each solution to be generated, integer
vehicle counts are independently assigned to every network arc. The vehicle count
rij is sampled uniformly from rij ∼ Unif{0, . . . , Uij}, where Uij is a per-arc upper
bound. We determine Uij using a degree-based allocation strategy. Specifically, each
arc (i, j) is assigned a weight equal to the sum of degrees of its two endpoints, wij =
deg(i)+deg(j). These weights are normalized and used to distribute Rmax proportion-

ally across arcs, yielding per-arc upper bounds Uij = max
(

1,
⌈

wij∑
(k,l)∈A wkl

·Rmax

⌉)

.

The rationale behind this approach is that, while simple, it takes into consideration
the relative importance of a node; e.g., arcs connecting more central consolidation
hubs will generally have higher vehicle counts due to the higher demand flowing along
these links.

After initial sampling, the total number of vehicles is computed. If the global vehicle
limit exceed Rmax, feasibility is enforced via proportional scaling as described above.

Each generated vector/solution is then stored as a first-stage vehicle allocation,
and the process is repeated until the desired number of randomly-generated vectors
is obtained. To account for duplicates, we generate more vectors than needed, but
only add unique vectors to the training dataset after obtaining their recourse cost.
Generation stops once the target dataset size is reached.

Perturbation. In this approach, we generate vehicle vectors r by combining exact
deterministic equivalent optimization with small local perturbations. This approach
consists of two phases.

In the first phase, a collection of base solutions is first obtained by repeatedly
solving τ single-scenario deterministic equivalent models. Although this approach can
be used with a sampled set of scenarios instead of singletons, we choose singleton
sets of scenarios for efficiency. Each solve is time-limited, and all integer-feasible first-
stage solutions encountered during the solve are recorded to be part of the set of base
solutions that will be used in the second phase. The idea behind this approach is to
obtain a set of solutions that better resembles the set of solutions that the surrogate
model might encounter in an optimization solver (solutions that may not be optimal
but are of reasonable quality). Unique base solutions obtained from these runs are
immediately added to the training dataset after obtaining their estimated recourse
cost. Optionally, rounded LP relaxation solutions (for the single-scenario models) can
also be added to the set of base solutions.

The remaining samples generated using this method are obtained by perturbing the
base solutions in a second phase. Perturbations are distributed across base solutions
such that multiple perturbed variants are generated per base solution. The goal of this
step is to enrich the dataset with samples that lie in the local neighborhoods of high-
quality solver-derived solutions. To generate these, a subset comprising ρpert% of the
network arcs is selected uniformly at random. For each selected arc, the corresponding
vehicle count is modified by an integer offset drawn uniformly from {−κ, . . . , 0, . . . , κ},
but ensuring that the number of vehicles on an arc does not fall below zero. After
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applying these local modifications, the global vehicle limit, described above, is checked
(and enforced, if necessary).

To account for duplicate configurations arising from perturbation and scaling, the
procedure generates more candidates than required, adds unique vectors to the dataset,
and stops the procedure once the target dataset size is reached.

Hybrid. In this approach, the data generation process combines the two
approaches described above, i.e., a perturbation phase followed by a random phase.
The motivation behind this approach is that the random approach is likely better
at exploring a wide spectrum of solutions from those with low vehicle counts (where
recourse costs are likely higher) to those with high vehicle counts (where recourse
costs are likely lower). On the other hand, the perturbation approach is focused on
relatively high-quality solutions (and their local perturbations) that are likely to be
near-optimal for the stochastic program. Thus, hybridizing the two approaches is a
natural idea to explore.

In this method, a certain percentage of required samples solutions, α ∈ (0, 1),
is generated using the perturbation method, and the remainder of required training
samples are obtained using the random approach. The combination of the two forms
the complete the dataset. We study the effect of varying α in Section 5.4.

4.4 Sample Average Approximation

A common approach to solve two-stage stochastic programs is Sample Average
Approximation (SAA) ([55]) which we will utilize as a benchmark for our approach in
Section 5. In SAA, we sample N scenarios from Ω and use that to form a sample set S̄
where |S̄| = N . We then approximate the second-stage expected cost Eω [Q(r, ω)] by
thisN -scenario sample average, 1

N

∑

ω∈S̄ Q(r, ω). This resulting deterministic model is
what we refer to here as the sample problem. For the SSND presented above, the result-
ing sample problem is a mixed-integer program (MIP) and is equivalent to model (2)
but uses the sampled set of scenarios S̄.

The sample problem is then solved by a MIP solver to obtain a set of design
variables, r̂. The recourse cost for r̂ is then estimated more accurately using a larger
set of evaluation scenarios N ′ ≫ N as follows:

Eω [Q(r̂, ω)] ≈
1

N ′

N ′

∑

n=1

Q(r̂, ωn). (12)

where the second-stage subproblem is independently solved for each individual
subproblem.

In SAA, the above process is repeated M times, each with a newly-sampled set
of N scenarios. Thus, this process yields up to M candidate design decisions. It then
chooses the set of design variables that provide the best total estimated cost, which is
the sum of the first-stage and second-stage evaluation cost.

For completeness, Algorithm 1 presents the full SAA procedure we adopt in this
study.
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Algorithm 1 Sample Average Approximation

Require: M,N,N ′.
1: for m = 1, . . . ,M do

2: For sample problem m, generate S̄ ⊂ Ω with |S̄| = N .
3: Generate N ′ >> N demand scenarios for approximation of the second-

stage cost.
4: Obtain a first-stage design, r̂m, by solving sample problem m given by

(2) and scenario set S̄.
5: for n = 1, . . . , N ′ do

6: Solve second-stage subproblem (1c) with r̂m and scenario n to
obtain Q(r̂m, ωn).

7: Calculate the approximate expected total cost for design r̂m given by

v̂N ′(r̂m) =
∑

(i,j)∈A fij r̂
m
ij + 1

N ′

∑N ′

n=1 Q(r̂m, ωn).

8: Select r̂∗ ∈ argmin
m∈{1,...,M}

{v̂N ′(r̂m)}.

9: return r̂∗.

5 Computational Experiments

In this section, we present our computational experiments. In Section 5.1, we provide
details on instance generation and parameter settings. In Section 5.2, we compare the
different data generation approaches described in Section 4.3, and also benchmark the
learning-based approach against a Sample Average Approximation (SAA) algorithm.
Finally, in Section 5.4, we investigate the effect of the α parameter in the perturbation
data generation method.

5.1 Experimental Setup

5.1.1 Instances

Our experiments are conducted on randomly-generated instances of varying sizes. In
particular, the method employed for generating instances for this study is similar to
that of [19], and we describe it briefly for completeness.

Each instance consists of two types of nodes representing two classes of terminals:
central hubs and satellite terminals. Node coordinates are drawn uniformly at random
within a [−30, 30]2 grid. To ensure hubs have more central locations, their coordi-
nates are drawn uniformly at random within a smaller [−18, 18]2 grid. On the other
hand, satellite terminals can be located anywhere within the [−30, 30]2 grid. For arcs,
each hub is connected bidirectionally to its three nearest hubs (measured in terms of
Euclidean distance), while each satellite terminal is connected bidirectionally to its
nearest hub. A satellite terminal may additionally receive a second hub connection if
two proximity conditions are simultaneously satisfied: (i) the direct distance to the
alternate hub is less than 70% of the detour distance through the primary hub, and
(ii) the direct distance to the alternate hub is less than 1.4 times the distance to the
primary BB. These rules allow multi-loading at hubs that lie near a second hub with-
out creating excessively dense networks. Calibration of these values was done in order

17



to keep the resulting second-stage (recourse) optimization problem computationally
manageable. Minor manual adjustments to the locations of some terminals are also
made in some instances to obtain reasonable network configurations. The first-stage
fixed vehicle transportation cost, fij , for each pair of nodes (i, j) was set equal to the
distance between their respective locations. Recourse vehicle costs were set to 150%
of the corresponding first-stage fixed cost, i.e., f̄ij = 1.5× fij .

We define a set of commodities to represent shipments between ordered pairs
of satellite terminals. If the set of satellite terminals is denoted by Vs, then a
random subset comprising a fraction, ϕ ∈ (0, 1), of all |Vs| × (|Vs| − 1) possi-
ble satellite pairs is selected to form the set of commodities in that instance. In
particular, we select ⌈ϕ · |Vs| × (|Vs| − 1)⌉ commodities for each instance. Each com-
modity k is assigned a mean demand µk ∼ Uniform[60, 80] and a standard deviation
σk ∼ Uniform[10, 20], both drawn independently. Demand scenarios are generated by
sampling from N (µk, σ

2
k) independently for each commodity and scenario, but are

restricted to only non-negative values (i.e., truncated). A universe of |Ω| = 100 scenar-
ios is generated per instance and fixed throughout all experiments, and all second-stage
evaluations are done on all 100 scenarios. This is done for two reasons: (1) to ensure a
manageable number of scenario subproblems (1c) to solve when evaluating the perfor-
mance of a first-stage design exactly without the need to sample, and (2) to compare
all approaches on the same set of scenarios and avoid the effect of sampling different
scenarios for different approaches in our comparisons.

We consider six network configurations with |Vh| (the number of hubs) ranging
from 4 to 6 terminals, |Vs| ∈ {8, 12, 16} terminals, and commodity fractions ϕ ∈
{0.25, 0.35, 0.5}. Each network and commodity configuration is tested under three
vehicle capacity profiles: Q ∈ {90, 140, 200} units per vehicle, yielding tight, baseline,
and loose capacity regimes, respectively. This creates a total of 18 instances. Instance
sizes and parameters were chosen to ensure manageable second-stage subproblem solve
times as they are solved to optimality when generating the dataset. The details of all
18 instances are summarized in Table 1. Note that the instances 4-8-0.35-X have a
different network configuration compared to the other two 4-8-X-X instances.

5.1.2 Data Generation Parameters

In the following, we detail the parameter values used for the data generation methods
described in Section 4.3. Table 2 summarizes the key settings.

For all approaches, Rmax is estimated empirically per instance by solving, with the
solver, 10 single-scenario subproblems (each with a 60-second time limit). The value
of Rmax is then set to be the maximum total vehicle count observed across the 10
scenarios multiplied by 1.25.

For the Perturbation data generation method, in the first phase, τ = 10 single-
scenario problems (in particular, 10% of |Ω|) are solved with a 5-second time limit
for each. We collect all unique integer-feasible r vectors encountered throughout these
runs, and these form the set of base solutions for this method. The rounded LP relax-
ation solution of each single-scenario model is also added to the base solution set if it
is not a duplicate. In the second phase, perturbations are applied to ρpert = 25% of
arcs and apply an offset drawn from {−κ, . . . , κ} with κ = 3.
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Table 1: Complete set of instances.

Instance Identifier |Vh| |Vs| ϕ Q

4-8-0.50-200 4 8 0.50 200
4-8-0.50-140 4 8 0.50 140
4-8-0.50-90 4 8 0.50 90

4-8-0.35-200 4 8 0.35 200
4-8-0.35-140 4 8 0.35 140
4-8-0.35-90 4 8 0.35 90

4-8-0.25-200 4 8 0.25 200
4-8-0.25-140 4 8 0.25 140
4-8-0.25-90 4 8 0.25 90

5-12-0.50-200 5 12 0.50 200
5-12-0.50-140 5 12 0.50 140
5-12-0.50-90 5 12 0.50 90

5-12-0.25-200 5 12 0.25 200
5-12-0.25-140 5 12 0.25 140
5-12-0.25-90 5 12 0.25 90

6-16-0.35-200 6 16 0.35 200
6-16-0.35-140 6 16 0.35 140
6-16-0.35-90 6 16 0.35 90

For the Hybrid data generation method, the fraction of samples generated via the
Perturbation method is one of α ∈ {0.25, 0.50, 0.75}; the remainder are generated
via the Random method. In Section 5.4, the effect of α is studied at a dataset size of
10,000 samples where α is varied between its three values. All other experiments use
α = 0.75 as this was found to work best. The perturbation parameters for Hybrid
are the same as those used in Perturbation.

We evaluate all methods at dataset sizes: {250, 500, 1,000, 2,500, 5,000, 7,500, 10,000}.
Note that these values represent the total number of samples in each one. Each
dataset consists of a number of vehicle vectors r (i.e., the number of features is equal
to A), and are labeled with their second-stage/recourse cost evaluations obtained
by solving (1c) on the set of scenarios in Ω and averaging them. All second-stage
subproblems were solved to optimality and were parallelized.

Training for the neural network was done using the PyTorch library with an 80-20
training-testing random split of the datasets. Furthermore, we use 20% of the training
set as a validation set which is used to select the best neural network hyperpameter
configuration for each instance. In particular, hyperparameters are selected via a ran-
dom search over 100 configurations drawn uniformly from the search space defined in
Table 3. The configuration minimizing validation loss is selected and used to train the
neural network. All networks use ReLU activations and are trained with MSE loss.
Input features are standardized to zero mean and unit variance prior to training. After
training the neural network using the combined training and validation datasets, its
predictive performance is assessed using the independent test dataset (Section 5.2).
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Table 2: Data generation parameter settings.

Parameter Value Method

Scenario universe size, |Ω| 100 All
Single-scenario subproblems for Rmax 10 All
Rmax subproblem time limit (s) 60 All
Rmax multiplier 1.25 All
Phase 1 solves, τ 10 Perturbation
Phase 1 time limit (s) 5 Perturbation
Arc perturbation percentage ρpert 25% Perturbation and Hybrid
Max offset, κ 3 Perturbation and Hybrid
Hybrid perturbation fraction, α {0.25, 0.50, 0.75} Hybrid
Full dataset sizes {250, 500, 1,000, 2,500, 5,000, 7,500, 10,000} All

Finally, for Sample Average Approximation, we use the following parameters: M =
5, N = 10, and N ′ = 100 which is the full set of scenarios. Each mixed-integer linear
program was time limited to 1200 seconds.

Table 3: Hyperparameter search space for neural
network parameters.

Hyperparameter Candidate values

Architecture† [64], [128], [256], [512],
[64, 64], [128, 128], [32, 32],
[32, 32, 32], [64, 64, 64],
[128, 64, 32], [512, 64, 32], [512, 128, 32]

Learning rate 10−5, 10−4, 10−3, 10−2

Batch size 32, 64, 128
Epochs 100, 150, 200, 250, 500, 750, 1000
Optimizer Adam, Adagrad, RMSProp
L2 penalty 0, 0.01, 0.1

† Width per hidden layer; e.g., [64, 32] = two hidden layers of

widths 64 and 32.

All computational experiments were carried out in Python on a conventional desk-
top workstation equipped with a 16-core AMD Ryzen 9 9950X3D processor and 128
GB of system memory. Neural network training was performed on an NVIDIA GeForce
RTX 5090 graphics card with 32 GB of dedicated VRAM. All optimization problems
were solved using Gurobi 13. The neural network was embedded into the surrogate
problem (11a)–(11c) using the Gurobi Machine Learning library 1, and a maximum
runtime of 1,200 seconds was imposed when solving the surrogate model.

1https://gurobi-machinelearning.readthedocs.io/en/stable/
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5.2 Comparison of Data Generation Methods

In this section, we measure and compare how the trained neural networks using each
of the three data generation approaches approximate the recourse cost of the problem.
For this experiment, we will use the held-out test (20% of samples in the dataset).

First, let yi = Eω[Q(ri, ω)] represent the true expected recourse cost for test vector

ri and let ŷi = ̂Eω[Q(ri, ω)] represent its corresponding prediction produced by the
trained neural network. Then, we can compute the mean absolute error (MAE) as
1
n

∑n
i=1 |yi − ŷi|, the mean squared error (MSE) as 1

n

∑n
i=1(yi − ŷi)

2, and the mean

absolute percentage error (MAPE) as 100
n

∑n
i=1

⃓

⃓

⃓

yi−ŷi

yi+ϵ

⃓

⃓

⃓
where ϵ = 10−8 and n is the

number of testing dataset samples.
In Table 4, we compare these metrics for the three data generation approaches on

all 18 instances using a total dataset size of 10,000 samples (of which 8,000 samples are
used for training). In absolute terms, Perturbation is the most accurate on average,
achieving the lowest mean absolute error (MAE = 9.11) and mean squared error (MSE
= 161.95), ahead of Random and Hybrid. In terms of MAPE, the ranking reverses:
Random yields by far the smallest mean absolute percentage error (2.02%), against
4.99% for Perturbation and 5.66% for Hybrid. A possible explanation for this is
that while the approaches perform similarly in absolute error terms, upon investiga-
tion, the Random approach yielded datasets which had higher average label values,
yi, since they generate many sparse designs which have relatively higher recourse costs.
Dividing a similar absolute difference by these higher values results in a smaller MAPE
value. For example, on the 5-12-0.50-90 instance, the average label values (recourse
costs) were 1,395.52, 504.85, and 511.19, for Random, Perturbation, and Hybrid,
respectively. A similar pattern was observed for the other instances.

In addition to these prediction metrics, Table 5 compares the objective function
value of the surrogate optimization model (11a)–(11c) with the corresponding actual

cost objective obtained after evaluating its resulting first-stage solution across the
full 100 scenarios. The former is reported under “Estimated Cost”, while the latter is
reported under “Actual Cost”. To quantify the discrepancy between these two values,
we report the absolute percentage error, denoted by ∆(%), which is defined as

∆ = 100×

⃓

⃓

⃓

⃓

Act.Cost− Est.Cost

Est.Cost

⃓

⃓

⃓

⃓

.

From Table 5, we observe that the Perturbation approach yields designs whose
total costs have the closest agreement with the ground truth, with an average deviation
of 1.33% and individual errors never exceeding 3.3%. The Hybrid approach follows
closely at an average deviation of 2.12%. In contrast, the Random approach produces
designs with substantially larger discrepancies between estimated and actual costs,
averaging 10.81% and reaching as high as 22.3%. Since Perturbation is designed
to generate realistic vehicle vectors r from actual scenario subproblems, this could
explain its superior performance. By learning from realistic vectors, it is more likely to
generate designs that remain close to those observed in the training dataset, thereby
resulting in more realistic solutions whose total costs are close to their actual values.
On the other hand, since Random sits at the opposite end of the spectrum, we see
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Table 4: Prediction accuracy of the neural network generated by the three data generation
approaches

Instance

Random Perturbation Hybrid (α = 0.75)

MAE MSE MAPE (%) MAE MSE MAPE (%) MAE MSE MAPE (%)

4-8-0.25-90 6.02 57.50 2.56 3.92 27.40 3.24 4.66 38.38 4.05
4-8-0.25-140 6.65 71.07 4.36 4.72 38.51 3.57 4.94 42.18 3.71
4-8-0.25-200 3.24 19.95 2.18 4.02 28.27 4.18 4.11 30.21 4.22
4-8-0.50-90 10.01 158.38 1.90 7.35 91.27 5.01 9.72 164.86 5.58
4-8-0.50-140 8.19 107.41 2.25 6.15 62.27 4.99 5.47 52.54 4.40
4-8-0.50-200 6.60 68.32 2.90 5.59 50.80 4.92 6.64 70.64 5.83
4-8-0.35-90 7.00 79.95 1.46 6.53 74.28 3.43 9.45 160.85 4.82
4-8-0.35-140 6.99 79.65 2.40 7.09 84.28 3.96 6.68 74.81 4.34
4-8-0.35-200 4.85 40.52 1.85 5.41 51.40 † 5.70 56.48 †
5-12-0.25-90 9.70 154.28 1.13 12.23 247.63 6.25 13.11 282.46 7.92
5-12-0.25-140 9.50 143.30 1.97 11.29 210.55 6.86 13.36 307.03 8.37
5-12-0.25-200 8.68 122.20 2.43 7.79 99.88 5.66 10.55 178.67 7.45
5-12-0.50-90 17.58 485.64 1.29 13.18 288.52 4.43 13.85 314.89 4.59
5-12-0.50-140 13.05 268.85 1.51 13.27 284.59 5.41 13.15 301.30 4.69
5-12-0.50-200 10.80 184.29 1.63 10.99 195.98 5.58 12.71 264.62 6.40
6-16-0.35-90 20.44 666.89 1.30 15.61 403.65 4.95 16.80 452.89 6.15
6-16-0.35-140 16.94 461.99 1.70 14.98 360.98 6.28 15.43 383.19 6.72
6-16-0.35-200 11.54 211.85 1.46 13.85 314.87 6.10 15.53 381.70 7.06

Average 9.88 187.89 2.02 9.11 161.95 4.99 10.10 197.65 5.66

† MAPE values were too large as they involved dividing by a zero yi. These values are excluded when computing the averages.

that it is the worse-performing approach. Hybrid being a mixture of the two sits
somewhere in between but is closer to the Perturbation approach; this is likely due
to the choice of α = 0.75. We also observe that, generally speaking, the ∆ values grow
with the growth in the instance size across all three methods.

Moreover, from Table 5, we can compare the actual costs of the designs obtained
by all three approaches. We observe that Perturbation results in the lowest average
actual cost, followed very closely by Hybrid, and then by Random. Thus, both Per-
turbation and Hybrid data generation approaches yield datasets which, in turn,
yield designs with better total actual costs compared to Random thereby demon-
strating the effectiveness of the proposed data generation approach. While the average
performance is similar, Hybrid does manage to find better designs compared to
Perturbation on a number of instances.

To study the effect of the training dataset size, we use instances 5-12-0.25-140
and 6-16-0.35-200 as examples. For these, we show in Figures 3–4 how the MAE,
MSE, MAPE, and ∆ values change as the training dataset size is increased. Our
experiment involved training dataset sizes of 200, 400, 800, 2000, 4000, 6000, and 8000
samples. In particular, Figures 3a and 4a show MAE values, Figures 3b and 4b show
MSE values, Figures 3c and 4c show MAPE values, and Figures 3d and 4d show ∆
values. Unsurprisingly increasing the training dataset size generally decreases these
error metrics until they mostly stabilize past 4,000 training samples for these instances.
Furthermore, Perturbation and Hybrid exhibit mostly similar performance in all
four figures with slightly more variations between them in the larer instance. All
methods exhibit this downward trend on MAE, MSE, and MAPE. However, as seen
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Table 5: Comparing surrogate solution estimated vs. actual total cost

Instance

Random Perturbation Hybrid (α = 0.75)

Estimated Cost Actual Cost ∆ (%) Estimated Cost Actual Cost ∆ (%) Estimated Cost Actual Cost ∆ (%)

4-8-0.25-90 544.31 653.93 16.76 538.69 537.25 0.27 544.27 539.07 0.96
4-8-0.25-140 425.20 459.43 7.45 433.01 436.17 0.72 421.71 433.28 2.67
4-8-0.25-200 403.39 409.19 1.42 327.78 329.81 0.62 323.47 325.37 0.58
4-8-0.50-90 1041.45 1190.20 12.50 1047.03 1053.23 0.59 1034.15 1057.84 2.24
4-8-0.50-140 775.23 855.50 9.38 725.64 734.78 1.24 727.23 726.31 0.13
4-8-0.50-200 569.87 628.55 9.34 560.83 556.04 0.86 555.38 556.82 0.26
4-8-0.35-90 868.18 954.12 9.01 832.39 836.31 0.47 836.93 838.32 0.17
4-8-0.35-140 608.94 681.02 10.58 603.71 608.28 0.75 596.67 626.86 4.82
4-8-0.35-200 551.46 551.45 0.00 481.74 480.27 0.31 481.66 486.73 1.04
5-12-0.25-90 1457.72 1731.31 15.80 1468.51 1495.01 1.77 1466.66 1503.26 2.43
5-12-0.25-140 1031.13 1204.12 14.37 1023.51 1044.74 2.03 1025.91 1035.97 0.97
5-12-0.25-200 794.23 857.34 7.36 773.54 786.54 1.65 773.92 786.74 1.63
5-12-0.50-90 2817.85 3263.97 13.67 2737.99 2793.70 1.99 2717.47 2767.84 1.82
5-12-0.50-140 1856.43 2054.42 9.64 1808.89 1846.59 2.04 1833.26 1840.54 0.40
5-12-0.50-200 1375.89 1512.00 9.00 1355.22 1371.17 1.16 1343.77 1379.98 2.62
6-16-0.35-90 2913.13 3749.82 22.31 2895.87 2992.68 3.23 2823.93 3031.59 6.85
6-16-0.35-140 1941.84 2363.26 17.83 1902.49 1929.30 1.39 1805.28 1938.07 6.85
6-16-0.35-200 1538.40 1673.61 8.08 1452.43 1495.65 2.89 1443.08 1468.16 1.71

Average 1195.26 1377.40 10.81 1164.96 1184.86 1.33 1153.04 1185.71 2.12
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in Figures 3d and 4d, it is worth highlighting that surrogate models trained using the
Hybrid and Perturbation datasets initially yielded designs with worse ∆ values
compared to Random on smaller datasets, but notably lower ∆ values upon increasing
the number of training samples from 800 to beyond 2,000 training samples.
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Fig. 3: Effect of dataset size on the three methods for instance 5-12-0.25-140.

In summary, the results above show that the Perturbation and Hybrid data
generation approaches produce better results compared to Random. They demon-
strate the effectiveness of the perturbation-based mechanism used in generating design
vectors, as it tends to generate design vectors that are more realistic and similar to
the ones that are likely to be encountered during the solution process of the sur-
rogate model. If data needs to be generated, then these two approaches are more
effective compared to a random-based approach since the set of first-stage decision
variables is unbounded and can be large. This also seems to influence the designs
obtained by the surrogate model with Perturbation and Hybrid achieving com-
parable performance, and better designs on the instances tested compared to the
Random approach.
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Fig. 4: Effect of dataset size on the three methods for instance 6-16-0.35-200.

5.3 Comparison with SAA

To benchmark the performance of our proposed learning-assisted approach for the
two-stage SSND, we compare it (when using Perturbation and Hybrid (α = 0.75)
to generate the data) with the Sample Average Approximation approach presented in
Section 4.4.

Table 6 shows the results of this comparison. In this table, we highlight the best
value in bold, and show a “Gap to Best” column for each value which is defined as

Cost of Method− Best Cost Across Methods

Best Cost Across Methods
× 100%

From Table 6, we first observe that on the first few instances which are rela-
tively smaller in size, the three methods achieve comparable performance. On larger
instances, however, SAA finds better designs consistently on the 5-12-X-X and the 6-
16-X-X instances. However, Perturbation and Hybrid achieve close performance
with an overall Gap to Best of 0.94% and 1.02%, respectively. Given that all three are
considered heuristic approaches (SAA, in particular, is a heuristic due to the sampling

25



Table 6: Comparison of surrogate model-based approaches with SAA

Instance

Perturbation Hybrid (α = 0.75) SAA

Actual Cost Gap to Best (%) Actual Cost Gap to Best (%) Actual Cost Gap to Best (%)

4-8-0.25-90 537.25 0.00 539.07 0.34 537.25 0.00
4-8-0.25-140 436.17 0.67 433.28 0.00 434.97 0.39
4-8-0.25-200 329.81 1.36 325.37 0.00 325.37 0.00
4-8-0.50-90 1053.23 0.99 1057.84 1.43 1042.95 0.00
4-8-0.50-140 734.78 1.17 726.31 0.00 731.23 0.68
4-8-0.50-200 556.04 0.00 556.82 0.14 556.82 0.14
4-8-0.35-90 836.31 0.00 838.32 0.24 836.79 0.06
4-8-0.35-140 608.28 0.00 626.86 3.05 608.28 0.00
4-8-0.35-200 480.27 0.14 486.73 1.49 479.59 0.00
5-12-0.25-90 1495.01 0.98 1503.26 1.54 1480.53 0.00
5-12-0.25-140 1044.74 1.14 1035.97 0.29 1032.95 0.00
5-12-0.25-200 786.54 0.34 786.74 0.36 783.90 0.00
5-12-0.50-90 2793.70 1.46 2767.84 0.52 2753.49 0.00
5-12-0.50-140 1846.59 0.43 1840.54 0.10 1838.75 0.00
5-12-0.50-200 1371.17 0.46 1379.98 1.10 1364.94 0.00
6-16-0.35-90 2992.68 4.94 3031.59 6.30 2851.90 0.00
6-16-0.35-140 1929.30 0.69 1938.07 1.15 1916.07 0.00
6-16-0.35-200 1495.65 2.11 1468.16 0.23 1464.80 0.00

Average 1184.86 0.94 1185.71 1.02 1168.92 0.07

involved and the time limits imposed on the mixed-integer programs), this shows that
the proposed learning-assisted approach is a viable heuristic for the problem.

When compared with the learning-assisted approaches, SAA finds better solutions,
but its downside is the computational time required to solve M integer programs each
with N scenarios. Depending on how these values (and their time limits) are set this
can dictate the performance of the algorithm. On the other hand, the learning-assisted
approaches can achieve similar performance by solving only one surrogate model. Its
time limit can also be set according to preference which makes a direct time-based
comparison with SAA somewhat challenging. The downside of these learning-based
approaches is the training data required which took up the majority of computational
time in our experiments. We note, however, that this can be slightly mitigated by rely-
ing on historical data and/or heuristic approaches to estimate the recourse costs and
obtain the labels of the dataset, with our data generation approach used as a supple-
ment, if not enough data is available. If copious amounts of labeled data are readily
available, this makes the surrogate model approach more attractive since solving one
model is less computationally intensive. We also note that the training of the neural
network on the final dataset was relatively fast as there are only |A| input features,
the size of which is typically not prohibitively large for most real-world networks.

As a direction for future research, training can be made more general, i.e., it
might be possible to train one model that encompasses any instance of the problem
as opposed to training on a per-instance basis as we do in this work. This would likely
entail that the instance data become part of the features of the problem and this
allows the model to adjust its estimate based on the network configuration and/or
commodity demand data. Such an approach would enable better use of data, as a
change in the network configuration will not require re-training the model. It may
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also be possible to generalize data from smaller networks or subsets of larger networks
to larger networks, thereby reducing the need for many data samples obtained for or
from large instances of the problem.

5.4 Effect of α on the Hybrid Method

In this section, we study the effect of varying α on the Hybrid method. α controls
the mix of Perturbation and Random samples: α = 1 corresponds to a pure
Perturbation method, while α = 0 corresponds to a pure Random method. Thus,
increasing α increases the number of samples that are obtained by Perturbation.

In Table 7, we compare Hybrid with different values of α and show both the
accuracy on the testing set as well as the actual costs of the obtained designs. The
best actual cost values are also highlighted in bold. We observe that increasing α from
0.25 to 0.75 monotonically reduces average MAE by 19.8% (from 11.66 to 9.35) and
average MSE by 32.9%, with α = 0.50 falling in between.

On the other hand, the average actual cost also falls monotonically from 1, 211.40
at α = 0.25 to 1, 185.71 at α = 0.75, a 2.1% reduction. α = 0.75 attains the lowest
(or tied-lowest) cost on 11 of the 18 instances, compared with 8 instances for α = 0.5
and only 3 for α = 0.25. More interestingly, on the smaller instances, the ranking is
mixed and α = 0.5 is often best. However, on the larger instances α = 0.75 dominates,
achieving the best on 8 of 9 instances on cost and cutting MAE by up to 46% relative to
α = 0.25. On the smaller instances, even when α = 0.75 achieves a design that is worse
than α = 0.5, the actual cost value does not differ significantly. These observations
are consistent with Perturbation being more valuable where the feasible/decision
space is too large to cover by random sampling alone, and echoes the results seen in
Section 5.2. They also justify the choice of α = 0.75 from among the three values in
previous experiments.

6 Conclusion and Future Work

In this paper, we proposed a neural network-augmented optimization framework for
a two-stage stochastic service network design problem. The key idea is to replace
the computationally expensive second-stage recourse cost with a trained feedforward
neural network surrogate, which is then embedded directly into a mixed-integer pro-
gramming formulation and then solved, as a surrogate model, using a commercial MIP
solver.

This work also contains a comparison of three data generation strategies for train-
ing the surrogate model: a random approach similar to what was used in previous
studies adopting a similar approach, a new perturbation-based approach, and a hybrid
of the two. This was done because the problem at hand features general variables as
opposed to binary variables. Our experiments across 18 instances show that the choice
of data generation method meaningfully affects solution quality, particularly when
comparing the random approach against the other two. The perturbation method,
which seeds training data from solutions of single-scenario MIPs, produces the lowest
absolute prediction error (MAE and MSE). Results also show that the difference in
the resulting designs reflect the different regions of the solution space that each data
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Table 7: Comparison of Hybrid approaches under different values of α

Instance

α = 0.25 α = 0.5 α = 0.75

MAE MSE MAPE (%) Actual Cost MAE MSE MAPE (%) Actual Cost MAE MSE MAPE (%) Actual Cost

4-8-0.25-90 6.70 73.31 4.31 537.25 4.07 29.03 3.55 537.25 4.66 38.38 4.05 539.07
4-8-0.25-140 6.68 75.73 4.81 444.97 4.62 35.56 3.60 433.28 4.94 42.18 3.71 433.28

4-8-0.25-200 5.25 45.57 4.37 327.51 4.36 33.01 3.78 325.37 4.11 30.21 4.22 325.37

4-8-0.50-90 10.87 203.95 3.64 1047.61 6.51 68.59 4.01 1049.71 9.72 164.86 5.58 1057.84
4-8-0.50-140 8.23 110.23 4.23 732.08 7.36 92.31 5.15 728.00 5.47 52.54 4.40 726.31

4-8-0.50-200 7.30 83.61 4.91 556.82 4.79 39.30 4.36 556.04 5.56 49.48 4.98 556.82
4-8-0.35-90 8.67 121.90 3.72 855.64 7.57 101.50 4.13 837.51 7.08 85.87 4.03 838.32
4-8-0.35-140 10.70 176.06 5.18 621.91 6.68 75.32 4.15 614.80 6.68 74.81 4.34 626.86
4-8-0.35-200 6.81 79.42 † 501.12 6.74 77.39 † 486.05 5.54 52.09 † 486.73
5-12-0.25-90 12.57 252.25 4.58 1530.71 11.50 217.98 5.92 1516.34 10.36 179.50 6.10 1503.26

5-12-0.25-140 12.51 250.45 6.36 1054.29 17.08 698.03 7.38 1037.70 9.26 144.42 5.89 1035.97

5-12-0.25-200 9.88 160.75 4.85 793.97 8.94 133.67 6.00 790.09 7.90 101.95 5.57 786.74

5-12-0.50-90 18.59 574.63 3.30 2884.61 14.37 370.61 4.38 2776.06 13.85 314.89 4.59 2767.84

5-12-0.50-140 14.76 351.18 3.49 1924.29 15.56 500.18 4.76 1851.11 13.15 301.30 4.69 1840.54

5-12-0.50-200 13.27 278.43 4.51 1401.11 12.09 236.45 5.65 1384.60 12.71 264.62 6.40 1379.98

6-16-0.35-90 23.25 856.57 4.02 2972.55 18.83 597.98 5.53 3311.59 16.80 452.89 6.15 3031.59
6-16-0.35-140 18.53 563.33 4.51 2017.11 17.13 480.49 6.75 2015.13 15.43 383.19 6.72 1938.07

6-16-0.35-200 15.27 376.47 4.63 1601.58 15.68 414.81 6.65 1487.99 15.03 377.12 6.89 1468.16

Average 11.66 257.43 0.04 1211.40 10.22 233.46 0.05 1207.70 9.35 172.79 0.05 1185.71

† MAPE values were too large as they involved dividing by a zero yi. These values are excluded when computing the averages.
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generation method explores. The hybrid approach offers a balance between coverage
and solution quality. We also compare the perturbation-based and hybrid approaches
against a Sample Average Approximation approach and show that they offer compara-
ble results, and discuss the advantages and disadvantages of each approach. The data
generation methods proposed in this study are useful on their own, when no data for
training is available, or as a supplement to existing datasets.

This work can be extended in several directions. For instance, the surrogate model
could be extended to be a single model that is able to solve any instance rather than
the one-model-per-instance approach used in this study. This will allow data to be
used more efficiently, without the need for re-training as networks grow or change over
time. In cases where data is generated synthetically (as in this study), the number
of samples that need to be generated would likely be reduced. In such an approach,
it is likely that the instance characteristics (network size, commodity data, etc.) will
be part of the features either directly or in aggregate form (e.g., basis functions). An
alternative research approach is investigating direct learning-based approaches, i.e.,
learning-based or learning-assisted heuristics approaches that directly produce solu-
tions/designs to the two-stage SND problem without the need for a surrogate model.
Furthermore, the use of graph neural networks, which can naturally exploit the under-
lying network structure of the problem, either as part of a surrogate model (if viable)
or as part of a direct learning-based heuristic for the problem can be investigated.
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[38] Yilmaz, D., Büyüktahtakın, İ.E.: A non-anticipative learning-optimization frame-
work for solving multi-stage stochastic programs. Annals of Operations Research
(2024) https://doi.org/10.1007/s10479-024-06100-7

[39] Dumouchelle, J., Patel, R., Khalil, E.B., Bodur, M.: Neur2SP: Neural Two-
Stage Stochastic Programming. arXiv (2022). https://doi.org/10.48550/arXiv.
2205.12006
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