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Abstract Deep learning based access control models such
as DLBAC are accurate but opaque, which makes them
difficult to audit against the accountability requirements
of regulations such as the GDPR. Existing self-explaining
models provide only one kind of explanation: global rules
(HyperLogic) or local counterfactuals (HyConEx). We pro-
pose RuleConEx, a model trained jointly around a shared
hypernetwork that produces, in a single forward pass, an
access decision, IF-THEN rules decoded exactly from the
network weights and expressed in the language of ABAC
policies, and counterfactuals that are valid categorical
tuples by construction. Rule faithfulness and counterfac-
tual validity are measured rather than assumed. On the
eleven DLBAC benchmarks, evaluated with five seeds, a
baseline juxtaposing separately trained HyperLogic and
HyConEx models, and statistical tests with Nemenyi and
Holm corrections, RuleConEx reaches 92.1% mean accu-
racy, statistically indistinguishable from HyConEx, random
forests and linear SVM, and 0.6 points below an opaque
MLP. Its rules cover 80% of the requests with a strict faith-
fulness of 0.80, and 96% of its counterfactuals are valid,
changing two attributes on average. Sweeping the weight
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of the counterfactual loss shows that this single coefficient
continuously shifts the trade-off between user-oriented
explainability (counterfactuals of 1.9 attributes) and auditor-
oriented explainability, where the consistency between
rules and counterfactuals rises from 0.18 to 0.43, with no
statistically detectable difference in accuracy. RuleConEx
therefore provides an explicit tuning mechanism for this
trade-off, which two juxtaposed models do not offer.

Keywords Access control · Deep learning · Intrinsic inter-
pretability ·Hypernetwork · IF-THEN rules · Counterfactual
explanations

1 Introduction

Access control is a fundamental cyber-security mechanism
that determines which subjects may perform which oper-
ations on which resources, according to policies defined
over contexts, users and actions [31]. For several decades
these policies relied on predefined rule-based models: DAC,
MAC, RBAC [31], ABAC [17], Or-BAC [19] and HOr-
BAC [4]. Such models are readable and auditable, but they
impose tedious manual policy engineering, and their rigidity
makes them hard to maintain as soon as the environment
evolves quickly, as in cloud or IoT deployments [26].

Deep learning models have emerged as an attractive
alternative. Rather than writing rules by hand, the model
learns access policies directly from historical authorisation
data. Nobi et al. [26] showed with DLBAC (Deep Learn-
ing Based Access Control) that this approach outperforms
classical policy mining on every classification metric. That
performance comes at a price: deep networks make deci-
sions through thousands of parameters whose interaction
escapes direct interpretation [30].

This opacity raises a genuine legal problem. Article 22
of the GDPR requires organisations to be able to explain
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automated decisions affecting individuals [12]. In an access
control system, a denial must be justifiable to the adminis-
trator who audits the policy, to the user who wants to under-
stand it, and to the supervisory authority that checks it. Tools
such as SHAP [24] and LIME [29] were proposed to fill this
gap, but they do not really explain the model: they produce
a local approximation that can be manipulated [32] and that
is only partly faithful to the actual decision mechanism. For
a critical system, such an approximation is not sufficient.

Two recent models show that one can do better. Hy-
ConEx [25] generates, in a single forward pass, a prediction
together with actionable counterfactuals, answering the
question “what should be changed to obtain access?”. Hy-
perLogic [38] produces global IF-THEN rules through
differentiable rule learning parameterised by a hypernet-
work. Each of these models provides a partial answer, but
neither covers both needs: HyConEx provides no auditable
rules for the administrator, and HyperLogic provides no
counterfactual for the denied user.

This paper addresses that gap. We propose RuleConEx
(Rule-based Counterfactual eXplainer), to our knowledge
the first architecture that produces, in a single forward pass,
an access decision obtained by weighted fusion of a rule
branch and a counterfactual branch, global symbolic IF-
THEN rules decoded directly from the weights of a DR-Net
parameterised by the hypernetwork, and local actionable
counterfactuals for the user whose access is denied. The
starting idea is to let both explanation branches share a com-
mon hypernetwork. With respect to the works it builds upon,
RuleConEx contributes three elements. First, its rules are
exact: the function computed by the rule branch is fully de-
codable into a rule list, and the faithfulness of that list to the
final decision is measured rather than postulated. Second,
the vocabulary of these rules is that of the ABAC policies of
Xu and Stoller [37], namely attribute–value equalities and
relational constraints between user and resource attributes;
we show that these constraints are indispensable on the
DLBAC benchmarks, which incidentally explains the poor
decision-tree results reported so far on these data. Third,
counterfactuals are modifications of categorical attributes,
valid by construction, with a mask of immutable attributes.

The evaluation — eleven DLBAC datasets, five seeds,
a “HyperLogic + HyConEx trained separately” baseline,
an ablation study, and Friedman and Wilcoxon tests with
Nemenyi and Holm corrections — measures accuracy, rule
quality (faithfulness, coverage, length, precision, stability),
counterfactual quality (validity, sparsity, plausibility, action-
ability) and the consistency between the two. It establishes
our main result: this consistency is governed by a single
coefficient of the loss, whose sweep over seven values con-
tinuously shifts the trade-off between short counterfactuals
and covering, consistent rules, with no detectable difference
in accuracy on our protocol. We verify in particular that the

consistency gain is not an artefact of counterfactual length.
Finally, we discuss what exposing both kinds of explanation
implies for the security of the access control system itself.

Section 2 reviews the state of the art. Section 3 details
the methodology: datasets, architecture and formalisation of
each component. Section 4 presents the experimental proto-
col and the results. Section 5 analyses the explanations as an
attack surface. Section 6 discusses the scope of the results,
and Section 7 concludes with limitations and perspectives.

2 Related work

This work lies at the intersection of three research areas: ac-
cess control, interpretable IF-THEN rule learning, and coun-
terfactual explanations. This section reviews recent work in
each of them, stating for every contribution the problem at-
tacked, the approach taken and the result obtained, before
examining attempts to combine both forms of explanation.

2.1 From rule-based to learned access control

Classical access control models have progressively enriched
policy expressiveness. RBAC [31] introduced roles to factor
permissions and simplify administration; ABAC [17] gen-
eralised it by conditioning decisions on arbitrary attributes
of subjects, resources and environment; Or-BAC [19] added
the organisational dimension, and HOr-BAC [4] extended it
with a hierarchy of organisations, making it the most expres-
sive of these models. All share the advantage of natural trans-
parency, since the policy is written explicitly by an adminis-
trator. In return, Nobi et al. [26] identify three structural lim-
itations in modern environments: dependence on manual en-
gineering, rigidity under change, and poor scalability when
the number of rules grows combinatorially with the number
of entities.

To automate this engineering, policy mining extracts
rules from access logs. Xu and Stoller [37] infer ABAC
policies by greedy search for rules covering the observed au-
thorisations; their policies are tuples ⟨user attribute expres-
sion, resource attribute expression, operations, constraints⟩,
where the constraints are equalities between a user attribute
and a resource attribute (“same department”), a point we
exploit directly. Rhapsody [8] casts the problem as subgroup
discovery with a reliability criterion that limits overfitting;
Karimi et al. [20] propose an unsupervised k-modes ap-
proach. Classical classifiers such as EPDE-ML [22] have
also been used for direct decisions, without providing any
explanation. DLBAC [26] departs from these approaches
by training a deep network (ResNet [16], DenseNet, Xcep-
tion) directly on authorisation tuples, without prior feature
engineering, and outperforms policy mining and standard
classifiers on all classification and generalisation metrics.
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Its complete opacity, acknowledged by its own authors as
a priority for future research, is its main shortcoming: the
post-hoc solutions considered (Integrated Gradients, tree
distillation) remain unfaithful to the actual decision mech-
anism and vulnerable to manipulation [32]. Very recent
work attacks explainability in ABAC without resorting to
intrinsically interpretable deep learning. EXTree [6] struc-
tures the policy as a tree to produce actionable explanations
upon denial, and LANTERN [21] translates audit logs into
natural-language ABAC policies using a large language
model. Both approaches are post-hoc and decoupled from
the decision model, providing neither rules faithful by
construction nor counterfactuals, but their very existence
confirms the topicality of the problem addressed here.

2.2 Interpretable IF-THEN rule learning

IF-THEN rule learning is one of the most natural forms of
interpretability [30]. Decision trees (CART), RIPPER [7],
Bayesian Rule Sets [35] and CG [9] produce readable rules,
but their search (greedy, stochastic or combinatorial) is de-
coupled from gradient optimisation. DR-Net [28] lifts this
limitation by encoding each rule as a conjunction of literals
whose weights are binarised in the forward pass and esti-
mated by a straight-through estimator in the backward pass,
making the whole trainable by backpropagation; rules are
then extracted directly from the binary weights, so that, as
long as the rule network alone decides, faithfulness is one
by construction. HyperLogic [38] extends DR-Net with a
hypernetwork that generates the parameters of the rule net-
work from Gaussian noise, producing a diversified mixture
of rule sets; a HyperGAN-style discriminator pulls the distri-
bution of latent codes back towards the prior to prevent that
diversity from collapsing. HyperLogic brings the readabil-
ity that DLBAC lacks, but says nothing to the denied user
about what could be changed, and was designed and evalu-
ated for binary classification on generic datasets rather than
for access control.

2.3 Counterfactual explanations

Counterfactual explanations answer the question “what
should be modified to change the decision?”, providing di-
rectly actionable information [34,14]. Most methods (CEM
[11], FACE [27], CEGP [33], PPCEF [36]) operate post
hoc and require a separate optimisation for each instance,
with costs that are sometimes prohibitive (up to 67,000 s on
the Adult dataset for CEGP). Interpretable deep models for
tabular data (TabNet [2], NAM [1], IMN [18]) provide attri-
butions by construction, but none produces counterfactuals
intrinsically. HyConEx [25] is the first model to produce
simultaneously a prediction and plausible counterfactuals

Table 1 Comparison of approaches along four requirements. ✓ satis-
fied; ◦ partially; – not satisfied

Approach Access Exact Valid Single
decision IF-THEN rules counterfact. pass

DLBAC ✓ – – ✓

Decision trees ✓ ✓ – ✓

HyperLogic ✓ ✓ – ✓

HyConEx ✓ – ◦ (cont.) ✓

CEM / CEGP / PPCEF – – ✓ –

RuleConEx (this work) ✓ ✓ ✓ ✓

for all alternative classes in a single forward pass. A hyper-
network generates a local weight matrix W = H(x) defining
a local linear classifier, and the counterfactual towards class
m is obtained by the translation x′ = x−Wm, optionally
projected onto the data manifold by a normalising flow.
HyConEx reports 99.9% validity while being orders of
magnitude faster than post-hoc methods, but provides no
global auditable rule; its translation is continuous, so that
on categorical attributes encoded as one-hot vectors the
counterfactual is in general not a valid tuple; and, like
HyperLogic, it has not been evaluated on access control
data.

2.4 Combining both forms of explanation

Global rules and local counterfactuals are complementary,
the former addressing the administrator who audits the pol-
icy and the latter the user who is denied access. This re-
view found no work that intrinsically produces both forms
of explanation within a single model. The only combination
achievable with existing tools is to juxtapose a rule extractor
and a counterfactual generator trained separately; we turn
this into an explicit baseline (“HyperLogic + HyConEx in-
dependent”) in order to measure, rather than assume, the pos-
sible inconsistency between the two explanations.

Table 1 summarises the situation along four require-
ments of an explainable access control system. No existing
approach satisfies them simultaneously. One architectural
lesson emerges: HyperLogic and HyConEx both rely on
the same basic mechanism, a hypernetwork generating
the parameters of a main network. This convergence sug-
gests that a shared hypernetwork could parameterise a rule
branch and a counterfactual branch at once. This is the
starting hypothesis of RuleConEx; Section 4.7 measures its
contribution.
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Table 2 The eleven DLBAC datasets

Dataset Type |u| |r| |auth| Meta. Cl.

amazon1 Real 9,560 7,517 32,769 8 2
amazon2 Real 9,560 7,517 32,769 13 2
amazon3 Real 9,560 7,517 32,769 13 2
u4k-r4k-auth11k Synth. 4,500 4,500 10,964 8 16
u4k-r4k-auth21k Synth. 4,500 4,500 20,979 11 16
u4k-r4k-auth22k Synth. 4,500 4,500 22,583 13 16
u4k-r6k-auth28k Synth. 4,500 6,738 28,751 13 16
u4k-r7k-auth20k Synth. 4,500 7,194 20,033 11 16
u5k-r5k-auth12k Synth. 5,250 5,250 12,690 8 16
u5k-r5k-auth19k Synth. 5,250 5,250 19,535 10 16
u6k-r6k-auth32k Synth. 6,000 6,000 32,557 10 16

3 Methodology

3.1 Datasets

The experiments use the eleven benchmark datasets intro-
duced by Nobi et al. [26] to evaluate DLBAC (Table 2).
Three datasets come from real data released by Amazon:
amazon1 originates from the Kaggle Amazon Employee Ac-

cess Challenge and contains about 9,560 users, 7,517 re-
sources and more than 32,000 authorisation tuples, with a
marked imbalance (about 94% of the tuples correspond to
granted access); amazon2 and amazon3 are augmentations
built by Nobi et al. [26] with the same users and resources
and additional resource metadata, and the same imbalance.
The remaining eight datasets are synthetic, generated follow-
ing the method of Xu and Stoller [37] as adapted by Nobi et
al. [26]: a set of rules ⟨user attribute expression, resource at-
tribute expression, operations, constraints⟩ is used to gener-
ate users, resources and their authorisations. To bring these
synthetic datasets closer to the complexity observed on the
Amazon data, where tuples with very similar metadata re-
ceive different decisions, part of the metadata of each entity
(beyond the first eight) is hidden at training time while still
influencing the actual decisions, simulating policies based
on partially observable attributes. These eight datasets thus
span increasing complexity, from 4,500 to 6,000 users and 8
to 13 metadata per entity, for a 16-class classification prob-
lem (the four binary operations combined).

Formally, each dataset contains a set of authorisation tu-
ples ⟨uid, rid,mu,mr,op⟩, where mu,mr are the user and re-
source metadata and op ∈ {0,1}4 encodes the decisions for
four operations. The problem is cast as multi-class classifi-
cation, predicting the class y from m = (mu,mr). For the
synthetic datasets the four bits are combined into an integer
y = op1 + 2op2 + 4op3 + 8op4 ∈ {0, . . . ,15}; for the Ama-
zon datasets the decision is binary (grant/deny).

Preprocessing follows the DLBACα protocol: (1) re-
moval of the uid/rid identifiers; (2) masking of the hidden
metadata; (3) label construction; (4) categorical encoding
fitted on the training set; (5) stratified 80/20 train/validation

Table 3 Effect of relational literals (u4k-r4k-auth11k, test accuracy).
DT-k: tree of depth k; in parentheses, number of leaves of the full tree

Input DT-4 DT-6 Full DT Logistic RF

one-hot only 0.219 0.268 0.913 (694) 0.972 0.976
one-hot + equalities 0.724 0.883 0.976 (169) 0.989 0.994

split (fixed seed 42), the test set being the DLBAC test
file. Each tuple is thus described by G categorical at-
tributes (G = 16 on the synthetic datasets, umeta0..7 and
rmeta0..7; G = 9 or 13 on Amazon).

Literal space. The model input is x ∈ {0,1}d+E , the con-
catenation of (i) the one-hot encoding of the G attributes
(d columns; d = 133 to 170 on the synthetic datasets, up to
14,419 on amazon1) and (ii) E relational literals 1[umetai =

rmeta j] for every user–resource attribute pair (E = 64 on
the synthetic datasets). This vocabulary is exactly that of the
ABAC policies of Xu and Stoller [37], whose constraints
are equalities between user and resource attributes. Its im-
portance is empirical as much as conceptual: on u4k-r4k-
auth11k, a depth-6 decision tree reaches 27% accuracy on
the one-hot encoding alone and 88% with relational liter-
als (Table 3); without them, no short conjunction can ex-
press a policy such as “same department as the resource”.
All compared models receive this representation; a “one-hot
only MLP” variant quantifies its contribution. The objective
is to learn f : {0,1}d+E → Y producing, for any request x,
a decision, a global set of IF-THEN rules, and, for each tar-
get class t ̸= ŷ, a valid tuple x′t with f (x′t) = t changing a
minimal number of attributes.

3.2 Overall architecture

RuleConEx consists of three components assembled around
a shared hypernetwork: a latent encoder, a parameter-
generating hypernetwork, and two specialised prediction
branches. Their outputs are fused into a single decision
accompanied simultaneously by symbolic rules and counter-
factuals (Fig. 1). The principle of a hypernetwork H(·;θ),
whose role is to generate the parameters W = H(q;θ) of
a so-called main network from a query q, was introduced
by Ha et al. [15]. In RuleConEx, a single TabResNet trunk
[13] is queried by two queries of different nature: a learned
global query, independent of the instance, whose output
parameterises the rule network — the rules are therefore
identical for all requests, a necessary condition for auditabil-
ity — and the local query z(x), whose output parameterises
a linear classifier specific to each instance, in the manner
of HyConEx. Both branches share the trunk weights, are
trained jointly, and cover the three explanation needs of the
AIX360 framework [3]: global rules for the auditor, local
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justification of a denial, and an actionable counterfactual for
the user.

3.3 Components

Encoder. A two-layer MLP with normalisation maps x ∈
{0,1}d+E to a compact latent representation z ∈ R

64, the
local query of the hypernetwork.

Hypernetwork. The TabResNet trunk T : R64 → R
128 re-

ceives, for the rule branch, the global query qr = µ + σε

with ε ∼ N (0, I), σ = 0.1 and µ ∈ R
64 learned (M = 3

draws during training, ε = 0 at inference, so that the rule set
is unique). Since the codes are drawn from the prior with
fixed σ , the HyperGAN discriminator of HyperLogic is un-
necessary here. For the counterfactual branch the trunk re-
ceives z(x).

Rule branch. It is a binarised DR-Net with K = 48 rule neu-
rons. For each rule k the hypernetwork produces an embed-
ding ek ∈ R

32; the selection probability of positive literal
j (“x j = 1”) is p+k j = σ(ek ·L+

j /
√

32 + b+j ), where L+ ∈
R
(d+E)×32 is a learned matrix of literal embeddings (a low-

rank parameterisation, necessary for d ≈ 14,000). Negative
literals p−k j (“x j = 0”) are allowed only on relational columns
(“umetai ̸= rmeta j”), since value negations are almost al-
ways satisfied and bring no readability. The hard selections
ak j = 1[p+k j > 0.5] and nk j = 1[p−k j > 0.5] are obtained with
a straight-through estimator. The number of violated literals
and the rule activation are

vk(x) = ∑ j ak j(1− x j)+nk j x j, (1)

ok(x) = 1[vk(x) = 0], (2)

zr
c(x) = ∑k ρk softmax(vk)c ok(x)+bc, (3)

computed exactly in the forward pass; in the backward
pass we use the DR-Net linear surrogate 1− ṽk(x) (with
the continuous probabilities), weighted by exp(−vk(x)/τg),
τg = 1, so that a rule only adjusts its literals from the
examples it covers or nearly covers. Here ρk > 0 is
the rule weight, softmax(vk) its vote distribution and
b the default decision. Decoding. Rule k reads “IF
∧

j:ak j=1(x j = 1) ∧ ∧
j:nk j=1(x j = 0) THEN argmaxc vkc”,

with support and precision computed on the training set;
rules without literals are folded into b and rules never
active on the training set are discarded. The resulting list
reproduces zr exactly (weighted faithfulness); the reading in
which each rule votes only for its THEN class defines the
strict faithfulness that we measure.

Counterfactual branch. The hypernetwork produces
W (x) ∈ R

C×(d+E) and b(x); zloc = W (x)x + b(x) as in
HyConEx. For a target t ̸= ŷ, let δ = Wt(x)−Wŷ(x). For
every mutable attribute g and every candidate value v, the
gain δ · (x(g←v)−x) is computed exactly, with both the one-
hot columns and the relational literals recomputed; we keep
the best value per attribute, sort attributes by decreasing
gain and return the shortest prefix reaching the local margin
zloc

t − zloc
ŷ ≥ κ (κ = 1). The G prefixes of that path are then

evaluated by the full model in a single batched forward
pass, and the shortest one that reaches t is retained. The
counterfactual is a valid categorical tuple by construction
(“rmeta0: 64→ 63”), its sparsity is the number of modified
attributes, and a mask of immutable attributes (by default
the resource attributes) restricts modifications to what can
actually be changed.

Fusion. The logits of both branches are combined by a
weighted sum with learned, softmax-normalised weights:

zfus = αh zloc +αr zr, ŷ = argmax
c

softmax(zfus)c. (4)

Per-branch logits remain available for audit; their agreement
rate is reported.

3.4 Loss and training

Training minimises a composite loss that jointly optimises
classification, rule quality and counterfactual validity:

L = CE(p̂,y)+λr CE(p̂r,y)+λh CE(p̂loc,y)

+λcf CE( f (x′t), t)+λsp |p|
+λlen max(0, ℓk−8)+λent H(softmax(vk)), (5)

where CE is averaged over the M draws, x′t is the (detached)
counterfactual towards a random target t ̸= y, ℓk is the hard
length of rule k (penalised beyond eight literals) and H the
entropy of the vote (favouring single-class rules). Gradients
are clipped (max norm 1) and parameters updated with
AdamW [23] (η = 10−3, cosine decay, λwd = 10−5), with
a learning rate ten times larger for literal parameters, since
under Adam crossing the 0.5 threshold would otherwise be
too slow. The best epoch is selected on accval + accr

val, the
rule branch converging more slowly than the counterfactual
branch. Hyperparameters (Table 4) were set on u4k-r4k-
auth11k (seed 42) and then frozen; training runs for 30
epochs (20 on Amazon) with early stopping (patience 10).

At inference, RuleConEx returns in a single forward
pass: (i) the decision ŷ; (ii) the global rules and those ac-
tive on the request; (iii) the counterfactuals {x′t ,∆t} for all
targets; (iv) the per-branch logits.
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Input x ∈ {0,1}d+E

one-hot ⊕ equalities

Encoder

z(x) ∈ R
64

Shared

hypernetwork

T (·) — TabResNet

Global query

µ + σε (learned)

Rule branch

binarised DR-Net, K = 48

IF-THEN rules

global, exact decoding

Counterfactual

branch

local linear W (x),b(x)

Counterfactuals

attribute changes

Fusion → ŷ

αrzr + αhzloc

z(x)

θr

θcf

αr

αh

Fig. 1 Architecture of RuleConEx. The shared hypernetwork is queried twice: by a learned global query, independent of the request, which
parameterises the rule branch — hence a single rule set for all requests — and by the local query z(x), which parameterises the counterfactual
branch. One forward pass yields the decision, the decodable rules and the counterfactuals

Table 4 Main hyperparameters of RuleConEx

Component Parameter Value

Encoder latent dimension 64
Hypernet. trunk (blocks / width); σ ; M 2 / 128; 0.1; 3 / 1
Rules neurons K; embedding rank; τg 48; 32; 1
Rules maximum penalised length 8
CF local margin κ 1
Fusion αh,αr (init.) 0.5 / 0.5
Loss λr,λh,λcf 1; 0.5; 0.1
Loss λsp,λlen,λent 10−3; 0.1; 0.05
Optim. AdamW, batch, epochs 10−3 (×10 literals), 128, 30

4 Results

4.1 Experimental protocol

RuleConEx is implemented in Python/PyTorch 2.5; the
complete source code (preprocessing, model, training,
evaluation, benchmark, statistical tests) is available at
https://github.com/erickTsaf237/Master-work/

tree/main/HyConEx_from_scratch/ruleconex2. Ex-
periments were run under Windows 10 with an NVIDIA
GeForce 940MX GPU (2 GB).

Repetition and tests. Every (model, dataset) pair is trained
with five seeds (42–46); the train/validation split is fixed, the
seed affecting initialisation, batch order and noise. Tables re-
port mean ± standard deviation. Models are compared with
a Friedman test on the datasets×models matrix (means over
seeds), with Iman–Davenport correction and Nemenyi criti-
cal distance (α = 0.05) [10], and with a paired Wilcoxon
test over the 55 (dataset, seed) pairs between RuleConEx
and each other model, with Holm correction.

Compared models. All receive the same one-hot + equali-
ties input: RuleConEx; HyperLogic (rule branch alone, after

[38]); HyConEx (counterfactual branch alone, after [25]);
HyperLogic + HyConEx independent, the two previous
models trained separately, combining the rules of one with
the counterfactuals of the other; an MLP (opaque reference,
2× 256); an MLP on the one-hot encoding only; a random
forest (200 trees); a CART decision tree; and a linear SVM.
The published DLBAC figures do not take part in the rank-
ing (different protocol, hardware and computing budget).

Metrics. Classification: accuracy, macro F1, macro one-vs-
rest AUC. Rules: number of active rules, length, coverage
(fraction of test requests on which at least one rule fires),
strict and weighted faithfulness (agreement between the
decoded rules and the final decision), accuracy of the rules
alone, precision, redundancy and across-seed stability (Jac-
card). Counterfactuals, over 1,000 test requests (500 on
Amazon) and all targets: validity, flip success, sparsity, plau-
sibility (Hamming distance to the nearest training example
of the target class, compared with that of a genuine request),
and the “immutable resource” regime. Rule–counterfactual
consistency: cons_explained (valid counterfactuals on
which a rule of the target class fires), cons_precision
(modified attributes read by those rules), and agreement
between branches. Time: training, decision latency, rule
decoding, counterfactual generation.

4.2 Classification performance

Table 5 reports accuracy per dataset. The Friedman test re-
jects equality (χ2 = 45.6, p = 10−7; Iman–Davenport p =

2 · 10−11); with a Nemenyi critical distance of 3.17, Rule-
ConEx (mean rank 4.18) is separable neither from the MLP
(1.95), nor from RF (2.73), SVM (3.68) or HyConEx (4.27),

https://github.com/erickTsaf237/Master-work/tree/main/HyConEx_from_scratch/ruleconex2
https://github.com/erickTsaf237/Master-work/tree/main/HyConEx_from_scratch/ruleconex2
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Table 5 Accuracy (%) per DLBAC dataset: mean ± standard deviation over five seeds. Bold: best model on that dataset. Maj.: accuracy of
a constant majority-class classifier. HypLog: HyperLogic (rule branch alone); HyConEx: counterfactual branch alone; MLP1h: MLP without
relational literals. Last line: mean Friedman rank (1 = best)

Dataset Maj. RuleConEx HypLog HyConEx MLP MLP1h RF DT SVM

amazon1 94.1 94.4 ±0.2 94.1 ±0.0 94.2 ±0.2 94.4 ±0.1 94.5 ±0.1 94.7 ±0.1 93.9 ±0.1 94.2 ±0.0

amazon2 94.4 94.6 ±0.1 94.4 ±0.0 94.4 ±0.1 94.6 ±0.2 94.6 ±0.2 94.9 ±0.1 94.1 ±0.1 93.9 ±0.0

amazon3 94.2 94.2 ±0.3 94.2 ±0.0 94.6 ±0.0 94.6 ±0.1 94.7 ±0.1 94.8 ±0.0 94.4 ±0.1 93.8 ±0.0

u4k-r4k-11k 13.0 98.9 ±0.1 88.1 ±3.2 98.6 ±0.3 98.9 ±0.1 97.8 ±0.1 99.2 ±0.1 97.7 ±0.1 98.9 ±0.0

u4k-r4k-21k 15.5 92.3 ±0.6 85.2 ±0.9 92.2 ±0.5 93.0 ±0.2 89.6 ±0.3 92.3 ±0.1 88.6 ±0.0 93.6 ±0.0

u4k-r4k-22k 21.1 74.6 ±0.9 61.0 ±0.8 74.0 ±0.8 76.0 ±0.3 72.9 ±0.8 73.9 ±0.1 67.1 ±0.3 76.6 ±0.0

u4k-r6k-28k 12.0 84.7 ±0.3 67.8 ±2.0 84.8 ±0.3 86.7 ±0.4 85.3 ±0.3 86.3 ±0.1 81.5 ±0.2 83.6 ±0.0

u4k-r7k-20k 16.2 91.9 ±0.7 88.5 ±2.6 91.8 ±0.2 92.6 ±0.1 89.2 ±0.5 89.7 ±0.1 88.6 ±0.1 92.1 ±0.0

u5k-r5k-12k 12.5 99.8 ±0.1 94.2 ±4.0 99.8 ±0.1 100.0 ±0.0 99.4 ±0.2 100.0 ±0.0 99.1 ±0.1 100.0 ±0.0

u5k-r5k-19k 20.6 93.3 ±0.5 88.3 ±2.8 93.5 ±0.2 94.4 ±0.2 90.4 ±0.3 92.4 ±0.0 90.8 ±0.1 94.4 ±0.0

u6k-r6k-32k 15.1 94.5 ±0.4 88.5 ±1.3 94.3 ±0.2 94.8 ±0.2 92.3 ±0.2 94.1 ±0.1 92.9 ±0.1 95.2 ±0.0

Mean — 92.1 85.9 92.0 92.7 91.0 92.0 89.9 92.4
Mean rank — 4.18 7.55 4.27 1.95 4.91 2.73 6.73 3.68

0 2 4 6 8
mean rank (1 = best)

MLP

RandomForest

Linear SVM

RuleConEx

HyConEx (CF only)

MLP (one-hot only)

DecisionTree

HyperLogic (rules only)

1.95

2.73

3.68

4.18

4.27

4.91

6.73

7.55

CD = 3.17

Fig. 2 Mean Friedman ranks over the eleven datasets (accuracy). Any
model to the right of the dashed line is significantly worse than the best
one in the sense of Nemenyi (α = 0.05)

but is separable from the decision tree (6.73) and from Hy-
perLogic alone (7.55), as shown in Fig. 2. The paired Wil-
coxon test refines this picture: RuleConEx is indistinguish-

able from HyConEx (p = 0.98), from the random forest
(p = 0.98) and from the SVM; it is inferior to the MLP by
0.63 points (pHolm = 4 ·10−8, 47 losses out of 55); and it is
superior to HyperLogic alone (+6.2 points), to the decision
tree (+2.2) and to the MLP without equalities (+1.1), all
at pHolm < 10−4. Standard deviations are below 0.01 except
for HyperLogic alone (0.01–0.04): the rule branch alone is
unstable, and fusion stabilises it. The same conclusions hold
for macro F1 (RuleConEx 0.828, MLP 0.841; −0.013, p =

4 ·10−4) and AUC (0.948 vs 0.953;−0.005, p = 10−8). The
price of intrinsic interpretability, measured against the best
opaque model trained under the same conditions, is there-
fore about half a point of accuracy: significant, but small.

One remark on the baselines: the decision tree reaches
0.899 on average, whereas earlier comparisons on the same
data reported it below 0.50; the difference stems entirely
from the relational literals (Table 3), which calls for caution
when reading published DLBAC/tree comparisons.

Class imbalance on Amazon: accuracy measures nothing

there. The three Amazon datasets contain 94% granted ac-
cesses. The “Maj.” column of Table 5 gives the accuracy of
a constant classifier always answering grant: 94.1 to 94.4%.
Every evaluated model lies within 0.8 points of that value,
and some below it. On these datasets accuracy therefore sep-
arates no model and must not be read as a measure of quality;
only AUC and macro F1, which weight the minority deny

class, are informative. Table 6 reports them. The gap is con-
siderable: the random forest reaches 0.856 AUC and Rule-
ConEx 0.822, whereas HyperLogic trained alone remains at
chance level (AUC 0.504, macro F1 0.486) while displaying
94.2% accuracy — it predicts grant for almost every request.
This is also the clearest argument in favour of joint training:
the same rule branch, trained together with the counterfac-
tual branch, moves the model from 0.504 to 0.822 AUC. We
therefore draw no accuracy-based conclusion on Amazon,
and report these datasets mainly for the robustness of the
explanations to a one-hot cardinality of order 104.

4.3 Rule quality

Table 7 summarises the explanation metrics. On the eight
synthetic datasets, RuleConEx decodes 46 to 48 active rules
of 4.8 to 6.8 literals, almost exclusively relational, covering
92 to 100% of the test requests, with a strict faithfulness
of 0.84 to 0.91 on six datasets (0.49 and 0.58 on the two
hardest, where the counterfactual branch dominates the fu-
sion); used alone, these rules reach 0.60 to 0.93 accuracy.
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Table 6 Amazon datasets (means over the three datasets and five
seeds). The italic line is a constant grant classifier. Accuracy does not
separate the models; AUC and macro F1 do

Model Accuracy (%) F1 macro AUC

Majority class 94.2 0.485 0.500

RandomForest 94.8 0.659 0.856
MLP 94.6 0.641 0.837
MLP1h 94.6 0.645 0.836
HyConEx 94.4 0.620 0.828
RuleConEx 94.4 0.614 0.822
SVM 94.0 0.678 0.817
DecisionTree 94.2 0.706 0.688
HyperLogic 94.2 0.486 0.504

Table 7 Explanation metrics (means over 11 datasets × 5 seeds). HL:
HyperLogic alone; HC: HyConEx alone; Indep.: rules from HL com-
bined with counterfactuals from HC

HL / HC Indep. RuleConEx

Active rules (out of 48) 35.6 35.6 39.9
Mean length (literals) 4.80 4.80 4.51
Coverage 0.736 0.736 0.796
Faithfulness strict / weighted 0.750 / 0.873 0.750 / 0.873 0.804 / 0.838
Accuracy of rules alone 0.739 0.739 0.819
Mean rule precision 0.545 0.545 0.653
Redundancy (Jaccard) 0.202 0.202 0.248

CF validity 0.988 0.988 0.958
Flip success 1.000 1.000 1.000
CF sparsity (attributes) 1.95 1.95 1.95
CF plausibility (Hamming; ref. 3.55) 7.89 7.89 7.98
CF validity, immutable resource 0.758 0.758 0.682

cons_explained — 0.222 0.183
cons_precision — 0.612 0.563
Agreement between branches — 0.875 0.850

Compared with those of a HyperLogic model trained alone,
they are shorter (4.5 vs 4.8 literals) and more precise (+0.05
to +0.10 per dataset) at equal coverage; on Amazon, Hy-
perLogic alone finds almost no rule (coverage 2 to 17%)
whereas joint training finds 10 to 26 (coverage 32 to 45%).
Across-seed stability is 0.55 to 0.73 (Jaccard) on the syn-
thetic datasets, identical to HyperLogic alone, and 0.30 to
0.62 on Amazon (HyperLogic alone: 0.00–0.18).

The rules read as ABAC policies. On the synthetic
datasets the label ops_pattern_c encodes the four op-
erations in binary (c = op1 + 2op2 + 4op3 + 8op4). Thus
ops_pattern_12 grants op3 and op4, while ops_pattern_0
is a full denial. Three rules decoded on u4k-r4k-auth11k
(seed 42; support and precision on the training set):

R20: IF umeta0=rmeta0 AND umeta1=rmeta1
AND umeta4=rmeta4 AND umeta0!=rmeta4
AND umeta2!=rmeta2

THEN ops_pattern_12 = {op3, op4}
(support=381, precision=1.00)

R30: IF umeta1=rmeta1 AND umeta3=rmeta3
AND umeta7=rmeta0 AND umeta5!=rmeta5

THEN ops_pattern_10 = {op2, op4}
(support=336, precision=0.91)

R22: IF umeta0!=rmeta0 AND umeta2!=rmeta1
AND umeta4!=rmeta4 AND umeta5!=rmeta5

THEN ops_pattern_0 = none
(support=711, precision=1.00)

The first two grant operations when the user and the re-
source share several attributes, the third denies all access in
the absence of such matches; replacing umetai by the at-
tribute name (department, role, . . . ) is enough to make them
readable by an administrator.

4.4 Counterfactuals

Counterfactuals are valid in 86 to 97% of cases on the syn-
thetic datasets (mean 0.958; 100% on Amazon), at least one
target is reached for 100% of the requests, and they mod-
ify 2.1 to 2.5 attributes (1.0 to 1.1 on Amazon). HyConEx
alone is slightly more valid (0.988) at equal sparsity: fus-
ing with the rule branch makes the local linear classifier a
little less faithful to the full model. Plausibility (8.2 to 9.4 at-
tributes out of 16) remains clearly above that of a genuine re-
quest (3.4 to 4.2), as it does for HyConEx alone (7.9). Under
the “immutable resource” regime, validity drops to 0.68 (Hy-
ConEx 0.76): part of the accesses depends on user–resource
equalities. Examples (seed 42; classes decoded into opera-
tions as in Section 4.3):

u4k-r4k-auth11k, request #3
decision: full denial
-> {op2} : rmeta0 : 64 -> 63 [valid]
-> {op3} : rmeta0 : 64 -> 31 [valid]
-> {op1} : rmeta7 : 51 -> 89 [NOT valid, flagged]

u5k-r5k-auth19k, request #3
decision: {op1, op3, op4}
-> {op1,op2,op3,op4} : rmeta3 : 75 -> 9 [valid]
-> full denial : umeta4 : 3 -> 20 [valid]

4.5 Rule–counterfactual consistency

Over the 55 (dataset, seed) pairs, with the default setting
(λcf = 0.1) favouring short counterfactuals, the fraction of
valid counterfactuals on which a rule of the target class fires
is 0.18 for RuleConEx against 0.22 for the “HyperLogic +
HyConEx independent” juxtaposition (p = 0.005); the frac-
tion of modified attributes read by those rules is 0.56 against
0.61 (p = 0.001); the agreement between branches is 0.85
against 0.88 (p = 2 · 10−6). These gaps are small and, as
the ablation shows, do not come from sharing the hypernet-
work but from the counterfactual loss term, which governs
the balance between short counterfactuals and consistency:
relaxing it makes RuleConEx far exceed the juxtaposition
(0.43).

4.6 Training and inference time

Table 8 separates training from inference. RuleConEx trains
in 213 s per dataset on average; at inference a decision costs
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Table 8 Mean times over datasets and seeds: training (s), single-
request decision latency on GPU (ms), rule decoding (ms), counter-
factuals towards all targets (ms per request), parameters

Model Train. Decision Rules Counterf. Param.

MLP 11 — — — 0.9 M
Linear SVM 2 — — — —
RandomForest 106 — — — —
DecisionTree 477 — — — —
HyperLogic 55 3.8 22 — 1.1 M
HyConEx 122 1.9 — 6.4 1.7 M
Independent 177 — 22 6.4 2.7 M
RuleConEx 213 5.1 26 6.3 2.2 M

5.1 ms in single-request latency (0.03 ms in batch), full rule
decoding takes 26 ms and counterfactuals towards all classes
6 ms per request. The overhead is therefore entirely at train-
ing time; decision and explanations fit within a few millisec-
onds, compatible with online access control.

4.7 Ablation study

Table 9 compares the full model with nine variants (12 pairs;
paired Wilcoxon, Holm correction). Five lessons follow. (1)

The shared hypernetwork is neutral: two separate trunks
change neither accuracy (p = 1) nor counterfactual validity
(p = 0.55), and slightly reduce consistency (0.135 vs 0.176,
not significant) and faithfulness; it is joint training, rather
than weight sharing, that carries the observed benefits. (2)

Gaussian noise is superfluous: with M = 1, σ = 0, all
indicators are equal or better (faithfulness 0.82) for 25%
shorter training. (3) Accuracy comes from the counterfac-

tual branch, and rules cost nothing in accuracy: without the
counterfactual branch,−7.6 points (pHolm = 0.009); without
the rule branch, accuracy is unchanged and counterfactual
validity rises from 0.971 to 0.992. (4) The counterfactual

loss governs the trade-off between short counterfactuals

and rule–counterfactual consistency: without λcf, accuracy
is unchanged and counterfactuals remain valid (0.928),
but they modify 3.7 attributes instead of 1.9; in exchange,
coverage rises to 0.86, faithfulness to 0.83, and 43% of the
counterfactuals are justified by a rule of the target class
(pHolm = 0.01), nearly twice the juxtaposition (0.22). This
coefficient is in fact a continuous control, characterised in
Section 4.8. (5) The literal language determines rule quality:
without relational literals, −2.7 points (pHolm = 0.02) and
collapsed rules (accuracy 0.49, 1.8 literals); without nega-
tions, rules of 2.4 literals that are less faithful (0.71) and
less consistent; K = 24 is not enough (coverage 0.71) while
K = 96 improves the rules (0.85, coverage 0.82, consistency
0.24) for a non-significant −0.6 points.

4.8 Tuning the user/auditor trade-off

The term λcf pushes the model to classify in the target class
the tuples obtained by modifying one or two attributes. It
therefore brings the decision boundaries closer to each re-
quest, which shortens counterfactuals but makes the learned
function harder to describe with conjunctions. We swept it
over seven values (0 ≤ λcf ≤ 0.1, logarithmic scale) on the
four ablation datasets and three seeds, comparing variants
on exactly the same (dataset, seed) pairs (Table 10).

A continuous trade-off, with no detectable effect on accuracy.

Both quantities vary monotonically: counterfactual sparsity
goes from 3.66 to 1.92 attributes and standardised consis-
tency from 0.528 to 0.187, most of the variation occurring
below 10−2. Accuracy stays between 0.903 and 0.905 across
the seven settings, and no paired Wilcoxon test against the
default setting is significant (p≥ 0.47): with twelve (dataset,
seed) pairs we therefore detect no difference in accuracy be-
tween settings, which does not rule out an effect below our
experimental resolution. The trade-off thus does not oppose
explainability to performance, but two forms of explainabil-
ity to each other: a high λcf serves the denied user, who is
owed a short and feasible modification; a low λcf serves the
auditor, who is owed covering rules of which the counter-
factuals are instances. The setting λcf = 10−3 occupies a de-
fensible middle ground: 2.94 modified attributes for a con-
sistency of 0.247, significantly above the default (+0.071,
p = 0.034), and a rule faithfulness of 0.822 against 0.758.
To our knowledge no intrinsic explanation model provides
such a control: two juxtaposed models offer no parameter
that could bring their explanations closer.

The consistency gain is not an artefact of length. A coun-
terfactual that modifies more attributes mechanically has
more chances of activating a rule of the target class; the
high consistency of λcf = 0 could therefore be a mere length
effect. We rule this out in two ways. First, the gap persists
at a fixed number of modified attributes: at one attribute,
0.622 against 0.209; at two, 0.517 against 0.179; at three or
more, 0.403 against 0.166 (last three columns of Table 10).
Second, standardising each setting on the sparsity profile
of the default setting increases the gap instead of reducing
it (0.528 against 0.187), because at λcf = 0 consistency
decreases with counterfactual length: the shortest counter-
factuals are the best justified by a rule, the opposite of what
the suspected artefact would produce.

5 Explanations as an attack surface

In an explainable AI setting, an explanation is a good in it-
self. In a security setting it is also an attack surface, and an
access control system that publishes its reasoning must state
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Table 9 Ablation (u4k-r4k-auth11k, u4k-r4k-auth22k, u5k-r5k-auth19k, amazon1; 3 seeds; means). Rule acc.: accuracy of the rule branch alone;
Faith.: strict faithfulness; Cov.: coverage; Len.: literals per rule; CF val.: validity; Spars.: modified attributes; Cons.: cons_explained

Variant Acc. Rule acc. Faith. Cov. Len. CF val. Spars. Cons.

Full RuleConEx 0.903 0.821 0.758 0.753 4.48 0.971 1.92 0.176
– shared hypernetwork 0.902 0.813 0.721 0.721 4.33 0.963 1.98 0.135
– Gaussian noise (M = 1) 0.905 0.820 0.815 0.751 4.25 0.974 1.97 0.183
– rule branch 0.901 — — — — 0.992 1.99 —
– counterfactual branch 0.827 0.827 0.675 0.774 5.05 — — —
– counterfactual loss (λcf = 0) 0.904 0.823 0.832 0.861 4.71 0.928 3.66 0.430
– relational literals 0.876 0.486 0.401 0.482 1.75 0.988 1.78 0.109
– negations (̸=) 0.902 0.820 0.711 0.752 2.39 0.972 1.96 0.157
K = 24 0.904 0.761 0.647 0.706 4.55 0.970 1.92 0.114
K = 96 0.897 0.848 0.731 0.824 4.45 0.956 1.89 0.242

Table 10 Sweep of the counterfactual loss weight λcf (4 datasets× 3 seeds, paired comparisons). Raw consistency: fraction of valid counterfactuals
justified by a rule of the target class; standardised: the same, reweighted by the sparsity profile of the default setting; the last three columns give it
at a fixed number of modified attributes

λcf Accuracy Modified CF Consistency Consistency by sparsity

attributes validity raw standard. 1 attr. 2 attr. ≥3 attr.

0 0.904 3.66 0.928 0.430 0.528 0.622 0.517 0.403
0.001 0.903 2.94 0.956 0.247 0.307 0.371 0.273 0.260
0.003 0.905 2.70 0.954 0.229 0.270 0.315 0.234 0.255
0.01 0.903 2.41 0.955 0.205 0.250 0.267 0.250 0.225
0.02 0.903 2.29 0.950 0.174 0.211 0.237 0.200 0.188
0.05 0.903 2.11 0.953 0.182 0.207 0.234 0.195 0.185
0.1 (default) 0.903 1.92 0.971 0.176 0.187 0.209 0.179 0.166

who may see what. RuleConEx exposes two very different
objects, which we argue call for different privileges.

Global rules. The decoded rule set is, by construction, a
readable description of the learned policy: 48 conjunctions
over user–resource attribute equalities, with support and pre-
cision. For an auditor this is exactly the intended artefact.
For an outsider it is a policy disclosure: it reveals which
attribute combinations grant which operations, that is, pre-
cisely the information needed to target an identity or a re-
source whose attributes should be forged. Rules must there-
fore be treated as an administrative artefact, released to the
auditor and to the administrator, and not returned with the
decision of an individual request.

Counterfactuals. The counterfactual answers “what should
change to obtain this access”. This is the information the
denied user legitimately needs, but each query also reveals
one point of the decision boundary. An adversary able to
query the system repeatedly obtains, for the price of one
forward pass per request, a sequence of (request, minimal
modification) pairs that constitutes an efficient oracle for
reconstructing the policy — a model extraction attack spe-
cialised to access control, and considerably cheaper than
probing the decision alone, since every answer carries the
direction and the magnitude of the change. Two mitigations
follow directly from our design. The immutable-attribute

mask already restricts answers to the attributes the requester
may legitimately change, which both improves actionability
and reduces leakage about resource attributes; and limiting
each answer to the target class actually requested, rather
than returning counterfactuals for all classes as our eval-
uation does, divides the information disclosed per query
by the number of classes. Rate limiting and auditing of
counterfactual queries remain necessary.

Threat model and privilege separation. We therefore con-
sider three roles. The auditor obtains the global rules and
the per-branch logits, and is trusted with the policy. The
administrator obtains the same objects plus the counterfac-
tuals for the requests under review. The requester obtains
the decision and, upon denial, a single counterfactual re-
stricted to mutable attributes. Under this separation, the in-
formation disclosed to an untrusted party is bounded by one
minimal modification per denied request. We do not claim
that this bound is sufficient: quantifying how many coun-
terfactual queries are needed to recover a given fraction of
the policy, and designing a privacy-preserving counterfac-
tual mechanism, are open questions that we leave to future
work. We stress that the problem is not specific to Rule-
ConEx — any actionable counterfactual method deployed
on an access control system faces it — but that it must be
stated, which the explainability literature on access control
has so far not done.
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6 Discussion

Scope of the results. Among the models compared under
identical conditions, RuleConEx is the only one that com-
bines exact global rules with valid categorical counterfactu-
als, with an accuracy indistinguishable from HyConEx, ran-
dom forests and SVM, and 0.6 points below the opaque MLP.
Its contribution therefore does not lie in a gain in accuracy,
but in this combination and in the fact that the quality of each
explanation is measured. Whether the gap with the MLP con-
stitutes an “acceptable trade-off” is a qualitative judgement,
defended in the literature on intrinsically interpretable mod-
els [30], but one that remains to be confirmed with real users.

The central contribution: a tunable trade-off, not an ac-

quired property. The initial intuition — that sharing the
hypernetwork alone would make rules and counterfactuals
consistent — is too simple: the ablation shows that this
sharing is neutral. What the experiments do establish is
more interesting and, in our view, more defensible: consis-
tency between the two explanations is governed by a single
coefficient of the loss, whose sweep continuously shifts
the trade-off between user-oriented and auditor-oriented
explainability, with no difference in accuracy detectable on
our protocol (Section 4.8). This is, from our point of view,
the main contribution of this work: not a more accurate
model, nor explanations that are consistent by construction,
but a single model in which the nature of the explanation be-
comes a design parameter, assumed and measured, that the
administrator sets according to whether the system serves
the denied user or the auditor. Two juxtaposed models offer
no equivalent control.

This reading calls for two caveats. First, the consistency
gain is paid for in counterfactual length (3.66 against 1.92
attributes at λcf = 0); it is a shift of the trade-off, not a free
improvement. Second, even at the best setting consistency
plateaus at 0.43: most counterfactuals are still not justified
by a rule of the target class. Making consistency structural
rather than tunable — by selecting the counterfactual among
the modifications that activate a rule of the target class —
remains the natural continuation of this work.

On the role of relational literals. The most transferable re-
sult is perhaps Table 3: DLBAC policies are made of user–
resource constraints, and any symbolic model deprived of
them is condemned to long and imprecise rules; the lan-
guage of the rules must be that of the target policy, not that
of the encoding.

Comparison with DLBAC, HyperLogic and HyConEx. The
published DLBAC figures (93.15% mean accuracy [26]) re-
main indicative (different architectures, hardware and pre-
processing); our local baselines, led by the MLP (92.7%),

are close to them, and RuleConEx is 0.6 points behind. This
position matches the observation of Nobi et al. [26], for
whom explainability is the research priority of DLBAC, and
provides an intrinsic answer to it. HyperLogic reports faith-
fulness of one by construction; we measure it (0.75–0.80
strict, 0.84–0.87 weighted) because the rule branch is not
the sole decider. HyConEx reports 99.9% validity on contin-
uous vectors; our 95.8% (98.8% for the branch alone) are on
valid categorical tuples. The local reimplementations obtain
accuracy equal (HyConEx) or inferior (HyperLogic) to that
of RuleConEx; neither had been evaluated on multi-class ac-
cess control data.

Comparison with post-hoc approaches. Against post-hoc
counterfactual methods (CEM, FACE, CEGP, PPCEF),
which optimise each instance at a cost that can reach several
hours, RuleConEx produces its counterfactuals in a single
forward pass; its overhead is at training time, not at infer-
ence (5 ms). Against EXTree and LANTERN, which are
decoupled from the decision model, it offers explanations
that are faithful by construction and expressed in the ABAC
language itself.

7 Conclusion

Deep learning based access control systems are accurate but
opaque, post-hoc approaches lack faithfulness, and existing
self-explaining models each cover a single kind of explana-
tion. By letting HyperLogic and HyConEx share their cen-
tral mechanism, the hypernetwork, RuleConEx produces in
a single forward pass an access decision, exact IF-THEN
rules in the ABAC language, and valid categorical counter-
factuals. On the eleven DLBAC datasets and five seeds it
reaches 92.1% mean accuracy, indistinguishable from Hy-
ConEx, random forests and SVM and 0.6 points below the
opaque MLP; its rules cover 80% of the requests with a strict
faithfulness of 0.80 and 96% of its counterfactuals are valid,
modifying two attributes.

Its main result, however, lies elsewhere: consistency be-
tween the two explanations does not follow from weight
sharing, but is governed by the weight of the counterfactual
loss. A sweep over seven values shows that this single coeffi-
cient continuously shifts the trade-off between user-oriented
explainability (counterfactuals of 1.9 attributes) and auditor-
oriented explainability (covering rules justifying 43% of the
counterfactuals, against 18% at the default setting and 22%
for two juxtaposed models), with no statistically detectable
difference in accuracy; we verify that this gain is not an
artefact of counterfactual length. The experiments further
establish that the HyperLogic noise is superfluous and that
the literal language (user–resource equalities and their nega-
tions) is the decisive factor for rule quality. On the heavily



12 B. M. Azanguezet Quimatio et al.

imbalanced Amazon datasets, finally, accuracy separates no
model and only AUC and macro F1 are informative.

Limitations. Hyperparameters were set on a single dataset
and frozen; the ablation explores nine variants and λcf seven
values, but the other loss coefficients were not swept, and
the trade-off was characterised on only four of the eleven
datasets. Counterfactuals are valid but of limited plausibil-
ity with respect to the data, and their validity drops when
resource attributes are immutable. On Amazon, rules cover
only a third of the requests and some, of low precision,
should be filtered before display. Since DLBAC attributes
are anonymous (umeta3), the semantic rendering of rules
could not be demonstrated. Finally, neither the perceived
quality of the explanations nor their usefulness to an admin-
istrator or an auditor has been evaluated with expert users;
the results remain a quantitative evaluation on benchmark
datasets, which cannot by itself establish GDPR compliance,
of which explainability is only one dimension. The analysis
of Section 5 is likewise qualitative: we state the attack
surface without quantifying it.

Perspectives. The most direct continuation is to characterise
the tuning of λcf, then to make consistency structural by con-
straining the counterfactual with the rules (or conversely),
and to add a plausibility term to the choice of values. Link-
ing the attributes umetai to the metadata of a real system
would make the rules immediately readable (department
= Engineering and role_level ̸= admin); converting
them into Or-BAC or HOr-BAC permission relations would
bridge deep learning and deployed formal systems, as sug-
gested by Nobi et al. [26]. Fairness constraints in the loss
would penalise rules discriminating on protected attributes
[5]. Quantifying policy leakage through counterfactual
queries, as discussed in Section 5, is an open problem of its
own. Finally, a study with real administrators or auditors is
necessary to establish whether the rules and counterfactuals
produced are understandable and useful in an audit context.
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