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Robustness of automated intrusion responders in software-defined

networks to spoofed evidence and responder starvation

Abstract

Context. Automated responders in software-defined networks turn intrusion alerts into blocking
rules within seconds. Gap. Because these responders act on identifiers carried by the evidence, an
adversary who forges those identifiers may aim the response at legitimate hosts, yet no evaluation of
automated or language-model responders has considered such an adversary. Method. We define
this mitigation-induced denial of service with four adversary objectives and three harm metrics. We
measure it in 2088 trace-driven closed-loop runs on six topologies against seven responders, with
an adversary controlling one compromised host and its IPv4 source address. We then evaluate four
defenses for robustness and for their cost against genuine attacks. Results. A classic “block the
source” responder was turned against legitimate hosts in 144 of 216 runs. It destroyed up to 173.8
bytes of legitimate traffic per adversary byte and cut protected-service availability to 65.8%. A
fine-tuned language-model responder was fooled in 7 of 216 runs, but severely when it was. Pre-
deployment verification removed those cases but not starvation: rotating spoofed identities kept the
slow synthesizer busy, and a concurrent genuine attack was never mitigated. Ingress-port binding,
alert corroboration and rule budgets eliminated measurable harm at a 1.08x time-to-mitigate cost;
starvation was halved. Implication. Automated responders need an explicit harm model for the

evidence they act on.

Keywords: software-defined networking; intrusion response; spoofing; denial of service; adversarial

robustness; large language models; OpenFlow; Internet of Things

1 Introduction

Problem. Automated intrusion response is attractive in software-defined networks (SDN). The
controller can install a blocking or rate-limiting rule within milliseconds of an alert [1, 2], and re-
cent systems couple language-model detectors and rule generators to exactly this capability [3-5].
The risk is older than SDN: an automated response acts on evidence, and evidence can be forged.
When a responder blocks “the source” of an attack, an adversary who controls what the source
looks like controls whom the network blocks. Source-address spoofing remains measurable on the
Internet [6] despite long-standing ingress-filtering recommendations [7], and inside a network a

compromised host can usually forge its IPv4 source address freely.

Gap. Two decades ago, Toth and Kruegel argued that response actions carry a cost to le-
gitimate users that must be weighed against their benefit [8], and cost-sensitive response models
followed [9]. The current generation of SDN responders evaluates only how fast and how com-

pletely they stop an attack. Three gaps remain:
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« mnone of these responders has been evaluated against an adversary who targets the responder
itself;

o adversarial machine learning against intrusion detection studies evasion [10-14], not the
opposite case of an adversary who wants to be detected, with evidence that points at

somebody else;

o SDN control-plane attack research [15-18] treats the controller as the target, not the re-

sponse application.

We therefore do not know how much harm a forged-evidence adversary can cause through an

automated responder, which responder designs are vulnerable, or what it costs to defend them.

Research question. Once a defender installs blocking rules automatically, can an adversary
exploit the responder to make the network deny service to its own legitimate hosts and services,
and at what cost can this be prevented? We call this mitigation-induced denial of service and

study it as a defensive evaluation.

Contributions.

e« A formal threat model of mitigation-induced denial of service. The adversary
is characterized by directly and indirectly controllable fields [14]. It pursues four objec-
tives against the responder: O1 collateral induction, O2 protected-service isolation, O3

responder exhaustion and O4 oscillation (Section 3, Fig. 1).

o Harm metrics with per-rule attribution (Algorithm 1): amplification, legitimate-host
downtime per adversary packet, and protected-service availability. Every lost byte is traced
to the rule and the incident that caused it, which separates adversary-induced harm from

the harm caused by detector false positives.

e A controlled factorial evaluation of seven responders that reproduce the state-of-the-
art designs: port blocking, classic templates, a verified template ladder, and a language-
model synthesizer with and without pre-deployment verification. The evaluation spans
four objectives, three adversary budgets and six topologies in 2088 trace-driven closed-loop
runs, with pre-registered hypotheses, mixed-effects models, and validation of the data-plane

predictions on a real Containernet/Open vSwitch/Ryu network.

o Four defenses with measured robustness and cost (Algorithm 2): provenance-aware
scoping, evidence thresholding, cost-sensitive gating, and hysteresis with rule budgets. We
show formally and empirically that provenance-aware scoping confines adversary-induced
cuts to the adversary’s own ingress port and fails safe under stale bindings. We give single-

defense ablations, a binding-staleness study, and design guidelines.

Attack traffic exists only inside the emulated testbed, and no exploit code against real controllers

or devices is released.

Roadmap. Section 2 reviews related work. Section 3 formalizes the system, the adversary,
the harm metrics and the defenses. Section 4 describes the experimental setup. Section 5 reports
and interprets the results. Section 6 analyses the defenses individually. Section 7 discusses threats

to validity, and Section 8 concludes.
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2 Related work

Attacks on the SDN control plane. SDN controllers maintain state that data-plane hosts

can influence:

¢ host-location hijacking and link fabrication poison the controller’s view of hosts and topol-
ogy [15], and SPHINX detects the resulting inconsistencies [16];

 topology tampering and its defenses were systematized by Skowyra et al. [17];

o data-to-control-plane saturation and flow-table attacks are addressed by AVANT-
GUARD [19] and FloodGuard [20];

o races triggered by external events are shown by Xu et al. [21].

Broader surveys systematize the attack surface [18, 22]. In all these works the controller is the
target and the defense is a fixed mechanism. A responder that reacts to alerts adds a new path

from data-plane input to control-plane action, and that path is our subject.

Adversarial machine learning against intrusion detection. Realistic attacks on net-
work intrusion detection must respect what the attacker can change [10, 12]. Adversarial examples
against such detectors [11], including in SDN [13], aim at evasion. Li separates directly, indirectly
and uncontrollable features for language-model traffic classifiers [14]. We adopt that separation
but invert the goal: our adversary keeps the detector’s verdict “attack” and changes the iden-
tity attached to it. Evasion defenses such as robust training do not help against this adversary,

because the detector is right about the traffic and wrong only about whom to blame.

Costs of automated response. Several lines of work argue that automated blocking needs
a harm model:

 response cost to legitimate users [§];

o cost-sensitive detection and response [9];

o the base-rate fallacy, which makes even accurate detectors produce many false alarms [23].

Crossfire shows that adversaries can exploit a network’s own behaviour to amplify their im-
pact [24]. When a language model is in the loop, attacker-controlled data reaches its input, a
setting studied as indirect prompt injection [25]. These works motivate a harm model but do not

quantify the harm an adversary can extract from a specific responder design.

Automated and language-model mitigation in SDN. Swileh and Zhang block the at-
tacker’s port [3]. Shield GPT suggests DDoS mitigations [4]. El Hachimi et al. generate flow rules
and retry on deployment rejection [5]. Network verifiers [26, 27] and rule-conflict analysis [28]
can check a candidate rule before installation. None of these systems was evaluated against an

adversary that targets the responder.

Gap. Table 1 summarizes the published coverage of the closest work. No prior study does

all of the following:
1. models an adversary who forges evidence to aim the response;

2. treats the responder’s own capacity as an attack target;
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Table 1. Coverage of the closest prior work, from published descriptions (v': yes; o: partial; — no). (a)
adversary targets the responder; (b) spoofed or forged evidence; (c¢) responder exhaustion or starvation;
(d) harm to legitimate traffic quantified; (e) defenses with cost against genuine attacks; (f) language-model
responders evaluated.

Line of work (@) (b) () (d) (e) (f)
SDN topology poisoning / saturation [15, 16, 19, 20] - v o - v -
Adversarial evasion of intrusion detection [10, 13, 14]  — - - - ) )
Cost-sensitive intrusion response [8, 9] - - - o o -
Language-model SDN mitigation [3-5] - - - - - v
This work v v v v v v

3. measures harm to legitimate traffic with attribution to responder rules;

4. evaluates defenses for both robustness and cost against genuine attacks, across classic and

language-model responders.

3 Methodology

Figure 1 gives an overview. The adversary injects attack-class traffic with forged identifiers (top).
The detection and response pipeline turns alerts into rules, optionally through the defenses D1-
D4 and a pre-deployment verifier (middle). The SDN data plane and the evaluation harness

measure induced harm, protected-service availability, responder load and defense cost (bottom).

3.1 System model

An OpenFlow network has switches S, hosts H, legitimate hosts H, C ‘H and protected services
P C H (DNS, MQTT broker and gateway uplink). Each host h is attached to an access port
port(h) = (s,i). A port is shared if several hosts attach to it through a legacy segment; we write
H(s, i) for the hosts behind port (s, 7).

A reactive controller performs LLDP discovery, MAC host tracking and shortest-path forward-
ing. A responder installs rules r = (m,a,o, 7, 7) in a security table evaluated before forwarding.
Here m is an exact-match conjunction over header fields (including in_port, eth_src, ip_src,
ip_dst, ip_proto and tp_dst), a € {drop,meter(p),redirect} is the action, o C S the scope,

7 the priority and 7 the time-to-live.

A detector labels flow records. Alerts are aggregated per key k = (g, s,1) (predicted class,
ingress switch, ingress port) into incidents, each with an evidence bundle E. The bundle contains
the observed identifiers ids(£) (source IP and MAC addresses as seen on the wire), the confidence,
and the targets. A responder is a map R : E — ¢ from evidence to a candidate rule set. All
responders share the detector, the aggregation and a single-server incident queue, so incidents

are handled one at a time.

3.2 Adversary model

Position and knowledge. One compromised internal host h, at port (s4,4), as in LAN-SDN-

NIDS [29]. The adversary has grey-box knowledge: it knows that an automated responder exists
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Figure 1. Study overview. (1) Threat injection: one compromised host forges its IPv4 source address
to pursue objectives O1-O4. (2) Detection and hardened mitigation: a trace-driven XGBoost detector and
an incident aggregator feed the responder engine. The engine is template-based or language-model-based,
optionally behind a pre-deployment verifier, and is hardened by D1 provenance-aware scoping, D2 evidence
thresholding, D3 cost-sensitive gating and D4 hysteresis with rule budgets. (3) Data plane and evaluation:
OpenFlow switches with a security table, flow table and meters, a shared legacy access segment, and the
four outcome families. The inset charts show measured results: mean amplification by adversary budget,
02 protected-service availability, and audit precision under stale bindings (Section 5).

and the general class of its policy, but not the detector or synthesizer weights, the protected-

service list or the thresholds.
Capability. The adversary sends traffic from h, only. Following the controllability taxon-
omy [14], it controls:

o the directly controllable field Fp = {ip_src};

o the indirectly controllable properties F; = {rate \,, on/off schedule w(t)}.

It cannot modify controller-side features, other hosts’ traffic or the switches. Its frames carry its
own MAC address and enter at (sq,7,). Every adversary flow has the statistical character of a
real attack class: each is paired with a real LAN-SDN-NIDS DDoS or port-scan record, so the

detector reacts as it would to a real attack.

Objectives. Let v be the forged source address. The four objectives are:

O1  Collateral induction: v = ip(h,) for a legitimate victim h, € Hy.
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Table 2. Adversary objectives, the controllable field each uses, and the primary metric.

Objective Adversary behaviour (inside the emulated Primary metric
testbed)
O1 Collateral induc- attack-class traffic with ip_src set to a legiti- amplification .4; downtime D
tion mate victim host
02 Protected-service as O1, with ip_src set to a protected service availability Vp
isolation
O3 Responder ex- ip_src rotated every second through unused rules installed; loop latencys;
haustion addresses; a genuine DDoS by other hosts TTM of the genuine attack
starts 20s later
04 Oscillation as O1, active 6s in every 40s amplification A

02  Protected-service isolation: v = ip(p) for p € P.

O3  Responder exhaustion: v; rotates every second through unused addresses, while an inde-
pendent set of compromised hosts starts a genuine DDoS 20s later. The adversary aims

to delay its mitigation.
04  Oscillation: as O1 with w(t) = [(t—tp) mod 40s < 6], so that rules expire and re-trigger.
The adversary budget A, is swept over three levels:
o low: 5Mbit/s floods or 50 probes/s;
o medium: 20 Mbit/s or 200 probes/s;
e high: 60 Mbit/s or 800 probes/s.

Table 2 summarizes the objectives.

3.3 Harm metrics and attribution

Every installed rule r records its originating incident inc(r). Every incident records the ground-
truth labels of the flow records that raised its alert. A rule is attack-triggered if at least one
triggering record of its incident is attack traffic, and false-positive-triggered otherwise. Let R be
the set of attack-triggered rules. For each failed benign flow f, the harness identifies the causing
rule cause(f): a drop or redirect on the flow’s path, a meter that starved it, or a suppressed
discovery link that removed its route. Let B,4qy and N,qy be the bytes and packets the adversary

sent.

Definition 1 (Harm metrics).

La v
Amplification: A= o dv Logy = E bytes_lost(f) [cause(f) € Ra], (1)
adv
fe}—ben

1000
Downtime: D = Z / [l cannot resolve names due to some r € Ra| dt,
Nadv 77, /T

adv

(2)

S |{ successful probes to P during Taay }|

Protected lability: = .
rotected availability: Vp Tprobes to P during Toa]| (3)

A > 1 means that the responder destroys more legitimate traffic than the adversary spends.
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Algorithm 1 Per-rule harm attribution for one run

Input: installed rules with origin incidents; incidents with triggering records and ground truth; benign
flow outcomes; adversary bytes B,qy and packets Nagy

Output: A, D, collateral, false-positive harm

1: Ra < {r: 3z € trig(inc(r)), truth(z) # Normal}

2: Lagv + 0; Lrp <= 0; ngon + 0

3: for each benign flow f started during the attack period do

4: if f failed and cause(f) is a responder rule r then

d: Neoll ¢ Neoll 1 1

6: if » € Ra then L4y < Lagy + bytes_lost(f)

7 else Lyp < Lyp + bytes_lost(f)

8 end if

9: end if

10: end for

11: for each 1-s step t € T,qv and host h € H; do

12: if the DNS probe of & fails and its causing rule € Ry then down < down + 1

13: end if

14: end for

15: return A = L.qy/Baav; D = 1000 - down/N,q4y; collateral = neon/|Foen|; Lrp

Harm from false-positive-triggered rules is excluded from 4 and D and reported separately (Sup-
plementary Table S2). Responder-attributable collateral counts benign flows broken by any re-

sponder rule.

For exhaustion we report the rules installed, the peak table size, the 95th-percentile loop

latency, and the time to mitigate (TTM) of the concurrent genuine attack:
TTM = inf{t > to : agei(t) < Faos(t)} — to, (4)

where tg is attack onset and aof, aqe; are the offered and delivered attack rates. TTM is censored
at the 60-s attack duration.

Defense cost is the change in TTM and in the residual attack ratio [ agel/ [ aog under genuine
attacks without an adversary. Auditability is the precision and recall of the spoof-suspected flag

(D1) against ground truth. Algorithm 1 gives the attribution procedure.

3.4 Responders under test

The seven responders cover the state-of-the-art designs:
R1 Port-drop drops all traffic on the ingress port for 30s, as in Swileh and Zhang [3].

R2 Template installs one classic rule per class without verification. For floods and scans it
“shuns” the observed source IP on all switches with 7 = 300s, as signature-driven intrusion

prevention does.

R2v V-Template passes a ladder of increasingly narrow templates through a pre-deployment

verifier and a replay twin. It is a strong non-language-model responder.

R3 LLM synthesizes rules with a fine-tuned Qwen2.5-1.5B model [30, 31]. The controller only

rejects rules that do not compile, which reproduces the retry loop of El Hachimi et al. [5].

R4 VeriMitigate is the same synthesizer behind a verifier. The verifier checks syntax and
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class semantics, time-to-live, scope, conflicts [28], protected-service reachability including link-
discovery side effects, and a blast-radius bound of 5% of legitimate (host, service) pairs [26].

It is followed by a 5-s traffic-replay twin and counterexample-guided repair.

R5 VeriMitigate4+D and R2v+D are R4 and R2v with defenses D1-D4.

3.5 Defenses

The defenses wrap any responder R (Algorithm 2). Let w(k,t) be the number of consecutive 1-s

windows up to ¢ in which key x was alerted.

D1 Provenance-aware scoping. During warm-up the controller learns a binding table
B : IP — (MAC,s,i), as DHCP snooping or IP source guard would. An incident with ingress

(sg,ip) is spoof-suspected if
spoof(E) = Jz € ids(F) : [(x) undefined V [(x).(s,i) # (sg,ip). (5)

If so, every candidate rule is rewritten as m, < m, U {in_port=ig}, o, + {sg}.

D2 Evidence thresholding. An incident enters the queue only if w(k,t) > 3, or w(k,t) > 2
when its confidence is at least 0.995.

D3 Cost-sensitive gating. A rule whose match names a server address (IP or MAC)
requires w(k,t) > 5, and its time-to-live is capped at 30s.

D4 Hysteresis and rule budgets. D4 combines three limits:

o at most B = 6 installs per switch per 60s;

e a minimum time-to-live T, = 60s;

e a cooldown T, = 30s after a rule for key x expires, during which s cannot trigger again.

When the budget is exhausted, pending rules are aggregated into one verified ingress-port rate

limit.

Proposition 1 (Confinement and fail-safety of D1). Let ¢’ be the D1 rewrite of a rule set ¢ for

an incident with ingress (sg,ig) at an access port. Two properties hold:

(i) Every rule in ¢ matches only packets that enter the network at (sg,ig). Hence, for a fived
forwarding state, the legitimate hosts whose traffic ¢ can drop at its source are contained

in H(sE,iE)-

(ii) For every header h and switch s, match(r’, h, s) = match(r, h, s), so ¢’ never blocks a packet
that ¢ would not block.

Proof. For (ii), the rewrite only adds a conjunct to m, and shrinks o,, so the rewritten rule’s
match set is a subset of the original. For (i), on sg the conjunct in_port = ip restricts matches to
frames received on port ig, which at an access port are sent by the hosts in H(sg, ig). Traffic from
other legitimate hosts, including the victim’s own traffic under O1 and the protected service’s
traffic under O2, enters at other ports and is never matched. Traffic towards a victim is matched

only if it enters at ig. ]
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Algorithm 2 Hardened responder intake with defenses D1-D4

Input: incident (k, E) at time ¢; base responder R; binding table 3; verifier V; budget state
Output: installed rules (possibly none)

1: if w(k,t) < 3 and not (w(k,t) > 2 and E.conf > 0.995) then return > D2 corroboration

2: end if

3: if k in cooldown (expired < T, ago) then return > D4 hysteresis

4: end if

5: susp <+ spoof(E) > D1, Eq. (5); logged for audit

6: ¢+ R(E) > template ladder or language-model loop, incl. its verifier

7: for r € c do

8: if susp then m, <~ m, U {in_port=~E.i}; o, < {E.s}

9: end if > D1 rewrite
10: if m, names a server address then > D3 cost gating
11: if w(k,t) <5 then drop r from ¢; continue
12: end if
13: Ty < min(7,,30s)

14: end if

15: Tr 4 max(7Ty, Tmin) > D4 minimum time-to-live
16: end for

17: if V(c¢).ok is false then return

18: end if > re-verify after rewriting
19: if installs on E.s in last 60s + |¢| > B then > D4 budget
20: ¢ + {verified ingress meter on (E.s, E.i)}

21: end if

22: INSTALL(c); record inc(r) < (k, E) for r € ¢

Proposition 1 has two consequences that we test empirically.
e Under D1, O1 and O2 can only harm hosts that share the adversary’s access port.

e A stale binding only causes a legitimate incident to be flagged as spoof-suspected, which by
(ii) makes its rules narrower, never wider. Staleness should therefore degrade auditability,

not safety.

Starvation. Let fsyn be the mean synthesis time per incident and A; the rate of incidents

admitted to the single-server queue. The queue is unstable when the utilization satisfies

0= A1 7?syn > 1. (6)
Under O3 every rotated identity that is not covered by an installed rule raises a new incident
on the adversary’s key. For a template responder tsn ~ 0 and ¢ < 1. For a language-model
responder on a consumer graphics processor tgyn ~ 108, so ¢ > 1 already at one admitted incident
every ten seconds. D2 and D3 do not change A; for a sustained adversary. D4’s cooldown and

budgets lower it, but they do not shorten tgy.

4 Experimental setup

4.1 Dataset and detector

LAN-SDN-NIDS [29, 32] provides labelled flow records with 39 features, including OpenFlow

control-plane features, on five topologies. The detector is XGBoost [33], trained leave-one-
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topology-out: for a run on topology 7T it never saw 1. Every emulated flow, benign or adversarial,
is paired with a real held-out record of matching class and protocol, and the detector’s decision
on that record is used. Detector errors inside the loop are therefore those of a real classifier,

including false positives on benign ARP traffic.

4.2 Testbed and real data-plane validation

Emulator. The closed-loop harness is a flow-level OpenFlow emulator with a Ryu-like controller.
It models the security and forwarding tables with priorities, time-to-live values and meters; link
capacities of 100 Mbit/s at the access and 1 Gbit/s in the core; and Packet-In (500/s) and flow-
table (1,000 entries) limits. It runs six topologies, the five LAN-SDN-NIDS shapes and an IoT
gateway, each with a shared legacy access segment of three hosts and six service hosts. Benign
clients and IoT devices generate DNS, web, gateway, MQTT, SSH, FTP, CoAP and RTP flows.
Runs last 120, and the adversary is active from 30 to 90s (O4: 30 to 120s). Synthesis latency
is the measured single-request latency of the synthesizer on an NVIDIA GTX 1060.

Real data plane. We validated the emulator’s data-plane predictions on Containernet [34]
with Docker hosts, Open vSwitch 2.17 and a Ryu 4.34 controller running the same two-table
pipeline. 180 responder rule sets, recorded under genuine attacks and under objectives O1, O2
and 04, were installed through Ryu’s REST interface. Every legitimate (host, service) pair was
then probed with real TCP/UDP traffic (Table 10).

4.3 Design, baselines and hypotheses

Factorial. The main design is full factorial: 7 responders x 4 objectives x 3 budgets x 6
topologies. It uses five seeds for non-language-model responders and three for the language-
model responders, giving 2088 runs, plus a no-response reference. Paired tests always use matched
(objective, budget, topology, seed) cells. Every run is deterministic given its cell, because seeds

are process-independent and all charged latencies are measured offline or fixed.
Ablations and sensitivity.
¢ Single defenses added to R2v: all objectives and budgets, five seeds, 1,440 runs.
e Single defenses added to R4: medium budget, three seeds, 288 runs.

o Binding-staleness study: R2v+D with 10% and 30% of client bindings pointing to a wrong
port.

e Defense cost on genuine attacks: 5 classes x 6 topologies x 5 seeds without an adversary.

Baselines and the state of the art. R1 and R3 re-implement the response policies of
the two closest language-model SDN systems [3, 5], and R2 the classic shun-the-source template.
Because none of these systems was evaluated against an adversary, we compare them under

identical conditions in one harness rather than against published numbers.

Pre-registered hypotheses. The following were fixed before the factorial was run:
e« H1: R1-R3 exhibit A > 1 for at least one objective.

e H2: R4 reduces O2 to near zero but does not eliminate O1.
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Table 3. Harm induced by the adversary, per responder and objective (means over 3 budgets x 6 topologies
x 5 seeds; 3 seeds for R3-R5). Amp.: legitimate bytes lost to adversary-triggered responder rules per
adversary byte; Down: legitimate-host downtime (s) per 1,000 adversary packets; Prot.: protected-service
availability (%); Coll.: share of benign flows broken by any responder rule, including rules triggered by
detector false positives (%).

O1 Collateral induction O2 Protected-service isolation

Responder Amp. Down Prot. Coll. Amp. Down Prot. Coll.
R1 Port-drop 1.58 2.28 96.5 3.80 2.18 3.17 96.1 4.06
R2 Template 4.75 6.89 899 11.06 2.46 31.72 65.8 23.32
R2v V-Template 0.33 0.00 98.6 1.74 0.00 0.00 97.6 1.57
R2v+D V-Template+D 0.00 0.00 99.9 0.08 0.00 0.00 100.0 0.00
R3 LLM 0.47 0.49 99.3 0.75 0.00 0.00 99.2 0.86
R4 VeriMitigate 0.00 0.00 99.3 0.84 0.00 0.00 99.2 0.89
R5 VeriMitigate+D 0.00 0.00 99.9 0.12 0.00 0.00 100.0 0.00
O3 Responder exhaustion 04 Oscillation
Responder Amp. Down Prot. Coll. Amp. Down Prot. Coll.
R1 Port-drop 3.59 521 91.5 8.89 10.13 14.05 96.2 4.11
R2 Template 0.00 0.00 98.5 1.66 21.74 28.22 89.9 10.84
R2v V-Template 0.01 0.15 983 1.88 1.65 0.02 98.8 1.55
R2v+D V-Template+D 0.01 0.09 99.7 0.46 0.00 0.01 100.0 0.03
R3 LLM 0.00 0.01 999 0.10 1.50 2.03 99.1 0.97
R4 VeriMitigate 0.00 0.01 100.0 0.06 0.00 0.00 99.1 0.94
R5 VeriMitigate+D 0.00 0.01 100.0 0.05 0.00 0.00 100.0 0.00

e« H3: R5 reduces O1 to A < 0.01 at a TTM cost below 2x under genuine attacks.

Statistics. We fit linear mixed-effects models of each metric, log-transformed where noted.
Responder, objective and their interaction are fixed effects, with a random intercept per topology.
Pairwise contrasts use paired Wilcoxon signed-rank tests [35] with Holm correction [36] and the

matched-pairs rank-biserial correlation as effect size. Intervals are 95% bootstrap intervals [37].

5 Results and discussion

5.1 State-of-the-art responders can be turned against legitimate hosts

Responders that act on the identifiers in an alert without checking them were cheap to abuse
(Table 3, Fig. 2).

¢« R2 Template. The classic template destroyed 4.75 bytes of legitimate traffic per adversary
byte under O1 and 21.74 under oscillation (O4). Under O2 it disconnected the protected
service itself: availability fell to 65.8%, and legitimate hosts lost 31.72s of name resolution

per thousand adversary packets.

e R1 Port-drop [3]. Port blocking cannot be pointed at a victim by spoofing, because it acts
on the physical port. It still amplified the adversary’s effort (A = 1.58-10.13) whenever the

adversary sat on a shared segment and took its neighbours down with it.

Harm per adversary byte was largest at the lowest budget. A quiet adversary that barely crosses
the detection threshold obtains the same blocking rule as a loud one, so a responder that acts on

threshold crossings charges nothing for being quiet.

Why. R2’s shun rule matches ip_src = v on all switches. By construction of O1 and 02, v is
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Figure 2. Amplification by adversary budget. Legitimate bytes lost to adversary-triggered responder
rules per adversary byte, for each objective and responder (log scale). The dashed line marks break-even;
zero values are drawn at 1074

the victim’s address, so every packet the victim sends is dropped network-wide. The adversary’s
cost is a few seconds of attack-class traffic, while the victim’s loss lasts the rule’s 300-s time-to-
live. R1 avoids this mapping by acting on the port, but pays for the coarseness of the port on

shared segments.

5.2 Verification removes service isolation but not collateral induction

Passing the same templates through a pre-deployment verifier (R2v) rejected the O2 rule that
would have cut DNS or the broker. O2 amplification fell to 0.00, and availability remained at
97.6%. Collateral induction was reduced but not eliminated (O1: 0.33), and oscillation persisted
(O4: 1.65). The reason is structural. Cutting a single victim changes only a few legitimate (host,
service) pairs and fits inside any blast-radius budget that still allows an attacker to be blocked.

Under oscillation, each burst re-triggers the same admissible rule.

5.3 Language-model responders are rarely fooled, but not never

The fine-tuned language-model responder (R3) had learned from verifier-approved examples,
which bind identifiers to the ingress port. It was therefore abused in only 7 of 216 adversar-
ial runs, against 144 for templates and 70 for port blocking (Table 4). Averages hide the tail. In
those 7 runs the victim shared the adversary’s legacy segment, and a drop on the spoofed address
at the adversary’s port cut it off (A up to 66.8). This is precisely the residual case of Proposi-
tion 1(i). With the verifier (R4), such candidates failed the reachability check or the replay and
were replaced by a rate limit, and no objective produced harm in more than one run (largest
A = 0.0). The mixed-effects model does not separate R3 and R4 (Supplementary Table S3): the

difference lies in worst cases, not averages.

5.4 Exhaustion starves slow responders

Rotating the spoofed address (O3) did little direct damage, because the addresses belonged to
nobody, but it attacked the responder’s capacity (Table 5). The two kinds of responder failed in
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Table 4. Frequency and severity of successful abuse: number of adversarial runs (of 54 per objective;
seeds 0-2 for all responders) in which adversary-triggered rules destroyed legitimate traffic (amplification
> 1073), and the largest amplification observed over all objectives.

Responder 01 02 03 04 Worst amplification
R1 Port-drop 0 17 31 12 201.0

R2 Template 53 39 0 52 173.8

R2v V-Template 8 0 5 9 111.5
R2v+D V-Template+D 1 0 2 0 0.1

R3 LLM 2 0 3 2 66.8

R4 VeriMitigate 1 0 0 0 0.0

R5 VeriMitigate+D 1 0 1 0 0.0

Table 5. O3 responder exhaustion (means over budgets, topologies and seeds). The genuine DDoS starts
20s after the adversary; its TTM is censored at 60s.

Responder Incidents Rules inst. Peak table Loop p95 (s) Genuine TTM (s) Genuine resid. (%)
R1 Port-drop 8.1 8.1 4.1 0.0 1.1 5.6

R2 Template 59.9 59.9 59.9 0.0 1.1 3.1

R2v V-Template 9.0 5.8 5.8 3.8 3.2 9.5
R2v+D V-Template+D 4.2 4.0 4.0 2.8 4.2 10.9

R3 LLM 3.4 2.8 2.8 72.3 60.0 99.9

R4 VeriMitigate 2.1 2.1 2.1 70.1 60.0 100.0

R5 VeriMitigate+D 3.8 3.8 3.8 31.2 22.6 62.7

opposite ways.

e« Templates. The template installed 59.9 rules per run, one per spoofed address, filling
switch tables with useless entries. Its synthesis is instantaneous, so it still contained the

genuine DDoS within 1.1s.

« Language-model responders. They installed few rules, but every spoofed identity occu-
pied the synthesizer for about ten seconds, the case ¢ > 1 of Eq. (6). The 95th-percentile
loop latency rose to 70.1s, and the genuine DDoS was never mitigated by R3 or RA4.

Verification does nothing against starvation. Only D4 relieved it (R5: genuine TTM 22.6s).

5.5 Four defenses close the gap at a small cost

With D1-D4, both hardened responders reduced harm to essentially zero under every objective.
Amplification was at most 0.01, and O2 availability was 100.0%. The hardened responders also
eliminated the harm caused by detector false positives (Supplementary Table S2).

Cost. On genuine attacks without an adversary (Table 6), the defenses added about one
second to the median TTM, the extra alert windows required by D2. Residual attack traffic
rose by a few points (V-Template 8.9% — 14.9%; VeriMitigate 31.0% — 34.1%). The share
mitigated changed by less than one percentage point, and collateral fell to zero because isolated
false positives no longer reached the rule table. The TTM ratio of R5 to R4 was 1.08.
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Table 6. Defense cost under genuine attacks (genuine-attack grid: 5 classes x 6 topologies X 5 seeds, no
adversary).

Responder Mitig. (%) TTM (s) Residual (%) Collateral (%) FP incidents/run
R2v V-Template 96.7 3.1 8.9 1.34 0.43
R2v+D V-Template4+D 96.0 4.1 14.9 0.00 0.00
R4 VeriMitigate 95.3 13.6 31.0 0.81 0.38
R5 VeriMitigate+D 94.7 14.7 34.1 0.00 0.00

5.6 Pre-registered hypotheses

e H1 was supported. Port blocking exceeded break-even under every objective, templates
under every objective except exhaustion, and the unverified language-model responder under
oscillation (A = 1.50).

o H2 was not supported as stated. R4 eliminated O2 (availability 99.2%) and, contrary

to expectation, O1 as well. Its weakness was starvation, which H2 did not anticipate.

« H3 was supported, with O1 amplification 0.00 and a TTM ratio of 1.08.

Pairwise tests are in Supplementary Table S4.

5.7 Discussion: design guidelines

1. Bind every blocking rule to the physical ingress port of the evidence, and treat
unbound identifiers as unauthenticated (D1). By Proposition 1 this confines adversary-

induced cuts to the adversary’s own port, and it fails safe.

2. Verify protected-service reachability before installation, including control-plane side

effects, and keep a blast-radius budget.

3. Bound the work any single port can create for the responder (D4), and key

incidents by ingress rather than by claimed identity. Slow responders need this most.

4. Require corroboration before blocking (D2). It costs about one second against genuine

attacks and removes false-positive collateral.

5. Log the provenance decision for audit.

6 Ablation and analysis

Which defense does what. Table 7 adds the defenses one at a time to the verified template
ladder. Provenance-aware scoping alone removed collateral induction (O1: 0.000 instead of 0.333)
and oscillation (O4: 0.004 instead of 1.652), as Proposition 1 predicts. Evidence thresholding,
cost gating and budgets alone did not.

Defenses on the language-model responder. R4 was already robust to O1, O2 and O4,
so the defenses differed only under exhaustion (Table 8). With no defense, or with D1, D2 or D3
alone, the genuine DDoS was never mitigated. D4 alone brought its median TTM to 21.6s and
its residual traffic to 55.1%. This is consistent with Eq. (6): only D4 lowers A7, and none of the

defenses shortens tgn. The damage was halved, not removed.
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Table 7. Which defense does what: single defenses added to the verified template ladder (all budgets, 6
topologies x 5 seeds). Mean amplification per objective; O3 columns give rules installed per run and the
genuine DDoS’s median TTM.

Variant O1 amp. O2 amp. O3 amp. O4 amp. O3 rules O3 genuine TTM (s)
R2v (no defense) 0.333 0.000 0.008 1.652 5.8 3.2
R2v + D1 provenance 0.000 0.000 0.008 0.004 5.8 3.2
R2v + D2 threshold 0.333 0.000 0.009 2.061 4.6 4.2
R2v + D3 cost gating 0.333 0.000 0.008 1.652 5.8 3.2
R2v + D4 hysteresis/budget  0.333 0.000 0.000 1.651 4.2 3.2
R2v + D1-D4 0.000 0.000 0.007 0.002 4.0 4.2

Table 8. Defense ablation on VeriMitigate (medium budget, 6 topologies x 3 seeds). Adversary-induced
amplification was zero for every variant and objective at this budget; the columns show where the variants
differ: protected-service availability under O2 and the fate of the concurrent genuine DDoS under exhaus-
tion (O3; TTM censored at 60s).

Variant 02 prot. (%) O3 genuine TTM (s) O3 genuine residual (%) O3 loop p95 (s)
R4 (no defense) 99.7 60.0 100.0 70.5
R4 + D1 provenance 99.7 60.0 100.0 71.5
R4 + D2 threshold 100.0 60.0 99.3 68.6
R4 + D3 cost gating 99.7 60.0 100.0 70.5
R4 + D4 hysteresis/budget 99.7 21.6 55.1 29.1
R5 = R4 + D1-D4 100.0 22.4 58.7 29.5

Dependence on the binding table. With 10% and 30% of client bindings pointing to a
wrong port (Table 9), harm and efficacy did not change. As Proposition 1(ii) predicts, a stale
binding only makes a rule narrower. What degrades is the audit trail: the precision of the
spoof-suspected flag fell from 1.00 to 0.93 and 0.86.

Fidelity of the data-plane predictions. The real Containernet network agreed with the
emulator on 99.41% of 14,292 reachability tests (Cohen’s k = 0.953; Table 10). It never cut a
pair that the emulator predicted reachable. The only disagreements came from ARP caching and
vanished with cold caches (100.00%).

7 Limitations and threats to validity

Internal validity. All responders face identical, deterministic scenarios with shared detec-
tion and queueing. Harm attribution (Algorithm 1) prevents detector false positives from being
counted as adversary harm. The language-model responders use three seeds instead of five, which
lowers power for rare events. We therefore report frequencies and worst cases (Table 4) alongside

means.

Construct validity. Amplification weighs all legitimate bytes equally, and downtime counts
only name resolution. Protected-service availability and collateral complement them. The budget

levels and the O4 duty cycle are representative choices, not optima for the adversary.

External validity. Four factors limit generalization:

e Fidelity. The emulator is flow-level. Its reachability predictions were validated on a real
data plane, but packet-level dynamics and absolute timings were not, so relative comparisons

between responders are the claim.
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Table 9. Sensitivity of provenance-aware scoping (R2v—+D) to stale IP bindings (a fraction of clients whose
binding points to a wrong port). Adversarial rows: medium budget, 6 topologies x 5 seeds; genuine-attack
rows: genuine-attack grid without adversary.

Stale bindings 0% 10% 30%
O1 amplification 0.0000 0.0000 0.0000
02 amplification 0.0000 0.0000 0.0000
O3 amplification 0.0000 0.0000  0.0000
0O4 amplification 0.0000 0.0000 0.0000
Genuine: mitigated (%)  96.0 96.0 96.0
Genuine: residual (%) 14.9 14.9 14.9
Genuine: collateral (%) 0.00 0.00 0.00
Spoof-flag precision 1.00 0.93 0.86
Spoof-flag recall 1.00 1.00 1.00

Table 10. Validation on a real data plane: Containernet with Docker hosts, Open vSwitch 2.17 (kernel
datapath) and a Ryu controller with the same two-table pipeline. Responder rule sets recorded in the
emulator were installed through Ryu’s REST interface, and every legitimate (host, service) pair was
probed with real TCP/UDP traffic. Agreement: share of pairs whose reachability matched the emulator’s
prediction; “missed cuts”: pairs the emulator predicted reachable but the real network cut; “cold”: the
same, with ARP caches flushed before probing.

Responder Rule sets  Pairs  Agreement (%) k  Missed cuts  Agreement, cold (%)
Port-drop 30 2382 100.00  1.000 0 100.00
Template 30 2382 100.00  1.000 0 100.00
V-Template 30 2382 100.00  1.000 0 100.00
LLM (unverified) 30 2382 97.23  0.692 0 100.00
VeriMitigate 30 2382 99.24 0.841 0 100.00
V-Template+D 15 1191 100.00  1.000 0 100.00
VeriMitigate+D 15 1191 100.00  1.000 0 100.00
All 180 14292 99.41 0.953 0 100.00

e Adversary. The adversary controls one host and spoofs only the IPv4 source address. MAC
forgery on shared segments, collusion across ports, and feature-adaptive traffic [14] are

natural extensions.

e DBindings. D1 assumes bindings learned before the attack. An adversary present during
warm-up could poison them, and the staleness study shows graceful degradation but not

robustness to poisoning.

e Model and hardware. One small model ran on one consumer graphics processor. Faster
hardware would raise the rate an adversary must sustain (Eq. (6)) but would not remove

the vulnerability.

Conclusion validity. Hypotheses were fixed in advance. Tests are paired and Holm-
corrected, effects come with rank-biserial correlations and bootstrap intervals, and non-supported

hypotheses are reported as such.

8 Conclusion and future work

Automated mitigation makes the responder part of the attack surface. With one compromised

host and a forged source address, an adversary can aim responders that act on alert identifiers at
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legitimate hosts and protected services, and can starve slow responders so that they never reach a
genuine attack. Pre-deployment verification removes service isolation. Provenance-aware scoping
confines induced harm to the adversary’s own port. Corroboration and rule budgets remove
false-positive collateral and halve starvation. Together these measures cost about one second of
time to mitigate, and we recommend them as defaults for any SDN responder that acts without

a human in the loop.

Future work will pursue four directions:

1. adversaries that poison the binding table or adapt to the detector;

2. priority scheduling and speculative synthesis that remove the starvation channel;
3. validation of timing on hardware switches;

4. extension of the harm model to multi-controller and multi-tenant deployments.
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