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Abstract 11 

Deep learning models for plant disease recognition often reach near-perfect accuracy on curated 12 

benchmark images, yet how well this performance carries over to independently collected 13 

images is rarely measured directly. We trained five image-classification networks (ResNet50, 14 

EfficientNet-B0, DenseNet121, ConvNeXt-Tiny and ViT-B/16) on PlantVillage apple and maize 15 

leaf images under one shared protocol and tested each trained model, without adaptation, on 16 

independently sourced images: 1,730 apple images from Plant Pathology 2020 and 371 web-17 

sourced maize images. Before training, an exact-file audit removed seven duplicate PlantVillage 18 

images and found no exact or perceptual near-duplicates shared between source and external 19 

datasets. On held-out PlantVillage images, Macro-F1 ranged from 0.949 to 1.000. On external 20 

images it fell to 0.472–0.723 for apple and 0.209–0.375 for maize. Exact McNemar tests with 21 

Holm correction identified significant differences in per-image correctness for several model 22 

pairs. Because each architecture was trained once with one seed, architecture-specific 23 

comparisons are treated as exploratory. The results show that near-perfect benchmark scores 24 

should not be interpreted as evidence of field readiness; independent external testing and 25 

leakage auditing are essential. 26 

Keywords: plant disease recognition; cross-dataset evaluation; domain shift; data leakage; 27 

deep learning; model evaluation 28 
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Introduction 29 

Plant diseases reduce the yield and quality of staple and horticultural crops and remain a 30 

persistent threat to food security[1,2]. Early and accurate diagnosis supports timely 31 

management, but expert scouting is slow and difficult to scale. Image-based recognition with 32 

deep learning has therefore attracted sustained interest as a basis for low-cost decision 33 

support[3,4], and convolutional networks are now routinely applied to leaf and fruit images for 34 

disease and nutrient-disorder assessment[5]. 35 

Much of this progress has been measured on PlantVillage, a public collection of leaf images 36 

photographed under controlled conditions against uniform backgrounds[6]. Mohanty et 37 

al. trained a convolutional network on 54,306 PlantVillage images covering 14 crops and 26 38 

diseases and reported 99.35% accuracy on a held-out test set[7]. Later studies reported similarly 39 

high accuracies with larger databases and newer architectures[8]. These results show what 40 

networks can learn from curated images, but a random hold-out drawn from the same collection 41 

shares its acquisition protocol, backgrounds and photographers with the training data. It 42 

therefore says little about images taken in orchards and fields, where illumination, background 43 

clutter, viewpoint, symptom stage and image quality vary widely[9,10]. 44 

Two problems make benchmark accuracy difficult to interpret. The first is dataset bias. 45 

Classifiers can exploit regularities that are specific to how a dataset was assembled rather than 46 

to the target concept[11,12]. For PlantVillage, Noyan showed that a model trained on only eight 47 

background pixels per image reached 49.0% accuracy, far above the 2.6% expected by chance, 48 

which indicates that non-leaf cues are correlated with disease labels[13]. The second problem is 49 

leakage. Exact or near-duplicate images that fall on both sides of an evaluation boundary inflate 50 

measured performance[14,15], and near-duplicate contamination has been documented even in 51 

standard computer-vision benchmarks[16]. When a model is tested on a second dataset, overlap 52 

between the two collections cannot be excluded without checking. 53 

Independently collected datasets now make external testing possible. The Plant Pathology 2020 54 

challenge released expert-annotated apple foliar disease images captured under variable 55 

illumination, angles, surfaces and noise[17], and PlantDoc assembled 2,598 images of 13 plant 56 

species from internet sources to provide non-laboratory imagery[18]. Cross-dataset studies have 57 

begun to report how performance changes outside the training distribution; for example, 58 

Mahapatra et al. reported 99.38% accuracy for single-dataset training and 82.93% in cross-59 

dataset evaluation for corn and potato disease classification with an attention-based 60 

network[19]. However, cross-dataset results are seldom accompanied by an explicit overlap 61 

audit, a comparison of several architecture families under an identical protocol, uncertainty 62 

intervals and paired statistical tests on the same external images. 63 
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This study asks four questions. How much does performance fall when networks trained on 64 

PlantVillage are applied, without adaptation, to independently sourced apple and maize images? 65 

Can that fall be attributed to exact or near-duplicate overlap between datasets? Does the size of 66 

the fall depend on architecture, comparing four convolutional networks and one vision 67 

transformer? And are the differences between architectures on external images statistically 68 

supported once multiple comparisons are controlled? To answer them, we combined SHA-256 69 

and perceptual-hash auditing with a frozen data split, a single training protocol for all models, 70 

bootstrap confidence intervals, and exact McNemar tests with Holm correction (Fig. 1). The 71 

Results are presented next, followed by the Discussion; full details of data handling, training and 72 

statistical analysis are given in the Methods. 73 

Results 74 

Dataset composition and leakage audit 75 

The final analysis comprised two three-class tasks (Table 1). For apple, the source data were 76 

PlantVillage images of apple rust, apple scab and healthy leaves, and the external data were 77 

single-label images from Plant Pathology 2020. For maize, the source data were PlantVillage 78 

images of common rust, gray leaf spot and leaf blight, and the external data were 371 single-79 

label maize images from a YOLO-formatted, PlantDoc-derived Kaggle distribution. Before 80 

duplicate removal the combined inventory contained 7,341 images. 81 

SHA-256 hashing identified seven groups of byte-identical files. All seven groups lay within 82 

PlantVillage healthy apple images; none crossed a dataset boundary. Removing the redundant 83 

copies reduced the PlantVillage healthy apple class from 1,645 to 1,638 images and the full 84 

inventory to 7,334 images. Perceptual hashes were then compared across datasets within each 85 

harmonized crop–class pair. No pair of images from different datasets had a Hamming distance 86 

of 8 bits or less. Under these criteria, therefore, no exact or near-duplicate image was shared 87 

between any source and external set. 88 

The deduplicated PlantVillage data were split once, stratified by class, into training, validation 89 

and internal-test partitions (70:15:15). This gave 1,780, 381 and 382 apple images and 1,883, 90 

403 and 404 maize images, respectively. The same partitions were used for all five models, and 91 

no external image was used for training, early stopping or checkpoint selection. 92 

Internal performance 93 

All five networks performed almost perfectly on the internal PlantVillage test sets (Table 2; 94 

Supplementary Table S1). For apple, ResNet50, DenseNet121 and ViT-B/16 classified all 382 95 

internal-test images correctly (Macro-F1 = 1.0000), and EfficientNet-B0 and ConvNeXt-Tiny 96 
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each reached a Macro-F1 of 0.9976. Maize internal Macro-F1 ranged from 0.9491 97 

(DenseNet121) to 0.9671 (ViT-B/16), with internal Matthews correlation coefficients (MCC) 98 

between 0.9393 and 0.9609. Validation Macro-F1 at the selected checkpoint was 1.0000 for 99 

every apple model and between 0.9678 and 0.9800 for the maize models (Table 4). 100 

External performance and generalization gap 101 

External performance was much lower for every model and both crops (Fig. 2; Table 2). For 102 

apple, external Macro-F1 ranged from 0.4722 (EfficientNet-B0) to 0.7228 (ConvNeXt-Tiny), and 103 

external accuracy from 0.5231 to 0.7341. The generalization gap, defined as internal minus 104 

external Macro-F1 (equation (3)), ranged from 0.2748 for ConvNeXt-Tiny to 0.5253 for 105 

EfficientNet-B0. 106 

The fall was larger for maize. External Macro-F1 ranged from 0.2092 (EfficientNet-B0) to 0.3746 107 

(ConvNeXt-Tiny), and the corresponding gaps ranged from 0.5922 to 0.7556. External maize 108 

accuracy (0.2668–0.3989) was below the 0.5121 that would be obtained by always predicting 109 

the most frequent external class, leaf blight (190 of 371 images). External balanced accuracy for 110 

ResNet50 (0.3447), DenseNet121 (0.3453) and EfficientNet-B0 (0.3086) was close to or below 111 

the value of 1/3 expected from uninformative predictions over three classes, and the external 112 

MCC of these three models was −0.0185, −0.0028 and −0.0679, respectively. ConvNeXt-Tiny 113 

(MCC 0.1850) and ViT-B/16 (MCC 0.1048) retained weak positive agreement. For apple, by 114 

contrast, all models exceeded the majority-class accuracy of 0.3595 (rust, 622 of 1,730 images), 115 

and external MCC ranged from 0.3524 to 0.6318. 116 

External macro-precision exceeded macro-recall for every model except EfficientNet-B0 on 117 

maize (Supplementary Table S1). 118 

Uncertainty of external estimates 119 

Percentile bootstrap intervals (2,000 resamples of the external images) are shown as error bars 120 

in Fig. 2 and listed in Table 2. Apple intervals were narrow (width 0.043–0.049) because the 121 

external set was large. The ConvNeXt-Tiny interval (0.7000–0.7434) did not overlap with those 122 

of any other apple model, and the ViT-B/16 interval (0.5830–0.6300) lay above those of 123 

ResNet50, EfficientNet-B0 and DenseNet121. Maize intervals were wider (0.068–0.099) owing 124 

to the smaller external set and overlapped extensively among models. In both crops, every 125 

external interval lay far below the corresponding internal Macro-F1. These intervals describe 126 

sampling uncertainty in the external test set for a fixed trained model; they do not include 127 

variation from retraining with different random seeds. 128 
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Paired comparison of models on external images 129 

Because all models were tested on the same external images, pairs of models were compared 130 

with exact two-sided McNemar tests on per-image correctness, with Holm correction applied to 131 

the ten comparisons within each crop (Table 3). For apple, seven of ten comparisons remained 132 

significant after correction. ConvNeXt-Tiny differed from each of the other four models (Holm-133 

adjusted P ≤ 1.27 × 10−11), and ViT-B/16 differed from ResNet50, EfficientNet-B0 and 134 

DenseNet121 (adjusted P ≤ 1.84 × 10−12). The three remaining convolutional networks did not 135 

differ from one another (ResNet50 vs EfficientNet-B0, adjusted P = 0.0875; ResNet50 vs 136 

DenseNet121 and EfficientNet-B0 vs DenseNet121, adjusted P = 0.436). 137 

For maize, five of ten comparisons remained significant: ConvNeXt-Tiny vs ResNet50 (adjusted 138 

P = 0.0148), ConvNeXt-Tiny vs EfficientNet-B0 (adjusted P = 3.48 × 10−6), ConvNeXt-Tiny vs 139 

DenseNet121 (adjusted P = 0.00105), ViT-B/16 vs EfficientNet-B0 (adjusted P = 3.39 × 10−4) 140 

and ViT-B/16 vs DenseNet121 (adjusted P = 0.0148). ConvNeXt-Tiny and ViT-B/16 did not differ 141 

(adjusted P = 0.735), nor did ResNet50, EfficientNet-B0 and DenseNet121 among themselves 142 

(adjusted P ≥ 0.124) or ResNet50 and ViT-B/16 (adjusted P = 0.169). The McNemar test 143 

addresses per-image correctness and is not a test of differences in Macro-F1. 144 

Discussion 145 

The central finding is a large and consistent gap between internal and external performance. 146 

Five networks from different design families reached internal Macro-F1 between 0.949 and 147 

1.000 on PlantVillage, yet the same checkpoints reached 0.472–0.723 on independently 148 

collected apple images and 0.209–0.375 on web-sourced maize images. Internal scores were 149 

also nearly identical across architectures and could not separate them, whereas external scores 150 

spread over a range of 0.25 for apple. The ranking that matters for deployment was visible only 151 

on external data. 152 

The leakage audit constrains how this gap can be explained. Exact duplicates were present, but 153 

only within PlantVillage, and they were removed before splitting. No byte-identical file and no 154 

perceptual near-duplicate at a Hamming distance of 8 bits or less was shared between source 155 

and external datasets. The degradation therefore cannot be attributed to images being reused 156 

across the evaluation boundary under these criteria. The audit has a defined scope. A 64-bit 157 

perceptual hash detects resized, recompressed or lightly edited copies, not different 158 

photographs of the same leaf or plant, and the cross-dataset search was restricted to images 159 

with the same harmonized label. The audit also did not search for near-duplicates within 160 

PlantVillage across the training and internal-test partitions; PlantVillage contains multiple 161 

photographs taken under the same protocol, and any such within-dataset similarity would make 162 
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the internal estimates optimistic. This possibility strengthens, rather than weakens, the 163 

conclusion that internal PlantVillage accuracy overstates transferable performance. 164 

The more plausible explanation is a shift in acquisition conditions between source and target 165 

domains. PlantVillage images show detached or isolated leaves against uniform backgrounds[6], 166 

whereas Plant Pathology 2020 images were taken in orchards with variable illumination, angles, 167 

surfaces and noise[17], and PlantDoc-style images were collected from the internet with 168 

heterogeneous backgrounds, resolutions and framings[18]. Networks trained on curated images 169 

can exploit cues that are predictive within the curated collection but absent elsewhere[12], and 170 

PlantVillage backgrounds alone carry label information[13]. The present experiment shows the 171 

size of the consequence but does not isolate its cause; doing so would require controlled 172 

interventions such as background replacement or leaf segmentation. 173 

The maize results showed the largest loss of external performance. Three convolutional 174 

networks produced external MCC values at or below zero, and all five models had external 175 

accuracies below the majority-class rate. Two factors specific to this task require caution. First, 176 

the external set is small (371 images) and imbalanced, which widens uncertainty intervals. 177 

Second, class semantics may not align exactly: PlantVillage labels Northern Leaf Blight 178 

specifically, whereas the external distribution uses the broader label “Corn leaf blight”. The final 179 

analysis therefore used the neutral harmonized label leaf blight rather than claiming biological 180 

equivalence. In addition, file names in the external distribution include terms such as 181 

“Southern_Corn_Leaf_Blight” and “corn_southern_rust”, and the 371 retained images were not 182 

screened for such indicators, so the external rust and blight classes may include aetiologically 183 

different diseases. The maize findings should therefore be interpreted as evidence of poor 184 

transfer under the operational label mapping rather than as a disease-specific diagnostic 185 

estimate. 186 

In the single seeded training run reported here, the observed external Macro-F1 values differed 187 

across architectures, with ConvNeXt-Tiny yielding 0.7228 for apple and 0.3746 for maize and 188 

ViT-B/16 yielding 0.6071 and 0.3519, respectively. These observations should not be interpreted 189 

as an architecture ranking because each model was trained only once. The paired McNemar 190 

tests establish differences in correctness patterns for the particular trained checkpoints and test 191 

images, not superiority that would necessarily persist across retraining. Multi-seed training would 192 

be required to estimate training-induced variability and to support architecture-level ranking 193 

claims. The robust conclusion is narrower: every architecture experienced a substantial internal-194 

to-external performance loss, and changing the architecture reduced but did not eliminate the 195 

generalization gap. 196 

Cross-dataset studies of plant disease classification have reported declines when the test 197 

distribution departs from the training distribution[19]. Our study adds explicit evidence that such 198 
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a decline persists after an image-overlap audit, holds across five architecture families trained 199 

under one protocol, and is accompanied by interval estimates and paired tests computed on 200 

identical external images. Similar transfer issues are likely to affect other agricultural vision tasks 201 

that are trained on curated collections, including nutrient-disorder detection in fruit crops[20], and 202 

the same evaluation practices would apply there. Distribution shift is a general problem in 203 

machine learning, and methods for domain adaptation and domain generalization exist[21]. The 204 

present study deliberately applied none of them, so that the gap could be measured directly. 205 

Several limitations apply. Only two crops and three classes per crop were studied, and multi-206 

disease Plant Pathology images were excluded. The maize external set was small and its 207 

provenance is a third-party Kaggle redistribution with PlantDoc-style labels. The retained maize 208 

images were not screened at file-name level for disease names inconsistent with the operational 209 

class mapping. Each model was trained once with a single seed, so the reported bootstrap 210 

intervals quantify external test-set sampling uncertainty for a fixed checkpoint and do not capture 211 

training variability. Consequently, architecture-level ordering is exploratory; repeating training 212 

with at least three independent seeds would materially strengthen any comparative claim. No 213 

target-domain data were used for adaptation or calibration, and per-class performance and 214 

calibration were not analysed in the main text. Finally, perceptual hashing at a single threshold 215 

cannot rule out all forms of dependence between datasets. 216 

These limitations point to concrete steps. Plant disease recognition studies should report 217 

performance on at least one independently collected test set alongside random-split results, 218 

audit exact and near-duplicate overlap before interpreting either, use class-balanced metrics 219 

such as Macro-F1, balanced accuracy and MCC instead of accuracy alone, give confidence 220 

intervals and paired tests, and repeat training over several seeds. Benchmark accuracy on 221 

curated images remains a useful development check, but it should not be presented as evidence 222 

that a model is ready for use in the field. 223 

Methods 224 

Study design 225 

The study had four stages (Fig. 1): dataset harmonization and leakage auditing; training and 226 

internal evaluation on PlantVillage; external evaluation on independent datasets without any 227 

adaptation; and statistical analysis. All stages were run as a single scripted pipeline with a fixed 228 

random seed of 42. No human participants, animals or human-derived material were involved, 229 

and no ethical approval was required. 230 
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Datasets and class harmonization 231 

Source domain. PlantVillage[6,7] was obtained from a Kaggle redistribution, and only the colour 232 

images were used; greyscale and segmented versions were excluded. Six folders were mapped 233 

to canonical labels: Apple___Cedar_apple_rust to apple rust, Apple___Apple_scab to apple 234 

scab, Apple___healthy to healthy, Corn_(maize)___Common_rust_ to common rust, 235 

Corn_(maize)___Cercospora_leaf_spot Gray_leaf_spot to gray leaf spot and 236 

Corn_(maize)___Northern_Leaf_Blight to leaf blight. Before deduplication these classes 237 

contained 275, 630, 1,645, 1,192, 513 and 985 images, respectively. 238 

External apple domain. Plant Pathology 2020 (FGVC7)[17] training images were labelled from 239 

the competition’s annotation file. Images labelled healthy, scab or rust were mapped to healthy, 240 

apple scab and apple rust; the rust class corresponds to cedar apple rust. Images annotated as 241 

having multiple diseases were excluded to keep the label space identical to the source task, 242 

leaving 1,730 images (622 rust, 592 scab and 516 healthy). 243 

External maize domain. The maize images came from a Kaggle distribution 244 

(andresmgs/plantdec) that provides PlantDoc-style class names[18] with YOLO bounding-box 245 

labels in train, validation and test folders. All three folders were pooled because none of these 246 

images was used for training. Three labels were mapped: “Corn rust leaf” to common rust, “Corn 247 

Gray leaf spot” to gray leaf spot and “Corn leaf blight” to leaf blight. An image was retained only 248 

if its label file contained exactly one of these three class identifiers and no identifier of any other 249 

class. This gave 371 images (116 common rust, 65 gray leaf spot and 190 leaf blight). The 250 

broader external term “Corn leaf blight” was harmonized with PlantVillage’s Northern Leaf Blight 251 

under the neutral label leaf blight; this is a computational harmonization and does not establish 252 

biological equivalence. 253 

Exact-duplicate audit 254 

A SHA-256 digest[22] was computed over the raw bytes of every image file, giving a hash 𝐻௜ =255 SHA256(ܫ௜) for image ܫ௜. Two files were treated as exact duplicates if 𝐻௜ = 𝐻௝. Duplicate groups 256 

were recorded together with the datasets in which they occurred. Within PlantVillage, the first file 257 

in each group was kept and the other copies were removed before data splitting. A cross-dataset 258 

group would have been reported as leakage; none occurred. 259 

Perceptual near-duplicate audit 260 

For every retained image, a 64-bit DCT-based perceptual hash ݌௜ was computed with the 261 

ImageHash library (default hash size). The distance between two images was the Hamming 262 

distance 263 
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݀ு(݌௜ , (௝݌ = ∑૤64
௞=1 ௜௞݌] ≠  ௝௞],  (1) 264݌

where ૤[⋅] is the indicator function and ݌௜௞ is the ݇th bit of ݌௜. A pair of images from different 265 

datasets with the same harmonized crop and class was flagged as a candidate near-duplicate if 266 ݀ு ≤ 8. Pairs from the same dataset were not compared. 267 

Data partitioning 268 

For each crop, the deduplicated PlantVillage images were split with stratified random sampling 269 

(scikit-learn train_test_split, random state 42) into 70% training and 30% held-out data, and 270 

the held-out portion was then split equally, again stratified, into validation and internal-test sets. 271 

The partitions were saved and reused unchanged for all architectures. External images were 272 

used only for final evaluation. 273 

Preprocessing and augmentation 274 

All images were converted to RGB and resized to 224 × 224 pixels. During training, random 275 

horizontal flipping (probability 0.5), random rotation of up to ±10° and colour jitter (brightness, 276 

contrast and saturation factors of 0.1) were applied. Validation, internal-test and external images 277 

were only resized. All inputs were normalized with the ImageNet channel means (0.485, 0.456, 278 

0.406) and standard deviations (0.229, 0.224, 0.225) for every architecture, which matches the 279 

preprocessing of the torchvision pretrained weights used. 280 

Architectures and training 281 

Five ImageNet-pretrained[23] architectures from torchvision were fine-tuned: ResNet50[24], 282 

EfficientNet-B0[25], DenseNet121[26], ConvNeXt-Tiny[27] and ViT-B/16[28]. In each, the final 283 

classification layer was replaced with a randomly initialized linear layer with three outputs, and 284 

all parameters were updated during training. Training used cross-entropy loss and the AdamW 285 

optimizer[29] with a learning rate of 1 × 10−4, weight decay of 1 × 10−4 and batch size 16 for a 286 

maximum of ten epochs (Table 4). Validation Macro-F1 was computed after every epoch; 287 

training stopped when it had not improved for three consecutive epochs, and the weights from 288 

the epoch with the highest validation Macro-F1 were restored. Per-epoch training loss and 289 

validation Macro-F1 for every run are listed in Supplementary Table S2. The random seed was 290 

reset to 42 before each model–crop run. No class weighting, resampling or learning-rate 291 

schedule was used, and no hyperparameter was tuned on external data. 292 
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Evaluation metrics 293 

For class ݇ of ܭ = 3 classes, with true positives ܶ ௞ܲ, false positives ܨ ௞ܲ and false negatives 294 ܨ ௞ܰ, precision ௞ܲ = ܶ ௞ܲ/(ܶ ௞ܲ + ܨ ௞ܲ), recall ܴ௞ = ܶ ௞ܲ/(ܶ ௞ܲ + ܨ ௞ܰ) and 1ܨ௞ = 2 ௞ܴܲ௞/( ௞ܲ + ܴ௞). 295 

Macro-F1 was the primary metric because it weights each class equally regardless of 296 

prevalence: 297 

Macro-F1 = ௄ܨ∑ܭ1
௞=1 1௞ .  (2) 298 

Balanced accuracy, the unweighted mean of per-class recall 
1௄∑ ܴ௞௞ , was also reported[30]; for 299 

the multiclass case it equals macro-recall. Accuracy and the multiclass Matthews correlation 300 

coefficient, as implemented in scikit-learn, were also computed[31]. For model ݉, the 301 

generalization gap was defined as 302 ܩ௠ = Macro-F1internal,௠ −Macro-F1external,௠.  (3) 303 

Majority-class accuracy and the chance-level balanced accuracy of 1/3 are given in the Results 304 

only as reference values and were derived from the class counts. 305 

Bootstrap confidence intervals 306 

For each model and crop, the ܰ external images were resampled with replacement ܤ = 2,000 307 

times (NumPy generator, seed 42), and Macro-F1 was recomputed for each resample from the 308 

fixed per-image predictions. The 2.5th and 97.5th percentiles of the bootstrap distribution formed 309 

the 95% percentile confidence interval[32]. Intervals were computed for external Macro-F1 only. 310 

Paired statistical comparison 311 

For each pair of models A and B evaluated on the same ݊ external images, let ܾ be the number 312 

of images classified correctly by A and incorrectly by B, and ܿ the reverse. Under the null 313 

hypothesis that both models have the same probability of being correct, ܾ ∼ Binomial(ܾ + ܿ, 0.5) 314 

conditional on ܾ + ܿ. The exact two-sided McNemar test[33,34] was computed as a two-sided 315 

binomial test of min(ܾ, ܿ) with SciPy’s binomtest[35]: 316 

ܲ = min{1,  2 ∑ (ܾ + ܿ݅ )min(௕,௖)
௜=0 0.5 ௕+௖} .  (4) 317 

The exact form was chosen because it makes no large-sample approximation. The ten pairwise 318 

comparisons within each crop were corrected with the Holm step-down procedure[36] 319 

(statsmodels multipletests[37]) at a family-wise α of 0.05. The tests are two-sided. The P 320 
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values in Table 3 were recomputed from the reported discordant counts with the same test; they 321 

reproduce the unadjusted and Holm-adjusted values from the pipeline and are given in full 322 

precision where the pipeline output had been rounded to zero. 323 

Software and computing environment 324 

Experiments were run in a Kaggle notebook with a CUDA-enabled GPU using Python, 325 

PyTorch[38], torchvision, scikit-learn[39], SciPy[35], statsmodels[37], ImageHash, NumPy, 326 

pandas and Matplotlib. The pretrained weight files were resnet50-11ad3fa6, 327 

efficientnet_b0_rwightman-7f5810bc, densenet121-a639ec97, convnext_tiny-983f1562 and 328 

vit_b_16-c867db91. 329 

Use of large language models 330 

Generative artificial intelligence tools (OpenAI ChatGPT and Anthropic Claude) were used to 331 

assist with manuscript organization, language editing, code review and numerical consistency 332 

checking. The authors designed and executed all analyses, verified the data, code, statistical 333 

results, references and final text, and retain full responsibility for the accuracy, originality and 334 

integrity of the work. No generative-AI output was treated as experimental evidence or 335 

substituted for author judgement. 336 

Data availability 337 

All datasets analysed are publicly available. PlantVillage (colour images) was obtained from 338 

https://www.kaggle.com/datasets/abdallahalidev/plantvillage-dataset, Plant Pathology 2020 from 339 

https://www.kaggle.com/c/plant-pathology-2020-fgvc7, and the external maize images from 340 

https://www.kaggle.com/datasets/andresmgs/plantdec. The image inventories with SHA-256 and 341 

perceptual hashes, duplicate-audit outputs, frozen split files, per-image external predictions for 342 

all models, metric tables, bootstrap and McNemar results, and confusion matrices generated in 343 

this study are available from the corresponding author on reasonable request. 344 

Code availability 345 

The code used for dataset harmonization, duplicate auditing, training, evaluation and statistical 346 

testing is available from the corresponding author on reasonable request. 347 
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Figures 461 

 462 

Figure 1. Leakage-audited cross-dataset evaluation workflow. a, Source (PlantVillage) and 463 

external (Plant Pathology 2020 for apple; PlantDoc-derived set for maize) images were mapped 464 

to three canonical classes per crop, audited for byte-identical files with SHA-256 and for cross-465 

dataset near-duplicates with a 64-bit perceptual hash (Hamming distance ≤ 8 within the same 466 

crop and class). Seven duplicate groups, all within PlantVillage, were removed, leaving 7,334 467 

images. b, A single stratified 70:15:15 split of PlantVillage (seed 42) was shared by all five 468 

ImageNet-pretrained models. The checkpoint with the best validation Macro-F1 was evaluated 469 

on the internal test set and, without adaptation, on the external set, followed by bootstrap 470 

confidence intervals and exact McNemar tests with Holm correction. Split sizes are given as 471 

training / validation / internal test / external test. 472 
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 473 

Figure 2. Internal versus external Macro-F1 for five architectures. a, Apple; external test set 474 

Plant Pathology 2020 (n = 1,730 images); internal test set n = 382. b, Maize; external test set 475 

PlantDoc-derived images (n = 371); internal test set n = 404. Blue bars show Macro-F1 on the 476 

held-out PlantVillage internal test set; orange bars show Macro-F1 on the external set, with the 477 

value printed above each bar. Error bars on external bars are 95% percentile bootstrap 478 

confidence intervals from 2,000 resamples of the external images for a fixed trained model; they 479 

do not include variation from retraining. Internal values are single point estimates. The vertical 480 

axis starts at zero. 481 

Tables 482 

Table 1. Composition of the source and external datasets after duplicate removal. Counts 483 

are numbers of images. PlantVillage healthy apple images were reduced from 1,645 to 1,638 484 

after removal of seven byte-identical copies; no other class changed. Plant Pathology 2020 485 

images labelled as having multiple diseases were excluded. The external maize set contains 486 

only images whose bounding-box labels included exactly one of the three target maize classes 487 

and no other class. 488 

Dataset (role) Crop Class Images 
PlantVillage (source) Apple Apple rust 275 
PlantVillage (source) Apple Apple scab 630 
PlantVillage (source) Apple Healthy 1,638 
Plant Pathology 2020 (external) Apple Apple rust 622 
Plant Pathology 2020 (external) Apple Apple scab 592 
Plant Pathology 2020 (external) Apple Healthy 516 
PlantVillage (source) Maize Common rust 1,192 
PlantVillage (source) Maize Gray leaf spot 513 
PlantVillage (source) Maize Leaf blight 985 
PlantDoc-derived set (external) Maize Common rust 116 
PlantDoc-derived set (external) Maize Gray leaf spot 65 
PlantDoc-derived set (external) Maize Leaf blight 190 
Source split, apple  Train / validation / internal test 1,780 / 381 / 382 
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Dataset (role) Crop Class Images 
Source split, maize  Train / validation / internal test 1,883 / 403 / 404 

Table 2. Internal and external performance of the five architectures. Internal metrics are 489 

from the held-out PlantVillage test set (apple n = 382; maize n = 404); external metrics are from 490 

Plant Pathology 2020 (apple, n = 1,730) and the PlantDoc-derived set (maize, n = 371). The 491 

95% confidence interval (CI) for external Macro-F1 is a percentile bootstrap interval from 2,000 492 

resamples of the external images. Gap = internal Macro-F1 − external Macro-F1 (equation (3)); 493 

gaps were computed from unrounded values and can differ by 0.0001 from the difference of the 494 

rounded entries. Int., internal; Ext., external; Acc., accuracy; BA, balanced accuracy (equal to 495 

macro-recall); MCC, Matthews correlation coefficient. Full internal and external metrics, including 496 

macro-precision, are given in Supplementary Table S1. 497 

Crop Model Int. Macro-F1 Int. MCC Ext. Acc. Ext. BA Ext. Macro-F1 (95% CI) Ext. MCC Gap 
Apple ResNet50 1.0000 1.0000 0.5474 0.5404 0.5180 (0.4935–0.5427) 0.4047 0.4820 
Apple EfficientNet-B0 0.9976 0.9949 0.5231 0.5277 0.4722 (0.4483–0.4950) 0.3524 0.5253 
Apple DenseNet121 1.0000 1.0000 0.5358 0.5309 0.5050 (0.4807–0.5290) 0.3982 0.4950 
Apple ConvNeXt-Tiny 0.9976 0.9949 0.7341 0.7416 0.7228 (0.7000–0.7434) 0.6318 0.2748 
Apple ViT-B/16 1.0000 1.0000 0.6364 0.6204 0.6071 (0.5830–0.6300) 0.4836 0.3929 
Maize ResNet50 0.9603 0.9531 0.3154 0.3447 0.2702 (0.2269–0.3149) −0.0185 0.6901 
Maize EfficientNet-B0 0.9648 0.9576 0.2668 0.3086 0.2092 (0.1751–0.2427) −0.0679 0.7556 
Maize DenseNet121 0.9491 0.9393 0.2938 0.3453 0.2504 (0.2106–0.2944) −0.0028 0.6987 
Maize ConvNeXt-Tiny 0.9669 0.9609 0.3989 0.4440 0.3746 (0.3248–0.4232) 0.1850 0.5922 
Maize ViT-B/16 0.9671 0.9609 0.3666 0.4060 0.3519 (0.3017–0.4003) 0.1048 0.6151 

Table 3. Pairwise exact McNemar tests on external predictions with Holm correction. For 498 

each pair, b is the number of external images classified correctly by model A and incorrectly by 499 

model B, and c the reverse; b + c is the number of discordant images (external test sets: apple n 500 

= 1,730; maize n = 371). P values are from the exact two-sided McNemar (binomial) test; Holm 501 

correction was applied separately to the ten comparisons within each crop, at a family-wise α = 502 

0.05. Holm P, Holm-adjusted P; Sig., significant after Holm correction. 503 

Crop Model A Model B b c b + c P Holm P Sig. 
Apple ResNet50 EfficientNet-B0 198 156 354 0.0292 0.0875 No 
Apple ResNet50 DenseNet121 129 109 238 0.218 0.436 No 
Apple ResNet50 ConvNeXt-Tiny 75 398 473 3.39 × 10−54 2.71 × 10−53 Yes 
Apple ResNet50 ViT-B/16 149 303 452 3.68 × 10−13 1.84 × 10−12 Yes 
Apple EfficientNet-B0 DenseNet121 152 174 326 0.245 0.436 No 
Apple EfficientNet-B0 ConvNeXt-Tiny 62 427 489 4.46 × 10−68 4.46 × 10−67 Yes 
Apple EfficientNet-B0 ViT-B/16 195 391 586 4.23 × 10−16 2.54 × 10−15 Yes 
Apple DenseNet121 ConvNeXt-Tiny 59 402 461 8.44 × 10−64 7.59 × 10−63 Yes 
Apple DenseNet121 ViT-B/16 136 310 446 1.05 × 10−16 7.35 × 10−16 Yes 
Apple ConvNeXt-Tiny ViT-B/16 379 210 589 3.18 × 10−12 1.27 × 10−11 Yes 
Maize ResNet50 EfficientNet-B0 38 20 58 0.0247 0.124 No 
Maize ResNet50 DenseNet121 29 21 50 0.322 0.735 No 
Maize ResNet50 ConvNeXt-Tiny 34 65 99 0.00239 0.0148 Yes 
Maize ResNet50 ViT-B/16 30 49 79 0.0422 0.169 No 
Maize EfficientNet-B0 DenseNet121 25 35 60 0.245 0.735 No 
Maize EfficientNet-B0 ConvNeXt-Tiny 22 71 93 3.48 × 10−7 3.48 × 10−6 Yes 
Maize EfficientNet-B0 ViT-B/16 21 58 79 3.76 × 10−5 3.39 × 10−4 Yes 
Maize DenseNet121 ConvNeXt-Tiny 31 70 101 1.31 × 10−4 0.00105 Yes 
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Crop Model A Model B b c b + c P Holm P Sig. 
Maize DenseNet121 ViT-B/16 23 50 73 0.00212 0.0148 Yes 
Maize ConvNeXt-Tiny ViT-B/16 52 40 92 0.251 0.735 No 

Table 4. Training configuration and convergence. All models were trained on the same 504 

frozen PlantVillage training partitions with identical settings. Epochs run includes the epochs 505 

completed before early stopping; the selected epoch is the epoch with the highest validation 506 

Macro-F1, whose weights were restored for evaluation. 507 

Setting Value 
Initialization ImageNet-pretrained torchvision weights; new three-class linear head; all layers fine-tuned 
Input size and normalization 224 × 224 pixels; ImageNet mean (0.485, 0.456, 0.406) and s.d. (0.229, 0.224, 0.225) 
Training augmentation Horizontal flip (p = 0.5), rotation ±10°, colour jitter (brightness, contrast, saturation 0.1) 
Loss and optimizer Cross-entropy; AdamW, learning rate 1 × 10−4, weight decay 1 × 10−4 
Batch size; maximum epochs 16; 10 
Early stopping and checkpoint Patience of 3 epochs on validation Macro-F1; best-validation weights restored 
Random seed 42 (data split, weight initialization of new head, data order, bootstrap) 
 508 

Crop Model Epochs run Selected epoch Validation Macro-F1 at selected epoch 
Apple ResNet50 9 6 1.0000 
Apple EfficientNet-B0 7 4 1.0000 
Apple DenseNet121 7 4 1.0000 
Apple ConvNeXt-Tiny 5 2 1.0000 
Apple ViT-B/16 7 4 1.0000 
Maize ResNet50 5 2 0.9800 
Maize EfficientNet-B0 10 10 0.9771 
Maize DenseNet121 5 2 0.9678 
Maize ConvNeXt-Tiny 7 4 0.9770 
Maize ViT-B/16 10 8 0.9768 
 509 
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