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Abstract The tension between data utility and indi-

vidual privacy is a central challenge in computer sci-

ence. While classical syntactic models such as k-anonymity

have proven vulnerable to linkage and inference attacks,

Differential Privacy (DP) emerged as the theoretical
gold standard, offering robust mathematical guaran-
tees regardless of the adversary’s knowledge. The ab-

stract complexity of DP, however, creates an intelligibil-

ity gap for decision-makers. This Systematic Literature

Review, based on the analysis of 64 primary studies re-

trieved from three digital libraries, examines the state

of the art in the evaluation of anonymization. The find-

ings reveal hybridization rather than replacement: more

than half of the studies (51.6%) combine mechanisms

from distinct families, and DP has been appropriated

less as an alternative to syntactic models than as an in-

strument for formally auditing them. Only 12.5% of the

works propose mechanisms capable of translating for-

mal guarantees for non-experts, and none of them ad-

dresses the data subject. Shannon Entropy, adopted by

31.3% of the studies, proves promising yet underused:
it quantifies both the uncertainty of the adversary and
the loss of information, which qualifies it as a semantic
bridge between formal rigor and interpretability. The

review concludes by proposing hybrid frameworks that

integrate the rigor of DP with Conditional Entropy, sen-

sitive to the auxiliary knowledge of the adversary, as a

path toward auditable and transparent privacy systems.
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1 Introduction

The release of databases plays a fundamental role in sci-

entific progress and in the development of commercial

strategies, yet it establishes an inherent tension with in-

dividual privacy. Historically, risk mitigation relied on

the suppression of direct identifiers, a practice known

as naive anonymization. The literature has since ac-

cumulated robust evidence of its ineffectiveness. Link-

age attacks, such as the one seminally demonstrated by

Sweeney [57], showed that the combination of quasi-

identifiers (such as ZIP code, gender and date of birth)

suffices to uniquely re-identify the vast majority of the

population. The vulnerability worsens in high-dimensional

settings, where the sparsity of the data acts as a fin-

gerprint, as evidenced by the de-anonymization of the

Netflix dataset by Narayanan and Shmatikov [38]. Such

failures, theoretically underpinned by the reconstruc-
tion theorem of Dinur and Nissim [10], confirm Ohm’s
diagnosis [41] concerning the “broken promises” of sim-
ple anonymization, and establish the need for mathe-

matically rigorous privacy guarantees.

In response to these vulnerabilities, the literature

initially evolved towards models based on syntactic prop-
erties. The foremost among them was the notion of k-

anonymity [48], which seeks to render a record indistin-

guishable from at least k−1 other records in the dataset.

Although it became an industry standard, its limita-
tions against homogeneity attacks motivated extensions

such as l-diversity [32]. These syntactic approaches nev-

ertheless share a fundamental flaw: they lack robust
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security guarantees against adversaries equipped with

background knowledge, which makes privacy contingent

on what the attacker does not know.

The decisive break with this paradigm came with

the formalization of Differential Privacy by Dwork et

al. [12,13]. Unlike its predecessors, Differential Privacy

abandons guarantees grounded in the structure of the

data in favour of a mathematical guarantee over the

analysis process, ensuring protection irrespective of the

computational power or the prior knowledge of the ad-

versary. This modern definition, a direct descendant of

the advances in knowledge complexity and secure com-

putation due to Goldwasser, Micali and Rackoff [20],

established a new theoretical gold standard.

Despite the theoretical soundness of Differential Pri-
vacy, its practical implementation faces barriers of intel-

ligibility and utility, creating a gap with respect to clas-

sical anonymization techniques which, although vulner-

able, still predominate in certain settings. It is within

this context of technological transition that the present

work is situated. This Systematic Literature Review in-

vestigates how traditional models and their vulnerabil-

ities have been reassessed in the light of formal guar-

antees, and examines whether Differential Privacy can

act not only as a technical benchmark but as a tool for

translating risk to decision-makers. Finally, the study

examines the renewed interest in Shannon’s Informa-

tion Theory [50], assessing how Entropy may serve as

a unifying metric for quantifying the conflict between

privacy preservation and the analytical utility of data.

Against this background, the present work offers

three main contributions. First, it provides a systematic

mapping of the anonymization techniques adopted in

the recent literature and of the residual vulnerabilities

associated with each family of models, showing that the

choice of a technique entails accepting a specific threat

profile. Second, it empirically characterizes the dual role

assumed by Differential Privacy, which has been appro-

priated less as a substitute for syntactic models than as

an instrument for formally auditing them, and quanti-

fies the scarcity of mechanisms that translate its guar-

antees for non-specialist audiences. Third, it system-

atizes the uses of Shannon Entropy as both a privacy

and a utility metric, identifying it as a candidate se-

mantic bridge between formal rigor and interpretability,

and outlining Conditional Entropy as the formulation

required to incorporate the auxiliary knowledge of the

adversary.

The remainder of this paper is organized as follows.

Section 2 describes the protocol of the systematic re-

view, including the research questions, the search strat-

egy, the selection criteria, the quality assessment and

the data extraction and categorization procedures. Sec-

Table 1 Research questions.

ID Research Question

RQ1 Which classical anonymization algorithms or
techniques exist, how do they relate to privacy
and data usability metrics, and which attacks
or vulnerabilities affect these models?

RQ2 How can Differential Privacy be used as a for-
mal evaluation of classical anonymization mod-
els, and how can it be translated into guar-
antees that are comprehensible to decision-
makers and to the general public?

RQ3 How can Shannon entropy be used as a privacy
or data usability metric in classical anonymiza-
tion algorithms or techniques?

tion 3 presents and discusses the results obtained for

each research question. Section 4 examines the threats

to the validity of the study. Finally, Section 5 summa-

rizes the conclusions and points to directions for future

work.

2 Methodology

This Systematic Literature Review was conducted in

accordance with the methodological guidelines estab-

lished by Kitchenham and Charters [27]. The research

protocol was structured with the aim of identifying, ap-

praising and synthesizing the scientific evidence avail-

able on anonymization techniques, on the application

of differential privacy and on the use of entropy as a
validation metric. The entire process, from the regis-
tration of the protocol to the extraction of the data,
was managed on the Parsifal platform, a tool support-

ing the conduct of systematic reviews, which made it

possible to retain a complete trace of the screening de-

cisions and to produce an auditable export of the final

set of studies.

2.1 Research Questions

To guide the investigation, the main objective was de-

composed into three specific Research Questions (RQs),

presented in Table 1. These questions shaped the ex-

traction strategy and the categorization of the results.

2.2 Search Strategy

Primary studies were retrieved through automated searches

in three digital libraries, selected for their relevance and

coverage in the area of computational security and pri-

vacy: ACM Digital Library, IEEE Xplore and Web of

Science.
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Table 2 Search strings applied per research question.

RQ Search String

RQ1 (“anonymization algorithms” OR “anonymiza-
tion techniques”) AND (“privacy metrics”
OR “data usability metrics” OR “attacks on
anonymization algorithms” OR “attacks” OR
“vulnerabilities”)

RQ2 (“anonymization algorithms” OR “anonymiza-
tion techniques”) AND (“differential privacy”
OR “formal evaluation” OR “understandable
guarantees” OR “comprehensible guarantees”
OR “decision-makers”)

RQ3 (“anonymization algorithms” OR “anonymiza-
tion techniques”) AND (“shannon’s entropy”
OR “shannon” OR “claude shannon” OR “in-
formation theory”)

The search strategy followed a partitioned approach:

specific search strings were constructed for each Re-

search Question, using Boolean operators (AND, OR)

to combine the key terms. Table 2 details the exact

query strings applied.

The searches were executed in two sessions: IEEE
Xplore and Web of Science were queried on 25 Octo-

ber 2025, and the ACM Digital Library on 29 October

2025. No temporal restriction was applied in the for-

mulation of the queries; the range observed in the re-

sults (2006–2025) followed from the distribution of the

retrieved studies themselves. The execution returned

1,280 records in total, distributed as follows: 904 from
the ACM Digital Library (70.6%), 197 from Web of Sci-
ence (15.4%) and 179 from IEEE Xplore (14.0%).

The records were exported in BibTeX format and
imported into the Parsifal platform, which performed
automatic duplicate detection by title comparison, flag-

ging 418 redundant records. A manual check was addi-

tionally applied to the final set of selected studies, with

prior normalization of the titles (removal of punctua-

tion, standardization of typographic apostrophes and

of spacing). This procedure identified two residual du-
plicates that the automatic detection had not captured,
arising from character-encoding discrepancies between

records exported by different databases. Both were re-

moved, so that the final set corresponds to genuinely

distinct studies.

2.3 Selection Criteria

To ensure the technical quality and the thematic ad-

herence of the retrieved works, inclusion (Table 3) and

exclusion (Table 4) criteria were established. The se-

lection process took place in successive filtering stages:

initial screening by title and abstract, reading of the

Table 3 Inclusion criteria.

ID Inclusion Criterion

I1 Complete primary studies (full papers).
I2 Studies bearing a direct relationship to the fo-

cus of this work.
I3 Electronic availability of the full text.
I4 Publications written in English.
I5 Publications appearing in journals, symposia or

conferences.

Table 4 Exclusion criteria.

ID Exclusion Criterion

E1 Extended abstracts, short papers or incomplete
works.

E2 Redundant study.
E3 Duplicate studies.
E4 Studies bearing no relationship to the focus of

this work.
E5 Secondary (systematic reviews, surveys) and

tertiary studies.
E6 Strictly application- or engineering-oriented fo-

cus without relevant theoretical contribution.
E7 Implementation described only superficially in

the text.
E8 Book chapters or complete books.

introduction and conclusion and, finally, full-text read-

ing. A study was excluded as soon as it satisfied any one

of the exclusion criteria, without the need to advance

to the subsequent stages.

It should be noted that screening, quality assess-

ment and data extraction were carried out by a single

researcher, so that measures of agreement between inde-

pendent assessors, such as Cohen’s κ coefficient, could

not be computed. To mitigate the risk of bias arising

from this limitation, three procedures were adopted:

the inclusion and exclusion criteria were registered in

the protocol before screening began; all selection deci-

sions were recorded on the Parsifal platform, so that

the set of studies assessed at each stage is fully recon-

structible; and studies whose eligibility remained uncer-

tain at the title-and-abstract stage were promoted to

the next stage rather than excluded, favouring sensitiv-

ity over precision in the early phases. The implications

of this limitation are discussed in Section 4.

2.4 Quality Assessment

In addition to the eligibility criteria, a Quality Assess-

ment checklist was applied in order to weigh the method-

ological soundness of the selected studies. Each item in

Table 5 was scored according to a ternary scale: Yes

(1.0), Partially (0.5) or No (0.0).
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Table 5 Quality assessment criteria.

ID Assessment Criterion

Q1 Is the study based on research?
Q2 Do the authors state the aim of the study

clearly?
Q3 Is the proposed approach clearly described?
Q4 Is the research context clearly described?
Q5 Is the research context described at an ade-

quate level of detail?
Q6 Is there a discussion of the results obtained?
Q7 Are the limitations of the study clearly de-

scribed?
Q8 Is there a clear presentation of the open prob-

lems in the field?
Q9 Is there sufficient information for the study to

be replicated?
Q10 Is the study supported by a tool or prototype?
Q11 Is there a clear justification for carrying out

the study?

Table 6 Data extraction form.

RQ Extracted Field

RQ1 Main anonymization technique or algorithm
addressed.

RQ1 Metrics used to assess the utility of the data.
RQ1 Metrics used to assess the privacy of the data.
RQ1 Specific attack or vulnerability mentioned or

mitigated.
RQ2 Relationship of the study to Differential Pri-

vacy.
RQ2 Proposal of mechanisms for translating privacy

guarantees for non-experts or decision-makers.
RQ3 Manner in which Shannon Entropy, or metrics

derived from it, is used.

The score of each study corresponds to the sum
of the eleven items, and therefore ranges between 0.0

and 11.0. A minimum score of 7.0 was established as

the cut-off point, corresponding to approximately 64%

of the maximum score: studies that did not reach this

threshold were excluded from the final set on grounds of

insufficient methodological soundness, even when they

had satisfied the criteria of thematic eligibility. Among

the included studies, the observed scores range from 7.5

to 11.0, with a mean of 9.74 and a median of 10.0.

2.5 Data Extraction

For each study approved in the preceding stages, a

structured extraction form comprising seven fields was

applied, designed so that each field addressed a spe-

cific dimension of the research questions, as presented

in Table 6. The form was implemented on the Parsi-

fal platform and completed on the basis of the full-text

reading of each study.

The fields were completed in free-text form, preserv-

ing the terminology employed by each primary study.

This choice avoided framing the evidence prematurely

within predefined categories, but required a subsequent

coding stage, described in Section 2.6.

2.6 Categorization of Techniques

Synthesizing the extracted data required organizing the

textual descriptions into comparable categories. An in-

ductive approach was adopted: the categories were not

defined a priori, but emerged from successive readings

of the extracted fields, being refined and consolidated as

new studies were incorporated, until the set stabilized.

This procedure was adopted on account of the termino-

logical heterogeneity observed across the primary stud-

ies, which frequently describe equivalent mechanisms

under distinct designations.

Two characteristics of this coding must be made ex-

plicit, since they condition the reading of the quantita-

tive results presented in Section 3. First, the assignment

is multi-label : a single study may be associated with
more than one category, since a substantial share of the

works analysed propose hybrid approaches, combining,

for instance, syntactic models with differential privacy

mechanisms, or applying generalization techniques to

graph-structured data. Consequently, the sum of the

absolute frequencies of the categories exceeds the num-

ber of primary studies, and the proportions reported

must be interpreted as the fraction of studies that ad-

dress each category, and not as mutually exclusive parts
of a whole. Second, for the comparative analysis of pri-
vacy and utility metrics, the emergent categories were
consolidated into a smaller number of groups, as de-

tailed in Section 3.4, so as to avoid fragmenting the

sample into subsets without critical mass for compari-

son.

3 Results and Discussion

3.1 Study Selection

Executing the search strings returned 1,280 records.

Duplicate removal eliminated 420 records (418 identi-

fied automatically by the platform and 2 detected in

the manual check described in Section 2.2), leaving 860

studies for screening. Reading titles and abstracts ex-

cluded 592 records, yielding 268 studies considered po-
tentially relevant. The subsequent stage, based on read-
ing the introduction and the conclusion, excluded 192
studies, and full-text reading excluded a further 9, for

a total of 67 studies submitted to quality assessment.
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Records identified through

database searching (n = 1,280)

Records after duplicates

removed (n = 860)

Screened by introduction

and conclusion (n = 268)

Full-text articles

assessed (n = 76)

Assessed for methodological

quality (n = 67)

Primary studies

included (n = 64)

Duplicates removed

(n = 420)

Excluded by title

and abstract (n = 592)

Excluded (n = 192)

Excluded (n = 9)

Excluded: score

< 7.0 (n = 3)

Fig. 1 PRISMA flow diagram detailing the study selection
process

Of these, 3 did not reach the minimum score of 7.0 es-

tablished in Section 2.4 and were discarded on grounds

of insufficient methodological soundness. The final set

therefore comprises 64 primary studies. The quantita-

tive detail of each filtering stage is presented in the

PRISMA flow diagram (Fig. 1).

3.2 Overview of the Studies

The longitudinal analysis (Fig. 2) shows that scientific
output on anonymization has behaved in an oscillating
manner over the two decades covered (2006–2025). The

period of greatest productivity falls between 2011 and

2016, which accounts for 31 of the 64 studies (48.4%),

with peaks in 2011 and 2015 (seven studies each), sug-

gesting the phase in which the classical techniques were

initially consolidated. From 2019 onward a sustained re-

duction in annual volume is observed, averaging fewer

than three studies per year. It should be noted that 2018

shows a localized rise (six studies), coinciding with the

entry into force of the General Data Protection Reg-

ulation (GDPR) in the European Union. This value,

however, does not exceed those observed in 2011 and

2015, so that the data of this review do not support
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Fig. 3 Distribution by database: retrieved records (n =
1,280) and included primary studies (n = 64)

attributing a resurgence of the field to the regulatory

change.

The distribution of the primary studies by source

database (Fig. 3) differs appreciably from the distribu-
tion of the retrieved records. At the identification stage,

the ACM Digital Library accounted for 70.6% of the
1,280 records (904), followed by Web of Science (197;
15.4%) and IEEE Xplore (179; 14.0%). After apply-
ing the eligibility criteria, however, the concentration

falls substantially: among the 64 included studies, the

ACM Digital Library accounts for 36 works (56.2%),

IEEE Xplore for 16 (25.0%) and Web of Science for 12

(18.8%). This difference suggests that the greater cov-
erage of the ACM in the initial retrieval reflects above
all the sensitivity of the search strings to that database,

rather than an equivalent concentration of the literature

genuinely pertinent to the scope of this review.

The conferences indexed by the ACM (CCS, SIG-

MOD, KDD) have historically been the principal venues

for disseminating security and privacy algorithms, which

helps to explain their majority presence. Nevertheless,
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0 5 10 15 20 25 30 35

Number of studies (n = 64)

Text Sanitization

Network Anonymization

Secure and Adaptive Approaches

Perturbation Methods

Risk Models and Metrics

Clustering and Generalization

Graphs and Social Networks

Differential Privacy

k-anonymity family

3 (4.7%)

5 (7.8%)

6 (9.4%)

6 (9.4%)

8 (12.5%)

14 (21.9%)

14 (21.9%)

17 (26.6%)

29 (45.3%)

Fig. 4 Distribution of the primary studies by category of
anonymization technique. The categories are not mutually
exclusive: the proportions indicate the fraction of the 64 stud-
ies that addresses each category and therefore do not sum to
100%

the balance observed in the final set reinforces the need

for caution in generalizing the results to interdisciplinary

contexts, since the three databases privilege technical

and computational output over legal or social approaches.

3.3 Models, Techniques and Vulnerabilities (RQ1)

The first Research Question sought to map the anonymiza-
tion techniques that predominate in the contemporary

literature, as well as to identify the intrinsic vulnera-
bilities that drive the development of new approaches.
The analysis reveals a scenario of technological transi-

tion, characterized by the coexistence of mature classi-

cal syntactic models and emerging formal privacy guar-

antees.

The distribution of the techniques identified (Fig. 4)

shows the predominance of the k-anonymity family, ad-

dressed by 29 of the 64 studies analyzed (45.3%). This

prevalence may be attributed to the conceptual ma-

turity of the model and to its low barrier to imple-

mentation in relational database management systems.
Differential Privacy occupies second place, present in
17 studies (26.6%), followed by approaches directed at

Graphs and Social Networks (14; 21.9%) and by Clus-

tering and Generalization methods (14; 21.9%). The

spectrum is completed by Risk Models and Metrics (8;
12.5%), Perturbation Methods (6; 9.4%), Secure and

Adaptive Approaches (6; 9.4%), the anonymization of

communication Networks (5; 7.8%) and Text Sanitiza-

tion (3; 4.7%).

As stated in Section 2.6, this distribution is multi-

label. Of the 102 assignments made over the 64 studies

(a mean of 1.59 categories per study), 33 works (51.6%)

were associated with two or more categories. This find-

ing is in itself a relevant result: more than half of the

output analyzed does not fall within a single paradigm,

but combines mechanisms from distinct families. Repre-

sentative cases include the application of random sam-

pling as a step preceding k -anonymization in order to

obtain differential guarantees [29], the construction of

differentially private decision trees from k -anonymous

sets [19], and the combination of differential privacy
with homomorphic encryption for genomic data [44].
The reading according to which there would be a linear

replacement of syntactic models by Differential Privacy

is therefore inadequate: what is observed is hybridiza-

tion.

Table 7 establishes the link between the techniques

employed and their residual vulnerabilities. The quali-

tative analysis indicates that, although the k-anonymity

family is the most widespread, it remains susceptible

to a broad vector of attacks, notably re-identification

through linkage and the exploitation of background knowl-

edge. This suggests that a significant share of the cur-

rent literature is still devoted to mitigating the weak-

nesses of a syntactic model, seeking to optimize the

trade-off between utility and privacy within known ar-

chitectural limits. Differential Privacy models, by con-

trast, although they rigorously constrain linkage at-

tacks, face challenges of another nature, such as mem-

bership inference, the practical difficulties of calibrat-

ing the privacy budget ϵ and, in at least one case,

flaws in the implementation of the mechanisms them-

selves: floating-point vulnerabilities and defects in ran-

dom number generation [9]. This distinction is funda-

mental, since it frames the choice of model not merely

by the type of data, but by the capability profile of the
adversary considered.

Coding the threats declared by the primary stud-

ies (Fig. 5) yielded 87 mentions distributed across 58
works; six studies do not make explicit the attack model
they intend to mitigate. Re-identification remains the

central risk, mentioned by 17 studies, but adversarial

strategies evidently go beyond simple de-anonymization.

Notable among them are Inference attacks (n = 11),

aimed at the probabilistic deduction of sensitive at-

tributes; Linkage attacks (n = 8) and the exploitation
of Background knowledge (n = 7), which expose the

fragility of static data when cross-referenced with exter-

nal sources; and Structural attacks on graphs (n = 8).

The occurrence of Composition and de Finetti attacks

(n = 3 each), although less frequent, marks out critical

research frontiers, indicating that continuous publica-

tion and topological analysis demand dynamic defense

mechanisms superior to traditional approaches.

In sum, the analysis concerning RQ1 delineates a

field in motion, stretched between the broad operational

adoption of classical syntactic techniques and the pur-

suit of more robust formal guarantees. The mapping
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Table 7 Summary of anonymization techniques and their
main vulnerabilities.

Technique /
Model Category

Main Vulnerabilities / Attacks

K-Anonymity

Family
Re-identification, linkage attacks,
homogeneity attacks, background
knowledge attacks, structural at-
tacks.

Differential Pri-
vacy

Membership inference, composi-
tion attacks, de-anonymization,
attribute inference, implementa-
tion flaws.

Clustering and
Generalization

Re-identification through quasi-
identifiers, minimality attacks,
foreground knowledge attacks,
uniformity attacks.

Graph / So-
cial Network
Anonymization

Structure-based de-
anonymization, neighborhood
attacks, inference attacks.

Risk Models and
Metrics

de Finetti attacks, composition
attacks, re-identifying and reveal-
ing adversaries.

Secure and Adap-
tive Approaches

Inference attacks on APIs, third-
party collusion, information fu-
sion.

Network
Anonymization

Predecessor attacks, fingerprint-
ing, injection and frequency at-
tacks, host re-identification.

Perturbation
Methods

Structural de-anonymization, at-
tacks on community structure,
consumer re-identification.

Text Sanitization Whistleblower re-identification,
correlation attacks, background
knowledge inference.

0 4 8 12 16 20

Mentions (n = 87, across 58 studies)

Implementation flaws

Correlation

Third-party collusion

Uniqueness / uniformity

Skewness / similarity

Homogeneity

Network-specific

de Finetti

Composition / intersection

Minimality

Other

Attribute disclosure

Background knowledge

Linkage

Structural / graph-based

Inference

Re-identification

1

2

2

2

2

3

3

3

3

4

5

6

7

8

8

11

17

Fig. 5 Attacks and vulnerabilities mentioned in the primary
studies (n = 87 mentions across 58 studies; a single study
may declare more than one threat)

shows that the selection of an anonymization model is

intrinsically tied to accepting a residual vulnerability

profile, requiring careful assessment of the trade-off be-

tween data utility, computational cost and the threat

model under consideration.

3.4 Privacy and Utility Metrics

For the comparative analysis of evaluation metrics, the
nine emergent categories were consolidated into five

groups, as anticipated in Section 2.6. The consolidation
was grounded in the conceptual overlap of the evalu-
ation methods: Risk Models and Metrics, Secure and

Adaptive Approaches and Text Sanitization were in-

corporated into the residual Perturbation group, given

the shared probabilistic nature of their metrics and

the low sample representativeness of the last; and the

anonymization of communication Networks was merged

with Graph Anonymization, owing to the identity of the

topological properties analyzed. The multi-label rule

was retained, so that the counts in Table 8 are con-

sistent with those in Fig. 4 and, for the same reason,

sum to more than 64.

The picture reveals a methodological heterogeneity

marked by asymmetry. The preponderance of the k-

anonymity family (n = 29) over Differential Privacy
(n = 17) shows that anonymization practice remains

anchored in approaches that depend on attack simula-

tions (re-identification rates, for instance) in order to

validate syntactic compliance (k, l). By contrast, DP

offers theoretical rigor (ϵ), but dissociates that guaran-

tee from the measurement of utility, creating an eval-

uative vacuum. Crucially, the Graph and Clustering

groups display the introduction of Shannon Entropy

as a dual metric, capable of quantifying both the un-
certainty of the adversary and the loss of information.
The absence of a cross-cutting metric, compounded by

the fact that the most widely used technique lacks na-

tive formal guarantees, corroborates the communicabil-

ity gap discussed below.

3.5 Differential Privacy: Formal Auditing and the

Communicability Deficit (RQ2)

The investigation of the second Research Question re-
veals a functional dichotomy in the application of Dif-
ferential Privacy. Of the 64 primary studies, 25 (39.1%)

establish some relationship with DP, whereas 31 do not

mention it and 8 did not permit classification on the

basis of the available text. Among the 25 that address

it, practical integration is the predominant modality

(n = 11), followed by critical contrast with syntactic
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Table 8 Utility and privacy metrics by consolidated group of techniques. The groups are not mutually exclusive.

Group of Techniques No. Utility Metrics Privacy Metrics

K-Anonymity Fam-

ily (incl. l-diversity, t-

closeness, β-likeness)

29 Information Loss (ILPG, AIL); classi-
fication/clustering accuracy; structural
similarity; number of operations.

Compliance (k, l, β); Privacy Gain
(PG); Probability of Breach; re-
identification accuracy.

Perturbation and

Others (incl. risk
models, secure ap-
proaches and text
sanitization)

23 MILTON; compression ratio; re-
call/precision; time and scalability.

Algebraic proofs; resistance to third-
party collusion; (p,N) risk metrics.

Graph and Net-

work Anonymiza-

tion

19 Structural similarity; edge metrics;
Shannon Entropy (structural uncer-
tainty).

Attack Success (Acc./FPR/AUC);
Model Confidence ((k, l)-degree); Pri-
vacy (1 − AC); Shannon Entropy

(de-anonymization).
Differential Privacy 17 Structural properties (degree, path,

EVC); classification accuracy; over-
laps/MAE.

ϵ-differential privacy; budget (ϵ, δ);
global/local sensitivity; Anon
Drop/PVP.

Clustering and

Generalization

14 Information Loss (range query distor-
tion); pattern preservation; Shannon

Entropy (derived ILPG).

Privacy Gain (PG); k-anon/(g, l)-div ;
Shannon Entropy (privacy gain).

models (n = 6), use as a foundation or instrument of

formal verification (n = 4), mention without further de-

velopment (n = 3) and employment as a comparative
benchmark (n = 1).

This distribution supports a reading that departs

from the usual narrative. Although DP has historically

been positioned as an alternative to syntactic models,

the corpus shows that it has been progressively appro-

priated as a framework of formal verification for audit-

ing the robustness of classical techniques. Studies such

as those of Ganta et al. [17] and Xiao et al. [67] use the

probabilistic bounds of DP, notably ϵ-indistinguishability,

to quantify mathematically the structural vulnerabili-

ties, such as composition and intersection attacks, that

remained invisible under traditional deterministic met-
rics. In this context, DP operates less as a competitor
than as a proof tool, offering the rigor needed to validate

or refute the effectiveness of syntactic generalizations.

The work of de Medeiros et al. [9] takes this strand to

its limit, by mechanizing the formal verification of the

very foundations of DP.

By contrast, and as illustrated in Fig. 6, the com-

municability of these guarantees remains a critical bot-

tleneck. Only 8 of the 64 studies (12.5%) propose any

mechanism for translating formal guarantees for non-

specialist audiences. The mechanisms identified are het-

erogeneous and, for the most part, incidental to the
main objective of the works: visual risk-utility frontiers
that allow the data holder to choose the operating point

[55]; the aggregation of multiple metrics into a single

index through multi-criteria decision analysis [71]; dis-

crete access levels associated with user profiles [42]; the

explicit modeling of the probable number of adversaries

as a translation of corporate risk [35]; the formulation

0 10 20 30 40

Number of studies (n = 64)

Proposes a translation
mechanism for non-experts

Engages with
Differential Privacy

8 of 64  (12.5%)

25 of 64  (39.1%)

Fig. 6 Discrepancy between the use of Differential Privacy
as a technical auditing tool and the availability of translation
mechanisms for non-experts

of guarantees in terms of relative confidence gain, which

the authors argue is more intuitive than cumulative dif-
ferences [7]; the customization of rigorous definitions
by domain experts who are not privacy experts [26];

the recommendation to communicate the principles of

DP in plain language in the user interface [31]; and the

color-coded visualization of levels of concern for each

passage of text, proposed explicitly as an interactive

awareness tool [56].

It is further to be noted that none of the eight mech-

anisms addresses the data subject, the individual whose

privacy is at stake. All of them are directed at the data

holder, the analyst or the manager. A semantic gap at

two levels thus becomes apparent: the literature has

mastered the technique of protecting the data and has

advanced in part in explaining that protection to those

who operate it, but it has not developed instruments

for communicating it to those whom it protects.
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3.6 Adoption and Applicability of Shannon Entropy

(RQ3)

The third Research Question examined the practical

relevance of Shannon Entropy as a verification mecha-

nism in anonymization processes. The analysis reveals a

significant discrepancy between the theoretical ground-

ing of the metric in Information Theory and its effective

implementation in the recent literature.

From the quantitative perspective (Fig. 7a), the met-
ric was explicitly adopted in 20 of the 64 studies (31.3%).

This figure corroborates the predominance of empiri-

cal metrics, such as re-identification success rates, and

of models based on rigid syntactic constraints, to the

detriment of formal validations grounded in probabilis-

tic uncertainty.

Qualitatively, a diversification of roles is observed

(Fig. 7b). Among the 20 studies that employ it, 9 use it

exclusively as a privacy metric, quantifying the un-

certainty of the adversary with respect to the sensitive
attributes, a scenario in which high entropy indicates
robustness. A further 6 employ it exclusively as a util-
ity metric, to measure Information Loss, where the

entropic divergence between the original and the sani-
tized data is to be minimized. A third set, comprising

3 studies, uses the metric in both functions simul-
taneously, exploiting its duality within a single evalu-
ative framework. The two remaining cases are singular

and particularly informative: one incorporates entropy

as an active component of the loss function [56] and

the other subjects the sufficiency of the metric itself to

critical scrutiny [4].

The trend represented by the first of these cases

deserves emphasis, as it signals the transition of entropy

from a passive metric of a posteriori assessment to an

active component of optimization. Staufer et al. [56]

integrate entropy into the loss function of sanitization

models, guiding learning so as to maximize uncertainty

over sensitive passages during training itself.

Despite this versatility, the sufficiency of entropy as

a standalone metric remains under scrutiny. Arca and
Hewett [4] warn that, without taking the prior knowl-
edge of the adversary into account, the metric may fail
to capture semantic risks. This limitation indicates that

the robust adoption of Entropy requires the transition

from the absolute uncertainty measure H(X) to Con-
ditional Entropy H(X | K). In this formulation, the

auxiliary knowledge K acts as a reducer of the proba-
bility space, permitting a semantic calibration in which

privacy is assessed by the residual uncertainty of the

adversary, and not merely by the statistical variability

of the data.

4 Threats to Validity

This section discusses the limitations that condition the

interpretation of the results presented, organized ac-

cording to the dimensions of validity usually considered

in systematic reviews.

4.1 Internal Validity

The principal limitation of this study lies in its hav-

ing been conducted by a single researcher. All stages

(screening, quality assessment, extraction and catego-

rization) were carried out by one person, which makes
it impossible to compute measures of agreement be-
tween independent assessors, such as Cohen’s κ coeffi-

cient, and admits the influence of judgment bias in the
decisions of inclusion and of coding.

Three procedures were adopted to mitigate this risk.

First, the protocol (research questions, search strings,
eligibility criteria and quality checklist) was registered
in full before screening began, reducing the scope for
ad hoc decisions. Second, the selection was conducted

in four successive and progressively more costly stages
(title, abstract, introduction and conclusion, and full
text), so that no definitive exclusion occurred on the ba-

sis of minimal evidence; doubtful cases were promoted
to the following stage, favoring sensitivity over preci-
sion in the early phases. Third, the protocol and the
results were submitted to the supervision of an experi-

enced researcher, who reviewed the methodological de-

cisions. It should be noted, however, that supervision

is not equivalent to independent double screening, and

the limitation remains.
A second limitation concerns the audit trail. The

formal recording, on the management platform, of the

exclusion criterion applied to each study was carried

out incompletely: of the discarded records, only a mi-

nor fraction had the corresponding criterion explicitly

linked. The exclusion decision itself followed the criteria

of Section 2.3 at every stage, but the published dataset
does not make it possible to reconstruct, for each in-
dividual study, which criterion motivated its discard.

Future work seeking to replicate or extend this review

should record that association from the first screening

stage onward.
It should finally be noted that the categorization

of the techniques (Section 2.6) resulted from inductive

coding performed by a single coder. Emergent cate-

gories are sensitive to the order of reading and to the

interpretation of the coder, particularly when the de-

scriptions given by the primary studies employ hetero-

geneous terminology for equivalent mechanisms. The

complete table of assignments has been made available
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31.3%

use entropy

(a) Adoption across the 64 primary studies

Uses entropy (n = 20)

Does not use (n = 44)
0 2 4 6 8 10 12

Studies using entropy (n = 20)

Critique of metric sufficiency

Loss function / training

Privacy and utility

Utility metric

Privacy metric

1 (5%)

1 (5%)

3 (15%)

6 (30%)

9 (45%)

(b) Taxonomy of applications

Fig. 7 Characterization of the use of Shannon Entropy: (a) proportion of adoption across the 64 primary studies and (b)
taxonomy of the applications in the 20 studies that employ it

alongside the remaining data of the study, allowing each

coding decision to be audited independently.

4.2 Construct Validity

Data extraction relied on free-text fields completed from
the reading of the primary studies. This format pre-

served the original terminology, but left gaps: six stud-
ies do not make explicit the attack model they intend
to mitigate, and eight did not permit classification as
to their relationship with Differential Privacy. The fre-

quencies reported in Figs. 5 and 6 must therefore be

read as lower bounds rather than as exhaustive counts.

In addition, the identification of mechanisms for trans-

lating guarantees for non-experts (RQ2) depends on the

primary study declaring that intention explicitly. It is

plausible that some works present visualizations or pa-
rameterizations with a practical translation effect with-
out framing them as such, which would underestimate

the proportion of 12.5% reported in Section 3.5.

4.3 External Validity

The search was restricted to three digital libraries (ACM

Digital Library, IEEE Xplore and Web of Science) and

to publications written in English. Both restrictions

privilege technical and computational output and may

have excluded relevant contributions appearing in legal

venues, in information systems journals not indexed in

those databases, or in other languages. The absence of

Scopus and SpringerLink from the set consulted is an

acknowledged limitation.

This restriction is particularly sensitive for RQ2.

The translation of formal guarantees for decision-makers

is a problem that manifests itself at the intersection of

computing, law and human-computer interaction, and

the literature of the latter two areas is underrepre-

sented in the scope adopted. The finding of a scarcity of

translation mechanisms must therefore be interpreted

as characteristic of the computational literature on anonymiza-

tion, and not as a diagnosis of the field of privacy as a

whole.

4.4 Conclusion Validity

The analyses presented are descriptive and exploratory

in nature: no tests of statistical significance were ap-

plied, and the differences between category frequencies

must not be interpreted as statistically demonstrated

differences. It should further be stressed that the multi-
label categorization, although more faithful to the hy-
brid nature of the works analyzed, precludes reading
the proportions as parts of a whole, as cautioned in

Section 3.3.

5 Conclusion and Future Work

This Systematic Literature Review analyzed 64 primary

studies on anonymization techniques, revealing a tech-

nological transition marked by an asymmetry between

theoretical advances and practical application. The re-
sults confirm that, despite the academic consensus on
the structural limitations of syntactic models, the k-

anonymity family retains a significant prevalence, present

in 29 of the 64 works (45.3%). Such persistence indicates
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that implementation feasibility continues to take prece-

dence over the demand for formal robustness in many

operational contexts.

The most telling finding, however, is not the preva-
lence of one paradigm over another, but their coex-

istence. More than half of the studies analyzed (33;

51.6%) combine mechanisms from distinct categories,

articulating syntactic models, differential guarantees,

generalization techniques and cryptographic methods

in hybrid arrangements. The narrative of a linear re-

placement of the classical models by Differential Pri-

vacy does not hold empirically: what is observed is com-

position.

With regard to Differential Privacy, the review iden-

tified a functional dichotomy. Present in 25 of the 64

studies (39.1%), DP is employed predominantly as an

instrument of mathematical verification for specialists,
auditing the robustness of classical techniques rather
than replacing them. By contrast, only 8 studies (12.5%)
propose mechanisms capable of translating abstract pa-

rameters such as ϵ into interpretable risk indicators,

and none of them addresses the data subject: all are di-
rected at the data holder, the analyst or the manager.

The scarcity of translation methods thus constitutes a
significant barrier to the broad adoption of formal guar-
antees outside the academic sphere, and a twofold gap,

since it does not even reach the individual whom the

protection is meant to benefit.

As to the role of Information Theory, the investi-

gation of Shannon Entropy revealed its potential as a

unifying metric, albeit an underused one: adopted by

20 of the 64 studies (31.3%), it serves both to measure

the uncertainty of the adversary and the degradation

of the signal, and in three cases performs both func-

tions simultaneously within the same framework. It is

concluded that progress in the field depends on the de-

velopment of hybrid evaluation frameworks that inte-

grate the auditable robustness of Differential Privacy

with the interpretability of entropic metrics.

5.1 Future Work

On the basis of the gaps identified and of the opportu-

nity for integrating formalism and interpretability, the

following directions are suggested:

1. Development of a hybrid (DP-entropic) frame-
work: to formalize an evaluation framework that

uses Differential Privacy to guarantee the upper bound

on risk and Shannon Entropy to translate that risk

into metrics of information loss and residual uncer-

tainty, thereby facilitating the calibration of param-

eters by non-experts.

2. Active incorporation of entropy into optimiza-
tion: to investigate the use of entropy not merely as

a metric of post-hoc validation, but as a component
of the loss function in sanitization algorithms, gen-

eralizing to structured data the approach observed

in text sanitization [56].

3. Semantic entropy sensitive to auxiliary knowl-
edge: to develop metrics based on Conditional En-

tropy H(X | K) capable of weighing statistical un-
certainty against the prior knowledge of the adver-

sary, thereby overcoming the limitation pointed out

by Arca and Hewett [4].

4. Empirical validation with decision-makers: to

conduct studies with data managers and Data Pro-

tection Officers in order to assess whether entropy-
based metrics afford a superior understanding of re-
identification risks compared with the raw presen-
tation of the parameters ϵ or k.

5. Communication directed at the data subject:
to investigate translation mechanisms aimed at the
protected individual, a gap for which this review

identified no proposal whatsoever in the corpus an-
alyzed.
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