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Abstract

Standardised tests to assess speech quality, such as the listening tests of Recommendation P.800 of the
International Telecommunication Union Telecommunication Standardization Sector (ITU-T), require
controlled experimental environments to ensure reliable subjective ratings. However, poor ventila-
tion in soundproof booths can lead to increased carbon dioxide (CO2) concentrations, which may
affect cognitive function and judgement. This study investigates whether CO2 levels affect speech
quality ratings and response behaviour in listening tests. We conducted a classic mean opinion score
(MOS) listening experiment while continuously measuring CO2 concentrations in a non-actively ven-
tilated sound booth. Our analysis reveals three key findings: (1) Higher CO2 levels significantly reduce
response time, suggesting a shift towards more impulsive decision making. (2) Speech quality ratings
are systematically affected, with poorer samples rated more favourably and higher quality samples
rated less favourably at elevated CO2 concentrations. (3) Response variability decreases under high
CO2 conditions, suggesting reduced sensitivity to quality differences. These findings highlight a previ-
ously overlooked factor in speech quality research, suggesting that ambient air quality may introduce
bias into subjective ratings. We discuss the implications for experimental design and the need for
controlled ventilation in perceptual studies to ensure data validity.
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1 Introduction

Controlled listening experiments remain a gold
standard for evaluating human quality of experi-
ence in speech communication systems, particu-
larly following the well-established P.800 method-
ology of the International Telecommunication
Union Telecommunication Standardization Sec-
tor (ITU-T) [7]. At our lab, a newly acquired
sound isolation cabin offered the opportunity to

conduct such experiments in a dedicated, acous-
tically neutral environment. However, initial pilot
tests revealed that the built-in ventilation system
introduced a high level of continuous background
noise, rendering it unsuitable for critical listening
evaluations.

Faced with this constraint, we considered oper-
ating the cabin without mechanical ventilation
for the duration of each session. During an early
trial session, it quickly became apparent that the
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air quality deteriorated noticeably after a short
period of time. This raised an important, prac-
tical, and underexplored question: Does poor air
quality—measurable via carbon dioxide (CO2) as
a proxy—influence participants’ perceptual judg-
ments in listening experiments?

1.1 Air Quality and Cognitive

Performance

There is growing scientific evidence that ele-
vated indoor CO2 levels—even at concentrations
previously considered safe—can impair cognitive
performance in various tasks. Satish et al. [10]
exposed participants to increasing concentrations
of CO2 (600, 1,000, and 2,500 parts per mil-
lion, ppm) and found that decision-making per-
formance declined significantly with increasing
CO2 levels, with statistically significant effects
emerging in 6 out of 9 cognitive dimensions
already at 1,000 ppm. Allen et al. [1] replicated
and extended these findings in a simulated office
environment with 24 participants, demonstrat-
ing further cognitive performance impairments at
moderate (945 ppm) and high (1,400 ppm) CO2

exposures.
While both studies focus on strategic multi-

dimensional decision-making under extended
exposure, the implications also raise concerns
for any experimental protocols requiring concen-
tration, perceptual discrimination, or evaluative
decision-making—including speech quality listen-
ing tests, where participants are required to make
repeated, fine-grained judgments under lab condi-
tions.

1.2 CO2 as an Indoor Air Quality

Metric

CO2 is widely recognized as a reliable proxy
for human-generated air pollution and ventila-
tion sufficiency. According to official guidelines [2]
by the Austrian Federal Ministry for Climate
Action, Environment, Energy, Mobility, Innova-
tion and Technology, indoor CO2 levels above
1,000 ppm are perceived as “unsatisfactory” by
approximately 20% of people, and levels nearing
1,500 ppm are associated with thresholds of dis-
comfort due to human metabolic emissions. Poorly
ventilated spaces such as bedrooms and vehicles
frequently exhibit CO2 concentrations exceeding

1,400 ppm, with mean values above 2,000 ppm
in taxis and buses [2]—concentrations which are
comparable to those reached in our experimental
setting.

1.3 Research Questions &

Contributions

Motivated by these findings and observations,
the present study investigated whether ambient
CO2 concentration affects subjective speech qual-
ity ratings in a controlled lab setting. Specifically,
we aim to answer the following research questions:

• Does higher CO2 concentration influence the
perceived quality of speech samples?

• Are some stimuli (e.g., with especially good or
poor quality) more affected than others?

• Does poor air quality attenuate rating precision
or variability, e.g., through decision fatigue or
perceptual blunting?

• What practical implications emerge for experi-
mental design and data reliability in lab-based
listening studies conducted without proper ven-
tilation?

To address these questions, we equipped the
cabin with a custom-built, high-resolution CO2

monitoring system based on the MH-Z19 non-
dispersive infrared (NDIR) sensor module and
an ESP8266 microcontroller for real-time data
streaming. We then conducted a classical ITU-
T P.800-style listening test, staging 5,329 rat-
ing trials across 24 participants under varying
CO2 exposure. Our analysis combines classic per-
ceptual quality modeling with signal processing
techniques and linear mixed-effects modeling.

1.4 Extension over the Conference

Paper

This article is an extended version of our QoMEX
2025 short paper [11]. Compared with the confer-
ence version, it adds an expanded review of related
work on air quality and cognition and on CO2 as
an indoor air quality metric (Sects. 1.1 and 1.2), a
complete description of the method (Sect. 2), the
full statistical models for response times and rat-
ings, including a translation of the rating model
into predicted rating shifts (Sects. 3.1 and 3.2),
new analyses of rating variability (Sect. 3.3), and
an extended theoretical discussion and treatment
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of limitations (Sect. 4). Figures 1 and 2, as well as
Figs. S1 and S2 and Table S1 in Online Resource 1,
are adapted or reproduced from the conference
paper, as stated in their captions.

2 Methods

2.1 Participants

A total of N = 24 participants took part in
the study, including 11 female, 12 male, 1 inter-
sex/diverse person. The participants’ ages ranged
from 20 to 65 years, with a mean age of 36.29
years and a median age of 32 years. All partici-
pants were fluent in German (level C1 or above
of the Common European Framework of Refer-
ence for Languages, CEFR), with self-reported
normal hearing and no known cognitive or speech
impairments. Each participant provided informed
consent and received monetary compensation for
their time. The study was approved by the Ethics
Committee of Faculty IV (Ethik-Kommission der
Fakultät IV), Technische Universität Berlin (ref-
erence number 322; application submitted on 24
February 2025).

2.2 Experimental Design and

Procedure

The study followed a passive listening test pro-
tocol similar to the ITU-T P.800 standard [7].
Participants completed two consecutive experi-
mental phases, separated by a 5 min break. The
entire session took place in a sound-treated cabin
with no active ventilation (mute labs Meetingbox
QUATTRO).

First Phase: Participants rated 200 (8 sec to
12 sec each) isolated speech samples of varying
quality sourced from a SwissQual AG dataset that
was part of the training material for P.OLQA-
based objective models, described in more detail
in [15]. Each sample was presented once, and par-
ticipants recorded their quality judgments using
a mean opinion score (MOS) scale on an over-
flow range [8]. This phase lasted approximately 45
minutes.

Break Phase: Following the first part, the
experimental software initiated a 5-minute break.
During this time, participants could not interact
with the system, but were informed that they
could leave the cabin if desired. Most participants

opened the door during this period, causing a nat-
ural ventilation of the cabin and a reduction in the
CO2 concentration.

Second Phase: After indicating their readi-
ness to continue, participants proceeded to the
second part, in which they rated 30 sec monaural
speech segments from two-person conversations.
Only one side of each conversation was audible,
with segments selected to have at least 70 %
active speech. These recordings were taken from
a study environment operating over manipulated
Web Real-Time Communication (WebRTC) con-
nections [12], representing four distinct network
degradation conditions (e.g., packet loss, reduced
bandwidth, and high latency).

Participants performed the listening tests inde-
pendently and were told they could pause and
continue at their discretion. All instructions were
given outside the cabin; a short test run was
performed to ensure technical setup and compre-
hension before the session began.

2.3 CO2 Measurement and

Experimental Rationale

A key focus of the study was to examine
the effect of elevated CO2 concentration, which
increases naturally during prolonged occupancy
in closed rooms. Continuous CO2 readings were
captured using a custom-built sensor system
based on an MH-Z19 module interfaced with an
ESP8266 microcontroller (NodeMCU mini). Sen-
sor readings were collected every two seconds
and streamed via USB to a local laptop in the
cabin. This allowed synchronous logging of CO2

concentration alongside trial timestamps.
To experimentally separate time and CO2

effects, the study was deliberately split into two
phases with a break in between. This break
increased the likelihood of participants opening
the cabin door, effectively resetting or reducing
the CO2 concentration significantly. This setup
introduced controlled variability in CO2 dynamics
across participants and trials, enabling subsequent
modeling of its effect on perceived quality.

2.4 Measures

Two dependent variables were recorded: Speech
Quality Rating (MOS): Participants used an over-
flow scale to rate perceived speech quality for
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each trial. Response Time (s): The time inter-
val between the end of audio playback and the
initiation of the next trial, measured in seconds.

The primary independent variable was the
CO2 concentration (in ppm), time-aligned with
each trial. The cumulative time elapsed since the
first trial per participant, allowing for analysis
of both cumulative exposure and CO2 varia-
tion across time. All analyses were conducted in
Python, using statsmodels for the linear mixed-
effects models and SciPy for Levene’s test; figures
were created with matplotlib and seaborn.

2.5 Use of Generative AI

Generative AI (Claude, Anthropic) was used to
assist in revising the manuscript for this journal
version, including restructuring, drafting text pas-
sages from the authors’ results and notes, and
checking consistency and references. All analyses,
results and interpretations are the authors’ own;
all AI-assisted text was reviewed and edited by
the authors, who take full responsibility for the
content.

3 Results

A total of 5,329 individual speech quality rat-
ings were collected during the experiment. As
expected, the level of CO2 in the cabin increased
progressively over time due to a lack of active ven-
tilation. The rise in concentration continued until
participants opened the door, allowing the cabin
to ventilate naturally.

At the beginning of the experiment, the aver-
age CO2 concentration was approximately 458
ppm. On average, it took 1190 sec (approximately
20 min) for the CO2 level to reach 1,000 ppm,
and around 2380 sec (approximately 40 min) to
exceed 1,500 ppm. Fig. S1 in Online Resource 1
illustrates the increase in CO2 concentration over
time for each participant. Notably, there is a steep
drop around the 2,900-second mark, correspond-
ing to the moment when most participants opened
the cabin door to take a break.

3.1 Effect of CO2 on Response Time

To investigate the influence of ambient CO2 con-
centration on the speed at which human raters
assess speech quality, a linear mixed-effects model

was fitted using participant ID as a random inter-
cept to account for inter-rater variability. The
fixed effects included the CO2 concentration (con-
tinuous, in ppm) and relative time since experi-
ment start (continuous, in sec). The model was
estimated using restricted maximum likelihood
(REML).

CO2 concentration had a statistically signifi-
cant negative effect on response time (β = −0.005,
SE = 0.001, z = −4.748, p < .001), indicating
that higher CO2 levels were associated with faster
rating responses. Relative experiment time also
positively predicted response time (β = 0.005, SE
= 0.000, z = 15.866, p < .001), suggesting a grad-
ual slowing of responses over time. The intercept
was 4.095 (SE = 1.136, z = 3.606, p < .001), and
the variance of the random intercept was 0.000
(SD = 0.057).

To further illustrate the relationship between
CO2 and rating speed, we examined the average
response times across five ordinal CO2 bucket lev-
els (Low, Mid-Low, Mid, Mid-High, High) with
each bucket containing an equal number of ratings.
The buckets covered the following CO2 ranges
(mean ± SD in parentheses): Low 406–706 ppm
(581.15±84.004), Mid-Low 707–948 ppm (831.97±
70.065), Mid 949–1187 ppm (1062.86 ± 67.661),
Mid-High 1188–1397 ppm (1292.54 ± 60.616) and
High 1398–2202 ppm (1627.50± 197.146). As seen
in Table S1 in Online Resource 1, response time
decreased with higher CO2 levels, supporting the
negative association found in the mixed model.

3.2 Effect of CO2 on Subjective

Speech Quality Ratings

To investigate the influence of ambient air quality
on speech perception, we analyzed the relation-
ship between participants’ MOS and the CO2

concentration in the sound cabin.
Figure 1 shows the distribution of MOS values

across CO2 concentration levels. Under conditions
of good air quality (low CO2), participants made
wide use of the full rating scale. As CO2 accu-
mulated in the cabin, this distribution narrowed:
ratings clustered more closely around the mid-
point of the scale. This gravitation toward central
ratings indicates a dampening of participants’
ability—or willingness—to make nuanced and
fine-grained quality distinctions under degraded
air quality conditions.
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Fig. 1 Distribution of MOS ratings of all samples in the
test across different CO2 concentration levels (bucketed).
Adapted from [11], © 2025 IEEE

To formally analyze the effect, we again fitted
a linear mixed-effects model predicting subjective
ratings as a function of:

• the continuously logged CO2 concentration,
• the MOS of each stimulus across all partici-

pants,
• their two-way interaction,
• and time spent in the cabin.

A random intercept was fitted for each participant
to account for inter-individual rating biases. The
results are summarized in Table 1.

Table 1 Effects of CO2, MOS, and time on subjective
ratings

Predictor Coef. SE z p

Intercept −0.515 0.150 −3.43 < .001

CO2 4.92×10−4 9.35×10−5 +5.26 < .001
Avg. Quality +1.190 0.037 +32.50 < .001

CO2×Qual. −1.93×10−4 3.23×10−5
−5.99 < .001

Relative Time 2.15×10−5 9.61×10−6 +2.24 .025

All fixed effects in the model were statisti-
cally significant. Because CO2 is measured in raw
ppm and spans nearly 1,800 units in our data,
the CO2 and CO2 × Avg. Quality coefficients in
Table 1 are necessarily small in magnitude. The
positive main effect of CO2 indicates a subtle
increase in MOS ratings as air quality worsens.
However, this main effect is qualified by a strong

and significant interaction between CO2 concen-
tration and the average perceived quality of each
sample. This finding suggests a compression of
ratings: mediocre-quality samples remained rela-
tively stable across different CO2 levels, whereas
extreme-quality samples were rated differently
depending on air quality. Table 2 translates this
interaction into rating units, showing the model-
predicted MOS shift across the full observed CO2

range for the five quality tiers used in Fig. 2.
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Fig. 2 Interaction effect between CO2 concentration and
sample quality on participant MOS ratings. Samples have
been grouped into five equally sized categories based on
their MOS. High-quality samples receive lower MOS rat-
ings under high CO2; poor-quality samples receive inflated
ratings as ambient CO2 increases. Adapted from [11],
© 2025 IEEE

Table 2 Model-predicted change in MOS across the
observed CO2 range (˜400–2,200 ppm), by sample
quality tier

Quality Tier Avg. MOS Predicted ∆MOS

Bad 1.55 +0.35
Poor 2.23 +0.11
Fair 2.61 −0.02
Good 3.13 −0.20
Excellent 3.86 −0.46

Figure 2 visualizes this interaction. Under low
CO2 conditions, ratings closely reflect the inherent
quality of the stimulus: high-quality samples are
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rated highly, while poor-quality samples receive
low ratings. As air quality degrades (i.e., CO2

increases), this relationship weakens. High-quality
samples are rated significantly worse, while poor-
quality samples receive more favorable ratings.
This compression of scaling indicates a diminished
sensitivity or discrimination ability—participants’
ability to distinguish between excellent and poor
audio appears to degrade under higher CO2 con-
centrations.

3.3 Effect of CO2 on Rating

Variability

In addition to analyzing central tendencies of sub-
jective ratings, we examined whether air quality
influenced the consistency of listeners’ judgments.
Specifically, we asked whether increased CO2 con-
centrations led to reduced variability in MOS.

Fig. S2 in Online Resource 1 summarizes the
standard deviation of speech quality ratings across
CO2 concentration levels (bucketed). The variabil-
ity of ratings decreases markedly as air quality
deteriorates, with the highest standard deviation
observed under the lowest CO2 condition (Low :
σ = 1.26), and the lowest under the highest
CO2 condition (High: σ = 0.96). The monotonic
trend suggests a consistent reduction in inter-rater
variability as ambient air quality declines.

This observation was statistically confirmed
using Levene’s test for equality of variances across
the CO2 conditions, which returned a highly sig-
nificant result (F = 32.06, p < .001). This
indicates that the variances differ significantly
between CO2 bins, with a substantial compression
of spread under poorer air quality conditions.

To further investigate this phenomenon at
the individual participant level, we modeled
within-subject variability by computing the log-
transformed residuals per trial, capturing the
degree to which individual ratings deviated from
each participant’s average. A linear mixed-effects
model with random intercepts for participants
showed a significant negative effect of CO2 con-
centration on residual variability (β = −0.000,
p < .001), confirming that participants’ responses
became less variable as CO2 levels increased.

To complement this analysis, we also evalu-
ated a standard consistency metric relating the
standard deviation of opinion scores (SOS) to the
MOS [6]. Figure 3 plots the standard deviation of

opinion scores (SOS) against the MOS for each
of the 50 test conditions of the dataset, grouped
by CO2 bucket. Solid lines show SOS hypoth-
esis fitting functions, where the SOS parameter
a is obtained by minimizing the least squared
errors. Lower SOS parameter values correspond
to lower diversity in raters’ judgments. As shown
in the plot, responses under higher CO2 con-
ditions demonstrate both a reduction in rating
spread and a lower fitted SOS slope, consistent
with a monotonic narrowing of user responses.
Overall, SOS parameters were consistent with
values typically reported in the speech quality lit-
erature (0.17–0.25) [5], while more extreme CO2

levels resulted in significantly more stable and less
variable ratings outside of the common range.
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Fig. 3 SOS-MOS plot across different CO2 conditions.
Each marker represents a test condition (MOS, SD). Lines
indicate fitting functions according to the SOS hypothesis
with the SOS parameter a specified in the legend. Rating
diversity decreases with increasing CO2

4 Discussion

The results of this study indicate that increasing
ambient CO2 concentration affects listener behav-
ior in perceptual speech quality assessment. In
particular, we observed a compression effect: rat-
ings under higher CO2 exposures clustered closer
to the center of the scale, with high-quality sam-
ples being rated less favorably and low-quality
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ones more leniently. This distortion of perceptual
judgments challenges the assumption that sub-
jective ratings under such controlled conditions
reflect only content-related perceptual differences,
and raises questions about how ambient factors
influence data quality more broadly.

This compression is theoretically supported by
several strands of psychological research. From a
cognitive load theory perspective [9, 13], higher
environmental load—such as reduced air qual-
ity—can impose additional extraneous cognitive
burden, narrowing the resources available for
task-specific processing. Applied to the task of
fine-grained speech quality judgment, participants
may default to mid-scale responses as a heuristi-
cally simpler strategy. This simplification effect is
compatible with findings in educational psychol-
ogy, where learners under cognitive strain aban-
don effort-intensive strategies in favor of broader
generalizations or shortcuts.

A complementary explanation stems from self-
regulation theory. Under sustained environmental
discomfort, such as humid or stale air, the active
self becomes depleted, as described in the ego
depletion literature [3, 14]. This depletion reduces
individuals’ capacity to exert deliberate effort over
time, particularly in repeated decision-making or
evaluative tasks. Rather than maintaining pre-
cision when rating each stimulus, listeners may
adopt a more emotionally neutral stance, giving
ratings that reflect neither strong satisfaction nor
dissatisfaction.

From a perceptual standpoint, the results
are also consistent with predictions from signal
detection theory [4], whereby increased inter-
nal noise—whether cognitive or sensory—reduces
discriminability between stimuli. If CO2-induced
fatigue raises such internal uncertainty, listeners
may find it harder to reliably tell apart nuanced
differences in audio quality. The resulting over-
reliance on the middle of the scale closely mimics
the reduced sensitivity outcomes signal detection
models predict under high-noise conditions.

The observed decrease in rating variability
adds further weight to this interpretation. Listen-
ers appear less decisive or expressive in their judg-
ments, suggesting not only a perceptual effect, but
also a metacognitive one: under degraded environ-
mental conditions, participants may become less
confident in their judgments, or less motivated to
engage with the task. Intriguingly, response time

analyses showed that decision speed increased
with CO2, suggesting even further alignment with
cognitive shortcut-taking and response simpli-
fication. Whether this indicates impulsivity or
strategic resource-saving remains open for further
inquiry.

Together, these theoretical lenses converge on
a single behavioral pattern: when environmen-
tal stress or discomfort taxes cognitive resources,
humans adapt by perceiving less distinctly, judg-
ing less precisely, and deciding more simplistically.

4.1 Limitations and Future Work

While our findings are compelling, several limita-
tions should be acknowledged.

First, unlike previous studies [1, 10], CO2

levels in this study were not experimentally
manipulated or held constant across conditions.
Instead, they evolved naturally over time due
to participant respiration in a closed environ-
ment. While this increases ecological validity,
it limits causal precision and introduces poten-
tial confounds between CO2 and time-on-task
effects—which we attempted to control statisti-
cally and through our experimental design.

Second, the listening task involved passive
quality rating, which may impose lower cogni-
tive demands than the complex decision-making
tasks used in prior CO2 studies. Future work
should investigate whether similar perceptual and
behavioral distortions emerge in other experimen-
tal paradigms, such as conversational interaction
or other collaborative tasks.

Third, although our CO2 sensor provided high
temporal resolution, it does not directly capture
other indicators of indoor air quality (e.g., temper-
ature, humidity, volatile organic compounds). It
remains possible that other environmental factors
contributed to the observed effects.

Despite these limitations, our findings raise
important methodological considerations. Future
work should replicate these results across diverse
participant pools, task paradigms, and controlled
CO2 exposure levels. Given the potential for
uncontrolled environmental variables to influence
perceptual judgments, we advocate for the inclu-
sion of real-time ambient monitoring—including
CO2—as a standard data stream in lab-based
experiments.
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5 Conclusion

This study set out to examine whether CO2

levels—an often-overlooked environmental vari-
able—can influence subjective judgments in per-
ceptual listening tests. Across more than five
thousand quality ratings collected in an enclosed,
non-actively ventilated sound cabin, we found
compelling evidence that the concentration of
CO2 in the room significantly affected both the
outcome and character of listener responses.

As CO2 levels rose during the course of
each experimental session—frequently surpassing
1,500 ppm within 45 minutes—we observed sys-
tematic distortions in listeners’ ratings. Under
higher concentrations, participants tended to rate
good quality samples less favorably, while poor
quality samples were evaluated more leniently.
This pattern suggests a narrowing of percep-
tual sensitivity, producing a rating compression.
Consistent with this finding, the variability of
responses across raters also decreased, indicating
that under degraded air quality, listeners provided
less differentiated, less diverse evaluations.

These results have important methodological
implications for speech and audio research: ambi-
ent environmental factors such as air quality are
not neutral backdrops to perceptual experiments,
but active contributors to cognitive and per-
ceptual performance. In long-form listening tests
conducted in close-to-sealed environments, it is
essential to control air quality, either through ven-
tilation, time-limiting protocols, or environmental
sensing, if we are to ensure the reliability and
interpretability of subjective data.

Ultimately, our findings point to a simple
but often overlooked truth: ensuring high-quality
experimental data in perceptual research may
require not only careful stimulus design and rigor-
ous procedures, but also clean, breathable air.

Supplementary information. Online
Resource 1 (ESM 1.pdf) contains Fig. S1 (CO2

concentration over time for each participant),
Table S1 (response time per CO2 bucket) and
Fig. S2 (standard deviation of the ratings per
CO2 bucket).
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