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Abstract

Longitudinal data are increasingly collected in clinical trials to provide information
on treatment effect and disease evolution. The trajectory of continuous biomarkers
such as target hormone concentrations or viral loads can then be modelled in
relationship to the occurrence of events such as recovery or hospitalisation. Other
studies may include repeated measurements of discrete pain scores, number of
episodes (count) or occurrence of events (survival). Non-linear mixed-effect models
(NLMEM) can handle individual differences in trajectories while modelling the
underlying population evolution and are the natural choice for their analysis.
While there are several commercial packages available to estimate the parameters
of these models, such as Nonmem and Monolix, the saemix package for R is one
of the few open-source solutions and the most flexible. In this paper, we present
its application on a variety of models for non-Gaussian data. We include several
datasets to the package showcasing different types of data and analyses and
provide detailed notebooks containing the code and output. The results for the
different examples were in line with previous analyses on the data. To evaluate the
performance of saemix, we performed a simulation study for NLMEM involving



repeated binary data, where saemix showed good performance to recover the true
parameter values. In conclusion, saemix is a powerful and fully open-source tool
for parameter estimation in NLMEM. The package has been extended to handle
non-Gaussian models through a flexible interface that allows users to specify their
own likelihood functions.

Keywords: Non-linear mixed effect models, SAEM algorithm, saemix, parameter
estimation, longitudinal data, non Gaussian data



Introduction

Longitudinal data are collected routinely during clinical trials to monitor biomark-
ers, drug exposure or changes in clinical conditions. Modelling these responses can be
used in therapeutic monitoring as well as for following or predicting disease trajecto-
ries (Hendrickx et al. 2024), and biomarker evolution can be linked to survival through
joint models (Desmeée et al. 2017). Non-linear mixed effect models (NLMEM) are used
to describe longitudinal data, as they are adapted to the hierarchical structure of
repeated measurements in subjects coming from the same population. Whether set in
a maximum likelihood or a Bayesian framework, specific algorithms are required to
circumvent technical challenges such as computing the likelihood, which has no closed-
form in NLMEM. In the maximum likelihood estimation (MLE) framework, different
algorithms have been proposed which can be classified in two major categories, gradient-
based algorithms minimising an approximation of (minus) the log-likelihood (Lindstrom
and Bates 1990) and EM-algorithms using the complete log-likelihood considering
the individual parameters as missing data. The Bayesian framework specifies pri-
ors on the parameters of interest to compute the posterior distribution. Software
implementing these approaches include commercial software such as NONMEM (Beal
et al. 1989-2022), Monolix (Lavielle 2014) or more recently Pumas (Rackauckas et al.
2020), and include specialised routines to manage the specificities of pharmacoki-
netic/pharmacodynamic data such as dose regimens or repeated occasions. Fitting
NLMEM in more general software such as R (R Development Core Team 2006) is also
possible. Base installations of R come with the nlme package (Pinheiro et al. 2023)
implementing the first-order conditional approximation (FOCE) algorithm (Pinheiro
and Bates 2000). Other packages have been developed such as lme4 (Bates et al. 2015),
where the likelihood is either based on a linearisation of the non-linear model function

or computed using adaptive Gaussian quadrature. saemix (Comets et al. 2011) was



the first R package implementing the stochastic approximation EM (SAEM) algo-
rithm (Kuhn and Lavielle 2005), an algorithm which has been proven both theoretically
and practically to perform extremely well in NLMEM. For Bayesian users, the rstan
package (Stan Development Team 2023) provides an interface to the Stan software
using the Hamiltonian Monte Carlo (Carpenter et al. 2017).

The types of longitudinal outcome followed are becoming more diverse and are no
longer restricted to continuous measurements such as drug concentrations or biomarker
levels. There are some specialised packages in R fitting one type of model, such as glmm
for generalised linear mixed-effect models (Hadfield 2010), which can be used for count
or categorical data, or flexsurv for parametric modelling of survival data (Jackson 2016).
The SAEM algorithm was extended to non-Gaussian outcome namely by Savic et al.
who showed better performances compared to the algorithms based on approximations
of the log-likelihood for count and categorical data (Savic and Lavielle 2009; Savic
et al. 2010).

The objective of this paper is to describe the extensions of the saemix package
implemented in version 3 (currently CRAN version 3.5), allowing the analysis of non-
Gaussian data in NLMEM including discrete and survival-type outcomes (Karimi
et al. 2020). Other noteworthy additions included improved diagnostic graphs for
continuous response models using a new version of the npde package for R (Comets
et al. 2008; Comets and Mentré 2021), as well as exploratory graphs and simulation-
based diagnostics for the new types of outcome. These new capabilities are illustrated
through case studies involving binary and count data, with analyses of categorical
and time-to-event (TTE) outcomes shown in Appendices D and E. We complement
these examples with a simulation study assessing the performance of the extended
package, based on the binary model. Further extensions enabled by the flexibility of

the package are discussed in the Discussion section.



Theoretical

Detailed presentations of the non-linear mixed effects model can be found in (Davidian
and Giltinan 1995; Pinheiro and Bates 2000; Lavielle 2014).
Continuous outcome

We assume observations follow a Gaussian distribution, and we can write the following

general non-linear mixed effects model to describe the jth observation of subject 7,

Yij € R:
Yij = f(zij, i) + g(zij,0i,0)ei; , 1<i<N , 1<j<mn
¥y = H(p,ci,m) = H(¢i), 1i ~iia. N(0,9) (1)
€ij ~iia. N(0,1)

where:

[

N is the number of subjects,

® n,; is the number of observations of subject i,

® fis the structural model defining the behaviour of the longitudinal outcome, taking
values in R,

e the regression variables, or design variables, (x;;) are assumed to be known, as well
as the individual covariates ¢;,

e for subject ¢, the vector ¢; = (¢;;; 1 < £ <ny) € R™ is the vector of n, individual
parameters on the scale of the model f, while ¢; is the vector of n, individual
parameters on a normally distributed scale,

® 1 is an unknown vector of fixed effects of size n,,

® 7); is an unknown vector of normally distributed random effects of size n,,.

We suppose that the ¢;; and the 7; are mutually independent. We further assume that

after an inverse transformation we can express the parameters ¢; as a linear combination



of fixed effects p, covariates ¢; and random effects 7;. The link function H is used to
transform ¢; into the parameters entering the function f. The residual variance is
defined by the real-valued function g and some unknown parameters o. Different error
models can be used in saemix, including constant (¢ = o = a), proportional ( g = b f
and o = b), combined (g = /a2 + b2 f2 and ¢ = (a,b)) and exponential, where we

transform the observations as y = f exp(ae) and use a constant error model.

Discrete outcome

Discrete (and time-to-event models) are defined through the distribution for the
observations, while the second-level model defining the individual parameters remains
unchanged. Considering the observations (y;;, 1 < j < n;) for any individual i as a
sequence of conditionally independent random variables taking their values in a fixed
and finite set of nominal modalities { M7, Ma, ..., Mk}, the model is completely defined
by the probability mass functions P(y;; = My|y;) for k =1,...,K and 1 < j < n,.
For a given (i, j), the sum of the K probabilities is 1, so in fact only K — 1 of them
need to be defined. In the most general way possible, any model can be considered
so long as it defines a probability distribution. Ordinal data further assume that the

categories are ordered, i.e., there exists an order =< such that

My 2 My =X... 2 Mg

We can think, for instance, of levels of pain (low < moderate < severe) or scores
on a discrete scale, e.g., from 1 to 10. Instead of defining the probabilities of each
category, it may be convenient to define the cumulative probabilities P(y;; =< Mj|1);)
for k=1,...,K — 1, or in the other direction: P(y;; = My|¢;) for k =2,..., K. Any

model is possible as long as it defines a probability distribution, i.e., it satisfies



0 < P(yij = Malws) < Plysj = Maly) < -+ < P(yi; <X Mkl;) =1

K

and Z P(yij = Mil¢i) =1
k=1
This definition extends easily to count data, which can take a number of possible
values, possibly infinite, and it is then usual to define a probability distribution
parameterised by a few parameters, such as the Poisson distribution (see case-study in

section 4 for examples).

Time-to-event outcome

Let T; denote the time to event and §; the indicator variable for individual ¢, with
0; = 1 if the event is observed and §; = 0 if T} is a censoring time. The instantaneous
risk of event for individual ¢ is described by the hazard function:

Prt <T; <t+dt|]T; > t;1;)

h(t,b;) = lim — (2)

dt—0+

A parametric hazard function allows the determination of the probability to be

event-free S at time ¢ by integrating the hazard until time ¢:

S(t,:) = exp (— / t h(x,wndx) (3)

The likelihood of an event exactly observed at time ¢, for individual 4, conditional on
the individual parameter v;, is the product of the survival function (=the probability

of not having experienced the event before t) and the hazard function (the probability



to observe the event at t):
Ut 83, s) = S(t, i) h(t, i)' =1 = S(t,90) At ).

The SAEM algorithm

The SAEM algorithm was first proposed by (Kuhn and Lavielle 2005). We give
a brief description below, referring the reader to eg (Lavielle 2014; Comets et al.
2017) or to the documentation of saemix (docsaem.pdf found at https://github.com/

iame-researchCenter /saemix) for more details.

Estimation of the population parameters

The SAEM algorithm computes the maximum likelihood estimator of the unknown set

of parameters 0 = (u, 2, o), that is, the parameters § maximising the log-likelihood:

N N
L) = 3 log (puile)) = Y log ( / p<yi|e,wi>p<¢i|e>dwi) . (4)

Because the integral is intractable when f is non-linear, EM algorithms iterate between
an E-step, which consists at iteration & in computing the conditional expectation of

the complete log-likelihood

N

Qk(0) =>_ Ellog p(yi, ¥il6)|y:, k1] (5)

i=1
and an M-step which updates 0’s estimation with the value 0 that maximises Qx(0).
Following (Dempster et al. 1977; Wu 1983), the EM sequence () converges to a
stationary point of the observed likelihood under general regularity conditions (see

also Supplementary A). When the regression function f does not linearly depend on


https://github.com/iame-researchCenter/saemix
https://github.com/iame-researchCenter/saemix

the random effects, the E-step cannot be performed in a closed-form and is replaced

by a stochastic procedure. At iteration k of SAEM:

® Simulation-step : draw w§’“> from the conditional distribution p(-|y;;6x), 1 <i < N.

® Stochastic approximation : update Qk(H), which approximates (5), according to
Qi(0) = Qu-1(0) + e (log plys, ¥{"10) — Qu-1(9)) (6)

where (yx) is a sequence of step sizes in [0, 1], decreasing towards 0 and such that

Spvke =00 and >, i < oo.

® Mazximisation-step : update 8y according to
Or1 = Arg max Qr(0)

It is shown in (Delyon et al. 1999) that SAEM converges to a maximum (local or
global) of the likelihood of the observations under very general conditions.

In the simulation step, individual parameters 1)) = {wgk), i=1,...,N} cannot
be drawn directly from their conditional distribution. Instead, they are simulated
using Markov Chain Monte Carlo (MCMC) methods, most commonly the Metropo-
lis-Hastings (MH) algorithm. Successive and different transition kernel and associated
proposals may be used (see e.g. (Lavielle 2014) for details).

In the maximisation step, the population parameters are updated through sufficient
statistics of the model. For certain model structures (combined error model, parameters
without IIV, ...) an additional minimisation step may be performed, depending on
whether the model belongs to the curved exponential family or not (Lavielle 2014).

For effective exploration of the parameter space, the algorithm is structured in two
phases. In the first K iterations (exploration phase), we initialise the algorithm with a

burn-in sequence of 5 iterations where samples are discarded after each iteration, and



then let the algorithm explore the parameter space by setting v = 1. In the smoothing
phase (K iterations), we set v, = 1/(k — K7 + 1) to ensure almost sure convergence
of the algorithm to the MLE. By default, simulated annealing is implemented during
the first half of the exploration phase to increase the variance of the proposals.
In order to improve overall convergence, it is possible to run L Markov Chains
(k,1)

instead of only one, which means drawing sequences oy W®L) in the simulation

step, and then combining the stochastic and the Monte-Carlo approximations:

L
Qu(0) = Qur(0) + 7 (i > logp(yi vi™"10) - @H(a))
=1

Estimation of the likelihood

The likelihood of the non-linear mixed effects model defined in (4) cannot be computed
in a closed-form. A first option is to approximate this likelihood by the likelihood of the
Gaussian model deduced from the non-linear mixed effects model after linearisation of
the function f around the predictions of the individual parameters (¢;,1 < < N).
Alternatively, the likelihood can be estimated without any approximation to the
model using Monte-Carlo or quadrature approaches. In saemix, stochastic integration
is implemented through an importance sampling approach, while numerical integration
involve Gauss-Hermite quadrature methods. For both approaches, the quality of the
computation depends on the estimates of the conditional mean and variances of the

individual distributions.

Estimation of the uncertainty

For continuous outcome models, saemix provides by default estimates of the uncertainty
of parameter estimates through an asymptotic approximation based on the expected
Fisher Information Matrix (FIM). The FIM is computed using a linear approximation

of the model function f (also called the FOCE method). Because this approximation
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is poor for discrete outcome models, the current version of saemix does not compute
the linearised FIM for these models. Bootstrap approaches have been proposed for
NLMEM (Comets et al. 2021) and are implemented in the package. Alternative methods
based on MH algorithms are being investigated (Guhl et al. 2022; Delattre and Kuhn

2023; Lavalley-Morelle et al. 2024).

Estimation of the individual parameters

When the parameters of the model have been estimated, the individual parameters
(1;) are estimated via their conditional distributions. We first estimate the individual
normally distributed parameters (¢;) and derive the estimates of (1;) using the
transformation v¢; = H(¢;). The conditional distributions are estimated through the
MCMC procedure used in the simulation step, using the population estimates as
priors and iterating until a prespecified tolerance is reached. Individual parameters can
then be derived as the mode (Maximum A Posteriori) or the mean of the conditional

distribution, and its standard deviation provides an estimate of their uncertainty.

Methods

Package

Examples have been added in the current version of the package (3.5), with
corresponding datasets documented in the package. These examples are used to
illustrate typical modelling workflows, including data exploration and formatting, model
definition, parameter estimation, standard errors of estimation, model comparison
through statistical criteria, and model diagnostics (see Appendices and associated
notebooks). In the following, we detail two applications to repeated binary and count
data. The analysis of categorical and time-to-event data is reported in Supplementary

Material D and E. Plots to explore the data depending on the type of outcome are
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available through the plotDiscreteData() function, specifying the outcome type as
binary, categorical, count or event.

To fit discrete outcome models in saemix, we write the model function computing the
log-likelihood of the observations. An important difference with modelling longitudinal
outcomes is that for this computation we need to pass the observed values as predictors
and therefore include them in the saemixData object. Many functions in the package
will work similarly as for Gaussian outcomes, such as extracting results after a fit or
using the summary function, while others will adjust to the outcome. For example, the
prediction functions will predict the log-likelihood of the observations according to the
fitted model. Another difference with longitudinal outcomes is that because the user is
free to write the log-likelihood directly, there is no associated simulation function by
default. To obtain simulations under the model, the user can add an additional element
of the model object to specify a simulation function based on the underlying probability
model for the observations. Doing this will allow saemix to produce simulated datasets
under the model, and some diagnostics will then be available through a discreteVPC()
function. Finally, standard errors of estimation can no longer be obtained through the
Fisher Information Matrix as implemented currently, since the approximation used in
saemix is a first-order approximation of the FIM which is known to behave poorly with
discrete data outcomes. Instead, bootstrap approaches have been implemented in saemix
which can be applied to these types of models (Comets et al. 2021). Residual-based

bootstrap requires defining the same simulation function needed for diagnostics.

Applying saemix to real data

Modelling repeated binary data with saemix

The toenail.saemix dataset in the saemix package contains binary data from a randomised
clinical trial comparing two treatments for fungal toenail infection, available in R as

the Toenail dataset in the R package prLogistic (Amorim and Ospina 2021). Data were
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collected in a multi-center randomised comparison of two oral treatments (A and B)
for toenail infection (De Backer et al. 1998), where 294 patients were measured at
seven visits (baseline=week 0, weeks 4, 8, 12, 24, 36, and 48), comprising a total of
1908 measurements. The primary endpoint was the presence of toenail infection and
the outcome of interest is the binary variable onycholysis which indicates the degree of
separation of the nail plate from the nail-bed (dichotomised as none or mild versus
moderate or severe).

Several analyses of this data have been made (Lesaffre and Spiessens 2001; Lin and
Chen 2011) and the logistic random effect model proposed by (Lesaffre and Spiessens
2001) is considered here. This model includes a random intercept (61 ), a time effect
(62) and treatment (A or B) () as a covariate affecting the slope 6. We considered
the interaction term between time and treatment but no treatment on the intercept,
which shouldn’t be different between arms due to the randomisation process. The
time course was assumed to be similar across subjects as no significant interindividual
variability was found when testing different models. saemix was used to fit a linear

model on the logit scale:

Yij | 01,; ~ Bernoulli(p;;),
logit(p;;) = In (&) =01+ (02 + Bl =B) tij, (7)
ij
01, ~ N (61,w7)

Modelling repeated count data with saemix

Data

The rapi.saemix dataset in the saemix package contains count data kindly made available

by David Atkins (University of Washington) from his tutorial on modelling count
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data (Atkins et al. 2013). The data come from a randomised controlled trial assessing
the effectiveness of web-based personalised normative feedback intervention on alcohol
consumption (Neighbors et al. 2010a,b). The rapi.saemix dataset records alcohol-related
problems, as measured by the Rutgers Alcohol Problem Index (RAPI) (White and
Labouvie 1989), in freshmen at risk for heavy drinking behaviours. Students were asked
to report every six months the number of alcohol-related problems, and the dataset
includes over 3500 repeated measures of these counts in 818 subjects. Interesting
features of this dataset are first, the longitudinal aspect which allows to evaluate
changes over time, and second, the shape of the distribution of counts. A histogram
of the data shows a large proportion of data points at zero, indicating individuals or
occasions without problems. In Figure 2 (Supplementary C), we show the evolution of
the proportion of each count over the two years of the study. This dataset was used
in (Atkins et al. 2013) as a tutorial in mixed effects count regression using the glmer()
function from the Ime4 package (Bates et al. 2015). Here, we show how to use saemix

to fit the main models used in the analysis of count data.

Models

The first model that comes to mind when considering count data is the Poisson
model, considering the logarithm of the mean of the number of events (\;) to be a

linear function of time:

P(Yi; = nlag, 1) =

where

log(Ai(t)) = aw,i + anit (8)

14



Following (Atkins et al. 2013), we include a gender effect on both parameters:

Qi = Qp + Bmale,ak:ﬂ-(gender;:male) + Nkyi s Mkeyi ~ N(Oawik) ) k= 0,1 (9)

The VPC for this model (Figure 4 in Supplementary C) highlight that the Poisson
model isn’t flexible enough to accommodate the large number of zero’s in the data.

Two other models that can be applied are the zero-inflated Poisson (ZIP) model
and the hurdle model. The ZIP-model uses a mixture to account for the proportion

of zero’s:

P(Y;j = 0lag,i, 15) = po + (1 — po)eNi(tia)
Ai(tig)™ e Nilt)

P(Y;; =n|Yi; > 0,00, a1,) = "

with \;(t) defined as in (8). No variability is set on py which represents a proportion
at the level of the population and its value is constrained to be in [0, 1]. Individual
parameters are defined as in (9). The hurdle model on the other hand is a combination
of two models fit on separate sets of data: a binary logistic regression to determine the
probability of zero counts (fit on the entire dataset modelled as one or more events
versus none) and a truncated Poisson model to describe non-zero counts (fit only on

strictly positive counts). In this model, we fit:

Hurdle 0: binary logistic regression
e®0,ita1,i tij

(]_ + eQo0,itan,; tq‘,j)

P(Y;j > Olag,;, 01,5) =

Hurdle 1: truncated Poisson model

Xi(tyy)" e M)

15



where \;(t) defined as in (8)-(9). The main difference between the two models is that
the hurdle model separates the zero from the non-zero counts, while in the ZIP model
the number of non-zero counts results from both submodels.

We ran the SAEM algorithm with 10 chains and 600 burn-in iterations followed
by 100 smoothing iterations. For the simulation function in the Poisson models, we
truncated the counts to the maximum value of the observed counts to avoid simulating

aberrant counts.

Performance of saemix

We evaluated the performance of the algorithm to estimate the population parameters

in binary models, using the toenail.saemix dataset as a template for a simulation study.

Simulation settings

The simulated times were set at the original 7 times included in the protocol, that is
baseline, 1, 2, 3, 5.5, 8 and 11 months when converted from weeks to months (rounded).
The settings included 274 subjects, with 137 in each treatment group.

Two designs were simulated. In the first, mimicking the original dataset, we
used the parameters reported in Table 1 (rounded to 2 digits). In the second, we
assumed variability on both parameters, i.e. 61 ; ~ N (01,w}) and 05 in (7) replaced
by 02 ; ~ N (62, w3) with w; = 1, wy = 0.2. The designs were checked for identifiability
by computing the predicted Fisher Information Matrix (FIM) using the MC/AGQ
approach proposed by (Ueckert and Mentre 2017). In both scenarios, we simulated
200 datasets and estimated the population parameters using saemix. To assess the
stability of the estimates, we used 3 settings, either starting from the true value of
the parameters, from a rough population estimate based on the frequency of toenail
infection at baseline and at the last visit, without treatment effect and a smaller initial

value for the variability (61,0 = —0.5, 629 = —0.19, 8y = 0, w10 = 1), or from values

16



of 0 for the parameters and 4 for the variability. In all cases, 10 chains were used, with

simulated annealing active for the first K /2 iterations (see documentation for details).

Evaluation
We computed the relative bias as the mean of the relative estimation errors (REE),
and the relative root mean square error (RMSE) as their standard deviation, expressed

in percentage:

0, —0°
0

S
1
RB(G):ESZ:; G0 X 100

o\ 2
x 100

where 6° refers to the true value of the parameter, 0, to its estimate in the s'h

S ~
~ 1 L —
RRMSE(0) = | 5 S (95 009
s=1

simulation, and S to the number of simulated datasets.

Results

Modelling repeated binary data with saemix

Table 1 shows the parameters estimated with model 7, as well as the standard
errors of estimation (SE) estimated using two bootstrap approaches, the classical
case bootstrap with resampling at the level of the individual and the non-parametric
conditional bootstrap proposed for non-linear mixed effect models (Comets et al. 2021).
The SE for all parameters except 61 were lower when using the conditional bootstrap,
and a consequence is that treatment effect which was not significant with the SE
estimated by case bootstrap became (slightly) significantly different from 0 for the
conditional bootstrap. While in this case we can’t determine which of the methods is
correct, the simulation study performed in the next section suggests the conditional

bootstrap may be closer to the empirical SE in this instance.
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Performance of saemix

Figure 2 shows a violin plot of the REE for the different parameters in the two
designs. All settings gave the same results, suggesting the runs were stable with 10
chains, so for clarity we only show the plots for the setting with the true parameters
as starting values (full results are in Appendix). In the original design, the bias was
less than 5% for all parameters, as shown in table 1 in the appendix, and the RRMSE
was between 10 and 20% for all parameters, except S which shows more variability in
the estimates (50%). When we set variability for both parameters in the model, we
observed a bias around 12% for 8 and 8% on 65, with increased variability between
estimates in the different replicates especially for 5 and the variability of the slope ws,
which were accordingly the two parameters with the highest RRMSE. The estimated
RRMSE were close to the values predicted by the FIM given the design and parameters,
except for 8 in the second scenario where it was smaller (56%) than predicted (112%).
Finally, we can compare the relative RMSE for the first scenario, given in Table 1 of
the Appendix, to the values estimated by bootstrap for the same model in the real
data example (table 1) to find that conditional bootstrap estimates were very close to
the empirical estimates obtained over the 200 simulations and more accurate in this

case than case bootstrap estimates.

Modelling repeated count data with saemix

Table 2 compares the estimates obtained with three models. We can compare
the BIC for the Poisson (21508.6) and the ZIP (20512.9) models, which were fit on
the same dataset, showing a drop of about 100 points. This improvement is born
out by the better agreement between the observed proportion of zeroes, given by pg
(compared to 0.15 for the Poisson model) and the observed value (0.21). The parameters
estimated between the two models are very close however. Finally, the hurdle model

also predicts very well the proportion of zeroes (0.21), and again the estimates of all
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parameters for the truncated Poisson model part, describing the non-zero counts, are
very similar. Furthermore, our parameter estimates are very close to those previously
reported in Tables 1 and 2 of (Atkins et al. 2013) for these two models. From these
estimates, we can derive relative risks for the gender effects. For example, men have
a RAPI score increased by 22% (1.22 = exp(0.20)) at baseline compared to women.
Similarly, for every month in the study, the RAPI count is expected to decrease by 4%
(0.96 = exp(—0.04)) for the first two models and 2% for the Hurdle model. Note that
the Hurdle model has more flexibility in modelling separately the evolution of zero
and non-zero counts, as can be seen from the different estimates of the gender effect
on the two sub-components (see Table 2 in the Appendix). Figure 3 shows diagnostic
plots for the ZIP model; VPC were obtained by simulating under the fitted model,
and overlaying the empirical proportion of each count (or count category for the high
counts) on the expected interval, and stratifying on gender. These plots show a good
fit across all counts and indicate the model explains both the general tendency and
the differences between men and women quite well. Similar diagnostic plots are given
in Supplementary C for the Hurdle model, as well as the code to run the models in
this section.

The associated notebook on count data (see github) shows how to perform these
analyses in saemix. It also includes other possible models for overdispersion including
the generalised Poisson model, which introduces an overdispersion parameter, and the
negative binomial model, where a Gamma distribution is used to model the parameter

A

Discussion

In this paper, we present the extension of the saemix package for R to fit non-
linear mixed effect models for non-Gaussian data using the SAEM algorithm (Kuhn

and Lavielle 2005). The first version of the saemix package was uploaded to CRAN
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in 2011 (Comets et al. 2011) and was an R version of the original Matlab code of
Monolix (Lavielle 2014). Compared to the nlme and Ime4 packages also modelling
continuous outcome, saemix was found to perform better than these FOCE-algorithms,
with less estimation failure and better statistical performance (Comets et al. 2017).
Models for non-Gaussian data were integrated in version 3 released in February 2022.
Diagnostic graphs for NLMEM are useful tools to diagnose model deficiencies (Nguyen
et al. 2017) and we changed the graphs produced by saemix to make use of our
companion package npde (Comets and Mentré 2021) when we made the switch to
gegplot2 (Wickham 2016) in version 3.0. We implemented the Bayesian Information
Criterion (BIC) adapted to NLMEM (Delattre et al. 2014) as well as a stepwise
algorithm for automated model building of the covariate model and the variability
structure (Delattre and Poursat 2020). Finally, we added the option to switch to the
fast-SAEM algorithm proposed by (Karimi et al. 2020) for the first iterations of the
estimation process to accelerate convergence. In the present paper, we walk through
several case-studies, which use datasets provided in the online help of the package.

A first type of non-Gaussian outcome is categorical data, where a limited number
of categories are associated with a discrete probability distribution, with binary data
as a special case with only two categories such as yes/no. The parameter estimates
we found in the binary regression example were virtually identical to the estimates
obtained with Monolix and similar to those reported in (Molenberghs and Verbeke
2009), although in the latter analysis a (non-significant) treatment effect was added to
the intercept. Monolix provided estimates of the SE by a stochastic method that were
very close to the estimates obtained with the conditional bootstrap approach (data not
shown), which were also validated by the empirical SE obtained in the simulation study,
suggesting that in this case the case bootstrap overestimated the SE. In (Molenberghs
and Verbeke 2009) on the other hand, where numerical quadrature methods were

used to fit a generalised mixed effect model, the treatment effect was not found to be
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significant. The toenail data was then used as a template in a simulation study to
check the performances of the algorithm. We found the estimates were unbiased in the
original scenario, while bias appeared in the least identifiable parameter in a second
scenario with interindividual variability. With non-Gaussian data, we applied several
chains to stabilise the algorithm and we checked that the results were very similar
with different initial values for the parameters. Similar settings were then used in the
modelling of the knee dataset with a proportional odds model, with knee pain scores
recorded as 5 modalities (Supplementary D). Diagnostic plots showed good fit for the
two higher pain scores, with a larger reduction in pain scores for the first treatment
group and an improvement in knee pain over the course of treatment. However, they
also highlighted definite lack of fit for the lower pain scores. Ordinal data models
present an added challenge as the models become more sensitive to initial parameter
estimates. We could investigate multinomial models to allow for different time trends
within each value of score, or consider different types of models such as Markov models,
but these are currently out of scope in saemix.

A second type of non-Gaussian outcome is count data, where the number of
possible values may increase to infinity. The definition of the probability distribution
governing the counts is very easy in saemix, and we were able to fit the different
models suggested in (Atkins et al. 2013) with very similar results. For consistency, the
same interindividual variability was used in all the models, with variances on both
parameters, while only one variance term was used in the hurdle model in (Atkins et al.
2013). Diagnostic plots highlighted that the overdispersion when using a Poisson model
could be corrected using either the ZIP or the hurdle models. As in the categorical
data example, diagnostic graphs were used to explore the fit of the model over different
scores and covariates. We also used this example to explore the performance of the fast-
SAEM algorithm, previously evaluated for continuous and time-to-event data (Karimi

et al. 2020), and found it worked reasonably well also (data not shown), but the
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performance of the underlying Laplace approximation for the conditional distributions
and its sensitivity to wrong initial parameters would need to be evaluated more in
depth.

Finally, we can use saemix for single and repeated time-to-event models, using para-
metric models to describe the hazard function. Writing the probability in these models
involves computing the survival function up to the event, which may require integrat-
ing the hazard function and incur significant computation time. The performance of
saemix for TTE and joint models was investigated in a separate work (Lavalley-Morelle
et al. 2024).

Because the different features in non-linear mixed effect models may become
quite complex, saemix departs from traditional R formulas when specifying the model.
This allows for more flexibility as the observation model can be defined through the
structural model for continuous outcome or through the probability distribution for
non-Gaussian outcomes. The data also needs to be structured through a specific
function to define its hierarchical nature, much as the the groupedData structure from
the nlme package (Pinheiro et al. 2023). saemix comes with many user-friendly features
tailored to each class defined in the package, to help users explore their dataset, check
their models, summarise their results and diagnose their fits. Compared to the options
for continuous outcomes, some features are not available yet for non Gaussian outcomes.
Visual Predictive Check diagnostics can be produced, either globally or stratified
on a covariate, but more complex diagnostic graphs need to be coded by the users.
Simulation-based diagnostics do require the simulation function to be added in the
model object, making it the responsibility of the user to define. The object produced
by a call to saemix and other functions in the package contains individual estimates
and predictions on top of the parameter estimates, which can be used by R users to
produce many different graphs and statistics. In addition, scripts and examples of use

are available as notebooks complementing the online help included in the package,.
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They show how to obtain statistical criteria, diagnostic graphs and evaluation tools
that can be used for the purpose of comparing models and assessing goodness of fit.
A current issue in saemix applied to non-Gaussian outcome is the estimation of
the uncertainty. Standard errors of estimation in the package are usually obtained
through the FO approximation to the Fisher Information Matrix computed using the
conditional estimates of the individual parameters, but this approximation performs
very poorly for non-Gaussian responses (Ueckert and Mentre 2017; Riviere et al. 2016).
Different methods have been proposed to estimate the exact FIM, generally using a
decomposition of the expectation of the Hessian through Louis’s method (Louis 1982).
The implementation of the stochastic computation of the FIM as in Monolix (Lavielle
2014; Savic and Lavielle 2009) is currently a work in progress, as is the stochastic
approximation of the FIM during the SAEM algorithm (Kuhn and Lavielle 2005). An
alternative computation using the equivalence between the expectation of the Hessian
of the log-likelihood and minus the expectation of the product of its gradient has been
recently proposed (Delattre and Kuhn 2023), and we implemented it in a work on joint
models (Lavalley-Morelle et al. 2024), the code of which is available on the github.
Computing the FIM is a major component of optimal design approaches, and exact FIM
for non-Gaussian outcomes have been proposed by Riviére et al. (Riviere et al. 2016),
who proposed a stochastic computation through a Hamiltonian Monte-Carlo approach,
and Ueckert et al. (Ueckert and Mentre 2017)), who used a numerical computation
through Adaptive Gaussian Quadrature. Their code to compute the expected FIM
could be harnessed to compute the observed FIM, although it may be computationally
intensive to compute and sum the individual FIM. Alternatively, non-parametric
methods can be used to compute the uncertainty through bootstrap or sampling
importance resampling (SIR) (Dosne et al. 2016). Several versions of bootstraps adapted
to non-linear mixed effect models are implemented in saemix (Comets et al. 2021) and

have been used in the examples here, while code for the SIR is on the github awaiting
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incorporation into the package in a future version. saemix is a collaborative project,
which has a dedicated development github (https://github.com/saemixdevelopment/
saemixextension). We welcome new contributors, especially concerning the current
limitations in the package. The structure of the code is kept sufficiently simple so that
implementing new features and linking to the package remains straightforward.

The absence of differential equations is one of the major limitations of saemix.
Although it is relatively easy to include differential equations within the model func-
tion in the package, the efficiency of vectorisation in R is lost by doing so and the
estimation process becomes extremely slow. Better solutions involving efficient solvers
in R or outsourcing of the computational functions to C would be needed. An example
of this approach is found in the mkin package, which uses saemix to fit toxicoki-
netic data and integrates the differential equations in C (Ranke 2020). An extension
using a grid approximation is currently under development to interface with complex
ODE systems defining pharmacologically-based pharmacokinetic models solved by
the PKSim (Willmann et al. 2003) software, with a proof-of-concept application to
itraconazole (Teutonico et al. 2026). Currently, saemix only handles single-response
models. However, we have developed extensions to joint models which were evaluated
on several examples involving both linear and non-linear longitudinal markers com-
bined with time-to-event data modelled using standard parametric risk functions as
well as competitive risk models (Lavalley-Morelle et al. 2024). A general extension to
multiple responses is under development and will be implemented in future releases of
the package.

In conclusion, this extension of saemix provides a package able to fit models
describing Gaussian and non-Gaussian outcomes. The package is easy to use and
performs well in a variety of models, with many detailed examples of use available both

in the online help and in additional notebooks on its github. It is regularly updated,
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and perspectives include increased modelling capabilities, such as multiple response-
models, algorithms dealing with censored data or hierarchical levels of variability, but
also the implementation of user-friendly features, such as automatic transformation of
categorical covariates, improved diagnostics and functions to check initial fixed effects

more easily.
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Tables

Parameter  Estimate Case bootstrap Conditional bootstrap
RSE% CI RSE% CI

01 (-) -1.71 21 [-2.44, -1.08] 18 [-2.20, -0.98]

02 (d—1) -0.39 18 [-0.56, -0.28] 10 [-0.49, -0.32]

B (-) -0.15 87 [-0.44, 0.07] 47 [-0.29, -0.02]

w1 (-) 4.02 13 [ 3.22, 5.31] 9 [ 3.16, 4.64]

Table 1 Parameter estimates for the logistic model adjusted to the toenail
data using saemix. The SE and CI were estimated using case and conditional

bootstrap.
Poisson 7IP Hurdle
(Truncated Poisson)
ao (-) 1.49 1.57 1.61
Brmate, oy (=) 0.20 0.19 0.21
ai (mo(—1) -0.04 -0.04 -0.02
Bmate,a, (-) 0.02 0.02 0.01
po (-)* - 0.08 -
Wao (-) 0.96 0.89 0.85
Wa, (-) 0.06 0.06 0.05
pao, 1) (-) -0.14 -0.09 -0.29

* Only present in the Zero-Inflated Poisson model

Table 2 Parameter estimates for the Poisson, Zero-Inflated Poisson and Truncated Poisson
portion of the hurdle model. The full results including uncertainty estimates as well as the logistic
regression model for the zero counts are shown in the Supplementary material (2).
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Figures

treatment = A = B

Observed frequency of infection

2 4 6
Visit number

Fig. 1 Time-course of the proportion of subjects with toenail infection at each visit, stratified by
treatment.
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Original model IV on both parameters

1004

error (%)

Relative estimation

-100-

thetat theta2 beta omegal omega2 thetat theta2 beta omegal omega2
Parameter

Fig. 2 Relative estimation errors for the parameters in the original design (left) and the design with
variability on both parameters (right). Dashed lines delineate absolute relative biases within 10% and
dotted lines denote biases within 5%. The red insert highlights the interval corresponding to the mean

(red dot) plus or minus 2 standard deviations. The graph was trimmed to +/-100, omitting 26 values
for B.
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Fig. 3 Visual Predictive Checks for the ZIP model, regrouping the high count categories and
stratifying on gender.
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Supplementary information. Appendices A to E include additional results and
code to run the examples provided in this paper.

All the code, as well as additional analyses in the main manuscript and the
appendices, is made available through specific notebooks for each type of outcome,
found in the folder (https://github.com/saemixdevelopment/saemixextension/tree/
master/paperSaemix3) along with a README. The Appendices provide minimal code
examples to run each of the examples mentioned in this paper. Before running the
codes given in Supplementary B to E, the saemix package version 3.5 or higher needs

to be loaded by executing the following command:

library (saemix)

This should also load the required packages (npde, ggplot2). If not, please also load

these libraries.
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Supplementary A - The SAEM algorithm

We aim to maximize the log-likelihood of 6 in equation 4 This expression has no closed-
form in NLMEM because it requires an integration over the unknown random effects.
The complete log-likelihood associated to the complete data (y,1;) however can be

written explicitly:

L(6]y, v) Zlog (yi,¥:]0)) Zlog (ilyi, 0)) +log (p(yi]0))

Thus, we have:
L(0ly) = L(6ly, v) Zlog (p(yil0))

As L(6|y) does not depend on v, the expectation on v conditionally to (%) of the

previous equality writes:

N
L(Oly) = Ey [L0ly, 0)0®] - E, [Z log (p(110)) |9<k>]

=1

Then, it can be shown that taking §**1) = arg max Ey [L(]y,v)|0*)] allows
0

L(0™|y) to converge to a local maximum.

Moreover,

£y (L0l 0)16%] = [ L6l voplsl6®)do
/Zlog (43, 1il0)) p(v:]0*))dep

— Ey [log (p(y, ¥10) ly, 0
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Thus, at iteration k of EM, the conditional expectation of the complete log-likelihood

Qu(0) = E |Log (p(y. ¥:0)) |y, 0|

is first computed during E-step, then the next (%) is computed in M-step in order to

maximize Qg (6).
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Supplementary B - Analysis of binary data

saemix code for the toenail example

data(toenail.saemix)
saemix .data<—saemixData (name.data=toenail .saemix ,name.group=c("id"),
name. predictors=c("time","y"), name.response="y" name.covariates=c("
treatment "),
units=list (x="d" ,y="-"), verbose=FALSE)
# model and simulation functions
binary . model<—function (psi,id,xidep) {
tim<—xidep [, 1]
y<—xidep [ ,2]
inter<—psi[id, 1]
slope<—psi[id 2]
logit<—inter+slopextim
pevent<—exp(logit)/(1+exp(logit))
logpdf<—rep (0,length (tim))
P.obs = (y==0)*(1—pevent)+(y==1)*pevent
logpdf <— log(P.obs)
return (logpdf)
}
simulBinary<—function (psi,id, xidep) {
tim<—xidep [, 1]
y<—xidep [ ,2]
inter<—psi[id , 1]
slope<—psi[id , 2]
logit<—inter+slopextim
pevent<—1/(1+exp(—logit))
ysim<—rbinom (length (tim) ,size=1, prob=pevent)
return (ysim)
}
7# saemix model
saemix . model<—saemixModel (model=binary .model, description="Binary model"
simulate.function=simulBinary , modeltype="likelihood",
psi0O=matrix (c(—0.5,—.15,0,0) ,ncol=2,byrow=TRUE,
dimnames=1list (NULL,c("thetal" ,"theta2"))),
transform .par=c(0,0), covariate.model=c(0,1),
covariance.model=matrix(c(1,0,0,0) ,ncol=2),

omega. init=diag (c(0.5,0.3)), verbose=FALSE)
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7| # saemix fit

saemix.options<—list (seed =1234567,save=FALSE, save . graphs=FALSE,
displayProgress=FALSE, nb.chains=10, fim=FALSE, print=FALSE)
binary . fit<—saemix (saemix.model ,saemix.data,saemix.options)

summary ( binary . fit)

# Diagnostics
nsim<—1000
binary . fit <— simulateDiscreteSaemix (binary.fit , nsim=nsim)

discreteVPC (binary. fit , outcome="binary", which.cov="treatment")

Additional results for the simulation with binary outcome

Bias and RRMSE

Table 1 shows the relative bias (%) and RRMSE (%, in brackets) for all the parameters
estimated in the two scenarios. For each scenario, we tested 3 initial conditions, but

the results were in close agreement regardless of the setting.

Parameter Original model IIV on both parameters
True Pop Far True Pop Far
01 2.06 (19 2.07 (19) 2.07 (19) -1.76 (11) -0.60 (11) -1.65 (11)
1

=

6 -0.92 (12) -0.91 (12) -0.92 (12) 7.57 (21)  7.49 (20)  9.22 (21)
B 3.94(47) 3.91 (47) 3.96 (47) 11.57 (56) 12.38 (56) 12.50 (57)
w1 0.85(10) 0.84(10) 0.85(10) -0.89 (20)  0.39 (20)  -0.19 (20)

w2 3.29 (29) 5.19 (25) 6.47 (26)
Table 1 Bias (%) (RRMSE, %) for the parameters in the two scenarios, when starting from
different sets of initial values (True: parameters used for the simulation of the data; Pop:
parameters initialised as in the real dataset (61 = —0.5,02 = —0.19, 5 = 0,w1 = 1,ws = 1); Far:
fixed effects initialised to 0, and variabilities to w1 = 2,w2 = 0.7).

Violin plots

Figure 1 shows the violin plots of Figure 2 for the three different settings. As in the
previous table, this plot shows that the initial conditions don’t have a major impact

on the parameter estimates.
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Fig. 1 Relative estimation errors for the parameters in the original design (left) and the design
with variability on both parameters (right) with different initial conditions. Dashed lines delineate
absolute relative biases within 10% and dotted lines denote biases within 5%. The graph was trimmed
to +/-100, omitting 78 values for 8 in total over the 3 analyses.
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Supplementary C - Count data models

saemix code

data(rapi.saemix)
rapi.saemix$gender <— ifelse (rapi.saemix$gender=—="Men" ,1,0) # Female—

reference class as in Atkins

saemix . data<—saemixData (name.data=rapi.saemix, name.group=c("id"),
name. predictors=c("time" ,"rapi") ,name.response=c("rapi"),

nn

name. covariates=c("gender") ,units=list (x="months" ,y="",covariates=c("")),

verbose=FALSE)

plotDiscreteData (saemix.data, outcome="count", which.cov='

(0:9, 16, 25,80))

gender", breaks=c

## Zero—inflated Poisson model
count . poissonzip<—function (psi,id,xidep) {
time<—xidep [ ,1]
y<—xidep [ ,2]
intercept<—psi[id, 1]
slope<—psi[id , 2]
pO<—psi[id ,3] # Probability of zero’s
lambda<— exp(intercept + slopextime)
logp <— log(l1—p0) —lambda + y=*log(lambda) — log(factorial(y)) # Poisson
logp0 <— log (p0+(1—p0)=*exp(—lambda)) # Zeroes
logp [y==0]<-logp0 [y==0]
return (logp)
}
# Simulation function
countsimulate . poissonzip<—function(psi, id, xidep) {
time<—xidep [ ,1]
y<—xidep [ ,2]
ymax<—max (y)
intercept<—psi[id, 1]
slope<—psi[id , 2]
pO<—psi[id ,3] # Probability of zero’s
lambda<— exp(intercept + slopextime)
probO<—rbinom (length (time), size=1, prob=p0)
y<—rpois (length (time), lambda=lambda)
y[prob0==1}<—0
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y [y>ymax|<—ymax+1 # truncate to maximum observed value to avoid simulating
aberrant values
return (y)
}
##+# ZIP Poisson with gender on both intercept and slope, correlation between
intercept and slope
covmat<—diag(c(1,1,0))
covmat [1,2]<—covmat [2,1]<—1
saemix . model. zip .cov<—saemixModel (model=count . poissonzip ,description="count
model ZIP",
modeltype="1likelihood", simulate.function = countsimulate.poissonzip ,
psi0O=matrix(c (1.5, 0.01, 0.2),ncol=3,byrow=TRUE, dimnames=1ist (NULL,
c("intercept", "slope","p0"))), transform.par=c(0,0,3),
covariance . model=covmat, omega.init=diag(c(0.5,0.3,0)),
covariate.model = matrix(c(1,1,0),ncol=3, byrow=TRUE), verbose=FALSE)
saemix.options<—list (seed =632545,save=FALSE, save.graphs=FALSE,
displayProgress=FALSE, fim=FALSE, print=FALSE)

zippoisson. fit.cov<—saemix (saemix.model.zip.cov,saemix.data,saemix.options)

nsim<—100
yfitl<—simulateDiscreteSaemix (poisson. fit.cov, nsim=nsim)
plotl <— discreteVPC (yfitl , outcome="count", which.cov="gender", breaks=c

(0:9, 16, 25,80))

Additional results for the RAPI dataset

Figure 2 shows the proportion of subjects presenting each score as a function of time,
stratified by gender. We observe an increase in the proportion of subjects reporting no
alcohol-related problem as time goes on, resulting from a slow but steady decrease in
the number of binge-episodes reported. We also not a clear gender gap both in the
trend and in the number of reported episodes.

Table 2 gives the parameter estimates for the three models along with their 95%
confidence intervals estimated using conditional bootstrap. For the hurdle model we
show the parameter estimates for the two submodels, logistic regression for zero counts

and truncated Poisson for non-zero counts.
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Fig. 2 Evolution of the observed proportion of each count over time, stratified by gender. Large
counts were regrouped (see facet title).

Poisson 7P Hurdle
Logistic regression  Truncated Poisson

ao (-) 1.49 (0.05) 1.57 (0.045) 2.49 (0.165) 1.61 (0.05)
Bmate,a, (-) 0.20 (0.07) 0.19 (0.07) 0.01 (0.19) 0.21 (0.07)
a1 (mo(=1)  -0.039 (0.0035) -0.035 (0.0035) -0.054 (0.011) -0.018 (0.003)
Bmale,a, () 0.017 (0.005) 0.016 (0.005) 0.038 (0.015) 0.01 (0.004)

po (-) - 0.076 (0.005) - -

Way (-) 0.92 (0.06) 0.80 (0.05) 1.54 (0.47) 0.72 (0.05)

War, (5) 0.004 (0.0003)  0.003 (0.0002) 0.007 (0.002) 0.002 (0.0002)
plao,a1) (<) -0.14 (0.047) -0.085 (0.05) 0.38 (0.20) -0.29 (0.055)

Table 2 Parameter estimates and their SE estimated by conditional bootstrap for the Poisson,
Zero-Inflated Poisson and Hurdle models.

Figure 3 compares the evolution of the proportion of zero counts across time,
stratified by gender. The VPC for the Poisson model showed an underprediction
throughout the study of the proportion of subjects reporting no drinking episode,

especially marked in women, while the two other models performed adequately.
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Fig. 3 VPC for the proportion of subjects who didn’t report any drinking episode, stratified by
gender, for the Poisson, Zero-Inflated Poisson and Hurdle models.

Diagnostic graphs for the Poisson model are given in Figure 4, while the corre-
sponding graphs for non-zero counts of the Hurdle model (Figure 5) demonstrate

better adequacy across count categories.
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Fig. 4 VPC plots for the Poisson model, stratified by gender.
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Fig. 5 VPC plots for the non-zero categories using the Hurdle model, stratified by gender.
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Supplementary D - Categorical data

Case-study - analysis of knee pain scores

Data

We illustrate the use of saemix to model categorical data using the knee.saemix dataset,
representing pain scores recorded in a clinical study in 127 patients with sport related
injuries treated with two different therapies. The pain occuring during knee movement
was observed after 3,7 and 10 days of treatment. It was taken from the catdata package
in R (Schauberger and Tutz 2020) (dataset knee) and reformatted for saemix, adding a
time column representing the day of the measurement (with 0 being the baseline value),
so that each observation corresponds to a different line in the dataset. Treatment was
recoded as 0/1 (placebo/treatment), gender as 0/1 (male/female) and Age2 represents
the square of centered Age.

We can visualise the evolution of the proportion of each score over time using
the plotDiscreteData() function with the outcome set to categorical, stratifying by
treatment (Figure 6). In both treatment groups, the probability of lower scores (1
or 2) increases with time while the probability to obtain a high (4 or 5) pain score
decreases, suggesting a recovery, while the treatment group itself seems to impact more

the median than the extreme pain scores.

Models

The dataset knee is part of the datasets analysed in (Tutz 2011) with various methods
described in the vignettes in the documentation of the catdata package, but mainly as
logistic regression on the response after 10 days, or as mixed binary regression after
dichotomising the response. Here, we fit a proportional odds model to the full data.

The probability p;; = P(Y;; = 1|¢;) associated with an event Y;; at time ¢;; is given
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Fig. 6 Evolution of the observed proportion of each score over time, stratified by treatment group.

by the following equation for the logit:

logit(P(Y;; = 1]10:)) = 61, + cutsj,

logit(P(Yi; = 2[1;)) = 601, + 02,4,

logit(P(Yj; = 3|t;)) = 01,i + 02, + 03, (1)
logit(P(Yi; = 4|v;)) = 01,i + 02, + 03 + 044,
4
P(Yy =4le) = 1= Y P(Yi; = klgh),
k=1

where 61 ; is the logit-transformed probability of a pain score of 1 at time 0, the other
01,; parameters represent an incremental risk to move into the higher pain category,
and «; represents an effect of time for individual 7.

We ran the SAEM algorithm with 10 chains and 600 and 100 iterations respectively

in the exploration and smoothing phases. We first fit a model without covariates,
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with variability on 6 ; and o; only, referred to as the base model hereafter. 6; ; was
assumed to have a normal distribution, 6; ; ~ N (Gl,wgl), while a; was assumed to
have a log-normal distribution, a; ~ LN(a,w?), to reflect the increased probability
of a lower pain score as time passes. The remaining parameters were treated as fixed
(without variability) and were constrained to be positive, specified by 0y ; = exp(6y)
foralli=1,...,N and k = 2, 3,4, to preserve the ordinal structure of the data. In a
second step, we used the automated stepwise algorithm to simultaneously explore the
variability structure and the covariate model. In this second step, the parameters 6y, ;,
k =2,3,4, were assumed to follow log-normal distributions, 0y, ; ~ LN(Gk,wgk). The
resulting model from this stepwise approach is called the covariate model. Diagnostics

were obtained for the base and covariate models.

Results

Table 3 reports the estimated parameters for the base and covariate models. As
previously, we assessed parameters uncertainty using bootstrap approaches, reporting
the bootstrap confidence intervals obtained using the conditional bootstrap approach
as it gave better results in the simulation for binary responses.

Figure 7 displays Visual Predictive Checks (VPC) stratified by treatment. The
figure shows some model misspecification, especially in the intermediate pain scores,
as well as a tendency to overestimate the improvement, driven by the increase in the
lowest pain score. This suggests treatment effect is not properly accounted for the
three lowest pain categories and across time. Although gender was not retained in the
covariate model, VPC stratified on gender seem to indicate different distributions of
the pain scores between men and women, especially in the first and third categories
(no or middle pain levels, Figure 8). We can also look at the VPC for the median
score in each treatment group to find that the model tends to underpredict the pain
scores, especially in the group receiving therapy 1 (Figure 9). Taken together, these

results suggest that the proportional odds model may not be adequate to describe this
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Parameter Base model Covariate model
Estimate Bootstrap CI  Estimate Bootstrap CI

61 -15.2 [-19.0, -10.7] -23.3 [-28.1, -13.6]
Bage:.0, - - 0.06 [ 0.03, 0.09]
02 6.5 [4.6, 7.7] 3.5 [ 1.3, 4.8]

Brrt,0, - - 1.0 [ 0.43, 1.6]
03 8.5 [6.6, 10.6] 8.5 [ 5.8, 11.2]
64 12.5 [9.7, 17.0] 16.4 [ 9.4, 20.7]
a 0.87 [0.6, 1.0] 0.88 [ 0.55, 1.0]
BTrt,o - - 0.56 [ 0.21, 0.83]
we, 13.8 [10.5, 17.0] 15.6 [9.3,17.8]
we, - - 0.43 [0.01, 0.32]
wo, - - 0.74 [ 0.25, 0.89]
we, - - 0.69 [0.18, 1.1]

War 0.74 [0.55, 0.95] - -

Table 3 Parameter estimates for the proportional odds models
without and with covariates. The RSE and CI were obtained using the
conditional bootstrap.

treatment
00 25 50 75 100 0

Proportion of category (-)
IS
@

00 25 50 75 100 00 25 50 75 100
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Fig. 7 Visual Predictive Check for each value of the score in the proportional odds model with
covariates, stratified by treatment. VPC are produced by simulating descriptive statistics under the
model and design of the original dataset and comparing them with the observed values. Here, we
simulated the scores for 1000 datasets under the same design, then computed the 95% prediction
intervals of the proportion of each scores over time in each treatment group. We then overlayed the
observed proportion.

46



o

8

10

11

data, and we could investigate alternative models such as differential odds models or
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Fig. 8 Visual Predictive Check for each value of the score in the proportional odds model, stratified
by gender.

saemix code for the analysis of knee pain scores

data (knee.saemix)

ordknee.data<—saemixData (name.data=knee.saemix ,name.group=c("id"),

name. predictors=c("y", "time"), name.X=c("time"),

name. covariates = c("Age","Sex","treatment" ,"Age2"),

units=list (x="d" ,y="", covariates=c("yr","-" "-" "yr2")), verbose=FALSE)
plotDiscreteData (ordknee.data, outcome="categorical", which.cov="treatment")
plotDiscreteData (ordknee.data, outcome="categorical", which.cov="Sex")

# Model for ordinal responses
ordinal . model<—function (psi,id,xidep) {

y<—xidep|[,1]

47




Median value of score over time

fime (&)

Fig. 9 Visual Predictive Check for the mean score at each time point.

time<—xidep [ ,2]
alpl<—psi[id , 1]
alp2<—psi[id ,2]
alp3<—psi[id ,3]
alpd<—psi[id , 4]
beta<—psi[id ,5]

logitl<—alpl + betaxtime
logit2<—logitl+4alp2
logit3<—logit2+4alp3
logitd<—logit3+alp4
pgel<—exp(logitl)/(1+exp(logitl
pge2<—exp(logit2)/(1+exp(logit2

)
))
pge3<—exp(logit3)/(1+exp(logit3))
)

pged<—exp(logitd)/(1+exp(logit4d
pobs = (y==1)xpgel+(y==2)*(pge2 — pgel)+(y==3)*(pge3 — pge2)+
(y==4)*(pged — pge3d)+(y==5)*(1 — pged)

logpdf <— log (pobs)

return (logpdf)
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# simulate function

simulateOrdinal<—function (psi,id,xidep) {

y<—xidep|[,1]

time<—xidep [ ,2]
alpl<—psi[id , 1]
alp2<—psi[id,2]
alp3<—psi[id,3]
alpd<—psi[id , 4]
beta<—psi[id,5]

logitl<—alpl + betaxtime
logit2<—logitl+4alp2
logit3<—logit2+4alp3
logitd<—logit3+alp4
pgel<—exp(logitl)/(1+exp(logitl))
pge2<—exp(logit2)/(1+exp(logit2))
pge3<—exp(logit3)/(1+exp(logit3))
pged<—exp(logitd)/(1+exp(logitd))
x<—runif (length (time))
ysim<—1+4as.integer (x>pgel)tas.integer (x>pge2)+tas.integer (x>pge3)+as.integer
(x>pged)
return (ysim)
}
saemix.options<—list (seed =632545,save=FALSE, save.graphs=FALSE, fim=FALSE,
nb.chains=10, nbiter.saemix=c(600,100), print=FALSE)

)|# No covariates

saemix . model<-saemixModel (model=ordinal .model, description="0Ordinal
categorical model",
modeltype="likelihood", simulate.function=simulateOrdinal,
psi0=matrix(c(0,0.2, 0.6, 3, 0.2),ncol=5, byrow=TRUE, dimnames=1list (NULL,
c("alpl","alp2","alp3","alp4","beta"))), transform.par=c(0,1,1,1,1),
omega. init=diag(c (100, 1, 1, 1, 1)),
covariance.model = diag(c(1,0,0,0,1)), verbose=FALSE)

ord. fit<-saemix (saemix.model,ordknee.data ,saemix.options)

summary (ord . fit)

# Covariate model

# Do not run, Rstudio fails (ran in a script as "R CMD BATCH paper

kneeCovModel .R paper_kneeCovModel.out")
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73| #if (runCovKnee) cov.ordfit <— step.saemix (ord.fit , trace=TRUE, direction=’

both )

75|# Resulting model

76|## IIV: all alphas, none on beta :—/

77| ## Covariates: alpl (Age2)alp2(treatment)beta(treatment)

78| covariate.model <— matrix(data=0, nrow=4, ncol=5)

79| covariate.model[3 ,2]<—covariate.model[3 ,5]<—covariate.model[4,1]<—1

80| ordmodel . cov<—saemixModel (model=ordinal . model, description="Ordinal
categorical model" ;modeltype="1likelihood",

81 simulate. function=simulateOrdinal , psiO=matrix(c(0,0.2, 0.6, 3, 0.2),ncol
=5, byrow=TRUE,

82 dimnames=1list (NULL,c("alpl","alp2","alp3","alp4","beta"))), transform.par=c
(0,1,1,1,1),

83 omega. init=diag(c (100, 1, 1, 1, 1)), covariate.model=covariate.model,
covariance .model = diag(c(1,1,1,1,0)), verbose=FALSE)

84| saemix.options<—list (seed =632545,save=FALSE, save.graphs=FALSE, fim=FALSE, nb.
chains=10, nbiter.saemix=c(600,100), print=FALSE)

85| ord. fit . cov<—saemix (ordmodel.cov,ordknee.data,saemix.options)

86| summary (ord . fit .cov)

88| # Compare the base and covariate model
80| compare.saemix (ord. fit , ord. fit.cov)

90
91|# Diagnostics

92| nsim<—100

03| yfit<—ord. fit .cov

04| yfit<—simulateDiscreteSaemix (yfit , nsim=nsim)

05| discreteVPC (yfit , outcome="categorical™)

06| plotl <— discreteVPC (yfit , outcome='categorical’,covsplit=TRUE, which.cov="
treatment")

07| plot2 <— discreteVPC (yfit, outcome=’categorical’,covsplit=TRUE, which.cov="
Sex")
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Supplementary E - Time-to-event models

Time-to-event data

Data

The example chosen to illustrate the analysis of time-to-event (TTE) data in saemix
is the NCCTG Lung Cancer Data, describing the survival in patients with advanced
lung cancer from the North Central Cancer Treatment Group (Loprinzi et al. 1994).
Covariates measured in the study include performance scores rating how well the patient
can perform usual daily activities. We reformatted the cancer dataset provided in the
survival package in R in saemix format: patients with missing age, gender, institution
or physician assessments were removed from the dataset, leaving 225 patients in the
dataset out of the original 228. Status was recoded as 1 for death and 0 for a censored
event, and a censoring column was added to denote whether the patient was dead or
alive at the time of the last observation. A line at time=0 was added for all subjects,
as the beginning of the observation period is a requisite for the algorithm. Covariates
recorded for each patient included gender (0: male, 1: female), age (yr), ECOG (Eastern
Cooperative Oncology Group) performance status (0-5), assessed by the physician,
and Karnofsky performance status (0-100) assessed by both physician and patient. We
can explore the data by plotting the survival curve, as in Figure 10 where we plot the

survival stratified on gender or ECOG assessment at baseline.

Models

with saemix we can fit any parametric model for which the likelihood can be written.
Here, we will fit several classical parametric survival models, the exponential, log-
logistic, gamma, Weibull and Gompertz models, for which we give the equations in
Table 4. Log-normal distributions were assumed for all parameters since they should

remain positive. With a single event, identifying interindividual variability is difficult,
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Fig. 10 Survival in the lung cancer data, stratified by gender (left) or ECOG assessment (right).
The same graphs could be obtained in months instead of days by transforming the data beforehand,
but since the dataset is in days we keep this unit throughout the analysis.

Model Hazard function h(t) Cumulative hazard H(¢) Inverse survival function S~1(p) Parameters
;

Exponential T% T —TeIn (p) T,
-1
Weibull x (Ti)7 (%)W T. (= ln(p))t/7 To,~
t t
Gompertz 2 e’ v (e —1) T, In (1 - @) Te,y
-l e L(y,t/Te
Gamma, 5T () ) no closed form Te,~y
o ()"
Log-logistic % In (1 + (Tl)w) Te (e~ () — 1)1/7 To,n
Te

Table 4 Survival models tested on the lung cancer data. Te is the scale parameter and 7 controls the shape of the

model. In the Gompertz model, we define the parameter T as T/ = ) . In the Gamma model, I'(z) denotes

T,
in (1422

the Gamma distribution and I'(x,t) the incomplete Gamma distribution.

therefore we arbitrarily set it on parameter T,. Model selection for the structural
model was based on the BIC.

To use the automated diagnostics, a simulation function must be added to the
model object. Simulating from a TTE model is slightly more complicated than for
the other non Gaussian models. When the hazard function has an inverse, we can use

the inverse CDF technique (or inverse transformation algorithm) to generate random
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samples from the TTE model. The method uses the fact that a continuous cumulative
density function, F', is a one-to-one mapping of the domain of the cdf into the interval
(0,1). Therefore, if U is a uniform random variable on (0,1), then X = F~}(U) has
the distribution F'

For the single event Weibull model:
F(T)=1— e Jo rwan =1 =(5)" L yy(0,1) (2)
and the inverse function is simply:
FHU) =~ (~ln(1-U)"” (3)

Assuming we simulate V' = 1 — U from U(0, 1), we can obtain a sample from the
Weibull parametric model as F~1(V). The inverse survival functions are given in
Table 4 for all models except the Gamma distribution for which the inverse function
does not have a closed form expression. The simulations will then be used to produce

Kaplan-Meier VPC (Bjoérnsson and Simonsson 2011).

Results

The BIC obtained with the five models are shown in table 5.

Model BIC
Exponential  2303.05
Weibull  2291.02
Gompertz  2291.78
Gamma  2378.34
Log-logistic ~ 2306.24
Table 5 Comparing
survival models on the
lung cancer data.
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The diagnostic plots for the Weibull and the Gompertz model, which had very
similar BIC criteria, are shown in Figure 11. Both fits show a slight underprediction of
the survival during the second year, and the Weibull model seems to fit the end of the
curve slightly better, but there are very few remaining subjects in the study at this

stage.

Survival (%)
Survival (%)

6 160 200 lo ad0 sb0 b0 700 sb0 960 1000 0 100 200 30 b0 s ebo 700 80 00 1000
time (days) time (days)

Fig. 11 Comparing the expected survival with the Weibull (left) and Gompertz (right) models. The
shaded light blue area represents a Kaplan-Meier VPC, with the predicted survival shown as a dashed
line, and the observed survival as a deep blue line.

The covariate model was then built using the Weibull model and applying the
automated covariate selection algorithm, regrouping ECOG scores in 3 categories
(O=reference, 1 and 2-3) then in two (ECOG score > 2 versus lower). The resulting
model included gender and ECOG status on T,. Parameter estimates for the final
model are shown in Table 6. The model needs to include interindividual variability
on one parameter to be fit as a mixed effect model, but the variability cannot be
identified as each subject contributes to only one observation (see [26]). For the same
reason, we used the case bootstrap to compute confidence intervals as sampling random

effects for the conditional bootstrap would be meaningless. The model predicts a
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IS

slower progression for women, with 7, increased to 619 days compared to 432 days in
men (yielding median survival times of 470 days (16mo) versus 328 (11mo)), while an

ECOG score of 2 or more further decreases T, in men to 264 days.

Parameter Estimate  Bootstrap CI
T e (days) 405.4 [335.4-464.3|
Bgender,T, (-) 0.36 [0.17-0.64]
Becoag2s,T, (-) -0.49 [-0.89-0.24]
v () 1.47 [1.21-1.73]
wy () 0.085 [0.08-0.56]

Table 6 Parameter estimates using the Weibull
model with covariates for the lung cancer data.
The case bootstrap was used to provide the 95%
confidence intervals.

saemix code

data (lung.saemix)

lung2<—lung.saemix

lung2$ecogl<—ifelse (lung2$ph.ecog==1,1,0)

lung2$ecog23<—ifelse (lung23$ph.ecog>1,1,0)
lung28$pat.karno[is.na(lung2$pat.karno)|<—median(lung2$pat.karno, na.rm=TRUE)

lung . data<—saemixData (name.data=lung2 , header=TRUE, name. group=c ("id") ,

name. predictors=c("time" ,"status","cens") ,name.response=c("status"),
name. covariates=c("age", "sex", "ecogl","ecog23", "ph.karno", "pat.karno","
ph.ecog"),
units=list (x="days" ,y="",covariates=c("yr" """ " " "% 1%")), verbose=
FALSE)
plotDiscreteData (lung.data, outcome="tte", which.cov="sex")

weibulltte . model<—function (psi,id, xidep) {
T<—xidep [,1]
y<—xidep|[,2] # events (l=event, 0=no event)
cens<—which (xidep[,3]==1) # censoring times (subject specific)
init <— which (T==0)
Te <— psi[id,1] # Parameters of the Weibull model\definecolor{codegreen }{
rgb}{0,0.6,0}
\definecolor{codegray }{rgh}{0.5,0.5,0.5}
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\definecolor{codepurple}{rgh}{0.58,0,0.82}
\definecolor{backcolour}{rgb}{0.95,0.95,0.92}

\lstdefinestyle {mystyle }{
backgroundcolor=\color {backcolour},
commentstyle=\color{codegreen},
keywordstyle=\color {magenta},
numberstyle=\tiny\color{codegray},
stringstyle=\color{codepurple},
basicstyle=\ttfamily\footnotesize ,
breakatwhitespace=false ,
breaklines=true ,
captionpos=b,
keepspaces=true ,
numbers=left ,
numbersep=5pt ,
showspaces=false ,
showstringspaces=false ,
showtabs=false ,

tabsize=2

\lstset{style=mystyle}
gamma <— psi[id,2]
Nj <— length (T)

ind <— setdiff (1:Nj, append(init ,cens)) # indices of events

hazard <— (gamma/Te)x*(T/Te) "~ (gamma—1) # h
H <— (T/Te) gamma # H= —In(S)
logpdf <— rep(0,Nj) # In(1(T=0))=0

logpdf[cens] <— —H[cens] + H[cens—1] # In(1l(T=censoring

logpdf[ind] <— —H[ind] + H[ind —1] + log(hazard[ind])
In (S)+1n (h)
return (logpdf)
}

# In(1(T=event

# Simulate events based on the observed individual censoring time

simulateWeibullTTE <— function (psi,id,xidep) {
T<—xidep [ ,1]
y<—xidep|[,2] # events (l=event, 0=no event)
delta <— xidep|[,3] # censoring indicator

cens<—which (xidep[,3]==1) # censoring times (subject
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time) )=In (S)=H

time) )=




tmax <— max(T[cens]) # maximum censoring time observed in dataset
init <— which (T==0)
Te <— psi|[,1] # Parameters of the Weibull model
gamma <— psi|[,2]
Nj <— length (T)
ind <— setdiff (1:Nj, append(init ,cens)) # indices of events
tevent<—T
Vj<—runif (dim(psi)[1])
tsim<—Tex(—1log (Vj)) ~(1/gamma) /# events
tevent [T>0]<—tsim
tevent [delta==1 & tevent>T] <— T[delta==1 & tevent>T]| # subject—specific
censoring time
return (tevent)
}
covmodel <— cbind(c(0,1,0,1,0,0) ,rep(0,6))
weibull . model. cov2<—saemixModel (model=weibulltte .model,description="Weibull
TTE model",
modeltype="likelihood",psiO=matrix (c(300,2) ,ncol=2,byrow=TRUE,
dimnames=1ist (NULL, c¢("Te","gamma"))), transform.par=c(1,1),
covariance.model=matrix(c(0,0,0,1) ,ncol=2, byrow=TRUE) ,
covariate . model=covmodel, verbose=FALSE)
saemix.options<—list (seed =632545,save=FALSE, save.graphs=FALSE,
displayProgress=FALSE, print=FALSE)

weibcov. fit2<—saemix (weibull . model.cov2,lung.data,saemix.options)

saemix . model<—saemixModel (model=weibulltte . model, description="Weibull TTE
model" ,

modeltype="likelihood", psi0O=matrix(c(1,2),ncol=2,byrow=TRUE,
dimnames=1list (NULL, c¢("Te","gamma"))), transform.par=c(1,1),
covariance.model=matrix(c(1,0,0,0) ,ncol=2, byrow=TRUE), verbose=FALSE)

saemix.options<—list (seed =632545,save=FALSE, save.graphs=FALSE,
displayProgress=FALSE, print=FALSE)

tte.fit<-saemix (saemix.model,lung.data,saemix.options)

plot (tte.fit , plot.type="convergence")
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