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Data-driven moving-window Bayesian inference for transient

CO2–temperature network models of buildings

Zhijian Wanga,∗, Stein K.F. Stotera, Clemens V. Verhoosela, Idoia Cortes Garciaa

aDepartment of Mechanical Engineering, Eindhoven University of Technology, The Netherlands

Abstract

In this work, we propose a CO2–temperature network model that links multi-zone mass
transport and thermal dynamics through shared latent drivers, airflow and occupancy. The
thermal component is formulated as a resistance-capacitance (RC) network augmented with
airflow-driven convective exchange, while the CO2 component is governed by inter-zonal
convective transport. To calibrate the model and track time-varying operating conditions
based on sparse sensing, we introduce a moving-window Bayesian inference procedure that
jointly estimates thermal parameters, airflow and occupancy trajectories. The estimation
also provides room-specific sensor noise levels, yielding posterior predictive forecasts with
credible intervals.

The framework is assessed using a controlled synthetic benchmark and a scaled physical
validation experiment using CO2 and temperature sensing. In both settings, the poste-
rior provides locally accurate reconstructions and adapts after abrupt regime changes, with
widened posterior uncertainty indicating periods of model–data mismatch. A temperature-
only calibration further shows that the CO2 observations accelerate post-transition temperature-
forecast recovery in the synthetic benchmark and more strongly constrain the shared source
and airflow parameters in the scaled experiment. Overall, coupling CO2-informed airflow
with thermal dynamics provides a physically interpretable framework for transient multi-
zone temperature prediction under limited sensing.
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1. Introduction

Buildings account for approximately 40% of energy use in Europe [1], 70% of which
is attributed to heating, ventilation, and air conditioning (HVAC) systems that maintain
indoor thermal comfort and indoor air quality [2]. Consequently, HVAC control plays a
critical role in optimizing building energy consumption [3]. While low-cost sensors for, e.g.,
temperature, humidity, CO2, and particulate matter, are now commonly used for monitoring
indoor air quality and thermal conditions, the full potential of these sensor streams for real-
time control remains largely unutilized. Most building condition regulation systems adhere
to coarse, long-term schedules rather than adaptive, data-driven strategies [4]. Integrated
use of sensor information in closed-loop HVAC optimization can lead to substantial energy
savings and is therefore warranted. Our aim is to create a framework that combines the
robustness of models based on physical laws with real-time sensor data that can ultimately
be used for improved thermal control of office buildings.

In typical office buildings, conductive heat transfer through walls, windows, and other
boundaries, together with convective exchange via inter-room airflow, jointly determine both
temperature and indoor air quality, with occupancy patterns driving these dynamics. In-
corporating natural ventilation, inter-zone airflow, and occupancy into the control system
remains challenging and is often often handled indirectly through static schedules and sim-
plified assumptions, which can lead to suboptimal operation [5, 6]. A practical alternative
to direct airflow or occupancy measurement is to infer these latent drivers from the dy-
namics observed in the temperature and CO2 concentration measurements. This offers a
non-intrusive indication that can be embedded in supervisory control. As typical sources
of airflow in office buildings are ventilation, adding CO2 as an inference proxy within the
HVAC loop thus has the potential for large efficiency gains without additional invasive in-
strumentation.

Given the above motivation, we aim to develop a model that captures coupled temper-
ature and airflow dynamics while remaining lightweight enough for real-time use in office
buildings. Resistance–capacitance (RC) network models are widely used for thermal identi-
fication and control because they balance physical interpretability and computational speed.
Comprehensive reviews on modeling choices, parameterization, and applications across sim-
ulation and control pipelines can be found in [7, 8, 9]. Recent case studies demonstrate
practical workflows for parameter identification and controller tuning in real buildings [10],
and newer approaches emphasize physical coherence so that calibrated parameters remain
consistent with building physics [11]. However, these RC-focused works primarily address
conductive heat transfer and typically do not explicitly represent inter-zonal airflow and its
impact on heat transport [12], which becomes critical in multi-zone settings with ventilation
and air exchange.

CO2 mass-balance and transport models are widely used to infer indoor occupancy and
ventilation conditions when direct airflow measurement is impractical. Gray-box methods,
which refer to low-order, physics-based dynamic models, can recover time-varying occupancy
and ventilation rates directly from CO2 trajectories [13, 14], and simulation-backed studies
suggest that combining an airflow-network structure with CO2 sensing enables multi-zone
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occupancy estimation at the office scale [15]. Field deployments using low-cost sensors
further report robust estimation performance across diverse scenarios [16].

Bayesian inference has also been widely used to calibrate building energy and indoor-
environment models while quantifying parameter uncertainty [8, 9]. Beyond one-time cali-
bration, several studies propose sequential, continuous, or moving-window updates to track
parameter drift and regime changes over time [17, 18]. In the context of air-quality sens-
ing, Bayesian formulations have also been applied to infer latent occupancy and ventila-
tion drivers from CO2 measurements, including filtering-based approaches [19] and moving-
window methods that estimate time-varying occupancy and supply flows using CO2 and
ventilation data [20].

Although RC thermal models, CO2-based occupancy/ventilation inference, and Bayesian
calibration have each been studied, they are usually developed in isolation. Occupancy and
ventilation are typically inferred from CO2 data alone, while RC parameters are calibrated
separately, and the two are rarely coupled. Moreover, online multi-zone methods often
assume a fixed measurement-noise level and return only point estimates, which can be un-
reliable when data are sparse or sensor quality varies. As a result, such estimators are more
vulnerable to model mismatch, sensor drift, and regime changes.

In the current work, we develop a model for temperature forecasting from historical data
while interring occupancy, airflow, and heat-transfer parameters. Rather than aiming to
represent the full operation of HVAC systems, including active heating and cooling control,
the framework focuses on the coupled evolution of indoor temperature and CO2 concentra-
tion, where occupancy driven CO2 production and airflow provide additional information
for the thermal state inference. A Bayesian inference framework is proposed for a coupled
CO2–temperature network that uses CO2 and temperature measurements to update heat
transfer, airflow, and occupancy parameters online using a moving window approach. This
enables the model to capture both conductive and convective heat transfer through zones
of the building. The key contributions of this work are: (i) a joint likelihood formula-
tion that couples CO2 transport and thermal dynamics through shared occupancy/source
and airflow parameters; (ii) a moving-window Bayesian updating scheme that tracks these
shared and thermal parameters while jointly estimating room-specific measurement uncer-
tainty; and (iii) validation on synthetic and scaled physical data, including comparison with
temperature-only inference to assess the added value of CO2 observations for parameter
inference and temperature prediction.

This paper is outlined as follows: Section 2 defines the coupled CO2 and temperature
networks and discusses the model coupling via occupancy and airflow conditions. Section 3
introduces the setup of the Bayesian inference framework with moving window parameter
updating. Section 4 presents a synthetic benchmark problem based on a characteristic
building layout, which we use to quantify the performance of our model and the Bayesian
inference scheme in a controlled environment. In Section 5 we present a physical experiment
of a (scaled) setup with the same layout as the synthetic benchmark to evaluate our model.
Section 6 draws the conclusions of the paper.
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2. CO2–temperature network model

In buildings, air motion simultaneously transports heat and gaseous pollutants such
as CO2 generated by occupants, while occupancy numbers largely determine heat and CO2

production. To model the dynamics of both the temperature and the CO2 concentration, we
consider a building divided into zones, as shown in Figure 1. One zone typically, though not
necessarily, represents one room. Each zone ni assumes uniform conditions, and employs
a sensor that reports the temperature Ti and the CO2 concentration ϕi. The complete
system is then modeled as two lumped networks, a CO2 network and a temperature network,
containing the same set of zones (nodes). Between the zones, there is advective exchange
in the CO2 network and both convective and conductive heat transfer in the temperature
network. Which zones exchange CO2 or heat either advectively or conductively is represented
by connections between nodes (edges), which do not necessarily coincide between the two
networks. The latent, time-varying drivers are the inter-zonal airflows and zonal occupancy
numbers. They couple the two networks through airflow-driven CO2 advection and airflow-
driven heat advection. Additionally, the temperature network involves conductive heat
transfer parameters.

Figure 1: Schematic of the room layout.

To formalize the model, we define the sets of nodal states as ϕ = {ϕi} and T = {Ti}.
Denoting the “unknown” (to be inferred) parameters that determine the CO2 and temper-
atuer models as θϕ and θT , and denoting the “known” model parameters as κϕ and κT , the
forward models are expressed as the residuals

rϕ
(
ϕ; θϕ,κϕ

)
= 0, (1a)

rT
(
T ; θT ,κT

)
= 0, (1b)

where rϕ encodes the (mass) balance equation dictating the evolution of CO2, and rT

encodes the (thermal energy) balance equation that describes the temperature evolution.
Given the information above, the forward model integrates the networks to predict ϕ

and T under airflow, occupancy, and thermal parameters. The remainder of this section
specifies the concrete forms of the residuals rϕ and rT and the parameter sets θϕ, θT , κϕ

and κT .
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2.1. The CO2 network model
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Figure 2: Schematic of local-to-global correspondence in the network. Here, ei denotes the ith oriented
edge of the graph, where qi flows in the specified direction.

The CO2 evolution is modeled as purely convective, and hence the network is described
by an oriented graph whose nodes represent zones that store CO2 mass and whose edges rep-
resent inter-zonal convective exchange. For each globally numbered node ni, the neighboring
nodes connected through convective transport are denoted by:

N q
i = {nq

i,1, n
q
i,2, . . . , n

q
i,j, . . .}, and Eq

i = {eqi,1, eqi,2, . . . , eqi,j, . . .},

where eqi,j links node ni to node nq
i,j. See Figure 2 for an illustration of these sets and the

relation between global and local numbering of nodes and edges.
The edges in this graph are oriented, pointing from one node to another. The volumetric

air current along edge ei is represented by the signed quantity qi, whose magnitude corre-
sponds to the flow rate. For each node ni, the orientations of the connected edges and the
volumetric flow rates that live on these edges are encoded in the sets

Ai = {ai,1, ai,2, . . . , ai,j, . . .} and Qi = {qi,1, qi,2, . . . , qi,j, . . .},

where ai,j = 1 means the edge points out of node ni and into node nq
i,j, and ai,j = −1 means

the converse.
Assuming air incompressibility, the nodal mass balance reads

|Eq
i |∑

j=1

ai,jqi,j = 0 ∀ i, (2)

which represents a constraint on the (to-be-inferred) parameters qi.
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Remark 1. The mass-balance equation is underdetermined, as the constraints provide fewer
independent equations than the number of edge airflows. Therefore, a subset of edge flows
can be chosen freely, while the remaining flows are determined by (2). To choose the linearly
independent quantities, we adopt a tree-cotree decomposition as done in electrical network
theory [21]. Specifically, we select a spanning tree of the airflow graph and partition the
edge flows into (i) independent flows on cotree edges and (ii) dependent flows on tree edges.
Given values of the independent flows, the dependent ones are obtained by solving the mass-
balance equations, yielding a unique, constraint-consistent airflow field. In the remainder
of the paper, the vector of airflow inference parameters q refers only to these independent
(cotree) flows.

In our CO2 transport model, we exclusively consider convective transport between nodes,
as this is expected to be the dominant driver across open pathways. We adopt an upwind
scheme, whereby the CO2 balance in zone i of volume Vi is described as:

Vi

d

dt
ϕi =

|Eq
i |∑

j=1

(

⟨−ai,jqi,j⟩ϕni,j
⏞ ⏟⏟ ⏞

convective inflow

− ⟨ai,jqi,j⟩ϕi
⏞ ⏟⏟ ⏞

convective outflow

)

+ nppl,i qexh ϕexh
⏞ ⏟⏟ ⏞

occupancy source

∀ i. (3)

Here, ϕi and ϕni,j
denote the CO2 concentrations in node ni and its neighbor ni,j, respectively,

nppl,i is the occupancy in zone i, qexh is the exhalation flow rate per person, ϕexh is the CO2

volume fraction of exhaled air, and ⟨•⟩ denote the Macaulay brackets:

⟨x⟩ =
{

x, if x ≥ 0,

0, if x < 0.
(4)

Under the assumption of the nodal mass balance (2), the CO2 balance (3) over all nodes
defines the residual operator (1a), i.e., rϕ

(
ϕ; θϕ,κϕ

)
, with

θϕ = {nppl, q} (unknown/inference parameters), (5a)

κϕ = { {Vi}, qexh, ϕexh, BCϕ } (known inputs), (5b)

where BCϕ denotes the known boundary/ambient conditions. Given an initial state ϕ0 and
the above sets of parameters, the forward solution ϕ follows from satisfying rϕ = 0 for t > 0.
This defines the forward map

Fϕ :
(
θϕ,κϕ,ϕ0

)
↦−→ ϕ.

2.2. The temperature network model

The temperature evolution is not only governed by convection, but also by conduction.
Hence, we introduce a second network that connects the same set of zones as the CO2 net-
work, ni, but with undirected edges, eRi . For each node ni, the node-local sets of neighboring
nodes and incident edges of this graph are denoted by

NR
i = {nR

i,1, n
R
i,2, . . . , n

R
i,j, . . .} and ER

i = {eRi,1, eRi,2, . . . , eRi,j, . . .},
7



where eRi,j links node ni,j to node ni.
The lumped resistance to conductive transport through edge eRi is described by the

resistance parameter Ri. For each node ni, the resistance parameters for all its connected
edges may be collected in the set

Ri = {Ri,1, Ri,2, . . . , Ri,j, . . .} .

While the set of nodes of the convective and conductive networks coincide, their connec-
tions, i.e., the edges, do not. Some connections (such as those through walls) only permit
conductive heat transfer. Therefore, all edges of the convective network are also part of the
conductive network but not vice versa.

To define the evolution equation of the temperatures in our thermal network, we assign
a lumped heat capacitance Ci > 0 to each interior node ni. Nodes that represent Dirichlet
boundary conditions, such as exterior nodes, can be handled by fixing their temperature Ti

and omitting Ci. The nodal energy balance for zone ni then becomes

Ci

d

dt
Ti =

|ER
i |

∑

j

Tni,j
− Ti

Ri,j
⏞ ⏟⏟ ⏞

conduction

+

|Eq
i |∑

j

(

⟨−ai,jqi,j⟩Tni,j
⏞ ⏟⏟ ⏞

convective inflow

− ⟨ai,jqi,j⟩Ti
⏞ ⏟⏟ ⏞

convective outflow

)

cp,air ρair + nppl,i Qppl
⏞ ⏟⏟ ⏞

occupancy source

, (6)

where Qppl is the sensible heat per person, and cp,air and ρϕ are the specific heat and density
of air. The convective transport terms again involve the signed edge flows qi,j, and we again
adopt an upwind scheme.

Collecting the nodal energy balances (6) over all zones defines the residual operator
((1b)), rT

(
T ; θT ,κT

)
, where

θT = {R, C,nppl, q} (unknown/inference parameters), (7a)

κT = { cp,air, ρair, Qppl, BCT } (known inputs). (7b)

Here R = {Ri} and C = {Ci} are the thermal resistances and capacitances, respectively, and
BCT denotes known thermal boundary/ambient specifications (e.g., outdoor temperature).

Given an initial state T 0 and parameter sets (θT ,κT ), the forward solution T follows
from satisfying rT = 0 for t > 0, defining the forward map

FT :
(
θT ,κT ,T 0

)
↦−→ T . (8)

3. A Bayesian inference framework

In this section, we propose a moving-window Bayesian inference framework to enable
data-driven, model-informed prediction under time-varying operating conditions. Rather
than conditioning on the full measurement history, the inference is performed over a finite
recent window so that parameter estimates remain representative of the current regime, while
keeping the computational burden bounded for real-time application [22]. As illustrated in
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Figure 3, we use data D = Dϕ ∪ DT contained in the current inference window to infer the
parameter vector θ = θϕ ∪ θT of the coupled CO2–temperature model.

The inference step produces not only a single parameter estimate, but a range of plausible
parameter values consistent with the noisy measurements. We use the resulting parameter
samples to predict how CO2 and temperature behave beyond the inference window, and
report the variability as uncertainty bands around the prediction. The window is then
advanced by a fixed step, and the parameters are updated using the results from the previous
window as initial guess.

To outline our inference framework, we commence with the introduction of the con-
stituents of Bayes’ rule: the prior, the likelihood, and the posterior. We then discuss the
posterior evaluation through Markov-Chain Monte-Carlo sampling. In what follows, p(·) de-
notes a probability density function, and p(a | b) denotes the conditional probability density
of a given that b holds.

Figure 3: Schematic of the moving-window Bayesian framework.

3.1. Bayes’ rule

Bayesian inference updates our initial beliefs about unknown model parameters using
measurement data. The initial beliefs are encoded in the so-called “prior” distribution, whose
probability density is denoted by p(θ). The prior is a user-specified, assumed, distribution
of the model parameters. Presumably, this probability distribution does not match reality,
as expressed by the data D. After observing the window data D, we thus wish to obtain
an updated probability distribution for θ, called the “posterior”, denoted p(θ | D). The
posterior encodes the probability density of the model parameters θ given the observed data
D, and thus quantifies which parameter values remain plausible after accounting for the
data.

Bayes’ rule describes the relation between the prior and posterior given the data as

p(θ | D) =
p(D | θ) p(θ)

p(D)
. (9)
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Here, p(D | θ) denotes the “likelihood”, i.e., the probability density distribution of the
observed data given a set of model parameters. It quantifies how well the model predictions
generated by θ agree with the observed CO2 and temperature data under an assumed
measurement-noise model. The denominator, p(D), is called the evidence (or marginal
likelihood). In practice, it is a normalizing constant that ensures the posterior integrates to
one and depends on the data and the chosen model/prior, but not on θ.

The posterior distribution can be sampled without the need to evaluate the evidence,
allowing us to work with the proportional form of Bayes’ rule [23]:

p(θ | D) ∝ p(D | θ) p(θ). (10)

This form highlights the practical interpretation of Bayes’ rule: the posterior favors param-
eter values that are both physically plausible under the prior and produce model outputs
that match the measurements well.

The likelihood p(D | θ) in equation (10) is constructed from the windowed measure-
ments D as follows. Let Um(θm) ∈ R

J×N denote the solutions of our forward models (1a)
and (1b) with parameter values θm, for m ∈ {ϕ, T}, respectively, evaluated at J nodes
corresponding to sensor positions at N time instants. Let Dm ∈ R

J×N be the corresponding
sensor measurements. We assume additive, independent Gaussian measurement noise with
node-specific standard deviations that are constant over the window as

Dm
j,k = Um

j,k(θ
m) + εmj,k, εmj,k ∼ N

(
0, (σm

j )
2
)
, (11)

with N (µ, σ2) a univariate normal distribution with mean µ and variance σ2. The parameters
σm
j therefore quantify the measurement-noise scale at node j for m ∈ {ϕ, T}.

The measurement noise is assumed independent across all sensor nodes and time instants.
Under these independence assumptions, the joint likelihood factorizes as

p(D | θ) = p(Dϕ | θϕ) p(DT | θT ), (12)

where

p(Dm | θm) =
J∏

j=1

N∏

k=1

1√
2π σm

j

exp

(

−
(Dm

j,k − Um
j,k(θ

m))2

2 (σm
j )

2

)

. (13)

3.2. Posterior evaluation and Markov-chain Monte-Carlo sampling

To avoid numerical stability (overflow/underflow) problems associated with the likelihood
function, we evaluate the posterior on the log scale. Taking the logarithm of (the proportional
variant of) Bayes’ rule (10) yields

log p(θ | D) ∝ log p(Dϕ | θϕ) + log p(DT | θT ) + log p(θ), (14)

and the log-likelihood follows from (13) as

log p(Dm | θm) = −1

2

J∑

j=1

N∑

k=1

{
(Dm

j,k − Um
j,k(θ

m))2

σm
j

2
+ log

(
2π(σm

j )
2
)
}

, m ∈ {ϕ, T}. (15)
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In this work, the measurement-noises σm
j are treated as unknown parameters and inferred

jointly with the physical parameters θ. This leads to one inferred standard deviation for each
node j and each modality m ∈ {ϕ, T} to be inferred. This choice accounts for spatial varia-
tion in sensor quality and propagates measurement uncertainty into the posterior predictive
bands. Hence, the Gaussian normalization term depends on σm

j . Including log(2π(σm
j )

2)
ensures a properly normalized Gaussian likelihood.

While the coupled CO2–temperature forward model is deterministic, the inverse problem
is probabilistic because the measurements are noisy and some parameters might not be
uniquely identifiable from the available data. We therefore approximate the posterior p(θ |
D) to quantify uncertainty and propagate it into the posterior predictive credible bands.
We approximate this posterior using Markov chain Monte-Carlo sampling, specifically the
Robust Adaptive Metropolis (RAM) algorithm [24], an adaptive random-walk Metropolis–
Hastings scheme that tunes both the global step size and the proposal covariance.

Figure 4 illustrates the Metropolis–Hastings sampling algorithm for a one-dimensional
parameter in a Bayesian setting, where the starting point is sampled from the prior. From
the current state θı (blue marker), a proposal is drawn using a Gaussian random-walk,

θ⋆ ∼ N
(
θı, s

2
ıΣı

)
, (16)

where sı > 0 is a scalar step-size factor at iteration ı, and Σı is the proposal covariance,
which sets the direction-wise proposal variances and captures cross-parameter correlations
in the Gaussian random walk. In RAM, sı and Σı are not fixed user-tuned hyperparameters,
but they are updated online from the evolving chain history to achieve efficient exploration,
starting from an initial guess (s0,Σ0). To decide whether a proposal is acceptable, the

Figure 4: Schematic of Metropolis–Hastings sampling in one dimension. From the current state
θı, a Gaussian random-walk proposal θ⋆ is accepted or rejected, producing samples whose histogram ap-
proximates the posterior; proposals outside the prior bounds are rejected.
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Metropolis–Hastings acceptance probability α is calculated as

α(θı,θ
⋆) = min

{

1,
p(θ⋆ | D)q(θı | θ⋆)

p(θı | D)q(θ⋆ | θı)

}

, (17)

where θ⋆ denotes the proposed parameter vector, θı is the current parameter vector, and
q(· | ·) denotes the proposal density. In the present case, the proposal is a Gaussian random
walk centered at the current state. Conditional on the current proposal covariance s2ıΣı,
this proposal is symmetric, so that the proposal-density terms therefore cancel:

q(θ⋆ | θı) = q(θı | θ⋆). (18)

In the schematic, proposals outside the prior support are rejected (α = 0). If accepted,
the chain moves to the proposed state θ⋆, otherwise it remains at θı. Over iterations ı,
the accepted samples concentrate in high-posterior regions, yielding the posterior histogram
shown on the right.

After each iteration, RAM adapts the proposal parameters (sı,Σı) based on the chain
history to keep the acceptance rate near a target value (we use ≈ 0.23 for multi-dimensional
random walks) [25]. The RAM updates become progressively smaller as ı increases, so after
an initial adaptation phase the proposal is effectively fixed. The sampler then behaves like a
standard Metropolis–Hastings Markov chain with a time-invariant transition kernel [26]. We
initialize Σ0 as a diagonal matrix whose entries are based on empirical parameter estimates,
obtained from preliminary simulations and physical considerations. The initial step-size s0
is chosen such that the proposal standard deviation of each parameter is approximately 1%
of its initial values. Further details on the RAM algorithm are available in [24].

4. Synthetic benchmark problem

We first explore the performance of our modeling strategy in the context of a synthetic
benchmark problem. This enables us to (i) validate the coupled CO2–temperature forward
model against a controlled ground truth, (ii) examine how well occupancy- and airflow-driven
effects can be identified from joint CO2 and temperature measurements, and (iii) characterize
how inference settings (e.g., window length, and noise level) influence reconstruction and
predictive accuracy.

4.1. Benchmark setup

The benchmark considered here is illustrated in Figure 5a. It represents a typical layout
for commercial buildings, with four small offices (i.e., rooms A-D) and two larger meeting
rooms (i.e., rooms E-F). All rooms have openings connected to the outside environment that
allow air exchange. A centered hallway connects all the rooms. This hallway is divided into
two zones (H1, H2) in which sensors are placed, allowing the model to capture the spatial
inhomogeneity of the temperature and CO2 concentration states.
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4.1.1. Network structure

As discussed in Section 2, the lumped temperature and CO2 networks regard each room
or zone as a node. Based on the layout of the building, Figures 5b and 5c represent the
structure of the CO2 and temperature networks. In both networks, the “Atm”, atmosphere,
nodes represent the same boundary conditions, which are the atmospheric temperature
and the background CO2. Excluding the atmosphere nodes, the CO2 and temperature
networks share the same eight nodes but they differ in terms of connections (or edges).
In the temperature network, all neighboring rooms are connected due to heat conduction
through the walls, which are omitted in the CO2 network since there is no active transport
phenomenon between rooms that are not connected by open pathways (e.g., from room A
to B).

(a) Room layout (b) CO2 network structure (c) Temperature network structure

Figure 5: Illustration of the benchmark problem room layout and network structure.

4.1.2. Parameter configuration and data generation

Our benchmark problem considers two parameter sets: parameters to be inferred (θ =
θϕ∪θT ), and constants or known parameters (κ = κϕ∪κT ). The parameters to be inferred
and the constants are listed as:

θ = {nppl, q, R, C}, (19a)

κ = {BCϕ, BCT , {Vi}, qexh, ϕexh, Qppl, cp,air, ρair} . (19b)

Tables 1 and 2 summarize the parameter choices used to generate the synthetic data. Table 1
lists physical constants and boundary conditions that are treated as known in the Bayesian
inference, whereas Table 2 reports the ground-truth values of the parameters that we aim to
infer. The thermal resistances and capacitances are chosen to reflect typical wall conduction
and room-air thermal storage properties in office environments [27].

Synthetic benchmark data are generated by forward simulation of the coupled CO2–
temperature network model from Section 2. We integrate the model over a 4–hour time
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window with a one-minute sampling interval. The occupancy schedule emulates an office-
to-meeting transition: during the first two hours (t < 120 min), four single-occupant offices
(rooms A–D) are occupied while meeting rooms E and F remain empty; at t = 120 min all
occupants move to meeting room F and the other rooms become unoccupied.

The simulated CO2 concentration and temperature trajectories constitute noiseless model
outputs. To emulate realistic measurements, we add zero-mean Gaussian noise with standard
deviations of 5 ppm for CO2 and 0.1◦C for temperature, representative of low-cost office
sensors. The resulting synthetic data set provides a controlled, yet realistic, test case for
evaluating the performance and robustness of the Bayesian inference framework in Section 3.

Table 1: Constants used for synthetic benchmark generation.

Ambient (outdoor) Tamb = 20 ◦C, ϕamb = 400 ppm

Initial conditions T0,i = 20 ◦C, ϕ0,i = 400 ppm

Room volume VA,B,C,D = 30 m3, VE,F = 60 m3, VH1,H2 = 15 m3

CO2 production per person qexh = 1.0× 10−5 m3/s,

ϕexh = 50000 ppm (volume fraction)

Heat production per person Qppl = 100 W per person

Air thermal properties cp,air = 1000 J/(kg·K), ρair = 1.2 kg/m3
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Table 2: Ground-truth values of the parameters inferred in the synthetic benchmark. The occupancy and
boundary-airflow parameters are piecewise constant with a switch at tsw = 120 min. Positive qAtm,i denotes
inflow from outdoors into zone i.

CO2 network: occupancy and boundary airflow

Occupancy 0 to 120 min: 1 person in each room A, B, C, D,

120 to 240 min: 4 persons all move to room F.

Independent boundary flows [m3/s] (qAtm,A, qAtm,B, qAtm,C , qAtm,D, qAtm,E) =

(0.01, 0.01, 0.01, 0.01, −0.01) .

Temperature network: thermal parameters

Thermal resistances R [K/W] RH1,H2 = 1.0.

RA,Atm, RD,Atm = 2,

RB,Atm, RC,Atm = RH1,Atm = RH2,Atm = 3,

RA,B, RB,C , RC,D, RA,H1, RB,H1, RC,H2,

RD,H2, RH1,E, RH2,F , RE,F , RE,Atm, RF,Atm = 1.5,

Thermal capacitances C [J/K] CA, CB, CC , CD = 24000; CE, CF = 48000;

CH1, CH2 = 12000.

4.1.3. Inference configuration

The Bayesian inference framework is adopted to infer the coupled CO2–temperature
model parameter vector θ. To do so effectively, we introduce two more parameters to this
set, namely the standard deviation of the sensor noise distributions, and the initial values
for the CO2 and temperature values within a time window. This leads to the following
augmented parameter vector:

θ∗ =
{

nppl
⏞⏟⏟⏞

occupancy
numbers (8)

, q
⏞⏟⏟⏞

air
flows (5)

, ϕ0
⏞⏟⏟⏞

CO2

initials (8)

, R
⏞⏟⏟⏞

resistances (19)

, C
⏞⏟⏟⏞

capacitances (8)

, T 0
⏞⏟⏟⏞

temperature
initials (8)

, σϕ, σT

⏞ ⏟⏟ ⏞

noise stds (8+8)

}

.

(20)
Table 3 lists the prior distributions chosen for these parameters. We use Gaussian priors

N (µ, σ2) for unconstrained quantities and truncated Gaussian priors TruncNorm(µ, σ2; a, b)
for parameters with physical bounds, where µ and σ2 denote the mean and variance, and
the support is restricted to [a, b] with proper re-normalization.

Most of the priors are truncated normals. The occupancy priors are truncated to enforce
non-negativity and to reflect reasonable ranges given the respective room size. Boundary
airflows are assigned zero-centered Gaussian priors. The initial states are specified per node:
ϕ0,i denotes the initial latent CO2 concentration in zone i at the start of a window, and we set

15



ϕ0,i ∼ N (ϕ̃i(t=0), σ2
ϕ,i), where ϕ̃i(t=0) is the first CO2 observation in that window and σϕ

i

is the corresponding node-wise measurement-noise standard deviation. Thermal resistances
and capacitances are constrained to plausible building-physics ranges and grouped by room
type. Finally, noise standard deviations are treated as hyperparameters, with priors centered
on the synthetic noise levels (σϕ = 5 ppm, σT = 0.1◦C) that are also used to generate the
benchmark data. The initial guesses adopted for the inference in each time window are set
to reasonable physical values (occupancies ≈ 0.5, boundary airflow 0.01 m3/s, C around
nominal capacitances, T0 = 20◦C, ϕ0 = 400 ppm).

For each moving window, the Markov chain includes an initial burn-in phase, in which
the samples are used to move the chain toward the high-probability region of the posterior
distribution and to allow the adaptive proposal parameters to stabilize. These burn-in
samples are discarded and are not used for posterior inference. In this study, we run 100,000
iterations, discard the first 50,000 as burn-in, and retain the remaining 50,000 draws for
inference. Between windows we warm-start the sampler by setting the initial state θ0 of
the next window to the posterior mean of the current window. The synthetic results use a
40-sample (40-min) inference window advanced by one sample (1 min) between successive
windows.
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Table 3: Prior distributions for all parameters that are to be inferred.

Occupancies nppl,i Rooms A–D: TruncNorm(1, 1; 0, 2);

Rooms E–F: TruncNorm(3, 2; 0, 7);

Hallway H1–H2: TruncNorm(0, 0.3; 0, 1).

Boundary airflows qAtm,i

[m3/s]
TruncNorm(0, 0.05; −0.1, 0.1) for the five boundary
nodes.

Initial CO2 states ϕ0,i

[ppm]
N
(
ϕ̃i(t=0), σϕ

i

2)
per node (anchored to the first obser-

vation in each window).

Thermal resistances Ri,j

[K/W]
TruncNorm(1.0, 0.5; 0.5, 2.0) for all 19 resistances.

Thermal capacitances Ci

[J/K]
Room A–D: TruncNorm(20000, 10000; 10000, 30000);

Rooms E–F: TruncNorm(40000, 20000; 20000, 60000);

Hallway H1–H2: TruncNorm(10000, 5000; 5000, 20000).

Initial temperatures T0,i

[◦C]
N
(
T̃i(t=0), σT

i

2)
per node (anchored to the first obser-

vation in each window).

CO2 noise levels σϕ,i [ppm] σϕ,i ∼ TruncNorm(5.0, 2.0; 0, 8.0), i ∈ {A, . . . ,H2}.

Temperature noise levels
σT,i [◦C]

σT,i ∼ TruncNorm(0.1, 0.1; 0, 0.5), i ∈ {A, . . . ,H2}.

4.1.4. Error metrics

To quantify the predictive performance of the moving-window Bayesian inference, we
evaluate the discrepancy between the posterior predictive trajectories and the synthetic
ground-truth data by the mean-normalized root-mean-square error (nRMSE), computed
separately for CO2 and temperature.

Let Dm ∈ R
8×N denote the synthetic data for m ∈ {ϕ, T} over time, and let Um(θ) be

the corresponding prediction generated from the posterior mean of the inferred parameters θ
for each inference window. Suppose the interval of verification contains Ntime time samples,
indexed by k = 1, . . . , Ntime. The root-mean-square error (RMSE) over this interval is then
given by:

RMSE =

⌜
⃓
⃓
⎷

1

8Ntime

8∑

j=1

Ntime∑

k=1

(
Um
j,k −Dm

j,k

)2
, m ∈ {ϕ, T}, (21)

where the factor 8Ntime represents the total number of room–time pairs (8 rooms and Ntime
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time samples). The mean-normalized RMSE (nRMSE) is computed as

nRMSE = 100
RMSE

1

8Ntime

8∑

j=1

Ntime∑

k=1

⃓
⃓Um

j,k

⃓
⃓

. (22)

4.2. Synthetic benchmark results

Using the ground-truth parameters and prescribed occupancy/airflow drivers, we now
assess (i) whether the proposed moving-window Bayesian inference scheme is able to recon-
struct CO2 and temperature trajectories within each window, (ii) how prediction accuracy
and uncertainty evolve across the occupancy transition, (iii) how the inclusion of CO2 obser-
vations affects temperature prediction and the inference of the shared occupancy and airflow
parameters compared with temperature-only inference, and (iv) how the inferred noise levels
and predictive accuracy depend on regime changes, window size, and measurement noise.

4.2.1. Synthetic experiment data

Figure 6 shows the resulting CO2 and temperature trajectories in three representative
zones (offices A and E, and meeting room F). The dashed black curves correspond to the
noise–free model output, while the colored markers represent synthetic measurements ob-
tained by adding independent Gaussian noise with standard deviations of 5 ppm for CO2

and 0.1 ℃ for temperature. In room A, both CO2 concentration and temperature initially
rise from ambient levels as the single occupant generates CO2 and heat, reaching peaks
of approximately 850 ppm and 28 ℃ before gradually decaying once the room is vacated.
Room E, which remains unoccupied, exhibits only a modest increase driven by exchange
with adjacent zones. In contrast, room F stays close to ambient conditions in the first half
of the experiment and then shows a sharp increase in both CO2 (up to about 1200 ppm)
and temperature (above 33 ℃) after the occupants move into that meeting room.
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(a) Synthetic CO2

(b) Synthetic temperature

Figure 6: Synthetic ground-truth benchmark results for rooms A, E, and F, with and without noise.

4.2.2. Moving-window prediction and parameter tracking

Figures 6a and 6b illustrate how the Bayesian framework operates with the moving-
window scheme for rooms A, E, and F, for CO2 and temperature, respectively. Each panel
shows a 40-sample inference window (indicated by the dashed black frame), together with
the noisy synthetic measurements and the corresponding noiseless ground truth. The dashed
curves denote posterior predictive means, while the gray ribbons indicate the associated 95%
credible intervals.

Within each window, the inferred trajectories closely follow the ground truth, whereas
outside the window the short-term forecasts rely solely on the information available up to
the right edge of the dashed box. Panels (a) and (b) correspond to windows located entirely
before the occupancy transition at t = 120 min. In this regime the sampler recovers the
pre-transition occupancy and airflow pattern, which leads to accurate reconstructions of the
rapidly rising CO2 levels in the single-occupant offices and the much smaller increase in
the meeting rooms, but, by construction, does not anticipate the occupancy change after
t = 120 min. When the window overlaps the transition point (panels (c) and (d)), the model
is inherently unable to accurately predict the evolution observed in the data. The strength
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of a Bayesian inference framework is that this parameter non-identifiability is quantifiable,
as reflected by the temporary widening of the uncertainty bands around the change point.
Moreover, the framework is able to adapt and stabilize after a mismatch. In the later
window (panels (e)), after the transition has been fully observed, the calibrated model again
produces predictions with narrow uncertainty that remain close to the ground truth in the
new regime.

(a) Window 11-51 (b) Window 51-91

(c) Window 91-131 (d) Window 101-141

(e) Window 121-161

Figure 7: Posterior predictive CO2 trajectories in rooms A, E and F for the synthetic-data experiment.
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(a) Window 11-51 (b) Window 51-91

(c) Window 91-131 (d) Window 101-141

(e) Window 121-161

Figure 8: Posterior predictive temperature trajectories in rooms A, E and F for the synthetic-data exper-
iment.

The corresponding evolution of the inferred parameters of the coupled CO2 and tem-
perature model is shown in Figure 8. The top panel reports the posterior mean and 95%
credible intervals of the occupancies in rooms A, E and F as a function of the window start
time. Before t ≈ 120 min, the chain assigns approximately one person to room A and almost
zero occupants to rooms E and F. As the windows cross the transition, the mean occupancy
in room F increases sharply to four people, while the occupants in rooms A and E drop to
zero, which is in agreement with the synthetic ground truth. Panel (b) displays the poste-
rior mean and 95% credible intervals of the boundary airflow from the ambient to the rooms
A—E. Inferred boundary flows remain close to their true values and evolve smoothly across
windows, with only a moderate increase in uncertainty around the transition period. Panel
(c) reports the inferred thermal capacitances Ci for all zones. Across the experiment, the
inferred capacities remain close to the ground-truth magnitudes and preserve the expected
grouping between the smaller offices (A–D), larger rooms (E–F), and hallways (H1–H2).
The bottom panel shows the inferred representative thermal resistances. Compared with
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(a) Occupancy parameter tracking

(b) Airflow parameter tracking

(c) Thermal capacitance tracking

the capacities, the resistance tracks show noticeably larger window-to-window variability,
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(d) Thermal resistance tracking

Figure 8: Tracking of model parameters under moving-window Bayesian inference, showing the posterior
mean (solid lines) and 95% credible intervals (shaded bands).

which is expected because multiple resistance configurations can yield similar temperature
trajectories over a finite window. Overall, this indicates that the moving-window Bayesian
inference tracks RC parameters in a temporally coherent and physically plausible range
under the controlled synthetic ground truth.

4.2.3. Effect of CO2 observations on joint inference

In the present benchmark, the mechanisms governing CO2 and temperature dynamics are
closely related. That is, airflow contributes to the transport of both CO2 and heat, while
occupancy acts as the source of both CO2 and sensible heat. Additional measurements
can in principle improve parameter inference by providing additional information through
the likelihood. However, when the CO2 and temperature responses are strongly correlated,
the extent to which the CO2 observations provide independent information beyond the
temperature measurements is less evident. We therefore investigate the added value of
the CO2 observations by comparing the proposed joint CO2–temperature inference with
a temperature-only calibration. Both estimators use the same temperature-network model,
priors for the shared and thermal parameters, moving-window settings, and sampler settings.
The temperature-only estimator omits the CO2 likelihood and the CO2-specific initial-state
and noise parameters, so that occupancy and airflow are informed only through their effects
on the temperature dynamics.
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Figure 9: Future temperature prediction performance of the joint CO2–temperature and temperature-only
estimators. The upper panel shows post-window temperature RMSE over all eight zones, and the lower
panel shows ∆RMSET = RMSET -only − RMSECO2+T. The gray region in the upper panel indicates the
window-start range shown in the lower panel, and the dashed green line marks the occupancy switch at
t = 120 min.

Figure 9 compares the temperature prediction errors of the joint and temperature-only
estimators as a function of the inference-window start time. Overall, the two approaches
exhibit similar behavior, in line with the strong coupling between the CO2 and tempera-
ture dynamics in this benchmark. During stationary regimes, their prediction errors are
comparable, while both errors increase when the post-window prediction horizon overlaps
the occupancy switch at t = 120 min, since neither estimator can anticipate this externally
imposed regime change. Nevertheless, a clear benefit of including the CO2 observations
remains visible. Once post-transition observations enter the inference window, the joint
estimator adapts more rapidly to the new regime and recovers its temperature prediction
accuracy faster, with the RMSE difference reaching approximately 0.4 ◦C around the tran-
sition. Hence, even in this idealized setting, where the temperature observations already
provide sufficient information to identify the dominant shared mechanisms, the additional
CO2 observations improve the response of the inference scheme to changes in operating
conditions.

24



Figure 10: Recovery of representative shared parameters using joint CO2–temperature and temperature-
only inference. Panels (a)–(b) show occupancy in rooms A and F, and panels (c)–(d) show representative
ambient airflow parameters. Solid curves and shaded bands denote posterior means and 95% credible
intervals; black dotted lines denote ground truth and the dashed green line marks the occupancy switch at
t = 120 min.

The evolution of the underlying shared parameters in Figure 10 corroborates the dif-
ferences in predictive recovery observed in Figure 9. The figure compares the recovery
of representative occupancy and airflow parameters for the joint and temperature-only es-
timators. Because each 40-min inference window assumes a constant occupancy within
the window, windows overlapping the instantaneous switch produce intermediate estimates.
Most notably, the prescribed post-switch occupancy in room F is recovered more rapidly
by the joint estimator. A similarly faster recovery is observed for the airflow to room C.
These parameter trends are consistent with the faster recovery of temperature prediction
accuracy observed in Figure 9. Overall, the results indicate that, although temperature
measurements alone provide substantial information about the shared parameters in this
benchmark, the additional CO2 observations enable the estimator to adapt the occupancy
and airflow parameters more rapidly following the regime change.

4.2.4. Noise level

As discussed in Section 3.1, the nodewise noise scales σm,j are inferred jointly with
the other parameters in each moving window. While the synthetic benchmark data are
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generated with a spatially and temporally uniform CO2 measurement noise level of 5 ppm
and temperature measurement noise level of 0.1 ℃, the inferred noise scales may vary across
windows. The inferred noise level is a measure of the precision with which the Bayesian
framework is able to reproduce the data at each local time window.

Figure 11 shows the posterior mean and 95% credible intervals of the inferred CO2 noise
levels σCO2,j in rooms A, E and F of each window start time with window size of 40 data
points. For most windows, the posterior mean values remain close to the synthetic noise
level. This indicates that Bayesian inference is able to recover the measurement dispersion
when the model is an accurate reflection of reality.

Figure 11: Inferred CO2 noise levels in rooms A, E and F. Solid lines denote posterior means and shaded
bands indicate 95% credible intervals as a function of the window start time.

Around the occupancy transition at t = 120 min, the behavior becomes more varied.
For room F, where the occupants gathered while the CO2 dynamics changed rapidly, the
inferred σCO2

shows a significant increase: the posterior mean increases to values around 25
ppm until the window moves past the transition. Room A, where one person moves out,
shows a less rapid change while room E almost shows no change in noise level. In that case,
the noise level signal can be used for diagnosing when the system behavior within a window
cannot be adequately captured by the model.

4.2.5. Change window size and noise level

To evaluate the sensitivity of the Bayesian inference to the moving-window size and mea-
surement noise, we vary the inference window size from 10 to 60 data points under four paired
synthetic CO2 and temperature noise configurations (σCO2 , σT ) ∈ {(5, 0.1), (10, 0.2), (15, 0.3), (20, 0.4)}.
Performance is quantified by the nRMSE between predictions and ground-truth data in the
verification interval [80, 120] min.

Figure 12 shows that increasing the size of the inference window consistently reduces
nRMSE for both CO2 and temperature across all noise levels. The impact of measurement
noise is most pronounced for shorter window sizes. At window sizes of 10–25 samples,
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higher noise levels lead to higher nRMSE, particularly for CO2. For larger window sizes, the
performance curves converge, and the difference between noise settings becomes small. This
indicates that larger window sizes partly compensate for the increased noise by providing
more samples per inference step, and therefore the inference can better estimate the noise
level of the data.

The appropriate choice of window size depends on the required model accuracy. For
CO2 (Fig. 12a), nRMSE decreases from 19–24% at a window size of 10 to around 5% at
a window size of 60, with most of the improvement occurring between 10 and 35. For
temperature (Fig. 12b), errors are substantially lower overall and decrease from 8–11% at
10 to 1.3 ∼ 1.7% at 60.

(a) CO2 (b) Temperature

Figure 12: nRMSE of prediction and ground-truth data, evaluated under different inference window
sizes (10–60 samples) and paired measurement-noise settings (σCO2 , σT ). (a) shows CO2 and (b) shows
temperature.

5. Experimental validation

To assess the predictive performance of our modeling framework on real measurement
data that correspond to time-varying operating conditions, we now implement the moving-
window Bayesian inference framework for a scaled physical experiment of an office building.

5.1. Scaled experiment

First, we describe the setup of the physical experiment and the data acquisition proce-
dure.

5.1.1. The physical setup

Figure 13 shows the experimental setup. It corresponds to the spatial layout of the
synthetic building from Section 4. Four smaller rooms (A–D) and two larger rooms (E and
F) are connected by a hallway (H1 and H2). There are openings in the walls that represent
windows and doors, allowing air exchange between the rooms and the environment.
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Figure 13: Experimental setup.

To impose controlled airflow conditions, two 30 × 30 mm square fans are installed in
rooms E and F. The fans are operated at fixed electrical settings (powered by 1.8 V) to
create a controlled flow. The fans are mounted on the wall and oriented to drive flow
from the ambient to the room as indicated in Figure 13. The fans are partially blocked to
reduce the airflow to a reasonable level, so that the resulting air-exchange rate in the scaled
setup produces CO2 concentration changes that are traceable given the sensors’ 10-second
sampling resolution. The fan operating state is kept constant throughout the experimental
run.

The rooms and the ambient are equipped with a total of nine pairs of CO2 concentra-
tion and temperature sensors. The installed sensors are the Vaisala Carbon Dioxide Probe
GMP252 [28] and the Vaisala Humidity and Temperature Probe HMP1 [29], for which the
accuracy is documented as ±40 ppm for the CO2 sensor and ±0.2◦C for the temperature
sensor in the range of 0–3000 ppm. The sensors are placed at the room center positions.
Atmospheric reference sensors are installed outside the enclosure to record background CO2

and temperature for boundary conditions.
To simulate human-body CO2 and heat production in room F, a premixed CO2 gas

cylinder and a heating module were used. The premixed gas had a nominal CO2 concentra-
tion of 5000 ppm, as supplied by Nippon Gases [30]. The dosing flow rate is regulated to
25 mL/min using a flow meter (GASTEC Model GSP-300FT-2 [31]). The end of the dosing
tube is covered by foam to promote mixing with the air in the room. The heating element
is operated with a constant 25 Watt power.

5.1.2. Experimental conditions

The scaled experiment considers a single controlled run in which the fan-driven airflow is
kept constant and the described combined CO2 and heating source is applied for 30 minutes

28



and then turned off to simulate a clear point of change. Table 4 shows detailed timings of
the experiment. We initialize the experiment with a short pre-run calibration period (0–10
min) to compute sensor offsets for both sensor types. Then, the CO2 dosing and heating
module are switched on (10–40 min). During the experiment, the two fans in rooms E and
F remain at fixed electrical settings, and the CO2 dosing and heating in room F are applied
constantly. At 40 min, the CO2 dosing and heating module are turned off while the fans
are kept running for another 30 minutes (40–70 min). All signals are logged at 10-second
intervals.

Table 4: Scaled experiment run plan used for Bayesian inference.

Phase Time (minute) Condition
Offset calibration 0–10 No intervention; used to align sensor baselines
Dosing 10–40 Fans on; CO2 dosing into room F; heater on in room F
Decay 40–70 CO2 dosing off and heater off; fans kept constant

The 0–10 min baseline period is used to estimate the room-specific sensor offsets, which
are then applied to the complete record. The calibrated 0–70 min time series is subsequently
used for the moving-window inference.

5.1.3. Inference configuration

The inferred parameter vector follows the coupled layout used throughout Section 3 and
includes the (i) CO2 and temperature evolution parameters (8 effective source strengths
and 5 unconstrained airflow for rooms A–E, 19 resistances and 8 capacitances), (ii) initial
states for CO2 and temperature in each room, and (iii) per-room measurement noise stan-
dard deviations for CO2 and temperature. The likelihood assumes independent Gaussian
measurement noise per room, constant over each inference window. Table 5 presents the full
prior configuration for the Bayesian inference in the validation experiment. We use trun-
cated normal priors consistent with the synthetic benchmark: thermal resistances R and
capacitances C are constrained to physically plausible ranges, boundary airflow parameters
are constrained to a small range (in L/s) to represent low-speed fan-driven or leakage-scale
exchanges, and per-room noise parameters are constrained to positive ranges.

The Bayesian estimation uses a moving-window size of 40 samples (corresponding to 400
seconds), with a step size of 6 samples (corresponding to 60 seconds), producing overlapping
windows across the full 0–70 min recording until the end of the window reaches t = 70
min. For each window, we sample the log-posterior using the robust adaptive Metropolis
algorithm, as in the synthetic experiment. To encourage temporal continuity and reduce
the burn-in cost, the posterior mean of the previous window is used to initialize the next
window’s chain. Posterior predictive trajectories are generated from the posterior mean for
visualization and parameter tracking.
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Table 5: Prior distributions for all parameters that are inferred in the validation experiment.

Occupancies nppl,i Rooms A–D: TruncNorm(1, 1; 0, 1);

Rooms E–F: TruncNorm(1, 1; 0, 2);

Hallway H1–H2: TruncNorm(0, 0.3; 0, 0.3).

Boundary airflows qAtm,i

[L/s]
TruncNorm(0, 0.05; −0.1, 0.1) (for the 5 boundary
nodes).

Initial CO2 states ϕ0,i

[ppm]
N
(
ϕ̃i(t=0), σ2

ϕ,i

)
per node (anchored to the first obser-

vation in each window).

Thermal resistances Ri,j

[K/W]
TruncNorm(0.5, 2.0; 0.05, 8.0) for all 19 resistances.

Thermal capacitances Ci

[J/K]
TruncNorm(3000, 2000; 500, 15000) for all 8
capacitances.

Initial temperatures T0,i

[◦C]
N
(
T̃i(t=0), σ2

T,i

)
per node (anchored to the first obser-

vation in each window).

CO2 noise levels σϕ,i

[ppm]
σϕ,i ∼ TruncNorm(5.0, 2.0; 0, 8.0), i ∈ {A, . . . ,H2}.

Temperature noise levels
σT,i [◦C]

σT,i ∼ TruncNorm(0.1, 0.1; 0, 0.5), i ∈ {A, . . . ,H2}.

5.2. Validation results

We validate the moving-window Bayesian inference scheme on the scaled experiment
by examining (i) posterior predictive trajectories in both CO2 and temperature, (ii) time-
varying shared-parameter inference, including comparison with a temperature-only calibra-
tion, and (iii) post-window predictive accuracy over a fixed prediction horizon.

5.2.1. Predictive posterior results

Figure 14 summarizes the behavior of the Bayesian moving-window algorithm on the
experiment by showing posterior predictive trajectories for three representative windows for
both CO2 and temperature. In each panel, the dashed rectangle indicates the data interval
used for inference in that step, the colored markers show the measured room trajectories
(rooms A, D, E, and F), the dashed curves report the posterior predictive mean obtained
from the posterior mean parameter set, and the gray ribbons indicate the associated 95%
credible bands.

The early window in the first row of Figure 14 (panels (a)–(b), start time 3 min) corre-
sponds to the early inference steps (0–10 min) and is taken before the main system dynamics
initiate. Within this window, both CO2 and temperature remain close to their background
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levels in all rooms, with only small fluctuations around the baseline, which leads to a nearly
flat posterior predictive mean.

Windows in the second row (panels (c)–(d), start time 20 min) lie in the source-on regime,
where CO2 dosing and heating are applied in room F. In this rising phase, the posterior
predictive mean closely tracks the within-window increase in both CO2 and temperature
in room F, while the other rooms exhibit smaller responses consistent with heat exchange
through the connected network layout. Immediately after the right edge of the window,
the predictions continue the prevailing trends, which is expected because the model has not
yet observed the subsequent change point. In the third row (panels (e)-–(f), start time 31
min), the inference operates later in the excitation period, where the room-F trajectories
approach a near-peak and the differences between rooms become more pronounced. Here,
the moving-window fit remains locally consistent, and the credible bands tend to broaden
when the dynamics are steep or when the window goes across a transition in slope, indicating
elevated parameter and state uncertainty under rapidly changing conditions.

The window in the fourth row (panels (g)–(h), start time 44 min) is positioned in the
source-off regime, where both CO2 dosing and heating are disabled while the fan-power
remains constant. In this decay phase, the model captures the main decay in the driven
room F for both CO2 and temperature, and smaller changes elsewhere.

Overall, Figure 14 conveys that the moving-window posterior can provide physically
interpretable, locally accurate reconstructions of the measured CO2 and temperature tra-
jectories. However, unmodeled behavior, such as non-uniform mixing, boundary leakage, or
fan-induced jet patterns, might lead to systematic mismatch. The modeling framework is
able to identify such mismatches by increased width of the credible bands and recovers once
the data become more consistent with the model assumptions.
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(a) Window start at 3 min, CO2. (b) Window start at 3 min, temperature.

(c) Window start at 20 min, CO2. (d) Window start at 20 min, temperature.

(e) Window start at 31 min, CO2. (f) Window start at 31 min, temperature.

(g) Window start at 44 min, CO2. (h) Window start at 44 min, temperature.

Figure 14: Posterior predictive CO2 concentration (left column) and temperature (right column) trajec-
tories in rooms A, D, E, and F, for the scaled physical experiment.
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5.2.2. Parameter inference

Figure 15 shows the moving-window tracking of the parameter groups that drive both
balance models: the equivalent occupancy/source-strength parameters (Figure 15a) and the
unconstrained airflow parameters for rooms A–E (Figure 15b). In both panels, solid curves
denote posterior means and the shaded ribbons show 95% credible intervals, plotted against
the window start time. Smooth trends indicate persistent evidence across overlapping win-
dows, while widened bands or abrupt shifts indicate locally weak identifiability or a regime
transition. The occupancy parameters enter the CO2 and temperature balance equations
as source terms (fixed exhalation concentration and fixed per person sensible heat), so they
should be interpreted as equivalent occupancies rather than literal head counts.

During the initial calibration interval (0–10 min), where the measurements show no ap-
preciable CO2 excitation, both panels remain close to their baseline levels and are therefore
largely influenced by the sampler initialization (weak data constraints). Later, Figure 15a
assigns the dominant source to room F during the excitation period (10–40 min), and this
source strength drops rapidly after the switch-off (40 min) and remains near zero there-
after, showing that the windowed posterior responds sharply once the windows begin to
include post-switch-off data. Meanwhile, Figure 15b shows that the inferred unconstrained
airflow for rooms A–E exhibit time-varying adjustment around the switch-off, indicating
that the estimator reallocates effective boundary exchange to explain the observed decay
and redistribution patterns in CO2 and temperature once the imposed source in room F is
removed, while still satisfying the constraints of network mass-balance through the hallway
nodes and room F. Small non-zero source estimates in non-actuated zones and variations
in the unconstrained airflow should therefore be interpreted as effective compensation for
model–experiment mismatch, rather than as direct measurements of distributed sources or
physical fan flow rates.
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(a) Occupancy.

(b) Airflow.

Figure 15: Posterior mean (solid lines) and 95% credible intervals (shaded bands) of the inferred occupan-
cies and boundary airflow, for the scaled physical experiment.

To assess the contribution of the CO2 measurements to the parameter inference, we again
compare the joint estimator with the temperature-only calibration. An important difference
with the synthetic benchmark discussed in Section 4.2.3 is that the inference model now
provides only an approximate representation of the measured CO2 and temperature dynam-
ics. Model–experiment mismatch can therefore perturb the close relation between the CO2

and temperature responses that was imposed by construction in the synthetic benchmark.
Consequently, the two observation channels can provide more distinct information about
the shared source and airflow parameters, and the effect of including the CO2 measurements
can be expected to differ from that observed in the synthetic benchmark.

Figure 16 compares the inferred shared parameters for the joint and temperature-only
calibrations. During the source-on period, the temperature-only calibration substantially
overestimates the equivalent source in room F and assigns a persistent non-zero source to
the non-actuated room E, whereas both effects are substantially reduced when the CO2

measurements are included. The influence of the additional observations is also evident
in the airflow inference, where the mean 95% credible-interval width of the five boundary
airflow parameters is generally smaller for the joint calibration during the excitation period.
Since the physical airflow rates were not independently measured, the narrower posterior

34



intervals should be interpreted as evidence that the CO2 measurements provide additional
constraints on the shared parameters. Compared with the synthetic benchmark, the benefit
of the additional CO2 observations extends beyond a faster response to changing conditions.
In addition to differences in the parameter response, the CO2 observations suppress artificial
effective-source estimates and result in a more persistent reduction of uncertainty.

Figure 16: Comparison of shared-parameter inference using joint CO2–temperature and temperature-only
estimation in the scaled experiment. Panels (a)–(b) show the equivalent-source strength in the actuated
room F and non-actuated room E, respectively. Solid/dashed curves denote posterior means and shaded
regions indicate 95% credible intervals. Black dotted lines denote the prescribed source schedule. Panel
(c) shows the mean 95% posterior interval width of the five unconstrained airflow parameters. The dashed
green line marks the source switch-off at t = 40 min.

5.2.3. Prediction evaluation

To assess how well each posterior generalizes beyond the inference interval, we compute
normalized root-mean-square error (nRMSE) between the model prediction and experimen-
tal measurements over a horizon of 80 samples after the end of each inference window, and
calculate the mean value over eight rooms, for both CO2 and temperature. The evaluation
is performed for every window end time.

The results are presented in Figure 17. The figure shows that when the forecast interval
remains within a relatively stationary operating regime, both CO2 and temperature errors
are low and comparatively stable, most clearly in the later part of the experiment where
the curves decrease and flatten. Elevated errors occur for windows whose 80-step forecast
overlaps a change point in the physical inputs (e.g., CO2 dosing and heater on/off) or a rapid
transient (steep rise/decay). In these cases, a window-local posterior can match local dynam-
ics, but model prediction cannot anticipate imminent input switching. The comparatively
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Figure 17: Mean nRMSE over an 80-sample post-window prediction horizon, averaged over 8 rooms, for
CO2 and temperature.

larger CO2 nRMSE excursions (relative to temperature) match the earlier observation from
the synthetic benchmark case, per Figure 12. For this physical experiment, it indicates that
short-horizon prediction is more sensitive to unmodeled or abruptly changing source terms
and ventilation-driven transport during the excitation transitions. A room-wise inspection
(not shown in the figure) indicates that the largest forecast errors concentrate in the directly
actuated zone (room F), which is expected because it experiences the strongest source terms
and the sharpest regime change. The remaining zones show smaller errors driven primarily
by transport. This asymmetry suggests that forecast accuracy is limited less by the network
propagation itself and more by the inability of a window-local parameterization to represent
abrupt source/input transitions over the forecast horizon.

6. Conclusion

We proposed a coupled CO2–temperature network model that links multi-zone CO2

transport and temperature dynamics through shared latent drivers, namely inter-zonal air-
flow and occupancy. We developed a moving-window Bayesian inference method to infer
the occupancy, airflow, and temperature-network parameters from windowed CO2 and tem-
perature measurements, while simultaneously estimating per-room sensor noise levels and
producing posterior predictive trajectories with uncertainty bands.

In the synthetic benchmark, the moving-window posterior accurately reconstructed the
within-window trajectories and provided reliable predictions within stationary regimes. Win-
dows overlapping the imposed occupancy switch produced widened posterior uncertainty
and increased inferred noise levels, after which the estimator recovered as post-transition
observations entered the window. In line with the strongly coupled CO2 and temperature
dynamics of this idealized setting, the temperature-only calibration showed no fundamental
difference in predictive performance within stationary regimes. Nevertheless, including the
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CO2 observations resulted in faster recovery of the shared occupancy and airflow param-
eters following the transition, accompanied by a faster recovery of temperature prediction
accuracy. Increasing the inference-window size reduced prediction error for both CO2 and
temperature, with the differences between the tested noise levels becoming smaller for longer
windows.

The scaled validation experiment showed the same ability to reconstruct local dynamics
and respond to the imposed source switch under physical model–experiment mismatch.
In contrast to the synthetic benchmark, the differences between joint and temperature-
only inference were not limited to the rate of adaptation following the transition. The
joint formulation also reduced spurious equivalent-source attribution and produced a more
persistent reduction in the posterior uncertainty of the unconstrained airflow, consistent with
the two observation channels providing more distinct information under model–experiment
mismatch. Forecast errors remained largest near abrupt input changes, particularly in the
directly actuated room F.

From these experiments, several practice-related limitations and suggestions should be
noted. First, the lumping procedure in our network model assumes well-mixed room states.
This assumption is likely violated in practice, especially in scaled setups, leading to structural
model errors.

Secondly, the synthetic benchmark and scaled experiment deliberately consider a sim-
plified thermal setting in which the occupancy-related source is the dominant internal heat
source coupled to CO2 production. Real buildings contain additional thermal inputs, such
as solar gains, equipment loads, lighting, and HVAC heating or cooling, which are not as-
sociated with CO2 generation. The present experiments therefore demonstrate the value of
CO2 under a controlled test case rather than establishing its temperature-prediction benefit
under the full range of building operating conditions. More generally, the value of CO2 mea-
surements is that they provide an independent observation channel for occupancy-related
activity, which may help separate occupancy-driven thermal effects from other heat gains
when these additional inputs are appropriately represented in the thermal model. Accord-
ingly, the inferred occupancy parameters should be interpreted as equivalent source strengths
consistent with the assumed per-person CO2 and sensible-heat generation rates, rather than
as direct measurements of occupant number.

Thirdly, identifiability depends on excitation. During periods with little to no heat or
CO2 excitation, parameters can only be weakly informed and uncertainty bands would be
broad. Finally, the moving-window Markov chain Monte-Carlo configuration, while robust,
can be computationally demanding for real-time deployment, especially when scaling to
larger buildings or shorter update intervals.

Based on the above, future research could focus on: (i) incorporating regime-change
handling directly in the estimator, for example via change-point models [32]; (ii) exploring
more computationally efficient inference alternatives to support the use of our model in real-
time, building scale, digital-twin applications; (iii) integrating richer thermal physics and
additional exogenous inputs, such as HVAC operation, solar gains, and equipment loads, to
evaluate whether CO2-informed occupancy estimation can reduce parameter compensation
under realistic building operation.
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