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Abstract

Wind turbine power curves support performance monitoring, but operational
records mix normal production with curtailment, faults and sparse high-wind
data. We compared classical curves, conditional gradient boosting and an image-
based U-Net using supervisory control and data acquisition records from two
turbine fleets in Pakistan. The U-Net was trained on measured-power scat-
ter with controller-derived capability targets; frozen inference used only wind
speed and measured power. On a 2025 holdout, multi-input boosting reduced
power-estimation root mean square error from 143.1 to 81.9 kW compared
with wind-speed-only boosting. On 100 unseen 2026 turbine-months, the U-Net
achieved normalized error 0.0286 and R? = 0.9946 against controller capa-
bility. The unchanged checkpoint achieved error 0.0544 and RZ = 0.9578
on 240 turbine-months from a lower-rated fleet after input-only axis calibra-
tion. In a paired pipeline comparison, error was 83.0% and 79.8% lower than
a released image-based method on the two field holdouts, respectively. These
results support capability screening across two ratings within one wind corri-
dor; controller-derived targets and limited geographic coverage constrain broader
claims.

Keywords: Wind turbine power curve, SCADA, U-Net, curtailment, model transfer,
gradient boosting
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1 Introduction

The wind power curve (WPC) relates wind speed at hub height to the electrical power
produced by a wind turbine. It supports power forecasting, performance monitoring,
maintenance planning, and curtailment assessment. A manufacturer curve is obtained
under prescribed atmospheric and operating conditions and therefore may not repro-
duce the behaviour of a turbine exposed to site-specific air density, wake interaction,
grid limitation, control actions, and measurement uncertainty.

SCADA systems provide the measurements required to construct an operational
WPC, but the resulting cloud combines normal generation, curtailed states, faults,
and sparse high-wind observations. Parametric logistic curves offer compact analyti-
cal descriptions but constrain the transition shape. Interpolation, smoothing splines,
and machine-learning regressors are more flexible, although their result can depend
strongly on preprocessing and turbine-specific fitting [1-3].

Recent approaches span outlier filtering, multivariable regression, and image-based
recovery; their distinct targets and assumptions are reviewed below. Two complemen-
tary learning formulations are considered here. A multi-input regressor uses measured
control and environmental state to estimate contemporaneous power, whereas an
image-to-curve model recovers a one-dimensional capability relation from an irregular
SCADA cloud. The DITU-Net method in [4] showed that a U-Net trained on scatter
images can recover WPCs without a separate outlier-removal stage. However, syn-
thetic target families may not represent prolonged site curtailment, and a multi-input
estimator must not be presented as a unique function of wind speed.

This study compares classical curves and a conditional XGBoost estimator with a
site-adapted image model on a year holdout and a second turbine rating. It tests raw
and filtered SCADA inputs, a published checkpoint on identical images, missing high-
wind observations, and capability-based energy accounting. The image model uses
controller theoretical power (TP) to form historical training targets but receives only
wind speed and measured grid power (GP) at inference. Its claims concern capability
recovery within the studied wind corridor, rather than future-power forecasting.

2 Related research

Power-curve studies address different targets: a wind-speed-only capability relation,
a conditional prediction using operating variables, and a future-power forecast. Their
errors cannot be compared directly when the reference, horizon or data partition
differs. A broad review of power-curve applications and modelling methods provides
this context [5]; a separate multi-time-scale forecasting review clarifies the forecasting
task [6].

For SCADA curve construction, clustering-based outlier removal [7], hybrid phys-
ical and data-driven cleaning [8], isolation-forest and density-based cleaning [1], and
two-stage outlier detection with subsequent power prediction [2] all address contamina-
tion before or during fitting. Marti-Puig et al. [9] examine how power-curve estimation
reliability depends on the modelling and data treatment. Yaw-adjusted local regression
[10] and stacked normal-behaviour regressors [11] show why departures from a fitted
curve require care when interpreted as faults. These approaches motivate reporting
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raw and GP-only-filtered inputs separately rather than treating one cleaning choice
as ground truth.

Flexible multivariable fits capture information unavailable to a one-dimensional
curve. Qiao et al. [3] represent control segments and short-time dependence, Wang et
al. [12] develop a deep data-driven curve estimator, and Yin et al. [13] combine multi-
variable gradient boosting with optimization. Risk-regularized curve learning explicitly
addresses uncertain and anomalous SCADA observations [14]. For resource assess-
ment, Haddad [15] combines wind-speed distributions and turbine curve assessment;
the distinct fixed-wing airborne system of Joshi et al. [16] illustrates why power-curve
transfer claims should specify the device and operating regime. These works support
the inclusion of both flexible baselines and an explicit cross-rating boundary.

The closest image-based predecessor is the scatter-to-curve DITU-Net of Yang et
al. [4]; Wu et al. [17] extend vision-based modelling to other turbine performance
relations. We therefore evaluate the released DITU-Net pipeline on the same rendered
inputs, record curve-reader failures, and distinguish site-adapted training targets from
post-processing effects. A common rendered image does not by itself isolate the learned
weights because each pipeline retains its native curve reader.

Short-term forecasting uses different supervision and is relevant to downstream use
of a curve, not a direct accuracy baseline. The theoretical-curve and temporal-fusion
approach of Michalakopoulos et al. [18], coastal-farm machine learning of Gu et al. [19],
adaptive wind-speed calibration of Wang et al. [20], ensemble integration of Rajape-
rumal and Columbus [21], extreme-weather combination forecasts of Li et al. [22], and
day-ahead probabilistic ramps of Cui et al. [23] target future power or its uncertainty.
Their forecasting metrics cannot establish that an inferred monthly capability curve
predicts future grid output. Dynamic assessment against reserve scarcity [24] further
motivates an operator-facing, explicitly qualified interpretation of capability shortfall.

The remaining question is whether an image model trained against a controller-
derived site capability signal can recover a stable curve from raw measured-power
scatter on a later year and another turbine rating. The present study tests that ques-
tion alongside conditional power prediction, classical fitting, input-quality sensitivity,
and an auditable external-checkpoint control.

3 Results

3.1 Classical and Image-Model Benchmark

Fig. 1 compares fleet-average RMSE and MAPE under the three scenarios. TP denotes
the grid-power-to-controller-capability discrepancy and is not a fitted competitor. The
U-Net is the lowest-error fitted model in each scenario. Its small variation across S1-S3
indicates reduced dependence on a particular cleaning rule. Full per-scenario RMSE;,
MAE, MAPE, and WMAPE for every classical baseline are given in Supplementary
Table S2 (truncation) and Table 2 (primary deployment); the a-shooting scores at
the 0.05/0.10/0.15 tolerance bands follow the same ordering established here and are
omitted for space.

Supplementary Fig. S1 compares the U-Net with the lowest-RMSE classical base-
line for each turbine. The U-Net remains on the lower-error side for all 20 machines,
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Fig. 1 Fleet-average RMSE and MAPE under S1-S3. Hatched bars denote the U-Net; TP is a
reference discrepancy.

showing that the fleet improvement is not produced by a small favourable subset.
Variation in magnitude is consistent with turbine-specific curtailment, wake exposure,
and sampling density near rated power.

3.2 Temporal and Seasonal XGBoost Performance

Across the complete 2025 holdout, XGB-MI obtains RMSE 81.9 kW, MAE 54.7 kW,
MAPE 7.57%, WMAPE 8.08%, and R? = 0.978. XGB-SI obtains 143.1 kW, 95.0 kW,
15.31%, 13.95%, and 0.941. Adding operating state reduces overall RMSE by 42.8%;
relative to the manufacturer curve (157.6 kW), the reduction is 48.0%.

Fig. 2 resolves this aggregate improvement temporally. Its monthly panel shows
that XGB-MI remains below XGB-SI throughout the holdout rather than benefiting
from one isolated month, while the paired seasonal panel shows the direction and
magnitude of the reduction after averaging within each turbine. The larger separa-
tion during the monsoon period indicates that auxiliary operating-state variables are
most useful when one wind speed corresponds to several controller states; it is not
interpreted as proof of a specific atmospheric mechanism.

The largest monthly difference occurs in August (190.5 versus 66.8 kW). Table 1
shows improvement in every season and all 20 paired turbines. Monsoon gives the
largest reduction, 89.6 kW or 56.3%, with a 95% bootstrap interval of 81.7-97.9 kW
and p < 0.001.

The result is consistent with an operating-state explanation but does not estab-
lish a unique meteorological cause. At fixed wind speed, generator speed and blade
angle distinguish control and curtailment states; directional encoding represents wake-
sector changes; and temperature partly represents seasonal conditions. Attribution
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Fig. 2 Complete 2025 holdout: monthly fleet RMSE and turbine-paired seasonal RMSE.

Table 1 Paired seasonal RMSE on the 2025 holdout.

Season SI (kW) MI (kW) Gain (kW) Gain (%)
Winter 123.7 67.9 55.9 45.1
Pre-monsoon 186.9 126.0 60.9 32.6
Monsoon 159.1 69.5 89.6 56.3
Post-monsoon 60.6 33.2 27.4 45.2

20 turbines per season; paired p < 0.001.

to turbulence or atmospheric stability would require measurements absent from this
export.

Supplementary Fig. S2 provides the corresponding curve-level interpretation for
WTG1 and WTG13. XGB-SI supplies one output for a wind speed and therefore
averages distinct control states, whereas XGB-MI predicts observed states separately
and follows the central generating branch more closely when the scatter contains cur-
tailed or limited-power bands. The displayed XGB-MI line is a binned conditional
median used only for visualization; all reported errors use the original row-wise pre-
dictions. Consequently, the figure illustrates model behaviour without redefining the
multi-input estimator as a unique wind-speed-only WPC.

3.3 Fitted site power shortfall

The 4PLF scale parameter of (6), the maximum power the model predicts as a frac-
tion of rated power, is estimated per turbine on the 2023-2024 development record
introduced in Section 5.1.2. Across the twenty-turbine ACT-2 fleet it ranges from
0.812 to 0.960, with fleet mean 0.877 & 0.046. The fitted upper level is 12.3% below
the rated-power reference on average. This difference is descriptive, not an air-density
attribution: the assumed site-to-standard density ratio is 1.17/1.225 (approximately
0.955), whereas wakes, controller behaviour, curtailment and data selection may also
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alter the fitted level. The manufacturer curve therefore remains a reference rather than
a directly measured counterfactual.

3.4 Frozen ACT-2 Inference Under Data-Quality Variation

The U-Net is evaluated on 100 complete turbine-months per scenario. Panel A of
Table 2 shows that raw S1 input produces the lowest normalized RMSE, 0.02864, cor-
responding to 72.8 kW; S2 and S3 correspond to 74.9 and 74.3 kW. Their normalized
RMSE differs from S1 by only 2.9% and 2.1%. Stronger filtering therefore does not
improve primary accuracy.

Fig. 3 gives the shape-level evidence behind Panel A of Table 2. For both WTG1
and WTG13, the recovered curve follows the independent TP stars through the partial-
load ramp and rated-power plateau despite substantial low-power and curtailed GP
scatter. The close agreement across S1-S3 is consistent with the small scenario-level
RMSE variation in the master table. Historical classical curves provide visual context;
only the frozen U-Net response changes with 2026 input cleaning. This distinction
avoids presenting historical baselines as newly refitted 2026 models.

Supplementary Fig. S3 checks whether the primary result is stable across time
and machines. S1 normalized RMSE is 0.0376 £ 0.0107 in January, 0.0336 + 0.0053
in February, 0.0242 + 0.0037 in March, 0.0218 + 0.0037 in April, and 0.0260 4+ 0.0026
in May, corresponding to 95.6, 85.3, 61.4, 55.5, and 66.1 kW. The reduction from
January to April and modest May increase show temporal variation in scatter quality
and TP coverage. The ranked turbine panel remains compact and contains no isolated
high-error cluster, indicating that the fleet mean is not dominated by a few favourable
machines.

3.5 Zero-Shot Cross-Rating Transfer to ACT-1

Panel A of Table 2 reports the transfer result of the unchanged ACT-2 checkpoint
on the complete ACT-1 year. Raw S1 input gives the lowest RMSE (0.05440), MAE
(0.03741), MAPE (10.46%), and WMAPE (12.13%), with R?> = 0.9578. S2 retains
94.54% of physically admissible records and increases RMSE by 3.16%; S3 retains
92.05% and increases RMSE by 3.82%. The corresponding SSQ0.05 values are 73.82%,
74.78%, and 75.04% for S1-S3. The result therefore reproduces, on a different rating
class, the ACT-2 observation that statistical input cleaning is not required for the
trained scatter-to-capability mapping.

Supplementary Fig. S4 resolves the fleet result by turbine and scenario. Every S1
turbine has a median monthly RMSE below the published normalized S1 reference
of 0.0696; the S1 turbine medians range from 0.0390 to 0.0639. The fleet mean is
0.0731 in January, reaches its annual maximum of 0.0786 in February, and falls to
0.0288 in August. These changes should be interpreted as temporal variation in input
distribution and reference-curve coverage rather than checkpoint adaptation, because
the weights remain frozen throughout the year.



Table 2 Consolidated frozen-deployment and cross-checkpoint accuracy.

Evaluation Pipeline/scenario N RMSE MAE MAPE (%) WMAPE R?
(%)
A. Primary frozen deployment against the TP capability reference
Site-adapted /S1 100 0.02864 0.01957 4.30 4.00 0.9946
ACT-2/2026 Site-adapted/S2 100 0.02947 0.02011 4.31 4.10 0.9941
Site-adapted/S3 100 0.02923 0.01976 4.29 4.02 0.9943
Site-adapted /S1 240 0.05440 0.03741 10.46 12.13 0.9578
ACT-1/2025 Site-adapted /S2 240 0.05612 0.03852 10.92 12.57 0.9533
Site-adapted/S3 240 0.05648 0.03908 11.47 12.74 0.9528
B. Shared-renderer checkpoint control on identical scoring cases
YVane sampled Yang et al. - 0.14882 0.08762 30.62 27.97 0.7683
§ samp Site-adapted - 0.14765 0.08487 29.92 27.09 0.7719
Yang et al. 187 0.28204 0.19729 81.30 41.44 0.1491
b
ACT-2/2025 Site-adapted 187 0.02819 0.02010 5.82 4.54 0.9937
Yang et al. 86 0.17656 0.11939 44.47 22.59 0.5789
_ c
ACT-2/2026 Site-adapted 86 0.03007 0.02017 4.19 4.00 0.9943
Yang et al. 198 0.25444 0.17737 60.21 51.38 0.0774
_ c
ACT-1/2025 Site-adapted 198 0.05128 0.03564 9.89 11.21 0.9631

Metrics are normalized in both panels. Panel A reports macro-averaged turbine-month results; Panel B includes only paired successful cases. “One common
80/20 split scored against held-out actual power. bDevelopment-domain diagnostic. “Independent TP capability reference. Bold values indicate lower error or

higher R? within each comparison.
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The complementary wind-speed—month—power landscape in Fig. 4 resolves this
temporal variation for WTG1 and WTG13. The transferred curves preserve the tran-
sition and rated regions while monthly GP scatter and TP-reference coverage change;
no month-specific weight update is performed.

3.6 Insufficient-Data and Component Audits

Supplementary Table S2 tests whether recovery depends on dense high-wind data.
In the insufficient-data pattern (IDP), observations above ¢ € {0.85,0.90,0.95} are
removed for six representative turbines. Classical models are refitted, whereas the
frozen U-Net receives the matching truncated scatter. Its RMSE remains 35.97—
38.62 kW and is lowest at every quantile; splines exceed 520 kW at ¢ = 0.85 because
their high-wind continuation is weakly constrained.

Disabling DKC changes RMSE by at most 107°, and 100% of ACT-2 and 96.7%
of ACT-1 cases already reach rated power (DKC mode shares: reached-rated/genuine-
plateau/truncated-to-saturation of 100/0/0% on ACT-2 and 96.7/2.5/0.8% on ACT-
1); accuracy is therefore not caused by post-hoc saturation, as summarised in
Supplementary Table S3.

A direct raw-GP spline has higher error than the full pipeline on both fleets (Sup-
plementary Table S4). The Q.90 envelope helps under heavy ACT-1 curtailment but
is less consistent across domains, while substituting the site-adapted reader into the
Yang et al. checkpoint worsens every tested case (Supplementary Table S5). The net-
work output and native reader operate as one pipeline, supporting the end-to-end
interpretation of Table 2.

The audits retain their verified fixed-axis configuration; their absolute errors
diagnose components and do not replace Table 2, Panel A.

3.7 Curtailment Energy-Loss Accounting

The recovered ACT-1 capability curves also support an operator-facing estimate of
energy withheld below capability. For turbine ¢« and month ¢,

Ni ¢

E‘Ei,t = Zmax |:O7 f’i(vi7k) — PGP,i,k} At, (1)
k=1

where At =1/6 h. A conservative RMSE-propagation quantity is
Bi,t = RMSESPmaX_’iNi,tAt. (2)

Supplementary Table S6 gives the monthly fleet aggregation. Estimated curtailed
energy totals 19,593.8 MWh and ranges from 776.3 MWh in March to 2,383.9 MWh
in September. During May—October it generally exceeds B by about a factor of
two, while the curtailed-record fraction reaches 25.2% in October. This is capability-
minus-delivered energy under the SCADA reference and ten-minute sampling, not a
settlement or independently metered loss.
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3.8 Bidirectional Cross-Checkpoint Verification

This checkpoint-generalization control tests whether the released Yang et al. check-
point retains accuracy outside its training distribution; it does not test whether the
two U-Net architectures differ in representational capacity. The sample-domain direc-
tion is therefore reported first as a fairness control, and the ACT-domain direction is
then interpreted only as evidence about end-to-end transfer under distribution shift.

1.0 4
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=~ (@)} (o0}
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o
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Normalised wind speed
Training samples == == Yang et al. checkpoint
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Fig. 5 Checkpoint comparison on the sample data reported by Yang et al. [4, 25]. Both pipelines
receive the same training-scatter image and are evaluated against the identical held-out subset.

Fig. 5 gives the direct sample-domain comparison. Because the two networks
receive the same rendered training scatter and are scored at the same held-out points,
the result is not affected by split selection. The site-adapted pipeline obtains RMSE
0.1476, compared with 0.1488 for the Yang et al. pipeline; its MAE decreases from
0.0876 to 0.0849 and R? increases from 0.7683 to 0.7719. Thus, adaptation to ACT
data does not produce a material loss on the external sample used by the published
implementation.

Panel B of Table 2 extends the control to paired successful ACT-domain cases. On
temporally held-out ACT-2/2026, the site-adapted pipeline reduces RMSE from 0.1766
to 0.0301; on zero-shot ACT-1/2025, it reduces RMSE from 0.2544 to 0.0513. The
corresponding reductions are 83.0% and 79.8%, while MAPE decreases from 44.47% to
4.19% and from 60.21% to 9.89%, respectively. The ACT-2/2025 row is included only
as a development-domain diagnostic and must not be interpreted as an independent
holdout. The Yang et al. native reader returns valid curves for 187 of 240 ACT-2/2025,

10
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86 of 100 complete ACT-2/2026, and 198 of 240 ACT-1 turbine-months; the site-
adapted reader returns valid curves for all corresponding cases. The small differences
between the paired site-adapted values and the primary values in Panel A arise because
the control re-renders both checkpoints using one common image rule and uses the
paired subset. Panel A remains the authoritative deployment result.

Because the Yang sample and the three ACT datasets are separate evaluation
domains rather than points on a continuous site axis, Table 2 remains the appropriate
inferential comparison. Fig. 5 provides the directly interpretable curve-level fairness
control, whereas the ACT conclusions are drawn from paired successful cases and
reader-success audits rather than from visual interpolation between domains.

3.9 Architectural and Methodological Differences

Three design differences may contribute to the accuracy gap documented in Table 2,
Panel B, and in Supplementary Table S5. First, the training target: the Yang et
al. checkpoint trains on synthetic double-exponential curves [4], whereas the site-
adapted network trains on real ACT-2 scatter against a TP-derived capability target
(Section 5.2.2), so curtailment is part of the training distribution rather than an arti-
fact encountered only at inference. Second, pizel extraction: the published pipeline
reads the single darkest pixel per column [4], so one curtailment-shifted pixel can dis-
place the extracted point; the site-adapted reader instead takes an intensity-weighted
centroid over all dark pixels in a column (Section 5.2.4), damping the influence of indi-
vidual outlier pixels. Third, curve fitting: the published pipeline fits an unconstrained
polynomial and enforces monotonicity only post hoc via its own domain-knowledge
correction, whose sensitivity to persistent curtailment is reflected in the S1-to-S3 sce-
nario swings for the Yang et al. checkpoint in Table 2, Panel B; the site-adapted
pipeline instead uses an isotonic pre-fit followed by a monotone penalized B-spline
with monotonicity enforced as a hard constraint rather than corrected after the fact.

Section 3.6 shows that readout substitution alone is insufficient: Supplementary
Table S5 shows that substituting the site-adapted reader into the Yang et al. check-
point’s own output worsens every tested case rather than improving it, so the
published network’s image output is not shaped correctly for Jhimpir scatter regard-
less of which reader transcribes it. The accuracy gap in Table 2, Panel B is consistent
with an important contribution from the learned mapping and training distribution,
but the present control does not quantify the separate causal contributions of training
and readout.

4 Discussion

The estimators serve different purposes. XGB-MI is accurate when generator speed,
pitch, direction, and temperature are available. It supports residual monitoring and
state assessment but is not a standalone WPC when future auxiliary variables are
unknown. The image model receives wind speed and GP scatter for a turbine-
month and returns a monotone capability curve, supporting post-event curtailment
assessment and fleet comparison.

11
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S1 avoids offline anomaly removal and slightly outperforms S2/S3, reducing
processing and the risk of discarding legitimate curtailed states. TP remains a
controller-generated capability reference rather than an independent IEC measure-
ment; error therefore quantifies agreement with controller capability, not absolute
aerodynamic efficiency.

The ACT-1 result extends this operational interpretation across rated power. A
common image coordinate system permits the ACT-2-trained network to process a
1.5 MW fleet without weight adaptation, while explicit nameplate scaling preserves
physical units. This should be described as zero-shot model transfer with input-only
axis calibration, not as fully calibration-free deployment.

The bidirectional control narrows the interpretation further. Comparable perfor-
mance on the Yang sample indicates that site adaptation did not erase the generic
scatter-to-curve capability represented in the released checkpoint. The much larger
ACT-domain separation instead shows the value of matching the learned image prior
and curve reader to the operating regime, consistent with the mechanistic account
in Section 3.9. Because each pipeline retains its native read-out and the published
reader fails on a subset of ACT turbine-months, the experiment supports an end-to-
end robustness conclusion; it does not attribute the entire difference to U-Net weights
alone.

Operationally, the recovered capability curve can support turbine-to-fleet compari-
son, post-event curtailment assessment, and screening of persistent underperformance
before a more detailed engineering investigation. The 1.3 s fleet inference time leaves
substantial margin within the ten-minute reporting cadence, so the image model can
be deployed as an offline or supervisory analytics layer without entering the turbine
control loop.

The verified audits strengthen this interpretation: stable truncated-data error
shows that a dense rated region is unnecessary, and DKC is not the source of accu-
racy. Energy accounting converts the capability curve into an operational screening
quantity, but TP and model RMSE do not replace settlement-grade metering.

4.1 Limitations

The full-year field results concern one wind corridor and two rating classes. Evalua-
tion on the open-source Yang et al. sample [4, 25] supplies an external distribution
check, but that compact sample is not a third operational fleet and does not establish
geographical or controller transfer beyond Jhimpir. ACT-1 transfer is transductive
because target-year wind speed fixes each input axis. TP inherits controller assump-
tions and is not an IEC reference; likewise, standardized-pressure correction does
not measure humidity, turbulence, or stability. The 4PLF upper-level shortfall in
Section 3.3 does not isolate an air-density effect. XGB-MI is concurrent conditional
estimation, not a wind-speed-only forecast. Sample-domain errors use held-out actual
power, whereas ACT errors use TP, so their absolute values are not comparable. The
checkpoints retain native readers and are compared on paired successful cases; the
result is an end-to-end pipeline effect, not a pure weight ablation. Energy loss is a ten-
minute, model-based capability shortfall rather than a settlement estimate. Plateau
and aggregated-energy uncertainty remain to be modelled probabilistically.
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The train-once, GP-only deployment demonstrated here is therefore established
across the 2.5 MW and 1.5 MW fleets within the shared Jhimpir meteorological and
grid-operational regime. It should be interpreted as cross-rating generalization within
that regime, not as unconditional cross-site, cross-climate, or controller-independent
deployability. Validation in additional wind corridors, turbine-control philosophies,
and curtailment regimes remains necessary.

4.2 Conclusions and outlook

This paper consolidated classical WPC benchmarking, conditional gradient boosting,
and site-adapted image-to-curve recovery on 20 turbines. On the complete 2025 hold-
out, XGB-MI reduced fleet RMSE from 143.1 to 81.9 kW relative to XGB-SI. The
largest seasonal reduction occurred during monsoon, from 159.1 to 69.5 kW, and was
observed across all paired turbines. A fleet-level 4PLF analysis found a fitted upper-
level shortfall of 12.3% relative to rated power; the available data cannot assign that
shortfall to air density alone.

On 100 unseen 2026 ACT-2 turbine-months, the frozen U-Net recovered con-
troller capability from raw GP scatter with normalized RMSE 0.0286, MAPE 4.30%,
and R? = 0.9946. The unchanged checkpoint was then transferred to 240 turbine-
months from a 1.5 MW ACT-1 fleet, where S1 achieved normalized RMSE 0.0544 and
R? = 0.9578. GP-only cleaning did not improve primary RMSE at either rating. In
the shared-renderer cross-checkpoint control, the site-adapted pipeline matched the
published pipeline on its sample domain while reducing paired-case RMSE by 83.0%
on ACT-2/2026 and 79.8% on ACT-1/2025, a gap traced to differences in training
target, pixel extraction, and curve fitting rather than network capacity alone. Aux-
iliary state therefore improves contemporaneous power estimation, whereas image
recovery provides a transferable one-dimensional capability curve with reduced depen-
dence on hand-designed filtering. Its 66.4 ms turbine-month latency is compatible with
supervisory fleet analytics.

These results support use of the frozen model as a fleet-analytics layer without
per-turbine refitting or offline anomaly removal, at least within the shared operational
and meteorological regime examined here; they do not imply universal transfer across
wind corridors or controller families.

Complementary audits retain 35.97-38.62 kW U-Net RMSE under 0.85-0.95 wind-
speed truncation. DKC changes normalized RMSE by at most 107°, and raw-GP
splines are 6.8 and 2.6 times worse on ACT-2 and ACT-1. The complete ACT-1 year
yields 19,593.8 MWh of estimated capability shortfall, extending curve recovery to
curtailment screening.

Future work will evaluate both formulations in an independent wind regime, isolate
network and read-out contributions through a crossed ablation, reduce checkpoint size
for edge deployment through quantization and pruning, and quantify curve uncertainty
against met-mast or lidar observations.
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5 Methods

5.1 Wind power curve and data arrangement
5.1.1 Wind Power Curve

The aerodynamic power available to a rotor is

Pu(v) = 5 Ao, 3)
where v is wind speed, p is air density, and A is rotor swept area. Electrical output is
lower because of aerodynamic, mechanical, and electrical losses. The operating WPC
contains a near-zero region below cut-in speed, a nonlinear partial-load region, and a
rated-power plateau before cut-out.

Measured SCADA data differ from this ideal relation because normal operation,
faults, and curtailment coexist. Controller theoretical power (TP) is used to construct
a capability reference. In each of 25 wind-speed bins B;,

yr*" = Qo.00(Prp | v € By), (4)
so that dense low-power curtailed observations do not depress capability.

5.1.2 Study Site and Temporal Partitions

The ACT-2 site is a 50 MW wind farm in the Jhimpir wind corridor of Sindh, Pakistan.
It comprises 20 Goldwind GW121/2500 turbines rated at 2.5 MW. The ten-minute
SCADA export contains wind speed, grid active power (GP), TP, generator speed,
blade angle, temperature, wind direction, power-limit state, timestamp, and turbine
identifier.

Supplementary Table S7 makes the experimental roles explicit. The 2023-2024
records are used only to develop XGBoost, the complete 2025 year is its temporal
holdout, and the 2023-2025 image set is used only for U-Net development. The 2026
ACT-2 records and the ACT-1 fleet are therefore inference-only partitions. This sep-
aration prevents test-period observations from affecting model fitting or checkpoint
selection and distinguishes temporal generalization from cross-rating transfer.

The ACT-2 site has mean wind speed 5.70 m/s and site air density 1.17 kg/m?
against the 1.225 kg/m?® ISA reference; NEPRA-directed grid curtailment removes
approximately 17-19% of raw records per turbine at ACT-2. The ACT-1 fleet, eval-
uated only in Section 3 for zero-shot transfer, operates at a lower mean wind speed
of 5.13 m/s with a monthly curtailment fraction averaging 9.5% (range 2.7-25.2%
across the twelve months of 2025, Supplementary Table S6). Nacelle temperature is
not recorded in the ACT-1 SCADA export, so air density cannot be computed via (5)
for that site; the ACT-1 evaluation in Section 3.5 is accordingly restricted to the
wind-speed and grid-power channels shared with ACT-2.

The XGBoost experiment uses 2023-2024 for development and the complete 2025
year for testing. Identical 2025 timestamps are used for its single- and multi-input
variants. The U-Net uses grouped turbine-month image pairs from 2023-2025; no
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observation from 2026 is used for training, checkpoint selection, hyperparameter
selection, normalization, or cleaning decisions. January—May 2026 are complete farm
months. Incomplete June records remain outside primary averages.

Cross-rating transfer is evaluated on the ACT-1 record, comprising 1,043,701 ten-
minute observations from twenty 1.5 MW turbines over the complete 2025 calendar
year. ACT-1 contributes no training image, validation sample, checkpoint decision, or
weight update. It is used only after the ACT-2 checkpoint has been frozen.

5.1.3 Data-Quality Scenarios

Three 2026 scenarios evaluate sensitivity to deployable preprocessing. S1 retains

physically admissible GP scatter without statistical removal. S2 adds a robust median-

absolute-deviation band in 25 wind-speed bins. S3 adds a binwise interquartile-range

filter. S2 and S3 use only (v, Pgp) available at deployment; TP is reserved for scoring.
For contextual classical comparisons, corrected wind speed is

Py (p)“?’
= —, Ve =0 | — , 5
P=RT " (5)

where Py = 101325 Pa, R, = 287.05 J/(kg-K), and py = 1.225 kg/m3. Because site
pressure and humidity are unavailable, this is a standardized-pressure correction rather
than direct atmospheric-density measurement.

5.2 Model specifications

The classical and gradient-boosting benchmark is not incidental context but the evi-
dentiary basis for the paper’s central claim: image-based capability recovery must be
compared with the methods used in current WPC practice before its accuracy and
deployment value can be interpreted. A common, leakage-controlled evaluation against
manufacturer curves, parametric logistic models, non-parametric interpolants, splines,
and gradient boosting establishes the operating envelope of established approaches
surveyed in Section 2. The U-Net result can therefore be assessed as an improvement
over relevant alternatives rather than as a standalone accuracy value.

5.2.1 Classical Curves and Gradient Boosting

The benchmark includes the manufacturer curve, bin-mean polynomial regression
(BinPoly), four- and five-parameter logistic functions (4PLF and 5PLF), piecewise
cubic Hermite interpolation (PCHIP), a smoothing spline (SmSpl), and XGBoost.
PCHIP and SmSpl are fitted independently to isotonic-corrected wind-speed-bin
statistics.

Writing « = v/ve,, the logistic curves are

P, — Py

P =P+ —"
APLF () r+ 1+ [c/a]
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Psipfbg’ ™)
(L+ |e/z")

where Py and Py are lower and upper levels, b and c control the transition, and g
controls asymmetry. Parameters are estimated by differential evolution minimising
mean-squared error.

XGB-SI receives corrected wind speed and its second- and third-order terms. XGB-
MI additionally receives blade angle, generator speed, temperature, sine/cosine wind-
direction encoding, and wind-speed interactions with generator speed and blade angle.
Missing values are replaced using development-set medians only. The fixed estimator
uses 350 trees, depth 5, learning rate 0.045, row and column fractions 0.85, minimum
child weight 5, and L; /L4 regularization 0.05/1.5.

XGB-MI estimates P(’U,Z) rather than a unique P(v). Its displayed response is
obtained from development-set predictions by taking a median in 0.25 m/s wind-speed
bins and applying isotonic interpolation. Pointwise metrics use unmodified row-wise
predictions.

Psprr(x) = Py +

5.2.2 Site-Adapted U-Net

The proposed model learns
fo : I(v, Pap) — I(v, Prp ref), (8)
where both channels are 256 x 256 images. The objective is
L(0) = | Frp et — folTar)ll3 - (9)

This formulation deliberately uses an offline-training/inference information asymme-
try. TP is logged by the turbine controller in the historical SCADA archive and can
therefore supervise capability-target construction during model development, but it is
not an independently metered quantity and may be unavailable, delayed, or unreliable
when the frozen model is deployed. The U-Net consequently learns a GP-scatter-
to-TP-derived-capability mapping during development, whereas every deployment
experiment in Sections 5.3 and 3 supplies only wind speed and GP. No TP value
is observed, required, or used for cleaning, normalization, or prediction after check-
point freezing; TP is introduced only after inference to form the independent scoring
reference in (4).

Real turbine-month pairs form the training core. Curtailment-shaped, stacked, and
sparse outlier patterns are injected only into the input image while the TP-derived
target remains unchanged. All augmentations of one turbine-month retain the same
group label, preventing related samples from entering both training and validation
partitions.

Wind speed and power are normalized by fixed development-period 99.5th-
percentile constants. A 15% group-disjoint image test set is held out, followed by
five-fold GroupKFold validation with three seeds per fold. The network uses Adam,
learning rate 1073, weight decay 10~°, batch size 16, dropout 0.10, and early stopping

16



450

451

452

453

454

455

456

457

458

459

460

461

462

463

464

465

466

467

468

469

470

471

472

473

474

475

476

477

within 30 epochs. Mean validation MSE is 0.01136 £ 0.00068 and held-out image-
test MSE is 0.01033. The selected checkpoint is frozen before 2026 inference. This
procedure is formalised in Supplementary Algorithm S1.

5.2.3 Architectural Rationale

The encoder—decoder is selected for the structure of WPC recovery rather than only
by analogy with generic image restoration [26]. The input contains a global S-shaped
capability trajectory together with local features at cut-in, the knee, and the rated-
power transition. Successive encoder levels enlarge the receptive field and represent the
global trajectory, whereas skip connections return high-resolution spatial information
to the decoder for local boundary placement. The same multi-scale representation
supports separation of a dense capability locus from structured curtailment bands and
sparse outliers without a hand-designed test-period target filter.

Normalization to a common [0,1]? image coordinate makes the learned mapping
shape-based rather than tied to one absolute power rating. This is the mechanism
evaluated by the frozen 2.5-to-1.5 MW transfer in Section 3. The shared-renderer con-
trol later compares complete pipelines because the two checkpoints retain their native
curve readers; accordingly, it supports end-to-end robustness but is not presented as
a pure weight ablation.

Fig. 6 summarizes the complete inference path. The rendered SCADA scatter
enters the contracting encoder, progressively compressed features capture the global
curve geometry, and skip connections return spatial detail to the decoder. The final
1 x 1 convolution produces a single WPC image, which is converted to a monotone
numerical curve by the reader described in Section 5.2.4. The figure also clarifies that
TP appears in the development target but is not an inference input.

Input I_x (raw SCADA scatter) 32 2 Output _wpc (neat WPC)

o4 11 conv
upecony 127y —>
128 pecon 12
256+256 predictec
w123

up-con
256
1286128

2 6464 Legend
32

() Conv 33 + BN+ ReLU (42)— encoder

[ conv

Fig. 6 Architecture and data flow of the site-adapted U-Net.

5.2.4 Curve Extraction

The raster is converted to a numerical curve using an intensity-weighted dark-pixel
centroid, median filtering, isotonic pre-fitting, and a monotone penalized B-spline.
Disjoint fragments after the principal upper plateau are rejected. A smooth Hermite
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completion (domain-knowledge correction, DKC) is activated only when the retained
upper branch remains positively sloped below its terminal level,

reached_rated, Ytop = 0.95,
mode = ¢ truncated — saturated, yiop < 0.95 and Syop > T, (10)
genuine_plateau, otherwise,

with 7 = max(0.5, 0.25 - Spax). No 2026 TP is used during extraction or normaliza-
tion; DKC firing frequency and its effect on accuracy are quantified in Section 3.6.
The complete deployment procedure, applied identically to every turbine-month in
Sections 3, is formalised in Supplementary Algorithm S2.

5.2.5 Computational Cost

Supplementary Table S9 reports the stored model burden and measured deployment
latency. The U-Net contains 7,763,041 trainable parameters and occupies 29.6 MB. Its
66.4 ms turbine-month inference time is higher than the sub-0.13 ms classical timings,
but a 20-turbine fleet requires only approximately 1.3 s, well below the ten-minute
SCADA reporting interval. Training is a one-time offline workload of five folds, three
seeds, and at most 30 epochs; it is not repeated for a new turbine-month. A hardware-
specific total training wall time was not retained, so the reproducible workload is
reported instead of an inferred duration.

The latency comparison is operationally asymmetric: each classical curve requires
turbine-specific fitting to historical data for a new deployment cycle, whereas one
frozen U-Net checkpoint is reused across turbine-months, cleaning scenarios, years,
and the second fleet without refitting. In S1, its 55.76 kW fleet RMSE is 49.9% lower
than the 111.29 kW error of the best classical baseline in Fig. 1; the additional latency
therefore purchases a substantial fleet-wide accuracy gain while removing repeated
turbine-specific fitting. The 66.4 ms value was measured in the Kaggle inference envi-
ronment used for the reported experiments; because the exact processor/accelerator
allocation of that timing cell was not retained, it is treated as an environment-
specific deployment reference rather than a hardware-normalized benchmark. Since
turbine-month images are processed independently, sequential cost is expected to scale
approximately linearly with fleet size and can additionally be reduced by parallel
batching. Thus, the relevant deployment tradeoff is accuracy and engineering effort
per reporting cycle rather than raw single-curve latency alone.

5.3 Experimental protocol

Each classical curve is fitted per turbine on its historical development record. The U-
Net is trained once and applied to each 2026 turbine-month without weight updating.
For S1-S3, a fresh image-model curve is recovered from the corresponding GP scatter
while the checkpoint and development-period normalization remain fixed.

For ACT-1 zero-shot deployment, the 1.5 MW nameplate rating defines the power-
axis scale, Ppax = 1.005 x 1500 kW. The wind-speed scale is fixed per turbine as
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1.005 times the 99.5th percentile of the available wind-speed input. This is an input-
only, transductive axis calibration: it uses no TP value but observes the target-year
wind-speed distribution. The ACT-1 TP channel is introduced only after predic-
tion to form (4). S2 and S3 retain the same GP-only median-absolute-deviation and
interquartile-range filters used in corrected ACT-2 inference. The resulting experiment
contains 12 months x 20 turbines = 240 turbine-months per scenario and zero ACT-1
gradient steps.

Accordingly, the transfer is zero-shot with respect to model learning but is not fully
calibration-free: no gradient step, GP target, or TP value influences the checkpoint,
while the unlabeled target-year wind-speed distribution fixes the input axis. Stating
this design choice in the protocol distinguishes deliberate input-only transductive cal-
ibration from target-assisted adaptation; its deployment scope is discussed further in
Section 4.1.

Let y; and g; denote reference and estimated power. The metrics are

N
1 N
RMSE = NZ(yj —95)?, (11)
j=1
| X
MAE:NZ‘yj_gjL (12)
j=1
100 Yi — Uj
MAPE = — 2 2) 13
N > m (13)

T jiy;>0.05P,
WMAPE and R? are also reported. Winter is December—February, pre-monsoon
March—June, monsoon July—September, and post-monsoon October—November. Met-
rics are first calculated by turbine-month and then averaged by turbine. Paired XGB
differences use a two-sided Wilcoxon signed-rank test and a 5,000-resample turbine
bootstrap interval.

5.3.1 Bidirectional Checkpoint Control

The checkpoint control separates transfer direction from the primary deployment
experiments. The checkpoint released by Yang et al. [4, 25] and the site-adapted check-
point receive the same 256 x 256 scatter image, rendered with the marker-size rule
of [4]. Each network is followed by its native curve reader, so the comparison concerns
the complete published and site-adapted pipelines rather than network weights alone.

Two directions are evaluated. First, both pipelines receive an identical 80/20 split of
the sample data released with [4]; the training subset forms the image and the held-out
measured-power subset forms the scoring target. Second, both pipelines are applied to
ACT-2/2025, ACT-2/2026, and ACT-1/2025 under raw S1 input, with TP introduced
only after prediction through (4). ACT-2/2025 is a development-domain diagnostic
for the site-adapted checkpoint, whereas ACT-2/2026 and ACT-1/2025 retain their
temporal-holdout and cross-fleet roles. Cross-checkpoint means are calculated only on
turbine-months for which both native readers return a valid curve. Reader failures are
retained in the audit rather than silently assigned an error.
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Data availability

The ACT-1 and ACT-2 SCADA data analysed in this study are not publicly avail-
able because of commercial confidentiality restrictions. Requests for access may be
directed to the corresponding author at staugeer.msee24mcs@student.nust.edu.pk
and are subject to approval by the data provider. The publicly available DITU-
Net sample data and code used for the checkpoint comparison are available at
https://github.com/IkeYang/DITU-net.
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