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Abstract

Background Oral frailty is common among older inpatients with lung cancer, but published
prediction tools embed diagnostic oral-frailty items as predictors, inducing circular reasoning and
outcome leakage. This single-centre study develops and internally validates a transparent ridge-
penalised nomogram from routine pre-examination admission variables and benchmarks it

against six machine-learning classifiers.
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Methods Consecutive inpatients aged >60 years with histologically confirmed lung cancer were
retrospectively enrolled at Guangxi Medical University Cancer Hospital (September 2024—April
2025). Oral frailty was defined as an Oral Frailty Index-8 (OFI-8) score >4, and six overlapping
oral variables were excluded a priori. The 477 patients were stratified 7:3 (random_state=42) into
training (n=333; 236 events) and test (n=144; 102 events) sets. Five-fold cross-validated LASSO
over a prespecified 44-term P1 pool selected 11 predictors at A~1se~=7.543; a ridge-penalised
logistic model (C=6.866; A=0.146) was the primary model, and six further classifiers were fitted
without class weights. Discrimination (AUC; 2000 bootstrap replicates), calibration and
decision-curve analysis were assessed, with SHAP for XGBoost; three prespecified comparisons
used Holm correction, and three sensitivity analyses reintroduced oral, taste/drinking and

education variables.

Results Oral frailty was prevalent in 70.9% (338/477). The nomogram, built on pre-examination
variables excluding diagnostic items, achieved test AUC 0.888 (95% CI 0.827—-0.942; training
0.867), with calibration slope 1.065, intercept 0.295 and Brier 0.122. XGBoost attained the
highest AUC (0.959, 95% CI 0.920-0.988), followed by random forest (0.945, 95% CI 0.902—
0.978). Both outperformed the nomogram (AAUC +0.071 and +0.057; Holm P=0.020 each) but
did not differ from each other (AAUC +0.014, P=0.156) and were less well calibrated.
Reintroducing the six oral variables left XGBoost unchanged (0.950; A~—0.009, ~—0.9%),
whereas the symmetric ridge re-run on the 50-term pool raised ridge AUC to 0.968 (A=+0.080;

+9.0%) and retained five oral items, quantifying the excluded circularity.

Conclusions A printable, interpretable nomogram built from admission variables available
before any oral examination shows good discrimination and a near-ideal calibration slope,

supporting nurse-led risk stratification; the higher-AUC ensembles serve as performance
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benchmarks. Owing to its positive intercept, absolute-risk estimates require site-specific
recalibration, and multicentre external and temporal validation is the priority before bedside

deployment.

Keywords: oral frailty; lung neoplasms; aged; machine learning; nomograms; risk assessment;

decision support techniques

Background

Lung cancer remains the leading cause of cancer-related death worldwide. GLOBOCAN 2024
ranks it first among cancers for both incidence and mortality, and the burden is concentrated in
adults aged 60 years and older [1]. As therapy improves and survival lengthens, more older
patients live with chronic cancer and comorbidities. In this population, cancer-related
inflammation and cachexia, chemotherapy-induced xerostomia and mucositis, radiation-related
oral toxicity, immune-checkpoint-inhibitor adverse events and age-related degenerative change
act cumulatively to impair oral function[2-6]. Despite this burden, oral health is seldom assessed

systematically during hospitalisation.

Oral frailty denotes a progressive decline in oral functional reserve—spanning mastication,
swallowing, salivation and oral hygiene—along the continuum from robust function to severe
oral dysfunction[7, 8]. Rooted in the Japanese consensus on oral hypofunction, the construct is
operationalised in older adults by instruments such as the Oral Frailty Index-8 (OFI-8)[9]. It
accompanies or predicts malnutrition [10], incident physical frailty [11-13], mild cognitive
impairment[14], falls [15] and mortality [16]. More broadly, frailty is a recognised prognostic
indicator in advanced lung cancer [17, 18]. In hospitalised older patients with cancer, cross-

sectional studies likewise report a high prevalence and clusters of modifiable risk factors[19-21].
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Three interrelated gaps impede clinical translation.

First, existing oral-frailty prediction tools were developed mainly in community-dwelling older
adults[22], and a recent scoping review shows that many enter diagnostic oral-frailty items such
as self-reported chewing difficulty, dry mouth, remaining dentition or denture use as predictors
[23]. The same review documents marked heterogeneity in development and reporting, few
externally validated models and a persistently high risk of bias[23]. When predictors comprise
the same items that define the outcome, discrimination is mechanically inflated through circular
reasoning (outcome leakage), a source of bias explicitly identified in the TRIPOD+AI
guidance[24]. Such models show good apparent performance but cannot be applied before the

oral examination they are intended to anticipate.

Second, machine-learning (ML) methods capture non-linear relationships and complex
interactions [25, 26], but their "black-box" character limits bedside use and clinical trust [27].
Transparent nomograms, by contrast, support visual point-of-care estimation and, with
appropriate penalisation, retain stable calibration[28]. Evidence further indicates that in small
clinical datasets ML does not consistently outperform logistic regression[29]. Because decision-
curve net benefit is computed at the observed event prevalence, class weights were fixed at unity
a priori: re-weighting to equalise group sizes would shift predicted probabilities away from that

prevalence and distort the net-benefit scale and downstream threshold decisions[30].

Third, hospital-based oral-frailty models have been confined to chronic-disease cohorts with
internal validation only[31]; no lung-cancer-specific tool exists despite the pronounced oral

toxicity of its treatment.

To address these gaps, the present study makes three main contributions.



88 - Leakage-free by design. A ridge-penalised logistic nomogram for oral frailty is derived solely
89  from admission variables recorded before any oral examination, with the six diagnostic oral
90 items excluded a priori so that screening is separated from diagnosis and outcome leakage is

91 removed by construction.

92 - Circularity quantified, not asserted. Rather than presuming such bias, a symmetric sensitivity
93  arm (S_oral) reintroduces the excluded oral items to measure directly how far discrimination

94 shifts for the transparent ridge model relative to the non-linear ensemble.

95 - Transparent and deployment-ready first. The printable, interpretable ridge nomogram is
96  positioned as the bedside tool, with the tree ensembles retained as performance benchmarks; the
97 S lifestyle and S_ses arms further document reverse-causation and suppression effects near the

98 outcome.

99  Together, these elements offer a transferable, reproducible template—screening separated from
100  diagnosis and circularity quantified rather than assumed—for oral-frailty prediction in
101  hospitalised older adults. The study is reported in accordance with the Strengthening the
102 Reporting of Observational Studies in Epidemiology (STROBE) statement[32] and the

103 TRIPOD+AI statement[24].

104 Methods

105  Study design, setting and ethics

106  This retrospective, single-centre observational study was conducted at Guangxi Medical
107  University Cancer Hospital, a tertiary teaching hospital in Nanning, China. Consecutive
108  inpatients admitted between September 2024 and April 2025 were screened. The study was

109  approved by the hospital's Institutional Ethics Committee (approval no. KY?2024892, issued 20
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December 2024); because the analysis used de-identified, routinely collected clinical data, the
requirement for written informed consent was waived. The committee approved retrospective use
of such data for patients admitted since September 2024; all data extraction and analyses
followed this approval. The study is reported in accordance with STROBE [32]and TRIPOD+AI

[24].

Study population

Patients were eligible if they (i) were aged >60 years, (ii) had histologically confirmed primary
lung cancer, (iii) had complete clinical and oral assessment data and (iv) were able to complete a
standardised interview. They were excluded if they had head-and-neck tumours or prior head-
and-neck radiotherapy, severe cognitive impairment or psychiatric disease, an expected survival
of less than one month, or pre-existing oral conditions that would confound the oral assessment.
No duplicate records were identified, and 477 patients were retained for analysis (Supplementary

Figure S1).

Data collection and outcome definition

Two trained nurses independently double-entered all data, with discrepancies resolved by
consensus under the supervision of the study coordinator. Variables covered socio-demographic
characteristics (age, sex, occupation, education, marital status, residence, living arrangement,
insurance and monthly income), lifestyle (smoking and drinking duration, dietary structure and
taste, weekly exercise), disease and treatment details (histological subtype, stage, metastasis,
number of chemotherapy cycles, receipt of chemotherapy, surgery and radiotherapy),

comorbidity and polypharmacy, laboratory measurements (albumin, globulin and prealbumin)
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and functional status (Barthel index, mMRC dyspnoea grade and physical frailty score). A

complete data dictionary is provided as Supplementary material.

The outcome, oral frailty, was assessed with the validated Mandarin Chinese version of the OFI-
8 [33], an eight-item weighted instrument covering, among other domains, chewing, swallowing,
dry mouth and dentition, with a total score ranging from 0 to 11. A score >4 defined oral frailty,
consistent with the original OFI-8 derivation and subsequent validations [9]. To avoid circular
reasoning, six oral-health variables that overlap directly with OFI-8 items—number of remaining
teeth, number of removable prosthetic teeth, denture use, self-reported xerostomia, subjective
chewing difficulty and poor self-rated oral health—were excluded from the primary predictor set

and retained only for the S_oral sensitivity analysis.

All predictors were obtained from the routine admission record completed within 24 h of
presentation (medical and treatment history, physical examination, admission laboratory tests
and functional scores), and the OFI-8 was likewise administered within 24 h of admission.
Chemotherapy and radiotherapy denote treatment received before, or ongoing at, admission
rather than treatment initiated later during the index stay; every predictor therefore precedes the

oral-frailty assessment and is available before any dedicated oral examination.

Preprocessing and predictor coding

After exclusion of the six oral variables and the outcome, predictors were coded as follows.
Eight nominal variables (occupation, dietary structure, dietary taste, marital status, residence,
living arrangement, insurance type and pathological subtype) were one-hot encoded, with the
smallest or largest subgroup used as the reference category. Sparse categories were combined
beforehand (non-manual occupational groups; unmarried, divorced and widowed as non-married,

retired-cadre and self-pay insurance as "other"). BMI, albumin, globulin, prealbumin and the
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Barthel index were entered as continuous only; their prespecified categorical forms were
discarded and the Barthel category column dropped, leaving no paired continuous—categorical
terms. Ordinal variables (monthly income, weekly exercise, mMRC dyspnoea grade and tumour
stage) were entered as integer ranks. Continuous variables (age, BMI, smoking and drinking
duration, cancer history, chemotherapy cycles, albumin, globulin, prealbumin and Barthel index)
were z-standardised using training-set means and standard deviations alone, and binary variables
were coded 0/1. Education was not entered into the primary design matrix and appeared only in
the S_ses analysis and the Table 1 description. Because no values were missing, complete-case

analysis was used.

After the six oral variables were excluded, the full candidate set comprised 52 design terms. Two
nested prespecified pools were then defined for the primary analysis. Under Plan B (PO0), the five
dietary-taste dummies (six taste levels, bland as reference) and the drinking variables (a 0/1
drinking-history flag and a continuous lifetime-years duration) were excluded a priori under a
prespecified variable-credibility rule. This left 45 design terms (52—7; the PO pool). For the
prespecified primary analysis (P1), education was additionally excluded a priori, yielding a final
pool of 44 design terms (45—1). These rules were fixed before model fitting, not post-hoc choices

made to improve performance.

Three concerns motivated the taste and drinking exclusions. First, dietary taste is susceptible to
reverse causation in a cross-sectional design: the taste recorded at admission may already reflect
post-outcome adaptation. Patients with established oral frailty or treatment-related oral toxicity
adopt bland, soft diets, so that a non-bland category can appear "protective" purely through
dietary adaptation. Second, the drinking variables are susceptible to sick-quitter bias and

collinear suppression: patients who develop cancer or oral symptoms stop drinking, so that ever-



177

178

179

180

181

182

183

184

185

186

187

188

189

190

191

192

193

194

195

196

197

198

199

drinking appears "protective" relative to illness-driven abstinence. Entering the binary flag
together with the continuous duration produced opposite-sign (suppression) coefficients rather
than a coherent association. Third, the taste categories were severely sparse (sweet n=1, greasy

n=7, spicy n=20), rendering their estimates unstable.

Education was excluded a priori under the same prespecified credibility rule, because its
direction was expected to be sensitive to the socioeconomic adjustment set and its independent
discrimination to be near zero. The prespecified S_ses analysis (see below) was designed to
verify this expectation and corroborates rather than determines the decision. In that analysis its
adjusted odds changed sign after socioeconomic adjustment—from OR 0.90 (unadjusted) to OR
1.71 (fully adjusted, P=0.01), the signature of a suppression/Simpson effect—whereas adding
education to the 11-term model changed test AUC by only —0.003. A variable whose direction
depends on the covariate set and that contributes near-zero independent discrimination is

unsuitable as a prespecified predictor.

Smoking duration, by contrast, was retained because it has a clear temporal ordering (cumulative
lifetime years that predate admission). LASSO selected the continuous smoke yrs term and
discarded the binary smoking-history flag, so no time-ordered lifestyle predictor was removed.
The prespecified S_lifestyle analysis reported below tested these exclusions; these variables

appear only there and in Table 1.

Data cleaning and logic-consistency checks

Before analysis, three logic-consistency checks were applied to the binary flags and their
continuous counterparts (Supplementary Table S3). First, one record (a 67-year-old man) had
smoke history=0 but a smoking duration of 30 years; because this is internally inconsistent with

abstinence, smoke history was corrected to 1 (i.e. ever smoked, including former smokers).
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Second, one record (a 62-year-old man) had drink history=1 but a drinking duration of 0 years;
this was retained as recorded and logged only, without modification. Third, one record (a 69-
year-old woman with stage III disease) had chemotherapy=0 but one recorded chemotherapy
cycle; chemotherapy was corrected to 1 (i.e. had received at least one cycle). Throughout,
"smoke history" and "drink history" denote current or ever use (including former users who had
quit), and the corresponding duration variables denote cumulative lifetime years. After cleaning,
the chemotherapy flag was 1 in 350 patients and 0 in 127, and the smoking-history flag was 1 in

334 and 0 in 143. No out-of-range binary coding errors were encountered.

Train/test split and variable selection

The cohort was split 7:3 into a training set and a held-out test set, stratified by oral-frailty status
(random_state=42), yielding 333 training patients (236 events, 97 non-events) and 144 test
patients (102 events, 42 non-events). On the training set, five-fold cross-validated LASSO-
penalised logistic regression[34] was used for variable selection over the 44-term P1 candidate
pool, with the penalty strength selected to maximise cross-validated AUC. Both A~min~ (1.677)
and the more parsimonious A chosen one standard error beyond the minimum (A~1se~=7.543)
were examined. The A~1se~, prespecified to favour a sparser, more stable set and reduce
overfitting, retained 11 design terms. Selection was performed at the level of dummy design
terms. Because the selection-stage EPV (236 events across 44 candidates) was only =5.4, the
optimism and stability of LASSO selection were additionally quantified by 120 bootstrap

resamples, reporting the frequency with which each term was retained.

Primary model: ridge-penalised logistic nomogram

10
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With 236 events and 11 LASSO-retained design terms, the events-per-variable ratio was 21.5
(236/11) [35], an acceptable level. Multicollinearity among the retained terms was assessed by
variance inflation factors (VIFs). Because the laboratory and functional variables were entered as
continuous only, no paired continuous—categorical terms remained, and the maximum VIF was
1.236 (weekly exercise), with all VIFs below 10, indicating no severe multicollinearity. The
primary model was therefore a ridge (L2)-penalised multivariable logistic regression [36] fitted
on the retained design terms, with the penalty tuned by five-fold cross-validation (best inverse-
regularisation strength C=6.866; A=0.146). Ridge shrinkage stabilises coefficients—particularly
for near-separated sparse dummy terms—and further mitigates any residual coefficient
instability; the resulting probabilities are displayed as a nomogram [30]. Odds ratios (ORs) and
95% confidence intervals (Cls) were obtained from the penalised fit with penalised standard
errors. Because the L2 penalty shrinks coefficients toward zero, the penalised SEs, Cls and P
values are descriptive quantities rather than unbiased maximum-likelihood inferences. They
should therefore be interpreted cautiously, and the nomogram is intended primarily for risk
stratification rather than as a source of formal causal or effect-size claims (see also the Table 3
footnote and Discussion). An unpenalised multivariable logistic fit on the same 11 terms is

reported in Supplementary Table S7 as a sensitivity check on the penalised estimates.

Machine-learning benchmarks

All seven classifiers were fitted on the same eleven LASSO-selected design terms (not the 44-
term candidate pool), without class weights and with prespecified, conventionally default
hyperparameters (no grid search, Bayesian optimisation or cross-validated tuning), so as to keep
the comparison transparent and avoid overfitting on the small test set. They comprised the ridge-

penalised logistic model (as the transparent reference), a single CART decision tree with

11
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maximum depth selected by five-fold cross-validation (depth=5), a random forest (100 trees,

Gini split, Vmax_features), XGBoost (100 estimators, max_depth=6, learning rate 0.3) [37], a

radial-basis-function support-vector machine (RBF-SVM; C=1.0, gamma=scale, with Platt
probability estimates), k-nearest neighbours (k-NN; k=5, Euclidean distance) and a Gaussian
naive Bayes classifier. The six non-logistic algorithms served as ML benchmarks against the
transparent nomogram. Class weights were deliberately omitted because they distort calibrated
probability estimates, compromise DCA interpretation and are natively unsupported by k-NN

and naive Bayes; equal conditions therefore render the head-to-head comparison fair.

Evaluation and statistical inference

Discrimination was quantified by the AUC. At a prespecified 0.5 decision threshold, accuracy,
sensitivity, specificity, F1, positive predictive value (PPV) and negative predictive value (NPV)
were computed (Table 2), and the corresponding metrics at the Youden-optimal threshold were
additionally reported. Threshold sensitivity and cost-weighted threshold selection were deferred
to DCA. Test-set AUC 95% ClIs were obtained by 2000 bootstrap resamples[38]. Pairwise model
comparisons used paired bootstrap of the AUC difference (2000 replicates). Three primary
comparisons were prespecified before analysis—XGBoost versus nomogram, random forest
versus nomogram and XGBoost versus random forest. Holm correction was applied to these
three prespecified comparisons only. All other pairwise comparisons are exploratory and
uncorrected. For the three prespecified comparisons, both unadjusted (raw) P values and Holm-

corrected P values are reported, whereas the bootstrap CIs were not multiplicity-adjusted.

Calibration was assessed by regressing the observed outcome on predicted log-odds, reporting
the intercept (ideal 0) and slope (ideal 1), together with the Brier score. For the nomogram,

apparent training-set calibration was compared with 1000-bootstrap bias-corrected calibration.

12
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DCA was performed to estimate net benefit across threshold probabilities[39], with net benefit at
key thresholds (0.30, 0.50, 0.70) tabulated in Supplementary Table S6. The XGBoost model was

interpreted using SHapley Additive exPlanations (SHAP) [40].

Analyses were performed in Python 3.14.7 (scikit-learn 1.9.1, NumPy 2.5.3, pandas 3.0.6,
XGBoost 3.4.1, SHAP 0.52.0, statsmodels 0.15.0, matplotlib 3.11.2) and R 4.5.3 (rms 8.1.1);

random_state=42 throughout. All tests were two-sided, and P<0.05 was considered significant.

Sensitivity analyses

Three prespecified sensitivity analyses were performed.

S_oral (circular-reasoning inflation). To quantify the bias introduced by including oral-frailty
items as predictors, the six excluded oral variables were reintroduced and three prespecified arms
were run. Arm (i) refitted XGBoost on the 50-term pool (44 P1 design terms + six oral
variables). Arm (i1) was a conditional ridge sensitivity in which the original 11 LASSO-retained
terms were forced in and the six oral terms added, with LASSO re-run over the enlarged 17-term
design (11+6 terms). Arm (ii1) was a symmetric ridge arm that re-ran the identical main-model
pipeline—five-fold LASSO A~1se~ selection followed by five-fold ridge cross-validation—over
the full 50-term pool (44 P1 design terms + six oral variables), exactly mirroring the XGBoost
44-t0-50 comparison. All arms were fixed before fitting. The resulting AUCs were compared
with their respective non-oral benchmarks, and the absolute and relative changes in AUC were
reported. This design mirrors the comparison that would have arisen had diagnostic oral items
been included naively, thereby providing an empirical, model-specific estimate of circular-

reasoning bias rather than a theoretical one.
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S lifestyle (taste and drinking variables). A second sensitivity analysis reintroduced the five
dietary-taste dummies (six taste levels, bland as reference), drinking history and drinking
duration—seven design terms in total—to the P1 pool, yielding 51 design terms, and refit
LASSO, ridge and XGBoost under identical settings. This tested whether these lifestyle
variables, excluded a priori from the main model, add discrimination and whether their

coefficients are clinically plausible.

S_ses (education suppression). A third sensitivity analysis reintroduced education to the 11-
term baseline. Education was modelled as a per-SD ordinal term and added in a stepwise
sequence (unadjusted; adjusted for age and sex; adjusted for the full socioeconomic block of
income, occupation, residence and marital status; fully adjusted unpenalised; and a descriptive
ridge fit) to trace how its association changes across covariate sets. LASSO was also re-run over
the 45-term pool (which retained education), its 120-bootstrap selection frequency was reported,

and the change in test AUC when education was added to the 11-term model was recorded.

Results

Participant characteristics

After screening, 477 patients were analysed. The median age was 66.0 years (IQR 62.0-70.0),
and 364 (76.3%) were men. Oral frailty was present in 338 patients (70.9%). The stratified split
allocated 333 patients to the training set (236 events [70.9%], 97 non-events) and 144 to the test
set (102 events [70.8%], 42 non-events), preserving an event prevalence close to the cohort
average. Between-group comparisons of baseline characteristics are summarised in Table 1.
Patients with oral frailty were older (median 67 vs 65 years), had lower BMI (median 21.6 vs

23.0 kg/m?), longer smoking duration (median 38 vs 20 years), lower serum globulin (median

14



310  29.0 vs 29.6 g/L) and prealbumin (median 230 vs 267 mg/L), and lower Barthel scores. They
311  were also more likely to be men, manual workers and rural residents, to report no weekly

312 exercise, mMMRC dyspnoea grade >2, metastatic disease, chemotherapy and low monthly income.
313 Drinking duration, serum albumin, immunotherapy, marital status and pathological subtype did
314  not differ significantly between groups. In the oral-frailty group, surgery (8.9% vs 15.8%) and
315  targeted therapy (21.6% vs 30.9%) were less frequent, whereas radiotherapy was more frequent

316 (36.7% vs 19.4%; all P<0.05).

317 Table 1. Baseline characteristics of the study population by oral frailty status

Characteristic Overall (n=477) OFI=0 (n=139) OFI=1 (n=338) P value
N 477 139 338 —
Age (years) 66.0 (62.0-70.0) 65.0 (62.0-68.0) 67.0 (62.0-71.0) <0.001
BMI (kg/m?) 21.9 (19.8-24.0) 23.0 (21.0-24.5) 21.6 (19.4-23.7) <0.001
Smoking years 36.0 (0.0-47.0) 20.0 (0.0-40.0) 38.0 (25.0-48.0) <0.001
Drinking years 0.0 (0.0-0.0) 0.0 (0.0-0.0) 0.0 (0.0-0.0) 0.457
Cancer detection months 5.0 (2.0-18.0) 9.0 (2.0-24.0) 5.0 (2.0-17.0) 0.078
Chemotherapy cycles 2.0 (0.0-5.0) 2.0 (0.0-5.0) 2.0 (1.0-5.0) 0.017
Albumin (g/L) 38.1 (34.6-40.2) 38.2 (35.4-40.0) 38.1 (34.3-40.3) 0.670
Globulin (g/L) 29.1 (26.1-32.5) 29.6 (26.8-34.1) 29.0 (25.7-31.3) 0.024
Prealbumin (mg/L) 238.0 (185.5-303.0)  266.5(201.4-323.4)  229.7 (175.5-294.6) <0.001
Barthel index 95.0 (90.0-95.0) 95.0 (95.0-95.0) 95.0 (85.0-95.0) <0.001
Number of teeth 23.0 (15.0-26.0) 26.0 (24.0-27.0) 21.0 (12.0-25.0) <0.001
Number of dentures 1.0 (0.0-8.0) 0.0 (0.0-0.0) 3.0 (0.0-14.0) <0.001
Sex 0.042



Male

Female

Occupation

Farmer

Worker

Civil servant

Technician

Other

Smoking history

No

Yes

Drinking history

No

Yes

Diet structure

Balanced

Meat-based

Vegetarian

Diet taste (descriptive only)

Bland

Moderate

Salty

364 (76.3%)

113 (23.7%)

231 (48.4%)

90 (18.9%)

68 (14.3%)

79 (16.6%)

9 (1.9%)

143 (30.0%)

334 (70.0%)

363 (76.1%)

114 (23.9%)

277 (58.1%)

104 (21.8%)

96 (20.1%)

208 (43.6%)

126 (26.4%)

115 (24.1%)

16

97 (69.8%)

42 (30.2%)

58 (41.7%)

16 (11.5%)

31 (22.3%)

34 (24.5%)

0 (0.0%)

66 (47.5%)

73 (52.5%)

107 (77.0%)

32 (23.0%)

94 (67.6%)

13 (9.4%)

32 (23.0%)

68 (48.9%)

41 (29.5%)

18 (12.9%)

267 (79.0%)

71 (21.0%)

173 (51.2%)

74 (21.9%)

37 (10.9%)

45 (13.3%)

9 (2.7%)

77 (22.8%)

261 (77.2%)

256 (75.7%)

82 (24.3%)

183 (54.1%)

91 (26.9%)

64 (18.9%)

140 (41.4%)

85 (25.1%)

97 (28.7%)

<0.001

<0.001

0.865

<0.001

0.004



Spicy

Sweet

Greasy

Education (descriptive only)

Primary or below

Junior high

Senior/tech

College+

Marital status

Married

Divorced

Widowed

Monthly income

<1000 RMB

1001-3000

3001-5000

>5000

Residence

Urban

Town

Rural

Living arrangement

20 (4.2%)

1 (0.2%)

7 (1.5%)

101 (21.2%)

213 (44.7%)

117 (24.5%)

46 (9.6%)

447 (93.7%)

6 (1.3%)

24 (5.0%)

218 (45.7%)

107 (22.4%)

101 (21.2%)

51(10.7%)

155 (32.5%)

93 (19.5%)

229 (48.0%)

17

9 (6.5%)

1(0.7%)

2 (1.4%)

25 (18.0%)

54 (38.8%)

45 (32.4%)

15 (10.8%)

127 (91.4%)

4 (2.9%)

8 (5.8%)

45 (32.4%)

31 (22.3%)

36 (25.9%)

27 (19.4%)

57 (41.0%)

27 (19.4%)

55 (39.6%)

11 3.3%)

0 (0.0%)

5 (1.5%)

76 (22.5%)

159 (47.0%)

72 (21.3%)

31 (9.2%)

320 (94.7%)

2 (0.6%)

16 (4.7%)

173 (51.2%)

76 (22.5%)

65 (19.2%)

24 (7.1%)

98 (29.0%)

66 (19.5%)

174 (51.5%)

0.055

0.110

<0.001

0.026

0.611



Alone

With spouse

With spouse & children

With children

Other

Insurance

Urban employee

Urban-rural resident

Retired cadre

Self-paid

Pathology

Small cell

Squamous

Adenocarcinoma

Adenosquamous

Other

Tumor stage

Stage |

Stage I1

Stage 111

Stage IV

Metastasis

44 (9.2%)

168 (35.2%)

224 (47.0%)

38 (8.0%)

3(0.6%)

194 (40.7%)

281 (58.9%)

1(0.2%)

1(0.2%)

73 (15.3%)

94 (19.7%)

295 (61.8%)

6 (1.3%)

9 (1.9%)

22 (4.6%)

27 (5.7%)

126 (26.4%)

302 (63.3%)

22 (4.6%)

18

15 (10.8%)

45 (32.4%)

66 (47.5%)

13 (9.4%)

0 (0.0%)

72 (51.8%)

66 (47.5%)

1.(0.7%)

0 (0.0%)

17 (12.2%)

21 (15.1%)

99 (71.2%)

0 (0.0%)

2 (1.4%)

16 (11.5%)

11 (7.9%)

28 (20.1%)

84 (60.4%)

16 (11.5%)

29 (8.6%)

123 (36.4%)

158 (46.7%)

25 (7.4%)

3(0.9%)

122 (36.1%)

215 (63.6%)

0 (0.0%)

1(0.3%)

56 (16.6%)

73 (21.6%)

196 (58.0%)

6 (1.8%)

7 (2.1%)

6 (1.8%)

16 (4.7%)

98 (29.0%)

218 (64.5%)

6 (1.8%)

0.004

0.067

<0.001

<0.001



Yes

Chemotherapy

Yes

Radiotherapy

No

Yes

Targeted therapy

No

Yes

Immunotherapy

No

Yes

Chronic conditions

>2

Polypharmacy

455 (95.4%)

127 (26.6%)

350 (73.4%)

425 (89.1%)

52 (10.9%)

326 (68.3%)

151 (31.7%)

361 (75.7%)

116 (24.3%)

279 (58.5%)

198 (41.5%)

257 (53.9%)

220 (46.1%)

268 (56.2%)

209 (43.8%)

19

123 (88.5%)

57 (41.0%)

82 (59.0%)

117 (84.2%)

22 (15.8%)

112 (80.6%)

27 (19.4%)

96 (69.1%)

43 (30.9%)

85 (61.2%)

54 (38.8%)

82 (59.0%)

57 (41.0%)

95 (68.3%)

44 (31.7%)

332 (98.2%)

70 (20.7%)

268 (79.3%)

308 (91.1%)

30 (8.9%)

214 (63.3%)

124 (36.7%)

265 (78.4%)

73 (21.6%)

194 (57.4%)

144 (42.6%)

175 (51.8%)

163 (48.2%)

173 (51.2%)

165 (48.8%)

<0.001

0.040

<0.001

0.041

0.513

0.182

<0.001



Denture (descriptive)

No

Yes

Xerostomia (descriptive)

No

Yes

Masticatory difficulty

(descriptive)

No

Yes

Barthel category

100

61-99

41-60

21-40

<20

Exercise frequency

0/wk

1-3/wk

>4/wk

mMRC dyspnea

Grade 0

Grade 1

231 (48.4%)

246 (51.6%)

193 (40.5%)

284 (59.5%)

264 (55.3%)

213 (44.7%)

26 (5.5%)

418 (87.6%)

30 (6.3%)

1 (0.2%)

2 (0.4%)

150 (31.4%)

126 (26.4%)

201 (42.1%)

170 (35.6%)

193 (40.5%)

20

104 (74.8%)

35 (25.2%)

95 (68.3%)

44 (31.7%)

124 (89.2%)

15 (10.8%)

14 (10.1%)

125 (89.9%)

0 (0.0%)

0 (0.0%)

0 (0.0%)

12 (8.6%)

36 (25.9%)

91 (65.5%)

91 (65.5%)

34 (24.5%)

127 (37.6%)

211 (62.4%)

98 (29.0%)

240 (71.0%)

140 (41.4%)

198 (58.6%)

12 (3.6%)

293 (86.7%)

30 (8.9%)

1 (0.3%)

2 (0.6%)

138 (40.8%)

90 (26.6%)

110 (32.5%)

79 (23.4%)

159 (47.0%)

<0.001

<0.001

<0.001

<0.001

<0.001

<0.001



318
319
320
321
322

323

324

325

326

327

328

329

330

331

332

333

Grade 2 93 (19.5%) 11 (7.9%) 82 (24.3%) —

Grade 3 21 (4.4%) 3(2.2%) 18 (5.3%) —
Physical frailty <0.001
No 392 (82.2%) 135 (97.1%) 257 (76.0%) —
Yes 85 (17.8%) 4 (2.9%) 81 (24.0%) —
Poor oral health (descriptive) <0.001
No 211 (44.2%) 109 (78.4%) 102 (30.2%) —
Yes 266 (55.8%) 30 (21.6%) 236 (69.8%) —

Note. Values are median (IQR) for continuous variables and n (%) for categorical variables. P values from Mann-Whitney U
(continuous) or chi-square (categorical) tests. OFI=0 = no oral frailty; OFI=1 = oral frailty. Dietary taste, drinking history and
drinking duration are shown descriptively but were excluded a priori from the primary multivariable model under the
prespecified variable-credibility rule (see S_lifestyle). In the primary model, continuous variables were entered as per-SD

increments and ordinal variables as per-level increments.

LASSO variable selection

Five-fold cross-validated LASSO retained 11 predictors at A~1se~=7.543 (Figure 1): age, BMI,
smoking duration (smoke_yrs), monthly income, tumour stage, chemotherapy, radiotherapy,
globulin, Barthel index, weekly exercise and mMRC dyspnoea grade. The A~1se~ choice yielded
a sparser, more stable set than A~min~ (1.677); polypharmacy was shrunk to zero at
A~1se~=7.543. Dietary taste dummies, drinking history, drinking duration and education had
been removed from the candidate pool a priori (see S_lifestyle and S_ses below), and none of the
six excluded oral variables was selected. LASSO selection stability over 120 bootstrap resamples
was high: smoking duration, Barthel index and weekly exercise were selected in 100% of

resamples, mMRC grade in 95.8%, age in 88.3%, globulin in 85.8%, BMI in 81.7%, stage in
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334

335

336

337

338

339

340

341

342

343
344
345

346

347

348

349

79.2%, radiotherapy in 73.3%, chemotherapy in 55.8% and income in 48.3% (Supplementary

Table S4 reports the full bootstrap frequency). Sex, occupation, dietary structure, dietary taste,

drinking history, drinking duration, cancer history, chemotherapy cycles, serum albumin,

prealbumin, metastasis, surgery, targeted therapy, immunotherapy, chronic-disease count,

polypharmacy, physical frailty, marital status, residence, living arrangement, insurance type and

pathological subtype were not retained. After adjustment, the systemic, treatment and functional

markers carried more independent information on oral frailty than these broader oncological or

demographic labels.

(a) LASSO coefficient path (P1)

Standardized coefficient

2 0 2 4
Log(A)

Cross-validated AUC

o
o

0.9 4

o2
©

2
~

0.5

b) 5-fold cross-validation

Figure 1. LASSO variable selection on the training set. (a) Coefficient path as a function of log(L); (b) five-fold

cross-validated AUC (mean = SD across folds) against log(A). The vertical dashed line indicates A.1se = 7.543, at

which 11 design terms were retained from the prespecified P1 candidate pool of 44 design terms.

Discrimination and machine-learning benchmark comparison

Test-set performance of all seven classifiers is summarised in Table 2 and Figure 2 (the full

metric set for all seven models is given in Supplementary Table S2). XGBoost showed the

highest AUC (0.959, 95% CI 0.920-0.988; accuracy 0.903, sensitivity 0.902, specificity 0.905,
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350

351

352

353

354

355

356

357

358
359

F1 0.929), followed by random forest (AUC 0.945, 95% CI 0.902—0.978; accuracy 0.903,

sensitivity 0.951, specificity 0.786, F1 0.933). The ridge nomogram (0.888, 95% CI 0.827—

0.942) was followed by RBF-SVM (0.874, 95% CI 0.797-0.934), naive Bayes (0.864, 95% CI

0.796-0.927), the decision tree (0.851, 95% CI1 0.777-0.915) and k-NN (0.846, 95% CI1 0.761—

0.913). The three prespecified pairwise comparisons (XGBoost versus nomogram, random forest

versus nomogram and XGBoost versus random forest) are reported in the paired-bootstrap

section below and in Table 2.

Table 2. Test-set performance of seven classifiers

Model AUC (95% CI) Acc  Sens Spec F1 PPV NP  Brie Cal Cal
\4 r slope int
XGBoost 0.959 (0.920-0.988) 0.903 0.902 0.905 092 095 0.79 0.071 0.773 0.591
9 8 2
Random forest 0.945 (0.902-0.978) 0.903 0951 0.786 093 091 086 0.092 1.808 0.029
3 5 8
Ridge logistic 0.888 (0.827-0.942) 0.819 0.863 0.714 0.87 0.88 0.68 0.122  1.065 0.295
(nomogram) 1 0 2
RBF-SVM 0.874 (0.797-0.934) 0.840 0902 0.690 0.88 0.87 0.74 0.120 0.998 0.435
9 6 4
Naive Bayes 0.864 (0.796-0.927) 0.778 0.765 0.810 0.83 0.90 0.58 0.158 0.506 0.814
0 7 6
Decision tree 0.851(0.777-0.915) 0.785 0.853 0.619 0.84 0.84 0.63 0.145 0.241 0.972
9 5 4
K-NN 0.846 (0.761-0.913) 0.826 0.931 0.571 0.88 0.84 0.77 0.140 1.308 -0.007
4 1 4

Note. All seven classifiers were fitted on the same 11 LASSO-selected admission variables without class weights. Classification

metrics (Acc, Sens, Spec, F1, PPV, NPV) are at the prespecified fixed 0.5 decision threshold; AUC 95% Cls are bootstrap-based
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360 (2000 replicates). Test set n = 144 (102 events, 42 non-events). Ridge logistic is the nomogram; the other six classifiers use

361 prespecified default hyperparameters.

ROC Curves on Test Set (n=144, P1)
1.0 4
0.8
=
=
.’5’)
5 06
L2
jo)
5
o
@
2
B 0.4
o
(]
2
=
—— XGBoost (AUC=0.959)
0.2 —— Random forest (AUC=0.945)
—— Ridge nomogram (AUC=0.888)
—— RBF-SVM (AUC=0.874)
Naive Bayes (AUC=0.864)
= Decision tree (AUC=0.851)
ood ¥ ~—— k-NN (AUC=0.846)
UTU OIZ Dj4 U.‘B 078 ljﬁ
363 False Positive Rate (1-Specificity)
364 Figure 2. Receiver operating characteristic curves in the test set (n=144) for seven classifiers fitted on the same 11

365 LASSO-selected admission variables (the ridge nomogram plus six machine-learning algorithms); AUC 95% Cls

366 are bootstrap-based.

367  Primary ridge-penalised nomogram

368  The final ridge model retained all 11 LASSO-selected terms, with an events-per-variable ratio of
369  21.5. Multicollinearity was negligible: because the laboratory and functional variables were

370  entered as continuous only, no paired continuous—categorical terms remained, and the maximum
371  VIF was 1.236 (weekly exercise), all well below 10. Adjusted ORs are reported in Table 3.

372  Variables independently associated with higher odds of oral frailty included radiotherapy (OR
373 2.96,95% CI 1.37-6.42; P=0.006), chemotherapy (OR 2.61, 95% CI 1.27-5.36; P=0.009),

374  smoking duration per SD (OR 2.39, 95% CI 1.71-3.33; P<0.001) and mMRC grade per level
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375

376

377

378

379

380

381

382

383

(OR 1.60, 95% CI 1.05-2.44; P=0.028). Age per SD (OR 1.45, 95% CI 0.99-2.12; P=0.058) was
borderline. Variables independently associated with lower odds included Barthel index per SD
(OR 0.45, 95% CI 0.22-0.93; P=0.031), weekly exercise per level (OR 0.52, 95% CI 0.36—0.73;
P<0.001), globulin per SD (OR 0.70, 95% CI 0.50-1.00; P=0.050), BMI per SD (OR 0.71, 95%
CI1 0.50-1.01; P=0.055) and monthly income per level (OR 0.88, 95% CI 0.64—-1.20; P=0.412).
Tumour stage (OR 1.09, 95% CI 0.80—1.49; P=0.584) was not statistically significant in the
multivariable model, and polypharmacy, education and the six oral variables were not retained.
The nomogram visualising these contributions is shown in Figure 3; its 11 axes span the full

range observed in the development cohort.
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384

Points

Age (years)

BMI (kg/m?)

Smoking (years)

Monthly income

Tumor stage

Chemotherapy

Radiotherapy

Globulin (g/L)

Barthel index

Exercise (per week)

mMRC dyspnea grade

Total Points

Linear Predictor

Probability of OF|

Nomogram for Predicting Oral Frailty (P1 model, 11 predictors)
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385
386
387
388
389
390

391

392
393
394
395
396

Figure 3. R rms nomogram of the ridge-penalised logistic regression model (11 predictors) for predicting oral frailty.
Continuous predictors are plotted on their native clinical scales—age (years), BMI (kg/m?), cumulative smoking
duration (years), globulin (g/L) and Barthel index (points); ordinal predictors (monthly income, tumour stage [-1V,
weekly exercise frequency, mMRC grade 0-3) and binary predictors (chemotherapy, radiotherapy) appear as
categorical ticks, with reference categories labelled. Summing the points from each axis gives a total score that maps

to the predicted probability of oral frailty (0.05-0.95).

Table 3. Ridge-penalised logistic regression coefficients and adjusted odds ratios (OR)

Variable p SE OR (95% CI) P value
Age (per SD) 0.371 0.195 1.45 (0.99-2.12) 0.058
BMI (per SD) -0.338 0.177 0.71 (0.50-1.01) 0.055
Smoking duration (per SD) 0.870 0.169 2.39 (1.71-3.33) <0.001
Monthly income (per level) -0.131 0.160 0.88 (0.64—1.20) 0.412
Tumour stage (per level) 0.086 0.158 1.09 (0.80-1.49) 0.584
Chemotherapy (yes vs no) 0.958 0.368 2.61 (1.27-5.36) 0.009
Radiotherapy (yes vs no) 1.086 0.394 2.96 (1.37-6.42) 0.006
Globulin (per SD) -0.350 0.178 0.70 (0.50-1.00) 0.050
Barthel index (per SD) -0.800 0.371 0.45 (0.22-0.93) 0.031
Weekly exercise (per level) -0.661 0.179 0.52 (0.36-0.73) <0.001
mMRC grade (per level) 0.472 0.215 1.60 (1.05-2.44) 0.028
Intercept 0.513 — — —

Note. ORs, 95% CIs and P values were derived from the L2-ridge-penalised fit (best inverse-regularisation strength C=6.866;
2=0.146, tuned by five-fold cross-validation) with penalised standard errors. Because the L2 penalty shrinks coefficients toward
zero, the penalised SEs, Cls and P values are descriptive quantities rather than unbiased maximum-likelihood inferences and
should be interpreted cautiously; the model is intended primarily for risk stratification. Continuous variables are per-SD

increments and ordinal variables are per-level increments; the binary chemotherapy and radiotherapy terms are coded yes vs no.
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398

399

400

401

402

403

404

405
406

407

408

409

410

Nomogram discrimination

The primary nomogram achieved a training AUC of 0.867 (95% CI 0.819-0.908) and a held-out
test AUC of 0.888 (95% CI 0.827-0.942) (Figure 4). At the prespecified 0.5 threshold on the test
set, accuracy was 0.819, sensitivity 0.863, specificity 0.714, F1 0.871, PPV 0.880 and NPV
0.682. At the Youden-optimal threshold (maximising sensitivity plus specificity), accuracy was

0.833, sensitivity 0.873, specificity 0.738, F1 0.881, PPV 0.890 and NPV 0.705.

Ridge-Penalized Logistic Regression ROC (P1)

0.8

TPR (Sensitivity)
o
>

L
=
s

0.2

= Training (n=333, AUC=0.867)

0.0 - = Test (n=144, AUC=0.888, 95%CI 0.827-0.942)

00 02 0.4 06 08 10
FPR (1-Specificity)

Figure 4. ROC curves of the primary ridge-penalised nomogram (11 LASSO-selected admission variables) in the

training set (AUC=0.867) and test set (AUC=0.888, 95% CI 0.827-0.942).

Calibration

Apparent training calibration of the nomogram showed a slope of 0.995, intercept of 0.002 and
Brier score of 0.122; 1000-bootstrap bias correction yielded a slope of 0.979 and intercept of

0.001, indicating that optimism in training calibration was minimal. On the held-out test set, the
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411

412

413

414

415

416

417

418

419

420

421

422

calibration slope was 1.065, intercept 0.295 and Brier score 0.122 (Figure 5). The test slope was
close to unity (1.065), indicating near-ideal calibration. The persistent positive intercept (0.295),
however, indicates systematic underestimation of absolute risk in unseen patients and warrants
recalibration-in-the-large before use elsewhere. The +0.295 value is specific to this test set, and
each new setting requires an intercept estimated from its own case-mix and prevalence rather
than a portable correction. The Brier score of 0.122 remains well below the no-information Brier
score of approximately 0.21 given the 71% event rate. Slopes below and above 1 denote over-
confident and under-confident predictions, respectively. Both ensembles had calibration slopes
farther from 1 than the nomogram (1.065; random forest 1.808, XGBoost 0.773). The random-
forest intercept (0.029) was closer to zero than the nomogram's (0.295), whereas XGBoost had
the largest positive intercept (0.591). The nomogram thus retained the slope closest to the ideal

value of 1 but showed a persistent positive intercept drift.
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Calibration Curves (Ridge nomogram, P1)
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Figure 5. Calibration curves of the nomogram. Apparent (training), 1000-bootstrap bias-corrected, and test-set
(loess) calibration are shown alongside the 45° ideal line. Test-set calibration slope=1.065, intercept=0.295,

Brier=0.122.

SHAP interpretation of XGBoost

SHAP analysis of XGBoost (Figure 6) ranked the leading predictors by mean absolute SHAP
value as smoking duration (1.763), mMRC dyspnoea grade (0.947), weekly exercise (0.898),
globulin (0.718) and chemotherapy (0.641). Longer smoking duration, higher mMRC grade,
receipt of chemotherapy and radiotherapy, older age and higher stage shifted predicted risk
upward, whereas more frequent exercise, higher globulin, higher BMI, higher income and higher
Barthel index shifted it downward. The directions of effect for all retained predictors were
consistent with the corresponding ridge ORs (chemotherapy: mean SHAP +0.46 in treated vs
—1.15 in untreated, consistent with its ridge OR of 2.61). Because SHAP depicts marginal effects

within a non-linear ensemble rather than adjusted logistic coefficients, this directional
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452

concordance indicates that the transparent nomogram and the machine-learning model converge

on the same underlying risk structure.

SHAP Feature Importance (XGBoost, Test n=144, P1)

Smoking years -

mMRC dyspnea grade

Exercise frequency

Globulin (giL)

Chemotherapy -

Age (years)
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ure
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Tumar stage -

B A
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Figure 6. SHAP beeswarm plot of the XGBoost model, computed on the test set (n=144), showing the top features
by mean absolute SHAP value (smoking duration, mMRC grade, weekly exercise, globulin, chemotherapy). Feature

value is colour-coded (red=high, blue=low).

Clinical utility (decision-curve analysis)

DCA (Figure 7) showed that, across a broad range of threshold probabilities encompassing
clinically plausible decision points, the nomogram yielded greater net benefit than either the
treat-all or treat-none reference strategy. At the observed prevalence of approximately 71%, the
treat-all strategy gave a high baseline net benefit; the nomogram's incremental benefit arose from
targeting patients most likely to benefit while sparing low-risk patients from unnecessary
procedures. Net benefit at key thresholds is summarised in Supplementary Table S6: at threshold
probabilities of 0.30, 0.50 and 0.70, the nomogram's net benefit was 0.605, 0.528 and 0.433,
respectively. This exceeded the treat-all reference (0.583, 0.417 and 0.028) at each of these

thresholds, whereas XGBoost attained 0.646, 0.611 and 0.569. The nomogram's net benefit was

31



453

454

455

456

457

458

459
460

461

462

463

464

465

466

close to treat-all at the lowest threshold (0.10: 0.679 vs 0.676). It diverged increasingly from
treat-all as the threshold rose, indicating that the model's incremental value is greatest when
clinicians are willing to withhold intervention from lower-risk patients. A decision threshold of
0.30-0.50 corresponded to the range over which the nomogram showed a consistent net-benefit

advantage.

Decision Curve Analysis (Test n=144, P1)

—— Ridge nomogram
0.7 1 —— XGBoost
~= Treatall
s+ Treat none
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Figure 7. Decision curve analysis in the test set. The four curves are the ridge nomogram, XGBoost, the treat-all

strategy (dashed) and the treat-none strategy (dotted); net benefit is plotted against threshold probability.

Head-to-head paired-bootstrap comparison

Paired bootstrap of the AUC difference (2000 replicates) showed that XGBoost outperformed the
nomogram by AAUC +0.071 (95% CI 0.025-0.124), which was statistically significant after
Holm correction (P_raw=0.0065, Holm P=0.020; Figure 8a). Random forest outperformed the
nomogram by a AAUC of +0.057 (95% C10.019-0.101; P_raw=0.010, Holm P=0.020; Figure

8b). XGBoost and random forest, by contrast, did not differ significantly (AAUC +0.014, 95%
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CI—-0.004-0.037; P=0.156; Figure 8c). Bootstrap CIs were not multiplicity-adjusted; the

reported Holm P values correct for the three prespecified comparisons.

Figure 8. Paired bootstrap distributions (2000 replicates) of AAUC for the three prespecified comparisons. (a)
XGBoost versus nomogram: AAUC=+0.071, 95%CI 0.025-0.124, P_raw=0.0065, Holm P=0.020. (b) Random
forest versus nomogram: AAUC=+0.057, 95%CI 0.019-0.101, P_raw=0.010, Holm P=0.020. (c) XGBoost versus
random forest: AAUC=10.014, 95%CI —0.004-0.037, P=0.156. The red dashed line in each panel indicates no

difference (AAUC=0).

Sensitivity analyses

S_oral (reintroducing six oral variables). The principal contrast differed by model class. When
the six oral variables were added to the P1 pool (50 design terms) and XGBoost was refitted, the
test-set AUC changed from 0.959 to 0.950 (95% CI 0.900-0.986), an absolute AAUC of
approximately —0.009 (paired-bootstrap 95% CI —0.065 to 0.040, containing zero; relative
change =~ —0.9%). Adding the items therefore did not reduce the discrimination of the non-linear
model, while avoiding circular reasoning and outcome leakage. For the transparent model, the
symmetric arm that re-ran the identical main-model LASSO—ridge pipeline over the full 50-
term pool served as the primary test: LASSO at A~1se~=5.18 retained 18 design terms (five of
the six oral items). The ridge test AUC then rose from 0.888 to 0.968 (95% CI 0.940-0.987), an
absolute AAUC of +0.080 (relative +9.0%), with the retained oral items carrying large positive
coefficients (ORs 12.6-26.3 for denture use, xerostomia and masticatory difficulty), as expected

for items overlapping the OFI-8 definition. A supporting conditional arm, in which the original
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11 terms were forced in and the six oral terms added before re-running LASSO over the 17-term
design, retained five oral items and yielded a ridge AUC of 0.969 (A=+0.081; +9.1%), with ORs
of 4.8-7.1 for denture use, xerostomia and masticatory difficulty. This contrast—no gain for
XGBoost but a marked mechanical inflation for the transparent linear model—indicates that the
oral items act as near-outcome variables for that model. A per-item mapping of the six variables
to the OFI-8 domains, their crude association with the outcome and their symmetric-arm ridge

coefficients is provided in Supplementary Table S8.

S_lifestyle (reintroducing taste and drinking variables). When dietary taste dummies,
drinking history and drinking duration were reintroduced (51 design terms) and LASSO, ridge
and XGBoost were refitted under identical settings, LASSO at A~1se~=5.179 retained 17
features. The ridge model's test AUC decreased from 0.888 to 0.874 (absolute A~—0.014), and
the XGBoost AUC changed from 0.959 to 0.949 (A~—0.010). Several reintroduced coefficients
ran counter to biological expectation: the "moderate taste vs bland" coefficient yielded an
OR=~0.28 (OR<1), and the drinking-history coefficient yielded an OR=0.10 (OR<1). The former
is consistent with reverse causation—patients with established oral frailty or treatment-related
oral toxicity switch to bland, soft diets—whereas the latter is consistent with the sick-quitter
effect—patients quit drinking after illness. Collinear suppression between drinking history and
drinking duration further destabilised these coefficients. Because these variables contribute near-
zero or negative discrimination and exhibit reverse-causation or sick-quitter bias, they were
excluded from the main model and are reported only in this sensitivity analysis (Supplementary

Table S5). They remain fully described in Table 1.

S_ses (reintroducing education). Education was distributed across four levels (primary or

below n=101; junior high n=213; senior high/vocational n=117; college or above n=46), with
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oral-frailty prevalences of 75.2%, 74.6%, 61.5% and 67.4%, respectively. Its adjusted odds per
SD changed markedly across covariate sets: unadjusted OR 0.90 (P=0.375); adjusted for age and
sex OR 0.86; after addition of the socioeconomic block (income, occupation, residence, marital
status) OR 1.28; and in the fully adjusted unpenalised model OR 1.71 (95% CI 1.14-2.58;
P=0.010), with a descriptive ridge OR of 1.70. In the 45-term LASSO pool (which retained
education), education was selected in 86 of 120 bootstrap resamples (71.7%), yet adding it to the
11-term model changed test AUC by only —0.003. The sign reversal after socioeconomic
adjustment is the signature of a suppression/Simpson effect, and the near-zero independent
discrimination increment supports the a priori exclusion of education from the prespecified

primary model (Supplementary Table S4).

Discussion

Principal findings and comparison with the literature

In this single-centre cohort of 477 older inpatients with lung cancer, oral frailty was highly
prevalent (70.9%). A transparent ridge-penalised nomogram built from 11 routine admission
variables, none overlapping the OFI-8 diagnostic items, provided good discrimination (test AUC
0.888) with a near-ideal calibration slope (1.065) but a positive intercept drift (0.295). The two
tree ensembles achieved modestly higher AUCs and significantly outperformed the nomogram
after Holm correction, yet did not differ from each other and were less well calibrated; the
printable, interpretable nomogram is therefore preferred for bedside risk stratification. The
central methodological finding is that the circularity claimed in earlier work is here quantified
rather than asserted: in a symmetric re-run, reintroducing the diagnostic oral items mechanically

inflated the transparent linear model by approximately 9% while leaving the non-linear model
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essentially unchanged. Together, these results support the nomogram as a risk-stratification
rather than an absolute-risk tool and provide an empirical estimate of the bias that arises when

near-outcome items serve as predictors.

The observed prevalence of approximately 71% is consistent with cross-sectional reports in older
hospitalised patients with cancer [20] and Chinese population surveys[21], and is higher than the
pooled prevalence of 51% (95% CI 47-55%) reported in a recent meta-analysis of 27 studies
enrolling 11,575 older inpatients[41]. Even the cancer subgroup in that meta-analysis (62%, 95%
CI 57-66%) was lower than that in the present cohort, possibly reflecting the treatment-related
oral burden of lung cancer and the composition of the study centre. The test AUC of 0.888 is
comparable to the community-dwelling oral-frailty prediction model of Lv et al[42]. and to risk
models for cognitive frailty in lung cancer [43] and for oral frailty in oesophageal cancer [44].
The present model benefits from an explicit circularity control that these earlier models did not
implement. However, these cross-cohort AUC comparisons are indicative only because
populations, predictors and case-mix differ. The leading predictors—long smoking history,
chemotherapy, radiotherapy, lower BMI and nutritional markers and reduced physical activity—
are biologically plausible and echo associated factors identified in systematic reviews[45, 46]
and in oncology nutrition guidance[47], with smoking—periodontal pathways well established
[48]. Treatment-related oral toxicity from chemotherapy and radiotherapy, together with
immunotherapy adverse effects [4, 5], plausibly concentrates risk in treated patients and explains
the large ORs for chemotherapy and radiotherapy. Finally, although both tree ensembles showed
higher point-estimate AUCs than the nomogram, the absolute gains were modest (AAUC
~0.014-0.071). The ensembles did not differ from each other, so these gains may not outweigh

the practical advantages of a printable, interpretable nomogram at the bedside.
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Having established how the model performs relative to prior work, the discussion turns to why

these predictors emerged and where the evidence remains limited.

Interpretation of key predictors

Radiotherapy was most strongly associated with higher odds of oral frailty (adjusted OR 2.96),
plausibly through salivary-gland dysfunction and fibrosis[49], and was more frequent in the oral-
frailty group on unadjusted comparison (36.7% vs 19.4%); the crude and adjusted directions
were therefore concordant. Smoking duration (OR 2.39 per SD) is a known driver of periodontal
breakdown and tooth loss [50]. Chemotherapy (OR 2.61) likely reflects chemotherapy-induced
xerostomia, mucositis and reduced oral intake [6, 51]. Older age per SD (OR 1.45) was
borderline, whereas mMRC dyspnoea grade (OR 1.60 per level) was independently associated
with higher odds. Conversely, weekly exercise (OR 0.52 per level), higher Barthel index (OR
0.45 per SD) and higher BMI (OR 0.71 per SD) were independently associated with lower odds,
consistent with preserved functional reserve and nutritional status. Higher globulin (OR 0.70 per
SD) and higher monthly income (OR 0.88 per level) were also independently associated with
lower odds. Education was retained only in the S_ses sensitivity analysis, where its association
proved unstable across socioeconomic adjustment (see below) and contributed near-zero

independent discrimination.

As with education, dietary taste dummies, drinking history and drinking duration were
deliberately excluded from the primary model. In the S_lifestyle sensitivity analysis, these
variables lowered the ridge AUC by ~0.014 and the XGBoost AUC by ~0.010, yet produced
clinically unreasonable inverse coefficients (moderate-taste vs bland OR=0.28; drinking-history
OR=0.10). Three patterns together explain why they were excluded rather than interpreted as

causal. First, a crude unadjusted association for a salty taste was in the expected direction. Once
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smoking, occupation, income and other systemic confounders were adjusted for, the apparent
effect dissolved, indicating that the crude taste association was carried by these broader
confounders rather than by taste itself. Second, the moderate-vs-bland coefficient pointed
opposite to biological expectation (OR~0.28). This is most plausibly explained by reverse
causation: patients with established oral frailty or treatment-related oral toxicity switch to bland,
soft diets, so that a non-bland taste appears "protective" purely because of post-outcome dietary
adaptation. Third, drinking showed essentially no crude association with oral frailty, yet after the
binary drinking flag and the continuous drinking duration were entered together the adjusted
drinking-history coefficient changed sign, yielding OR=0.10. This sign reversal is the signature
of collinear suppression compounded by the sick-quitter effect, in which patients quit drinking
after developing cancer or oral symptoms, so that ever-drinking appears "protective" relative to
illness-driven abstinence. Table 1 continues to describe the distribution of these variables by

oral-frailty status, but they are not used as nomogram predictors.

Education deserves separate comment. In the S_ses sensitivity analysis, its unadjusted
association was slightly protective (OR 0.90, P=0.38), but after adjustment for the full
socioeconomic block it reversed (OR 1.28) and became a statistically significant positive
association in the fully adjusted model (OR 1.71, P=0.01). This sign reversal across covariate
sets is the hallmark of a suppression/Simpson effect in which education acts as a proxy for
correlated socioeconomic resources rather than as an independent risk factor. Adding education
to the 11-term model changed the AUC by only —0.003. A predictor whose direction depends on
the adjustment set and that adds near-zero discrimination is unsuitable for a prespecified bedside
tool, and it was therefore excluded a priori, with its distribution reported in Table 1 and its

sensitivity analysis in Supplementary Table S4. Because all of these associations are cross-
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sectional, the retained predictors are described throughout as "independently associated with"
higher or lower odds rather than as risk or protective factors. Only predictors with a clear
temporal ordering or mechanistic basis (smoking duration, chemotherapy and radiotherapy, age,

and the functional and nutritional markers) are discussed in causal terms.

Machine learning versus the transparent nomogram

Although both tree ensembles achieved higher point-estimate AUCs than the nomogram, three
considerations temper this finding. The gains were modest (AAUC +0.071 for XGBoost, +0.057
for random forest) and, although both reached Holm-corrected significance (P=0.020), the
ensembles did not differ from each other (AAUC +0.014, P=0.156), consistent with evidence that
ML offers little consistent advantage over logistic regression in small clinical datasets [29]. Their
shared benefit reflects flexible non-linear modelling rather than any single algorithm. A high
AUC does not imply usable probabilities: the ensemble calibration slopes (random forest 1.808,
XGBoost 0.773) were both further from the ideal value of 1 than the nomogram's (1.065). Tree
ensembles also require computational infrastructure and are neither printable nor auditable at the
bedside, whereas SHAP confirmed that their dominant drivers are the same familiar variables
(smoking duration, mMRC, exercise, globulin, chemotherapy). The ridge nomogram is therefore
recommended as the deployable risk-stratification tool, with the ensembles serving as
benchmarks. This pattern is sensitive to the prespecified variable set. The ML classifiers used
untuned default hyperparameters, so tuned ML might perform differently, and although
XGBoost showed higher decision-curve net benefit, its poorer calibration renders that estimate

optimistic.

Methodological strengths
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The principal methodological contribution lies in operationalising, rather than merely stating, the
separation of screening from diagnosis. Excluding a priori the six oral-health variables that
overlap directly with the outcome-defining oral items constrains the nomogram to admit only
information recorded before any dedicated oral examination, so that outcome leakage is removed
by construction rather than corrected after the fact. The circularity that this exclusion guards
against is quantified rather than asserted: the symmetric S_oral arm re-ran the identical LASSO-
to-ridge pipeline on the enlarged predictor pool and, in a head-to-head contrast with the
identically refitted non-linear ensemble on the same enlarged pool, showed that the diagnostic
items inflate the transparent linear model to a marked degree while leaving the non-linear model
essentially unchanged. This makes the cost of circularity measurable and model-specific, and
offers a transferable, reproducible template—screening separated from diagnosis, circularity

quantified rather than assumed—for oral-frailty and related hospital-based prediction models.

A second contribution is an equal-condition comparison across all fitted classifiers that clarifies
the trade-off between discrimination, calibration, interpretability and deployability. Under
identical predictors, identical train/test splits and untuned default hyperparameters, the tree
ensembles achieved modestly higher point-estimate AUCs but showed calibration slopes farther
from unity and required computational infrastructure that prevents printing or bedside audit; the
transparent ridge nomogram, although slightly less discriminating, retained the calibration slope
closest to the ideal value and remains printable and auditable. This pattern empirically supports
the wider observation that a high AUC does not by itself imply usable, calibrated probabilities
[27,29], and it aligns with the TRIPOD+AI emphasis on transparent reporting and on calibration

alongside discrimination [24].
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646  Third, the prespecified S_lifestyle and S ses arms operationalise the management of variable-
647  credibility problems common in observational prediction research but seldom reported:

648  reintroducing dietary-taste and drinking variables yielded counter-intuitive inverse coefficients
649  consistent with reverse causation through post-outcome dietary adaptation and with the sick-
650  quitter pattern, whereas reintroducing education produced a sign reversal after socioeconomic
651  adjustment—the signature of a suppression or Simpson effect—with a negligible increment in
652  independent discrimination. Documenting these arms alongside the primary model makes the a
653  priori exclusions transparent and reproducible. The analysis followed TRIPOD+AI [24], with a
654  final events-per-variable ratio of 21.5, ridge stabilisation [35, 36], seven classifiers compared
655  without class weights and Holm correction of three prespecified comparisons. Entering

656  laboratory and functional variables as continuous only removed continuous—categorical

657  collinearity (maximum VIF 1.24), while calibration, Brier score, decision-curve analysis [39]

658  and SHAP [40] supplemented discrimination within a transparent, printable framework [28].

659  Limitations

660  The above estimates and conclusions are qualified by the following constraints, which follow
661  from the single-centre retrospective design, the modest held-out sample and the self-reported

662  oral-frailty outcome.

663 1. Single-centre design and absence of external validation. This was a single-centre

664  retrospective study with internal bootstrap validation only. No independent external or temporal
665  validation was available, and the model cannot be generalised directly to other institutions,

666  regions or populations. Discrimination and calibration must be re-estimated prospectively at each

667  new site, with site-specific recalibration-in-the-large expected given the positive test intercept of
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0.295. Multicentre external validation across regions and hospital levels, together with temporal

validation, is the highest-priority next step.

2. Small test set, low selection-stage EPV and optimism. The test set contained only 144
patients (102 events, 42 non-events), yielding wide AUC confidence intervals. With only 42 non-
events, specificity and NPV estimates were unstable (for example, k-NN specificity 0.571).
Although the final EPV was 21.5, the selection-stage EPV (236/44=5.4) was low, and selection
followed by refitting can remain optimistic despite the 120-bootstrap stability assessment. Nested

cross-validation with bootstrap optimism correction and .632+ estimation would be preferable.

3. Descriptive penalised estimates and sample-size basis. The ridge-penalised ORs, SEs, Cls
and P values are descriptive rather than unbiased maximum-likelihood inferences. An
unpenalised multivariable fit is reported in Supplementary Table S7, and bootstrap percentile Cls
were not computed. Sample-size adequacy was gauged from the EPV criterion rather than a

formal Riley calculation.

4. Self-reported outcome and absent objective measures. Oral frailty was ascertained by self-
reported OFI-8 rather than objective examination. Comprehension and cognitive limitations may
introduce reporting bias, acute treatment-related xerostomia may distort long-term self-report,

and the absence of objective measures (plaque index, bite force, stimulated salivary flow, tongue
pressure, masticatory efficiency) may leave residual confounding. The database retained only the
binary OFI-8>4 outcome and not the item-level scores of the eight components, precluding item-

response analyses.

5. Retrospective observational design and selection bias. Data were extracted retrospectively
from electronic medical records, entailing information bias and complete-case selection bias; as

in any observational study, the design precludes causal inference.
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6. Fixed decision threshold. Classification metrics were reported principally at a fixed 0.5
threshold, with Youden-optimal values added and no cost-weighted threshold chosen; at the

observed prevalence of 70.9%, the PPV and NPV at 0.5 must be interpreted cautiously.

7. Short recruitment window and untuned ML hyperparameters. The eight-month window
(September 2024—April 2025) may not capture seasonal variation in oral symptoms, and

machine-learning hyperparameters were fixed at published defaults rather than tuned.

Clinical and nursing implications

The nomogram is designed for use within 24 hours of admission, before the formal oral
examination, and can be embedded in the electronic health record to support nurse-led risk
stratification [52-54]. On admission, the responsible ward nurse completes the admission
assessment record, into which the eleven nomogram variables—age, BMI, smoking duration,
monthly income, tumour stage, receipt of chemotherapy and radiotherapy, serum globulin,
Barthel index, weekly exercise and mMRC dyspnoea grade—are entered. All are already part of
the routine admission data set, so no additional measurement is required. A built-in calculator
then returns the predicted probability. On the basis of the decision-curve thresholds tabulated in
Supplementary Table S6, patients are triaged into three strata. Those at low risk (predicted
probability <0.30) receive routine oral-health education and self-care guidance [55]. Those at
intermediate risk (0.30—0.70) receive structured oral-health education and a repeat assessment at
discharge. Those at high risk (=0.70) are prioritised for dental consultation, nutritional support
and targeted oral-care protocols, with reassessment at discharge or sooner if the clinical status
changes. The model also supports resource allocation during periods of high bed occupancy.

Because the tool uses variables already collected on admission, it adds no documentation burden
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713 and is well suited to the nursing-led, whole-person care model increasingly emphasised in

714  geriatric oncology.

715  Worked example (illustrative, not a real patient). To illustrate bedside use, consider a 72-
716  year-old patient with stage III lung cancer, BMI 22 kg/m?, 30 years of smoking, monthly income
717  inthe 1-3 k RMB band, who has received chemotherapy but not radiotherapy, serum globulin 30
718  g/L, Barthel index 90, weekly exercise 1-3 times and mMRC dyspnoea grade 1. Reading down
719  each axis of Figure 3, the individual points sum to approximately 270 on the Total Points scale.
720  This corresponds to a linear predictor of approximately 1.8 and, on the Probability axis, a

721  predicted probability of approximately 0.86. Direct substitution of the locked ridge coefficients
722  confirms the arithmetic: after z-standardisation of the continuous and ordinal variables, the log-
723 oddsis 0.513 + X(B-z) = 1.82, and 1/(1+e”(—1.82)) = 0.86, agreeing with the figure reading

724  within rounding. Because this exceeds the 0.70 threshold, the patient falls in the high-risk

725  stratum and would be prioritised for dental consultation, nutritional support and targeted oral
726  care. A low-risk patient (probability <0.30) would instead receive routine oral-health education
727  and self-care guidance. This example is illustrative only and does not correspond to any

728  individual in the cohort.

729  These bedside properties carry implications for health-service organisation that remain to be

730  demonstrated in practice. As populations age and the lung-cancer burden concentrates in older
731  adults [1], and given the high prevalence of oral frailty observed among hospitalised older

732  patients [41], a nurse-led, admission-day risk stratification that uses variables already recorded
733 on the routine admission record may help direct limited dental, nutritional and oral-care

734 resources toward the patients most likely to benefit, and may support closer collaboration among

735  ward nursing, dietetics and dental services [54, 55]. Because oral frailty is linked to malnutrition
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[10], to treatment-related oral toxicity [4-6] and to broader physical and cognitive decline [11-
14], earlier identification has the potential to reduce preventable complications during
chemotherapy and radiotherapy, although such benefit is yet to be evaluated in an interventional
study. The printable, no-additional-measurement design is also relevant to settings with limited
electronic-infrastructure capacity, where a non-auditable ensemble would be difficult to deploy;
whether this improves equity of access to oral-care screening across hospital levels remains to be

examined.

The generalisability of these expectations is explicitly limited. At present the nomogram is
derived and internally validated in a single tertiary cancer centre, and its positive calibration
intercept means that absolute-risk outputs require site-specific recalibration before use
elsewhere. Pending multicentre external and temporal validation and recalibration, the broader
framework—the leakage-free predictor set, the symmetric circularity check and the nurse-led
triage logic—may be adaptable to other cancer populations in which treatment-related oral
toxicity is prominent, to community-dwelling older adults, and to hospitals in other regions. Any
such extension should be regarded as a future research direction rather than as a demonstrated

benefit of the present model.

Future directions

Future work should adopt a multicentre design spanning community and tertiary settings across
regions and hospital levels, with prospective external validation, temporal validation and an
interventional evaluation of screening-driven referral. Incorporating objective oral measures,
item-level OFI-8 scores, longitudinal follow-up and multiple imputation would further refine the
model, and a web-based calculator alongside the printable nomogram would facilitate point-of-

carc usc.
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Conclusions

Among older inpatients with lung cancer, a ridge-penalised nomogram derived exclusively from
routine admission variables—and deliberately excluding the diagnostic oral-frailty items—
provides a transparent, printable and well-calibrated means of stratifying oral-frailty risk at
admission, before any dedicated oral examination. Because every predictor is recorded on
admission and these diagnostic items are removed a priori, screening is separated from diagnosis
by design, avoiding the circular reasoning and outcome leakage that inflate published tools. The
calibration slope is close to unity, whereas the tree ensembles, although slightly more
discriminating, are less well calibrated and cannot be printed or audited at the bedside; the
ensembles are therefore retained as performance benchmarks rather than as deployable tools. The
persistent positive calibration intercept indicates that the absolute-risk output is descriptive of
this internal cohort and must be recalibrated at each new site before use. Empirically,
reintroducing the diagnostic oral items inflated the transparent model by approximately 9% while
leaving the non-linear model essentially unchanged, which quantifies rather than presupposes the
circularity that the a priori exclusion guards against and offers a transferable safeguard for

screening-model development.

The following work, in priority order, is required before bedside deployment. First, multicentre
external validation across regions and hospital levels, supplemented by temporal validation on
later admission cohorts. Second, site-specific recalibration-in-the-large (intercept adjustment,
with slope re-estimation where needed). Third, nested cross-validation with bootstrap optimism
correction and .632+ estimation, given the small test set and low selection-stage events-per-
variable ratio. Fourth, incorporation of objective oral measures (plaque index, bite force,

stimulated salivary flow and tongue pressure) alongside the self-reported oral-frailty assessment.
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Fifth, development of a deployable web calculator that embeds the nomogram for nurse-led risk

stratification.

Taken together, the study contributes a reproducible, leakage-free template for screening-model
development in oral frailty and, more broadly, for transparent prediction in hospitalised older
patients; its bedside benefit, and its transferability to other populations, remain contingent on the

external validation and recalibration steps outlined above.
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factor; XGBoost, Extreme Gradient Boosting.
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