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Abstract

Genebanks preserve extensive genetic diversity, yet their effective utilization is limited by incomplete
characterization of accessions. Core collections provide small, manageable subsets intended to
represent overall diversity. However, conventional approaches that maximize genome-wide variation may
fail to capture diversity at loci underlying traits of interest. In this study, we explore genomic strategies to
construct trait-focused target collections that prioritize diversity within predefined genomic regions.
Using whole-genome sequence data from 1,229 lettuce (Lactuca spp.) accessions, we demonstrate that
such approaches can effectively prioritize diversity in target regions, albeit at the expense of genome-
wide representation. Using a haplotype-based measure of genetic diversity, we reveal substantial
heterogeneity in diversity across the genome. Both the number of haplotypes and the size of the target
region emerge as key determinants of target collection performance and size requirements. We further
show that genetic optimization of target collections preferentially selects accessions carrying rare
haplotypes, resulting in an overrepresentation of rare individuals, which may not align with breeding or
experimental objectives. Consequently, careful selection of the initial accession set is essential for
constructing practically relevant target collections. We propose target collections as a complementary
approach to traditional core collections, particularly for trait-focused applications such as allele mining
and pre-breeding. By enabling targeted sampling of genetic variation, these methods can improve the
efficiency and accessibility of genebank resources and support a broader range of users in exploiting
genomic diversity.

Key Message

Target collections complement traditional core collections by trading off genome-wide diversity in favor
of increased haplotype completeness in trait-relevant genomic regions, with applications in allele-mining
and breeding.

Introduction

Genebank collections are crucial repositories of genetic diversity with a main task of maintaining,
characterizing and distributing genetic material to users. Management of such diversity is challenging,
partly because germplasm characterization is far more cost-intensive than maintenance, resulting in
large collections of poorly characterized material. Furthermore, collection size does not necessarily
reflect the amount of genetic diversity conserved, as highly similar and redundant accessions are often
included in the collection (Anglin et al., 2025; McCouch et al., 2012). Consequently, genebanks face a
substantial challenge in making the genetic and phenotypic diversity within increasingly large collections
accessible to users.

One of the earliest responses to this challenge was the development of core collections (CCs), defined
as subsets intended to represent the diversity present in the entire collection (Brown, 1989; Frankel,
1984). Because phenotyping large collections is often prohibitively expensive, users can typically
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evaluate a limited fraction of the material. A CC provides a pre-defined set of representative material.
Since their introduction, substantial effort has been devoted to defining what constitutes a
representative subset and how such subsets should be constructed (Bari et al., 2011; Bataillon & David,
1996; Endresen et al., 2012; Jansen & Van Hintum, 2007; Kim et al., 2023; Odong et al., 2012). Depending
on their intended use, CCs may be designed to maximize similarity with the original collection, maximize
genetic diversity among selected accessions, or maximize allelic richness. While these strategies differ
in their interpretation of diversity and representativeness, they share a common objective: providing
users with a manageable subset that maximizes the likelihood of identifying useful genetic variation for
breeding, research or conservation purposes.

The rapid development of genomic technologies has fundamentally changed the opportunities available
for characterization of genebank collections (Anglin et al., 2025; Mascher et al., 2019; McCouch et al.,
2012; Odong et al., 2012; Singh et al., 2019; Wambugu et al., 2018). High-density marker sets and whole-
genome sequencing enable the identification and classification of material, the detection of duplicate
accessions, determination of geographic origin of diversity, highlighting of underrepresented taxa in
genebank collections and the identification of loci determining crucial agronomic traits. As costs
continue to decrease, genomic characterization data will increasingly become available for genebank
accessions.

Despite these opportunities, genomic information does not automatically translate into improved
utilization of genebank collections. Generation, storage and analysis of large genomic datasets require
specific infrastructure and expertise that are not always available to genebank users. Genebanks are
typically well positioned and could perform analyses to integrate the available genomic and phenotypic
information for the benefit of the genebank and its users, a transition that would add data stewardship
as a new role for genebanks (Mascher et al., 2019). Many breeders, conservationists and applied
researchers are primarily interested in efficiently utilizing biological material rather than analysing and
processing genomic data. Consequently, approaches that translate genomic information into readily
usable germplasm become increasingly important, particularly in the context of ongoing discussions
regarding access and benefit sharing of digital sequence information (Brink & van Hintum, 2022).

Genomic information can be readily used to create CCs through the estimation of pair-wise genetic
distances. Historically, genetic distances were based on passport or phenotype data, but nowadays high-
throughput genotyping is more often used to obtain genetic distances. Regardless of the source of data,
different criteria have been proposed to define desirable subsets. They can be divided into 1) maximizing
the representation of the original dataset, a strategy known as A-NE (Accession — Nearest Entry) (Odong
et al., 2012); 2) maximizing the genetic diversity of selected accessions, the E-NE criterion (Entry -
Nearest Entry) (Odong et al., 2012); 3) maximizing the diversity of the original collection found in the
subset collection, known as the M strategy (Bataillon & David, 1996). Most current approaches using any
of these criteria assume that diversity throughout the genome contributes equally to the diversity of the
resulting collection. However, the objectives of many users are not necessarily aligned with maximizing
genome-wide diversity.
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A target collection is a subset of accessions selected to maximize genetic diversity within predefined
genomic regions rather than across the genome as a whole. Such collections can be of considerable
value to multiple genebank users. Because many traits are associated with specific genomic loci,
researchers and breeders may benefit more from collections enriched for diversity in these regions, than
from those optimized for genome-wide diversity. Breeders seeking to broaden variation for a particular
trait could access a wider range of relevant alleles while evaluating the same number of individuals.
Likewise, allele mining studies would benefit from a minimal set of accessions containing the greatest
allelic diversity within regions of interest. Genome-wide association studies may also gain statistical
power from increased diversity at loci underlying the investigated trait. Target regions can be defined
using prior biological knowledge, including candidate genes, QTL intervals, or coding regions known or
suspected to influence the phenotype of interest. This shifts the objective from constructing generally
representative collections towards developing diversity sets tailored to specific research or breeding
goals. While trait-focused collections have previously been proposed, these approaches primarily relied
on phenotypic information for accession selection (Berkner et al., 2024; dos Santos et al., 2023; Pessoa-
Filho et al., 2010; Upadhyaya et al., 2011). In contrast, target collections are optimized directly on
genomic diversity within biologically relevant regions, aligning collection design with the genetic
architecture of the traits being studied.

Genetic diversity can be quantified at different levels, ranging from individual markers to larger
combinations of linked variants. In recent years, increasing attention has been given to haplotypes,
defined as groups of linked alleles that are inherited together and therefore represent the local genomic
context in which genetic variation occurs (Meuwissen et al., 2001; Tewhey et al., 2011). Haplotypes can
provide a biologically meaningful representation of diversity beyond individual marker polymorphisms.
Haplotype-based approaches have consequently become increasingly common in crop genetics,
breeding and genomic prediction studies, particularly for the identification and utilization of favorable
genetic variation (Bhat et al., 2021; Jia et al., 2013; Sivabharathi et al., 2024). From the perspective of
genebank management, haplotypes also offer an intuitive measure of diversity coverage by enabling the
direct estimation of the proportion of genomic variation that is represented in a subset of a collection.
Rather than focusing exclusively on genetic distance between accessions, collection subsets can be
evaluated according to their ability to capture the haplotypic diversity present within genomic regions of
interest. This perspective is particularly relevant for target collections where the objective is not
necessarily to maximize genome-wide diversity, but rather to maximize diversity coverage at loci
underlying traits of interest.

In this study, we have explored several methodologies that utilize genomic information and prior
knowledge on regions of interest to create target collections from a large, genomically characterized
lettuce collection from the Center for Genomic Resources of the Netherlands (CGN). We compared
collections selected using genetic distances based on the entire genome or trait-linked loci (i.e. target
collections), as well as haplotype-maximization strategies designed to maximize haplotype coverage
within the whole genome or at target loci. All collections were evaluated based on their haplotype
coverage at the whole genome and target loci. Through these analyses, we aim to develop approaches
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that make use of genomic data to produce usable collections that incorporate insights from genomic
analyses, thereby supporting genebanks in their role as providers of diversity for breeding and research.

Materials and Methods

Plant Material and Genotyping

A total of 1229 lettuce accessions from the genebank collection of the Center for Genetic Resources
(CGN) were used for this study. These accessions represent a wide range of genetic diversity within
cultivated lettuce. This collection comprised 1014 Lactuca sativa accessions, 196 Lactuca serriola
accessions, as well as 15 hybrid accessions labelled as “sativa x serriola”. Note that in several of our
analyses only the sequence information of cultivated accessions was used (L. sativa) as this is a much
more homogeneous group. Cultivated lettuce (L. sativa) includes several lettuce types: 284 butterhead,
201 romaine or cos lettuce, 250 Batavian or crisp, 183 cutting, 53 latin, 15 oilseed and 29 stalk. A large
portion of cultivated accessions represent cultivars (70%) while the rest are landraces, research lines
and other types of material. Most material originated from Europe (69%), complemented with
accessions sampled from Asia (18%), the Americas (9%), Africa (4%) and Oceania (0.3%). A complete
overview of used accessions can be found in Supplementary Data 2.

Plant material was collected in 2019 and DNA extraction and sequencing was performed at the Beijing
Genomics Institute (BGI). The genotyping procedure was based on variant detection against the
reference genome Lactuca sativa Salinas v8 (Reyes-Chin-Wo et al., 2017) which produced ~ 18M
polymorphic positions. A hard filter was applied to retain variants only if their mapping quality was above
50 (MQ > 50) and quality-by-depth was above 30 (QD > 30). The obtained SNPs were further down-
sampled by selecting homogeneously distributed markers across the genome, obtaining a set of 2M
markers that was used for subsequent analysis (Supplementary Data 1).

Phenotypic data

The accessions used in this study have been phenotyped throughout several years and experimental
settings, information that has been collected and unified at the CGN. Each phenotype in this study
represents a curated score between 1 and 5 of one or more measurements on one or more trials. For
instance, disease resistance assays to different Bremia lactucae races were combined by scoring each
tested accession as 1 to 5 depending on whether they were the most resistant or most susceptible
within their trial. After this, scores across trials were unified based on the interpretation of all the
resistance scores: if an accession is resistant against all races it is ranked 5, if it is never resistant 1 and
if it is resistant only to some races 2—-4 depending on the number of resistant assays. This approach to
unify experimental data enabled the generation of a large comprehensive phenotype dataset with 30
different traits (Supplementary Data 2). Of those, only 16 were phenotyped for > 40% of the collection.

Haplotype inference
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Haplotypes were defined through a two-step approach using first Beagle 5.4 (version 06Aug24)
(Browning et al., 2021) followed by a custom haplotype-grouping approach.

Beagle was used to phase the curated SNP dataset containing ~2M markers in 1229 plant accessions
(cultivated and wild material) (Supplementary Data 3). Effective population size was set to 100 (ne =
100), error rate was set to 0.05 (err = 0.05), the em parameter was set to false (em = false). These
parameters were chosen to steer the hidden Markov Model used by Beagle to consider relatively low
number of haplotypes (thanks to a low effective population size) with a high number of small variations
in haplotypes (thanks to a high error rate). This aligns with our expectation of a relatively small genetic
diversity and differentiation, particularly in the L. sativa portion of the collection. Nevertheless, haplotype
phasing performed using the estimated effective population size and error rate estimated by beagle did
not change substantially the results. Additionally, we set the window parameter to 10 (window = 10) for
computational efficiency and because our interest lies in the local haplotype accuracy rather than entire
chromosome phasing.

After obtaining phased markers from Beagle, we divided markers in haploblocks of 50Kb containing a
median of 201.8 markers. Within each haploblock, each unique combination of marker genotypes was
considered a unique variant. Each haploblock contained a median of 186 variants, with a broad variation
(from 5to 1821). Nevertheless, a large majority of variants were unique, only found once, while a few
variants were found in most of the material. Moreover, these unique variants were often highly similar to
frequent variants, indicating that unique variants were the result of point mutation events or even
genotyping errors. For this reason, we used a variant grouping approach based on the expected number
of mismatches given a genotyping error rate e and the number of markers in a haploblock [ . Given this,
the number of expected mismatches can be calculated as follows:

p =2 (1—e¢)

m = p- l+1.96\/l-p- (1—p)

Where p is the probability of a single-base mismatch between two sequences and m is the upper
boundary for expected number of mismatches given a 95% confidence interval. Assuming an error rate
of 1% and for an average number of markers per haploblock of 166 this corresponds to 6.8 mismatches.
After calculating all mismatches between all observed variants, the threshold m was chosen to define
groups of linked variants, a haplogroup. For simplicity, in this study we refer to haplogroups as
haplotypes, considering all observed variants within a haplogroup as being represented by the most
common variant. The resulting haplogroups identified can be found in Supplementary Data 4).

The implementation of this approach in R can be found in the github repository
https://github.com/alethere/hapgroup

Detection of trait-specific markers
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To identify markers and genomic regions related to specific traits we used an approach based on
genome-wide association study (GWAS).

GWAS-based selection of genomic regions was performed using the R package statgenGWAS (van
Rossum & Kruijer, 2026). This package implements a mixed-model framework, with population structure
accounted for using the leave-one-chromosome-out approach. For all available phenotypes a GWAS was
conducted using the curated SNP set and significance was established at 3.1x10~ 8 using the Bonferroni
adjustment for multiple tests. As not all individuals were phenotyped for all traits, the exact number of
markers used per trait differed somewhat, based on which markers segregated within the phenotyped
subset. Quantile-quantile plots were also used to assess whether p-values were not inflated. To define
genomic regions associated with traits, a linkage disequilibrium (LD) decay study was performed which
showed in all chromosomes that 90% of LD decay was achieved at ~ 1.3Mb in all chromosomes (see
Sup. Figure 1). This relatively large LD decay range is surprising when compared to other crops, but has
been previously reported in cultivated lettuce (Zhang et al., 2017).

Based on this, whenever two significant markers were at less than 1.3Mb they were considered as part
of the same QTL region, then defining all QTL regions for each trait. The large LD decay range meant that
in many cases associated regions may have merged multiple associated signals. When a single
significant marker was not surrounded by other markers, this was discarded. All markers within a QTL
region (significant and non-significant), as well as markers within a 1.3Mb range of the left and right
edges of a QTL region were selected as phenotype-related markers and later used to define GWAS-
based, trait-specific core collections. For those traits where no significant markers were detected, no set
of markers could be defined.

All regions used in this study can be found in Supplementary Data 5.
Collection definition methods

Two main approaches to build collections were used in this study: one based on genomic distances and
the other based on maximization of haplotype sampling. For comparison, a randomly chosen collection
has been included in the analyses. In all cases, collections were defined only within the L. sativa subset
of the collection, since including the wild material heavily skewed collection methods to prioritize wild
material selection.

To evaluate random target windows, we generated collections including 50 individuals. For the trait-
specific collections, we used instead 100 individuals. Less individuals were used for the target windows
to reduce the computational burden. All collections of 100 individuals can be found in Supplementary
Data 6.

Genomic distance collections

The first approach, which we refer to as the general distance, took the entirety of the 2M markers to

calculate pairwise distance matrices using Euclidean distance. This can be considered as a core
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collection (CC) of the entire genotyped set of accessions.

In the second approach, which we refer to as target distance, all markers from trait-specific regions as
identified during our GWAS study were used to calculate Euclidean distance. Consequently, it was only
possible to obtain such distances for traits that showed a positive GWAS signal (9 traits). Collections
defined using this distance method are target collections.

Lastly, we generated an additional set of collections based on random windows, which computed
genetic distance using all markers within a randomly-chosen genomic window to compute an Euclidean
distance. This is equivalent to the GWAS distance, except for the fact that windows are randomly
chosen. This is therefore also a target collection.

All distance matrices calculated by any method were afterwards used to compute CCs using the R
package Core Hunter 3 (De Beukelaer et al., 2018). In all cases, the average entry-to-nearest-entry
algorithm was used with precomputed distances. The collections are named after the distance matrix
used to generate them, i.e. general CC, GWAS target collection, and random target collection.

Haplotype maximisation collection

We also used an algorithm to obtain collections by maximizing the number of population haplotypes
represented in the collection. Our implementation is based on a maximum set coverage greedy
algorithm, using a measure of haplotype contribution we name rarity ( ).

Rarity is computed per haplotype first, and then for each individual, by adding the haplotype rarity scores
for all its haplotypes. The measure of rarity is also relative to an existing collection, where » = 1 if the
haplotype is not found in the collection, and r = 0 if the haplotype is already present in the collection.

As such, an individual's rarity will be higher if it contains many haplotypes that are not yet present in the

collection.

An algorithm to implement this approach can be described as follows:

1. Set all haplotype rarity scores across all haploblocks as 1.

. Compute individual rarity scores for all individuals. Initialize the collection by selecting the individual
with the highest rarity score (or a random individual if all have equal rarity).

. Update haplotype rarity scores based on selected individuals in the collection.

. Re-compute individual rarity scores.

. Add individual with maximum rarity score to the collection.

. Repeat steps 3to 5 n times to achieve a CC of size n .

N

o o1 bW

This algorithm ensures that in every iteration the individual with the most unsampled haplotypes is
added to the collection, thus finding a greedy solution to a maximum set coverage problem. It is
important to realize that this greedy algorithm is computationally very intensive as it has complexity
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O (nHI) where n is the CC size, H is the total number of haplotypes across haploblocks and I is the
number of individuals. Such was the case when estimating our optimal collections.

We computed a collection using this algorithm which we refer to as genome optimal collection, meaning
it is optimal in its haplotype completeness across the entire genome. This collection represents the
theoretical maximum of haplotypes that can be achieved in a collection. Similarly to the classical
distance-based methods, this approach can also be adapted to perform target collections. Instead of
defining rarity scores based on all haplotypes across all haploblocks in the genome, a subset of
haploblocks covering a region of interest can be used. Thus we have obtained a haplotype-maximized
target collection, which we term the optimal collections.

An implementation of this algorithm in R can be found in Supplementary Data 7.
Collection evaluation

All collections generated (Table 1) were evaluated on haplotype completeness. Per haploblock, the total
number of haplotypes in the L. sativa subset was obtained, excluding unique haplotypes only observed
once. The completeness for one haploblock is then the percentage of those population haplotypes found
within a collection. The average completeness of a collection was the average of all haploblock
completeness measures.

Table 1

Summary of collections made within this study. The following methods were used to produce
collections of 50 (in the random-window study) or 100 individuals (in the trait-based analysis).

Collection Sampling method Is a target

name collection?

Random Random selection of individuals No

General Distance-based with CoreHunter using whole genome No

collection information

Target Distance-based with CoreHunter using only markers within Yes

collection region of interest

Genome Haplotype maximization algorithm for the entire genome No

Optimal

Optimal Haplotype maximization algorithm using only haploblocks Yes
within region of interest

Results
Lactuca haplotype diversity

Genetic diversity within the Lactuca collection was largely stratified between L. sativa and the wild
species (Fig. 1). Such can be seen by the high amount of explained variance (29,46%) by the first
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principal component in the PCA in Fig. 1 left. This indicates that L. serriola and L. sativa populations are
clearly genetically differentiated and can be clearly distinguished based on genomic data. It is also clear
that L. serriola harbors a much larger diversity than cultivated lettuce as illustrated by their differentiation
based on PC2. For this reason, we chose to exclude L. serriola from the target collection generation, as
otherwise L. serriola accessions had a large impact on the selection procedure.

Haplotypes were estimated in consecutive windows of 50Kb resulting in 43,366 haploblocks across the
genome with an average of 201 markers per haploblock. Several haplotypes were detected per
haploblock, but their frequencies varied greatly. In the entire collection (including L. sativa and wild
species) up to 334 haplotypes were detected per haploblock, with an average of 25.2. Of those, on
average 17.2 were confident haplotypes (observed more than once). Analysing haplotype diversity within
the L. sativa accessions (i.e. excluding wild relatives) reveals a greatly reduced haplotype diversity, with
up to 288 haplotypes detected per haploblock, an average of 9.9 haplotypes, of which 5.3 were confident
(present in 2 or more alleles). This clearly confirms the expectation that wild species harbour much
larger genetic diversity than cultivated L. sativa. It is relevant to highlight that of the total detected
haplotypes, on average only 2.8 haplotypes per haploblock had a haplotype frequency > 5% in the total
collection (2 in the L. sativa set). This highlights that typically a few haplotypes are shared across most
of the germplasm, while most haplotypes are rare or very rare. Nevertheless, rare haplotypes (especially
those observed only once) are less confidently phased, thus it cannot be excluded that they are the result
of phasing or genotyping artifacts.

Haplotype diversity was not homogeneously distributed across the genome (Fig. 2), with some regions
containing much higher numbers of haplotypes, resulting in a broad spread of haplotype counts across
haploblocks. Especially on chromosome 1 and 2 large areas of increased haplotype diversity are
present. Smaller areas can also be found on chromosomes 3 and 4, as well as small sections on
chromosomes 6 and 8. The regions on chromosomes 1, 2 and 3 coincide with major resistance clusters
(MRC) that have been previously identified (Christopoulou, McHale, et al., 2015; Christopoulou, Wo, et al.,
2015).

Target collections increase haplotype completeness on target regions

To obtain target collections (TC) that are enriched for genetic diversity at specific regions, we propose
computing distance matrices using only markers within those regions. To evaluate this proposed
approach, we selected random regions of varying sizes (20Kb, 2Mb, 10Mb) which were then used to
calculate 100 TC per window size. This simulates the procedure of selecting genomic regions of interest
throughout the genome. Each TC was evaluated by the average haplotype completeness within the
target region as well as the haplotype completeness across the entire genome. Additionally, a randomly
selected collection, and a general CC using markers from the entire genome were evaluated for
haplotype completeness within the selected windows (Fig. 3).

Our analysis shows that TCs have increased average haplotype completeness in the target regions when
compared with CCs using the general distance matrix. We compared the within-window completeness of
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a random collection, the general CC, and target collections (Fig. 3). In all cases, the target collections
showed increased haplotype completeness within windows, with improved completeness with the
smallest window sizes. Median completeness for 0.2Mb windows was 0.69, 0.87 and 1 for random,
general and target collections respectively. A similar trend was seen with larger window sizes, although
the completeness achieved by the target collections was reduced with medians 0.95 and 0.93 for 2Mb
and 10Mb respectively, which was nevertheless higher than the random or general collections. On the
other hand, TCs produce lower completeness at the whole-genome level. A general CC achieves a
completeness of 0.85, and a random CC achieves a completeness of 0.76. TCs reach 0.75,0.77 and 0.79
for 0.2Mb, 2Mb and 10Mb respectively.

When considering very small target windows, we see a broad variability in haplotype completeness using
any method. This variability stems from the fact that target window approaches haploblock size,
meaning that completeness is mostly defined by 2 to 3 haploblocks. Similarly, these windows offer the
least amount of genetic information about the entire genome, leading to whole-genome haplotype
completeness in the same range as a random collection.

Regions selected for trait-specific core collections

We performed a genome-wide association study (GWAS) on 30 traits using the entire Lactuca collection.
The study revealed significant associations for 14 of 30 traits. Of those 14, 3 were discarded since only
one marker was significant and 2 were discarded (Bremia lactucae 2-9 and leaf shape wild material) due
to QQ-plots indicating inflated p-values. As a result, we could define trait-associated regions using GWAS
for 9 traits (Table 2). For each trait there were between 2.2K and 51.6K markers (average 18.7K)
belonging to the trait-associated regions.

For each trait, we have evaluated the haplotype completeness within the trait-associated regions of five
collections: random, general, target, genome optimal and optimal (Table 1). Of those, only target and
optimal are focused on sampling within-window diversity. In all cases, the target method produced equal
or better collections than the general method (Fig. 4), confirming the usefulness of region-targeting to
achieve higher haplotype completeness. The random collection always showed the lowest haplotype
completeness, with median completeness ranging between 0.25 and 0.5. The general collection was
somewhat better (0.28 to 0.6), followed by genome optimal (0.32 to 1). The targeted collections using
the distance method (target) and the haplotype optimization method (optimal), were better in most
cases with median completeness between 0.5-1 and 0.38-1 respectively. In three cases (anthocyanin
presence, leaf color and plant diameter) the target collection also outperformed the haplotype-optimal
collection. Although unexpected, this is not entirely surprising given that the greedy haplotype
optimization algorithm implemented can fail to reach the best possible collection depending on which
individual is chosen as the first individual.
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Table 2

Summary of trait-associated markers. For each trait (phenotype) the

table shows the number of phenotyped individuals (n), the number of

regions identified as significantly associated in the GWAS analysis, the

number of significant markers (significant) and the number of markers
within the significant regions of the GWAS (markers).

Phenotype n regions significant markers
anthocyanin presence 1046 4 867 9846
Bremia lactucae 20 476 9 455 42982
leaf anthocyanin content 955 22 1165 51582
leaf anthocyanin pattern 168 3 19 5731
leaf blistering 847 1 4 2246
leaf color 842 6 498 11688
leaf division 979 10 379 22054
plant diameter 846 2 101 4055
seed color 938 5 2137 18199

Bremia-specific collection

As an example, we can show in more detail how the different collections capture (haplotype/genetic)
diversity for a region that harbors loci conferring resistance to Bremia. In this case, two main QTL regions
were identifled by GWAS and used to select a set of trait-specific markers which were then used to
obtain a target collection. We show the completeness along the genome of the three non-target
collections (random, general, genomeOptimal) and of the two targeted collections (target, optimal). In all
cases, the main driver of haplotype completeness is the underlying number of haplotypes in a given
genomic region (Fig. 5). For example, all collections have very high completeness at the beginning of
chromosome 3, due to the low general diversity in that region. Similarly, the highly diverse region in the
center of chromosome 4 leads to reduced completeness in all collections in the same region.

Within the windows of interests (chr2 and chr4) we can see that the target collection only improves
completeness in chr2. The same also happens with the optimal collection when compared with the
genome optimal collection. This is due to the size of the two target regions. Since the chr2 region is
much larger, and both target and optimal methods count each marker or haploblock with equal weight,
the area with more markers or haploblocks will dominate the targeting method. Moreover, the chr2 area
coincides with the hypervariable region of chr2, making it very challenging to adequately sample all its
diversity within only 100 individuals.

Lastly, the genome-wide sampling of haplotype diversity is much lower in the target collection than in the
general collection, with a few regions where the target collection performs similarly to the random
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collection. This clearly illustrates the trade-off between targeting diversity at specific genomic regions at
the cost of covering diversity across the remainder of the genome.

Discussion

A core collection (CC) was originally proposed as minimally repetitive set of accessions that would best
represent the genetic diversity of a crop species (Frankel, 1984). Related definitions focusing more on
the operational aspects of genebanks have since been proposed (Van Hintum et al., 2000). Regardless
of definition, the CC concept has become an essential part of the function and operation of genebank
collections across the world for most crops (Diulgheroff et al., 2025). CCs have been usually constructed
institutionally to offer a standardized set of diversity but other subset collections are also made ad hoc
to satisfy experimental needs of specific research projects (Berkner et al., 2024; Bhullar et al., 2009).

Pragmatic subsets of unmanageably large collections are thus necessary, but each subset is also
implicitly constructed with a purpose in mind - like representing entire crop diversity or fitting an
experimental setup. One of such purposes is to focus on specific trait diversity such as disease
resistance or quality traits, which would be target collections if they are defined using target genomic
regions. The methods presented and evaluated in this research build target collections as subsets that
maximise genetic diversity for specific loci, with the expectation that these loci may affect traits of
interest. In essence, these methods imitate the process of generating a CC but focus on a subset of the
genome.

Target collection construction is heavily influenced on the choice of genomic region and the genetic
diversity of the region(s) of interest. To evaluate diversity and the effectiveness of genetic diversity
sampling, we used haplotype diversity and average completeness measures, which help better
understand the distribution of diversity within a collection. Construction and usage of such collections,
however, may require additional efforts by current genebanks.

Selection of trait-related regions

In this study we show results of a GWAS-based method to identify trait-linked genomic regions. By
selecting all markers within a trait-associated region we target the construction of a collection to the
diversity of that region, and thus the diversity of the associated trait. Our results support that using such
regions achieves the intended goal of increasing the diversity within regions of interest. Moreover,
through our random window experiment we also show that any genomic window (or combinations
thereof) can be used to build a target collection, regardless of its association to a specific trait.

We foresee that using genes of interest to determine such regions can also be an interesting approach.
We initially tested a candidate gene approach using gene ontology (GO) terms but found that it was not
feasible to clearly link arbitrary traits to gene functions and did not proceed with this methodology.
Nevertheless, if a few genes can be clearly linked to a trait of interest, markers within and around the
area of the gene could be used in a similar way as shown in this study to generate gene-target
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collections. Especially when target regions are this small, the number of individuals needed to represent
the entire collection’s diversity would be very small.

The target collection methodology can therefore be applied regardless of trait association and region,
being thus a generalized approach to target genetic diversity at regions of interest without the need of a
specific trait association study.

Target region diversity determines target collection size

Many processes influence genetic diversity at specific points in the genome including selection,
mutation, recombination and demographic forces (Slotte, 2014). We clearly showed in this research that,
specifically for the cultivated lettuce material (the L. sativa accessions), there are hypervariable regions.
Creating target collections for traits encoded in such regions, such as the Bremia lactucae resistance
which was mapped to chromosome 2, is more challenging. The simple fact that more diversity is
available also highlights that a higher number of accessions will be needed to represent the complete
genetic diversity present among the entire genebank collection. In other words, when developing target
collections, it is essential to evaluate diversity at the genomic loci of interest in order to determine the
appropriate target collection size. For the same reason, hypervariable target regions will also require
more individuals to be haplotype complete (i.e. all haploblocks at 100% completeness). Similarly, target
collections are more likely to decrease haplotype completeness at the remainder of the genome, as was
shown by in the Bremia example. This highlights that target collections within defined genomic regions
can capture all (or most) variation in a specific region, but should not be understood as collections that
capture all genomic diversity.

Targeting small genomic regions simplifies the sampling of genetic diversity. Given that the 50kb regions
we studied held on average 17.2 confident haplotypes in the entire collection (5.3 in L. sativa), around 17
individuals would be sufficient to create a collection that includes all haplotypes for an average 50kb
haploblock. Including also those haplotypes that are unique to a certain accession would increase this
number to about 25. Adequate assessment of diversity within the region of interest is nevertheless still
required, since we found that on some highly diverse haploblocks more than 300 unique haplotypes were
detected.

Distribution of haplotype diversity

Haplotype frequencies followed a strongly skewed distribution characterized by a small number of
common haplotypes and a large number of rare haplotypes. Such long-tailed frequency distributions are
a well-known feature of allele-frequency spectra, and variations of this pattern can be used to estimate
evolutionary processes (Ragsdale et al., 2018). Nevertheless, these frequency distributions are further
amplified in genebank collections by unequal sampling intensity among crop types, geographic regions,
and species groups. In the case of the lettuce accessions held by the CGN genebank, this can be clearly
seen: of the over 1000 L. sativa accessions, just 50 are of the latin and oilseed types, even though these
are the most diverse groups. As a result, genetically optimised core or target collections will inherently
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overrepresent rare accessions containing the least frequent haplotypes, leading to a preferential
selection of wild relatives, landraces and minor crop types.

This has especially strong implications for multi-species collections. It is well known, and we confirmed
it in our analyses of the lettuce collection, that wild species crop relatives are more genetically diverse
than domesticated crops. As a result, a target collection built starting from a multi-species collection will
likely favour the introduction of many wild species in lieu of their genetic diversity. While this is desired
from a haplotype-completeness evaluation, this is likely not useful in many experimental or breeding
contexts, where not only diversity but useful diversity is of interest. For instance, if one was to construct
a target collection focusing on lettuce leaf texture diversity, would it be sensible to build a target
collection including mostly wild species with different degrees of hairiness and thorniness? Evidently, a
wide range of leaf texture genetics are present in wild species, but they are not edible textures, thus they
are not particularly useful when investigating leaf texture diversity of edible lettuce. This tension between
genetic diversity and useful diversity is crucial when developing target collections. The simplest
approach to resolving this tension is to select the collection subset that is most relevant to the target of
interest. Alternatively, target collections could be developed independently for different species and
joined later, keeping a desired proportion of cultivated and wild species. Nevertheless, it is important to
remember that if developed on a purely genetic level, the most haplotype-complete target collection will
certainly include many rare individuals (wild species, odd crop types or old landraces).

Core and target collections

Subsets of genebank collections are regularly composed to facilitate management, distribution and use
of the material stored in a genebank. Researchers that aim to study a specific trait do not have the
capacity to study the entire collection, and given the level of redundancy within collections, studying the
entire collection would imply unknowingly testing highly similar material multiple times (Anglin et al.,
2025; Mascher et al., 2019; Singh et al., 2019). Our analyses have shown that CCs that maximise
diversity across the entire genome do not provide the most genetic diversity at every genomic region.
Target collections on the other hand, increase that diversity while sacrificing genome-wide diversity.

Core collections remain a useful tool in genebank management, especially when general diversity is of
interest. Several approaches have this focus, including genetic studies that focus on multiple traits at
once, or that focus on traits whose genetic determinants are unknown, as well as initiatives to introduce
novel genetic diversity within breeding programs with the aim of broadening the genepool. But when CCs
are used, one must be aware that such collections likely do not represent all diversity at highly variable
sites, even if they harbour interesting genetic variation. This trade-off should be accepted when most of
the diversity across the entire genome is desired.

In contrast, target collections are most useful when specific genomic regions are of interest. Particularly
when focused on relatively small regions of the genome, target collections have the real possibility to
offer complete diversity coverage using a very small number of accessions. This can be a very cost-
effective way to research and use genetic diversity of genomic regions of interest. On the other hand, if

Page 15/25



the target region becomes increasingly large, at some point the target collection becomes equivalent to
a CC. In our study, 10Mb target regions still offered improved haplotype coverage. Judging by our limited
data, it is possible that up to T00Mb target regions can still offer a noticeable improvement in haplotype
completeness. Regardless of the size limit, one can expect that with a constant number of individuals,
target collections aimed at larger genomic regions will necessarily sacrifice more diversity of
hypervariable regions, similarly to the limitations of CCs.

Towards genomic decision support in genebanks

The introduction of target collections raises methodological questions, but also highlights new
opportunities regarding the future of genebank management. Traditionally, CCs have been a practical
mechanism to prioritize resource allocation by concentrating demand on a reduced number of
accessions. Target collections are likely to select a different subset of accessions, but potentially
covering a broader genetic diversity in regions of interest with less individuals. This may lead to a
reduced total seed demand while facilitating a broader spread of demand across many accessions. To
avoid high demand across the entire collection, future collection-development strategies may consider
maximizing overlap between genome-wide and target-specific collections. Rather than replacing CCs,
target collections should be viewed as complementary resources tailored to a specific user’s interest,
broadening the range of services genebanks can provide.

The development of targeted collections is part of a broader transition occurring within genebanks. The
value of genomic characterization for genebank management is increasingly recognized, including
applications such as duplicate detection, accession classification, allele discovery and phenotype
prediction (Anglin et al., 2025; Mascher et al., 2019; McCouch et al., 2012; Singh et al., 2019; Wambugu et
al., 2018). As genomic characterization becomes more widespread, opportunities emerge to provide
genomics-supported utilization of genetic resources. Target collections represent one example of an
approach to translate genomic information into a practical method that addresses user needs.

The implementation of these approaches will require continued investment in genomic resources and
computational infrastructure. While large-scale genotyping and whole-genome sequencing remain
significant investments for many collections (Diez et al., 2018; Hanson et al., 2025), sequencing costs
continue to decrease, and genomic datasets are becoming increasingly available for major crop species.
For this reason, computational infrastructure and bioinformatic expertise should progressively become
incorporated into genebank operations. This will allow genebanks to expand their role from custodians
of biological resources towards stewards of integrated biological and genomic diversity (Mascher et al.,
2019).

Ultimately, the future value of genomic characterization will depend not only on the generation of data

but also on the development of mechanisms that convert data into useful resources for breeders,

researchers, and conservationists. The approaches presented in this study illustrate how genomic

information can be transformed into collections that maximize diversity within genomic regions of

interest while maintaining practical collection sizes. As genomic datasets become increasingly common,
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such user-oriented genomic services may become a natural extension of the traditional mission of
genebanks: facilitating access to genetic diversity for research, breeding and conservation for current
and future generations of users.
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Genetic diversity of the Lactuca material used in this study. PCA of total and subset collections used in
this study. Percentage of explained variance can be found on x and y axis labels. Left, total population,
including wild species. Individuals in the L. sativa subset population are within the blue circle. Several
individuals labelled as “L. sativa” were excluded due to high genetic differentiation compared to the rest
of L. sativa. Right, L. sativa subset, coloured by crop type.
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Figure 2

Haplotype diversity throughout the genome. Smoothed averages are shown for haplotype counts along
each of the 9 lettuce chromosomes. Three counts are shown, either total number of detected haplotypes
(dark blue, total); number of haplotypes detected more than once (magenta, confident); and number of
haplotypes with frequency >5% (yellow, common). High haplotype diversity regions, where more than 9
confident haplotypes were detected are highlighted in grey.
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Figure 3

Comparison of collection selection methods based on haplotype completeness of target windows.
Target windows of varying size were defined (0.2, 2 and 10 Mb), and haplotype completeness was
computed within those windows, and for the whole genome, for collections generated using a random
sample of individuals (blue), a CC using the 2M SNP set (magenta), or our target collection method
(yellow). Left, within window completeness for varying window sizes using the three collection methods.
Right, whole-genome haplotype completeness for the random collection (blue line), the general CC
(magenta line), or the target collections for different window sizes (yellow boxplots).
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Figure 4

Haplotype completeness within target regions of different traits. Haplotype completeness within each
trait-associated genomic region was assessed for the five types of collection generated. Each bar shows
the distribution of haplotype completeness for haploblocks within the target regions. The random (blue),
general (green) and genome optimal (orange) collections were optimized using entire genome
information; while the target (yellow) and optimal (red) collections were optimized for the target regions.
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Figure 5

Haplotype completeness of collections obtained using genomic regions associated to Bremia
resistance. A) Haplotype completeness (smoothed line) of non-target collections and target collections
across the entire genome. B) Number of haplotypes across the genome (smoothed line). C) GWAS
Manhattan plot for Bremia resistance. D) Completeness distribution within the target windows in the five
collections assessed. Whiskers indicate 25% and 75% quantiles. Above the black line the median
completeness is shown.
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