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Abstract

Salient object detection aims to identify objects in natural images that most catch human

attention. A common approach in this field involves integrating diverse features learned

from multiple network branches. Intuitively, to enhance accuracy, the fusion process shall

adapt to individual inputs with varying patterns. To improve such adaptability, this work

develops a boundary-location information fusion framework. Specifically, we decompose

the original problem into two simplified sub-tasks: object localization and boundary refine-

ment, each tackled by a dedicated branch. To mitigate the negative impact of misleading

attributions in the feature space, we further propose an adaptive feature augmentation tech-

nique, which dynamically pinpoints potential attributions causing incorrect predictions,

thereby enhancing robustness. Additionally, an adaptive cross-attention module is devised

with parameters that adjust dynamically to effectively aggregate boundary and location

features. Comprehensive quantitative and qualitative results demonstrate the effectiveness

of our design, and its superiority over other state-of-the-art competitors.

Keywords: saliency detection, feature fusion, feature augmentation, cross-attention

1 Introduction

Salient object detection (SOD) aims at segmenting visually prominent objects from non-

salient objects and backgrounds, serving as a critical precursor for high-level vision tasks

[1, 2]. Recently, with the advent of deep learning, end-to-end deep neural networks that
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directly learn mappings from raw images to ground truths have become the standard in the

field of SOD [3–6]. Despite substantial progress, most existing studies [7–13] train a single

model supervised solely by object-level saliency maps. However, this strategy often results in

sub-optimal accuracy [6, 14], as a single, unified model struggles to simultaneously encap-

sulate the diverse knowledge needed for object localization and boundary refinement, which

respectively demand distinct capabilities: global semantic information invariant to intensity

changes, and local details sensitive to such variations.

For extracting diverse features, several studies have introduced additional branches [14–

19] or auxiliary edge supervisions [20–27]. However, a critical oversight of these works

lies in their insufficient adaptability to the varied properties and patterns present in different

inputs. In essence, while certain feature types may be beneficial for specific scenarios, they

can prove detrimental or misleading in others. For example, orientation information may aid

in recognizing objects aligned in the same direction, but it becomes counterproductive when

objects are oriented differently. These detrimental features, extracted by different branches,

can introduce adverse effects during the fusion process. To address this issue, a pivotal ques-

tion, i.e., how to effectively explore and fuse useful/valuable information tailored to the unique

requirements of individual images, needs to be answered.

To meet the demands of distinct images, we tackle the aforementioned question by

adaptively exploring valuable information based on different inputs. To the best of our knowl-

edge, existing multi-branch SOD models seldom account for adaptability, which stems from

two reasons: 1) Static Network Parameters. Fixed and static network parameters mani-

fest a limited scope of knowledge, making them inflexible for dynamically adjusting feature

extraction and fusion processes tailored to each input instance; and 2) Lack of Interpretabil-

ity. The deep features learned by neural networks often lack interpretability, hindering the

understanding of features associated with different images.

Hence, to enhance the adaptability, we develop a boundary-location fusion framework,

integrating boundary and location features from varying inputs. This logical partition strat-

egy simplifies the original SOD task into two manageable sub-tasks: object localization and

boundary refinement. Based on this, our framework incorporates two specialized branches:

a boundary branch to extract boundary-related features and a location branch to extract

location-related features, respectively. To mitigate the adverse effects of disruptive fac-

tors that vary across different images, we propose a novel adaptive feature augmentation

(AFA) technique, which is applied to both the boundary and location features before fusing

them. Additionally, we employ an adaptive cross-attention mechanism to effectively fuse the

augmented boundary and location features, harnessing their complementary strengths. Our

contributions can therefore be summarized as:

• Adaptive Feature Augmentation: We propose an adaptive feature augmentation tech-

nique to adaptively address the detrimental attributions leading to incorrect predictions,

conditioned on different inputs.
• Adaptive Cross-Attention: We introduce an adaptive cross-attention to connect boundary

and location features, where queries, keys, and values are adaptively computed based on

different images.
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Fig. 1: The overall architecture of our framework, where dotted lines indicate components

that are active only during the training phase.

2 Methodology

We denote the training data by D := {(Xn,Yn,Bn,En), n ∈ {1, 2, ..., N}}, where N

is the number of training samples. Xn is the input image, while Yn, Bn, and En are the

corresponding saliency, location (bounding box), and boundary ground truth, respectively.

2.1 Dual-Branch Network Architecture

In the SOD task, it is imperative to exploit the synergistic advantages of information derived

from distinct branches. The logical partition of the complex original problem into simpler sub-

problems facilitates the achievement of desirable detection results. Accordingly, as illustrated

in Figure 1, this work adopts a dual-branch framework, with each branch dedicated to the

extraction of features relevant to boundaries and locations, respectively. In details, we employ

a convolution neural network (CNN)-based boundary branch for boundary refinement, and a

vision transformer (ViT)-based location branch for object localization. The rationale behind

this design is as follows: 1) CNNs are well-suited for extracting local detailed features due

to their inherent ability to capture localized information within a convolutional kernel or

window; and 2) ViTs excel at modeling global interdependencies among patch tokens, mak-

ing them effective for exploring global semantic features. We utilize the first four blocks of

pre-trained MobileNetV2 [28] and the first four blocks of pre-trained P2T [29] as the back-

bones of our boundary and location branches, respectively. Both the boundary-related and

location-related features are processed by the proposed adaptive feature augmentation (AFA)

module before fusion. Subsequently, the boundary and location features are fused through our

adaptive cross-attention mechanism. The fused features are then passed through the saliency

prediction head, which comprises a series of convolution layers followed by a Sigmoid activa-

tion layer to generate the final saliency maps. Note that the boundary and location prediction

heads are used solely in training, and will be disabled in testing.
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Fig. 2: The proposed adaptive feature augmentation module.

2.2 Adaptive Feature Augmentation

Prior to fusion, we employ an adaptive feature augmentation module, as outlined in Figure

2, to enhance robustness against potential irrelevant/disruptive attributions. This augmenta-

tion frees the subsequent fusion module from the adverse effects of misleading features. As

demonstrated by previous studies [30, 31], injecting random noises into intermediate features

can serve as a form of feature augmentation, helping to prevent overfitting to biased or unre-

liable information. Building on this concept, we define the feature augmentation function

A(F;A; ε) as:

A(F;A; ε) := F+ ε ·A, (1)

where ε stands for a random scalar sampled from a zero-mean Gaussian distribution N . The

attribution matrix A ∈ R
H×W×D assigns probabilities to each element in the feature map

F ∈ R
H×W×D, representing the likelihood that incorrect predictions could be attributed

to these elements. H , W , and D mean the height, width, and channel number of features,

respectively. Elements with higher values in A are more likely to correspond to misleading

or disruptive attributions, whereas lower values indicate less likelihood of such attributions.

However, the unexplainable nature of learned features makes it infeasible to manually assign

values to A. Thus, it is essential to proactively learn to identify misleading attributions in the

feature space, conditioned on input distributions.

Attribution Estimation. We introduce an attribution predictor to dynamically estimate

attribution scores A, as well as a threshold predictor to compute thresholds T for the

subsequent thresholding operation T (·), both of which consist of five Conv-BatchNorm-

LeakyReLU layers followed by a Sigmoid activation. The thresholding operation T (·) can

therefore be written as:

T (A) := A ◦ (A > T), (2)

where the comparison operator (>) is applied element-wise, ensuring that only the features

with higher attribution scores than thresholds are retained for further processing. Rather than
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relying on a fixed and unchangeable threshold across all images, we propose to adaptively

adjust the thresholds according to each individual input instance, which underpins our usage

of a threshold predictor. However, the binary thresholding operation is non-differentiable in

nature, making it impractical to be directly optimized through back-propagation.

Hence, in this paper, we investigate an alternative solution T̂α(·), which is formulated as:

T̂α(A) :=
1

2
A ◦ [1+ Tanh(α · (A−T))], (3)

where α is a scalar that controls the steepness of the thresholding function. If α is sufficiently

large, T̂α(·) can be regarded as a differentiable approximation of T (·). The following gives

the proof:

T (A) :=A ◦ (A > T) =
1

2
A ◦ [1+ Sign(A−T)]

≈1

2
A ◦ [1+ Tanh(α · (A−T))] := T̂α(A).

(4)

As α increases, Tanh(α · (A−T)) approaches Sign(A−T) [32, 33], say limα→+∞ Tanh(α ·
(A−T)) = Sign(A−T).

Feature Augmentation. The reformulated feature augmentation process incorporates the

identified misleading/disruptive attributions, T̂α(A), to selectively augment the features most

likely to introduce bias or interference, which alleviates the potential bias/interference arising

from isolated feature points. The updated formulation of Eq. (1) is expressed as:

A(F;A; ε) := F+ ε · T̂α(A). (5)

To substantiate the mathematical soundness of the robustness, we first denote by P(·) a learn-

able feature processor (the gray part in Figure 2) applied to the (augmented) features, without

loss of generality. After training with multiple groups of augmented features, we can reach:

P(F) = Eε∼N [P(A(F;A; ε))], (6)

where ε is sampled from a zero-mean Gaussian distributionN . We claim that P(·) possesses

the robustness against the augmentation A(F;A; ε) because:

P(A(F;A; ε1)) =Eε1,ε2∼N [P(A(A(F;A; ε1);A; ε2))]

=Eε1+ε2∼N [P(A(F;A; ε1 + ε2))]

=P(F).
(7)

Since both ε1 and ε2 are independently sampled from a zero-mean Gaussian distribution,

ε1 + ε2 still follows a zero-mean Gaussian, albeit with a different variance.

Due to the impracticability of directly computing the analytic expectation, we approxi-

mate Eq. (6) via:

P̃(F) := 1

K

K∑

k=1

P(A(F;A; εk)), (8)

where εk is the k-th randomly sampled parameter.
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Fig. 3: The proposed adaptive cross-attention module.

2.3 Adaptive Cross-Attention Mechanism

As shown in Figure 3, we propose an adaptive cross-attention mechanism to dynamically

explore the complementarity between location and boundary features, which is:

Fatt := Fpre + Softmax
(
(FlWQ)(FbWK)T

)
(FbWV ), (9)

where Fb and Fl are the boundary and location features augmented by our AFA, respectively.

Fpre is obtained by fusing Fb and Fl via a 1× 1 convolution. WQ, WK , and WV are linear

projection parameters for the query, key, and value, respectively.

Given that different input images present distinct features and patterns, the fusion process

should be adjusted dynamically to account for varying input distributions. To realize this,

we generate the parameters of the linear projections, i.e., WQ, WK , and WV , tailored to

the learned boundary and location features. We employ global average pooling (GAP) to

aggregate the spatial information of entire feature maps. After GAP, fully-connected layers

are utilized to produce the projection parameters. This procedure is described as:

WQ ← Gl(Fl); [WK ;WV ]← Gb(Fb), (10)

where Gl(·) and Gb(·) are responsible for generating parameters based on Fl and Fb, respec-

tively. It is worth mentioning that, the global contextual semantics by the location branch

are advantageous in uncovering the relationships among tokens, while local details by the
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boundary branch assist in furnishing fine representations containing the local information for

individual tokens. Generally, the attention mechanism allows the query to assess long-range

dependencies between transformer tokens [34]. In contrast, the key and value encapsulate

the local context and the internal representations within individual tokens [35–38]. Hence,

we derive the query from the extracted location features, while the key and value from the

boundary features.

2.4 Learning Objective

The final learning objective, denoted asLFinal, is comprised of four parts, including: saliency

regularization LSal, attribution regularization LAttr, boundary regularization LBoun, and

localization regularization LLocal, which is formulated as:

LFinal := LSal + LAttr + LBoun + LLocal. (11)

Saliency Regularization. We use a binary cross entropy and intersection over union

(IOU) loss to measure the distance between predicted saliency maps and ground truths. These

two losses are defined as:

LCE := ||Yn ◦ Log(Ŷn)||1 + ||(1−Yn) ◦ Log(1− Ŷn)||1, (12)

LS
IOU := ||1− Ŷn ◦Yn

Ŷn +Yn

||1, (13)

where ◦ denotes the Hadamard product, and || · ||1 means the L1 norm. The overall

regularization for saliency prediction is:

LSal := LCE + LS
IOU . (14)

Attribution Regularization. As previously discussed, to avoid the generation of An and

Tn resulting in trivial values (all-zero or all-one), we impose a regularization term on An

and Tn through penalizing the negative L2 norm as:

LAttr := −||An ◦ (1−Tn) ◦Tn||22. (15)

By Eq. (15), the attribution scores are encouraged to exceed their corresponding thresholds,

unless the attributions have minimal effects on erroneous predictions.

Boundary Regularization. We use a binary cross entropy loss and a Dice loss [39] to

regularize the boundary prediction Ên, ensuring that it closely matches the ground truth En.

These two losses are defined as:

LCE := β1 · ||En ◦ Log(Ên)||1 + β2 · ||(1−En) ◦ Log(1− Ên)||1, (16)

LDice :=

⃦⃦
⃦⃦1− 2× Ên ◦En

|Ên|+ |En|

⃦⃦
⃦⃦
1

, (17)
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Table 1: Quantitative comparisons in terms of Max F-measure (Fmax), and Mean Absolute

Error (MAE). Best results are Bolded.

Method Pub.’Year
DUTS DUT-O HKU-IS ECSSD PASCAL-S

Fmax ↑ MAE↓ Fmax ↑ MAE↓ Fmax ↑ MAE↓ Fmax ↑ MAE↓ Fmax ↑ MAE↓

GateNet [41] ECCV’20 .883 .040 .806 .055 .931 .034 .945 .041 .869 .068

LDF [42] CVPR’20 .896 .033 .819 .051 .939 .027 .950 .033 .874 .059

VST [43] ICCV’21 .890 .037 .824 .057 .942 .029 .950 .032 .875 .067

SelfReformer [44] arXiv’22 .916 .027 .836 .041 .947 .024 .957 .027 .894 .050

EDN [45] TIP’22 .893 .035 .821 .050 .940 .026 .950 .033 .879 .062

BBRF [46] TIP’23 .916 .027 .843 .044 .953 .022 .959 .026 .891 .054

EVP [47] CVPR’23 .923 .027 .848 .042 .952 .024 .958 .028 .876 .053

MENet [17] CVPR’23 .912 .028 .833 .045 .948 .023 .954 .030 .889 .053

CDP [48] TMM’24 .916 .026 .856 .041 .947 .024 .957 .027 .894 .050

MDSAM [49] ACM MM’24 .937 .024 .887 .039 .963 .019 .974 .021 .907 .052

DC-Net [50] PR’25 .930 .022 .857 .039 .956 .021 .967 .020 .899 .051

Ours - .939 .021 .890 .038 .966 .016 .978 .018 .911 .047

where | · | is the absolute calculation, and || · ||1 means the L1 norm. β1 and β2 counter imbal-

anced edge and non-edge pixels [40]. Overall, the regularization for boundary refinement is

given by the sum of these two terms:

LBoun := LCE + LDice. (18)

Localization Regularization. The location head outputs the coordinates and sizes of the

bounding boxes B̂n that localize the salient objects. Specifically, B̂n is a four-dimension vec-

tor, i.e., B̂n := [x̂, ŷ, ŵ, ĥ], representing the left-corner coordinate and size of the detected

bounding box. Following previous object detection methods, we regularize the detected

bounding boxes using a coordinate loss and an Intersection over Union (IOU) loss. These two

losses are formulated as:

LCoor :=
⃦⃦
[x̂, ŷ,

√
ŵ,

√
ĥ]− [x, y,

√
w,
√
h]
⃦⃦2
2
, (19)

LIOU := 1− B̂n ∩Bn

B̂n ∪Bn

, (20)

where Bn := [x, y, w, h] is the ground truth bounding box. Moreover, ∩ and ∪ represent

intersection and union operations, respectively. The combination of the above two terms

regularizes object localization as:

LLocal := LCoor + LIOU . (21)

3 Experimental Validation

3.1 Implementation Details

Our model is implemented using the PyTorch library. All experiments are trained on two RTX

3090 GPUs using Adam optimizer [51] with parameters β1 := 0.9, β2 := 0.99, and weight

decay 10−9. The batch size is set to 24, and the poly learning rate scheduler is adopted to
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Input Ours ICON EDN BBRF GPONet MENet EVP MDSAM

Fig. 4: Visual comparisons between competitors. The red and blue regions represent false-

positive and false-negative predictions, respectively.

progressively reduce the learning rate as training proceeds. We adopt MobileNetV2 [28] and

P2T [29] as the backbone networks, both of which are initialized with pre-trained parameters

on the ImageNet [52]. In the testing phase, the injected ε is fixed to be 0, 0.5, and 1 to ensure

deterministic outputs for identical inputs. This setup facilitates consistent evaluation of the

model’s performance across different test scenarios.

3.2 Competitors & Datasets & Evaluation Metrics

The competitors for comparison include GateNet [41], LDF [42], VST [43], SelfReformer

[44], EDN [45], BBRF [46], EVP [47], MENet [17], CDP [48], MDSAM [49], and DC-Net

[50]. Our model is trained on the DUTS-TR dataset [53], and evaluated on DUTS [53], DUT-

O [54], HKU-IS [55], ECSSD [56], PASCAL-S [57]. To assess the performance of all SOD

models, we employ two commonly used metrics: 1) Max F-measure score (Fmax) [58]; 2)

Mean Absolute Error (MAE).
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Fig. 5: Visual results of ablation studies. The red and blue regions represent false-positive and

false-negative predictions, respectively.

3.3 Comparisons with other methods

We summarize the numerical results in Table 1. It can be seen that, our proposed model

significantly outperforms involved competitors on all five datasets in terms of all evaluation

metrics. Fundamentally, our high performance across various datasets can be ascribed to the

capacity to tailor processing strategies for different inputs. The introduced adaptive feature

augmentation, coupled with an adaptive cross-attention mechanism, plays a pivotal role in

adaptively exploring and fusing information, yielding superior detection results across a broad

spectrum of images. In contrast, previous methods struggle to handle diverse features and

patterns, leading to unsatisfactory performance on certain inputs.

In addition to the above quantitative results, Figure 4 presents visual comparisons on

several challenging scenes. These testing cases exhibit varied features and patterns, making

them difficult for a single unified model to discover salient objects from them effectively.

Compared with other methods, our model demonstrates robust performance in handling these

challenging cases shown in Figure 4.

3.4 Ablation Study

We conduct a comprehensive series of ablation studies:

1) Training without the proposed adaptive feature augmentation and adaptive cross-

attention (w/o AFA & ACA); 2) Training solely without the proposed adaptive feature

augmentation (w/o AFA); 3) Training solely without the adaptive cross-attention mechanism

(w/o ACA).

It can be inferred from Table 2 and Figure 5 that, omitting both the adaptive feature

augmentation (AFA) and the adaptive cross-attention (ACA), denoted as w/o AFA & ACA,

leads to a significant drop in performance. Besides, abandoning either AFA or ACA also

results in performance degradation, underscoring the necessity of incorporating both of the

two modules. In summary, incorporating both the proposed adaptive feature augmentation and

10



Table 2: Ablation studies on the DUTS, DUT-O, and HKU-IS datasets, in terms of Max F-

measure (Fmax), Mean Absolute Error (MAE). The best results are highlighted in Bold.

Configuration
DUTS DUT-O HKU-IS

Fmax ↑ MAE↓ Fmax ↑ MAE↓ Fmax ↑ MAE↓

w/o AFA & ACA .927 .028 .873 .045 .956 .025

w/o AFA .934 .024 .878 .042 .963 .020

w/o ACA .931 .026 .882 .040 .960 .023

Ours .939 .021 .890 .038 .966 .016

adaptive cross-attention into our dual-branch framework, yields the optimal results, thanks to

the ability to adaptively explore and integrate the relevant/valuable information from varying

input images with unique patterns/characteristics.

4 Conclusion

In this work, we customized a dual-branch deep learning framework to simplify the original

challenging SOD problem into two manageable sub-tasks, i.e., object localization and bound-

ary refinement. A novel adaptive feature augmentation technique was proposed to adaptively

identify the potential misleading attributions in the feature space, and enhance the robustness

against them. This technique prioritizes preserving features relevant to the detection targets

while suppressing the adverse impacts of disruptive or detrimental attributions. A cross-

attention module was also introduced to adaptively generate the linear parameters of queries,

keys, and values. Extensive experiments were conducted to verify the effectiveness of our

design, and its superiority over other state-of-the-art methods. In the future, we aim to extend

the potential of our method to other tasks, such as camouflaged object detection and semantic

segmentation.
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