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Abstract

Three-dimensional convolutional neural networks (3D CNNs) for lung nodule
analysis face a tension between accuracy and computational cost: isotropic cubic
kernels match anisotropic CT data poorly, detection and segmentation are
modeled in isolation, and parameter-constrained networks collapse to the trivial
all-background solution under class imbalance. This study proposes Light3D-
NoduleNet, a lightweight pure 3D joint detection and segmentation network for
edge deployment. An asymmetric 3D depthwise separable convolution factorizes
the cubic kernel into in-plane and inter-slice branches, cutting kernel parameters
by about 56%; a scale-aware efficient channel attention adapts its kernel size to
the channel count; and a bidirectional feature interaction module exchanges a
spatial attention map and a channel attention vector between the two branches,
closing the loop between tasks. Joint training on LUNA16 and LIDC-IDRI uses
dynamic loss masking. On LIDC-IDRI, the model reaches a Dice coefficient of
0.5233 (median 95% Hausdorff distance 6.00 mm) with 5.24 M parameters and
178.3 G FLOPs, exceeding reproduced 3D U-Net and V-Net by 0.1545 and
0.0701. Three variants lacking bidirectional interaction all stagnate at 0.2302
after 100 epochs, whereas the full model converges to 0.5233. On a 15 W Jetson
Orin NX it runs at 3.0 FPS with 435 MB VRAM, indicating that bidirectional
feature interaction is a necessary architectural condition for lightweight 3D
networks to escape the ftrivial solution under extreme foreground-background
imbalance.

Keywords medical image processing, pulmonary nodule detection and
segmentation, three-dimensional convolutional neural network, asymmetric
depthwise separable convolution, bidirectional feature interaction, edge
computing

1 Introduction

1.1 Research background and technical challenges

Lung cancer has the highest incidence and mortality of all malignancies
worldwide [1, 2]. Prognosis depends strongly on the stage at diagnosis: the five-



year survival rate for stage | disease reaches 60%—-80%, whereas for stage IV it
falls below 5% [3]. Low-dose computed tomography (LDCT) screening reduces
lung cancer mortality by approximately 20%—-26% and has become an effective
means of early nodule detection [4, 5]. Large-scale screening, however,
generates enormous volumetric imaging data—a single CT examination contains
200-500 slices—and manual slice-by-slice interpretation is time-consuming and
prone to visual fatigue, with inter-reader agreement for nodule assessment
showing Kappa coefficients of only 0.4-0.6 [6, 7]. High-performance computer-
aided detection and diagnosis (CAD) systems therefore carry considerable
clinical value for improving screening efficiency and reading consistency.

Deep convolutional neural networks have become the mainstream approach
to pulmonary nodule CAD. However, 3D convolutional networks face three
coupled technical challenges in nodule analysis.

(1) anisotropic data versus isotropic convolution kernels. In-plane pixel
spacing in CT typically ranges from 0.5 to 0.8 mm, whereas inter-slice spacing
ranges from 1.0 to 2.5 mm—a three- to five-fold anisotropy. Standard 3D
convolution applies an isotropic cubic kernel (3x3x3) that treats the three spatial
dimensions equally. This produces substantial redundant computation along the
slice direction, where information density is lower, and leads to inefficient use of
parameters.

(2) isolated modelling of detection and segmentation. Detection answers
“‘where is the nodule”; segmentation answers “how large is the nodule”. The two
tasks rely on highly overlapping feature representations. Yet existing methods
mostly model them independently, requiring separate models and inference
pipelines, with task heads that share only backbone features and exchange no
explicit information. This precludes synergistic gains.

(3) convergence difficulty under extreme class imbalance. In a
64x64x64 voxel lung nodule patch, foreground (nodule) voxels typically account
for less than 1% of the total. Under such extreme imbalance, parameter-
constrained lightweight 3D networks readily converge to the trivial solution that
classifies every voxel as background—a local minimum from which standard
supervised training struggles to escape. Which architectural conditions can break
this convergence barrier remains an open question in lightweight 3D medical
image analysis.

These three challenges are interrelated: anisotropic convolution redundancy
limits parameter efficiency, task isolation weakens feature discriminability, and
the combination of restricted parameters with extreme class imbalance directly



causes training failure. Addressing all three within a unified lightweight framework
is the core motivation of this work.

1.2 Three key gaps in existing methods
(1) no lightweight pure 3D joint detection-segmentation solution exists.

Detection and segmentation are mostly treated as independent tasks requiring
separate models and inference pipelines. Joint frameworks such as Mask R-CNN
have succeeded on 2D natural images, yet a lightweight realization for 3D
medical imaging is still lacking. Integrating both tasks into a single end-to-end
lightweight network would reduce redundant computation and exploit feature
complementarity through multi-task learning.

(2) the interaction between attention mechanisms and parameter-
efficient convolution in pure 3D networks has not been systematically
studied. The inherent channel isolation of depthwise separable convolution limits
cross-channel feature interaction—a limitation that matters particularly for
medical images, whose discriminative features often span multiple channels.
ECA-Net achieves efficient channel attention at negligible parameter cost, but to
our knowledge neither its scale-aware extension to pure 3D networks nor its co-
design with asymmetric depthwise separable convolution has been
systematically investigated.

(3) the architectural conditions under which lightweight 3D networks
converge successfully under extreme class imbalance have not been
systematically studied. Existing work focuses on training techniques such as
loss re-weighting and hard example mining, but provides no systematic analysis
of how network architecture itself—in particular the construction of inter-task
information pathways—affects convergence. Which missing architectural
components cause complete training failure, and which can break the
convergence barrier, remain unanswered. This work gives a quantitative answer
through controlled ablation experiments.

1.3 Main contributions
To address the three gaps above, we propose Light3D-NoduleNet. The main

contributions are as follows.

(1) An asymmetric 3D depthwise separable convolution tailored to the
anisotropic properties of CT data, reducing convolutional kernel parameters by
approximately 56%.

(2) A 3D scale-aware efficient channel attention with adaptive kernel size for
cross-level receptive field modulation.



(3) A bidirectional feature interaction joint decoder that establishes closed-
loop synergistic optimization between detection and segmentation.

(4) A three-stage progressive fine-tuning strategy that raises Dice from 0.424
to 0.523 (+23.4%).

(5) Through systematic ablation experiments, an architectural principle of
general significance: bidirectional feature interaction is a necessary architectural
condition for lightweight 3D networks to escape the trivial solution under extreme
foreground-background imbalance. Three variants lacking this component
(baseline, +Asym, +Asym+ECA) all stagnate at an identical Dice of 0.2302 after
100 epochs, whereas only the full model containing bidirectional interaction
breaks through to 0.4240 in the main training stage and reaches 0.5233 after
three-stage progressive fine-tuning. This convergence-versus-non-convergence
dichotomy, rather than a quantitative difference, provides a reusable guiding
principle for the architectural design of lightweight 3D medical imaging networks.

2 Related work
2.1 Pulmonary nodule detection and segmentation
Research on pulmonary nodule CAD dates back to the 1990s. Early work

followed a cascade pipeline of candidate generation, handcrafted feature
extraction and classifier discrimination [8]. For candidate generation, multi-
threshold grey-level morphology [9], Hessian matrix eigenvalue analysis [10] and
rule-based region growing [11] were commonly used to extract suspected nodule
regions from lung parenchyma masks. For feature extraction, researchers
designed handcrafted features covering grey-level statistics (mean, variance,
skewness, kurtosis, histogram entropy), morphology (sphericity, compactness,
spiculation index, lobulation index), texture (contrast, energy, homogeneity and
correlation from the grey-level co-occurrence matrix; short- and long-run
emphasis from the grey-level run-length matrix) and histogram of oriented
gradients [12]. For classification, support vector machines, random forests and
AdaBoost were widely adopted [13]. Handcrafted features, however, depend
heavily on domain expertise, have limited representational capacity, and
generalize poorly across scanning protocols and reconstruction kernels.

After 2015, deep convolutional neural networks rapidly displaced traditional
machine learning approaches to CAD. Setio et al. [14] systematically reviewed
deep learning for pulmonary nodule detection and classified mainstream
methods into 2D CNN, 2.5D multi-stream fusion CNN and 3D CNN. In terms of
detection performance, the 3D variant of Faster R-CNN proposed by Ding et
al. [15] achieved a competition performance metric (CPM) of 0.891 on LUNA16,
while Liao et al. [16] introduced a 3D region proposal network with a false-



positive reduction module, raising CPM to 0.947. For segmentation, 3D U-Net [17]
and its variants (V-Net [18], Attention U-Net [19], nnU-Net [20]) constitute the
mainstream route. The parameter counts and computational costs of these high-
accuracy models, however, impede their application in resource-constrained
settings—precisely the problem this work addresses.

For false-positive suppression in nodule detection, mainstream methods
adopt a two-stage paradigm of candidate generation followed by false positive
reduction (FPR). Setio et al. [14] systematically compared FPR strategies in the
LUNA16 challenge and found that candidate classifiers based on multi-view 3D
CNNs substantially reduce false positive rates; subsequent work further
introduced 3D region proposal networks [16], multi-scale feature fusion and
attention mechanisms to sharpen candidate discrimination. These methods share
a common characteristic: a high-recall detector first generates numerous
candidates, and an independent FPR network then performs binary classification,
maintaining high sensitivity while suppressing false alarms. Introducing an
independent FPR module, however, incurs additional parameters and
computation, creating tension with lightweight design objectives. This work
therefore examines the feasibility and gain of a compact FPR module within a
lightweight joint network (Section 4.3.2).

Recent years have seen sustained attention on lightweight 3D medical
image analysis for resource-constrained settings. One line of work starts from
convolution factorization and structural redesign, compressing model size
through depthwise separable convolution, inverted residual structures or grouped
convolution, such as lightweight encoder designs for 3D medical segmentation
[42, 43]; another introduces vision transformers or hybrid architectures to
enhance long-range dependency modelling, although their parameter counts and
computational costs typically exceed those of convolutional networks of
comparable scale [44]. Several explorations of joint nodule detection and
segmentation adopt a shared backbone with dual-branch outputs [35], but explicit
inter-branch information interaction mechanisms are generally lacking. Overall,
existing lightweight approaches have made substantial progress in parameter
compression, yet two issues still lack systematic study and clear architectural
guidance: training stability under extreme class imbalance, and how to construct
effective information pathways between tasks. This work is situated in this
context.

Regarding 3D versus 2.5D methods, pure 3D approaches, while somewhat
higher in FLOPs (178 G vs. 50-100 G), possess an intrinsic advantage in Z-axis
boundary accuracy: 3D convolution can directly perceive grey-level variation



trends across adjacent slices and naturally discriminates between vessel cross-
sections extending along the Z axis and spheroidal nodules. By contrast, 2.5D
methods often render obliquely oriented vessels and bronchial walls as quasi-
circular cross-sections in orthogonal planes, increasing false positive rates. The
pure 3D method proposed here achieves a median HD95 of 6.00 mm on the
validation set, with no evident degradation of boundary accuracy arising from
missing inter-slice information.

2.2 Lightweight network design
To reduce the storage and computational overhead of deep neural networks,

researchers have explored several directions. The MobileNet series [21, 22]
pioneered the decomposition of standard convolution into depthwise and
pointwise convolution, reducing both computation and parameters to
approximately one-ninth of standard convolution. The ShuffleNet series [23, 24]
addressed the impeded inter-group information flow in depthwise separable
convolution through channel shuffling. In 3D medical imaging, Lachinov et al. [25]
transferred the inverted residual bottleneck of MobileNetV2 to a 3D U-Net
encoder, compressing parameters to 30% of the baseline for brain tumour
segmentation. Heinrich et al. [26] proposed a lightweight registration network
combining a MobileNet encoder with a 3D decoder. More recently, structural re-
parameterization [27], neural architecture search [28] and knowledge distillation
[29] have also been applied to design efficient medical segmentation networks.
Directly transferring 2D lightweight design patterns developed for natural images
(such as depthwise separable convolution) to 3D medical imaging, however,
does not adequately account for the anisotropic physical properties of CT data—
in-plane pixel spacing of 0.5-0.8 mm versus inter-slice spacing of 1.0-2.5 mm, a
three- to five-fold difference. The proposed asymmetric 3D-DSC is a customized
design targeting precisely this physical characteristic.

2.3 Attention mechanisms
Attention mechanisms have become a key technique for enhancing

representational capacity in deep learning. SENet [30] learns non-linear inter-
channel dependencies through global average pooling followed by a two-layer
fully connected network. CBAM [31] further introduces a spatial attention branch
complementary to channel attention. The dimensionality reduction in SENet,
however, inevitably compresses channel information. ECA-Net [32] showed that
appropriate local cross-channel interaction can match or surpass SENet while
avoiding dimensionality reduction, at minimal parameter cost (only k parameters).
Building on ECA-Net, this work extends it to 3D and introduces a scale-aware
kernel size adaptation mechanism that automatically adjusts the attention



receptive field according to network depth, better accommodating the cross-scale
feature requirements of medical images ranging from small nodules to global
anatomical structures.

2.4 Multi-task joint learning
Object detection and semantic segmentation are two highly related pixel-level

prediction tasks. Mask R-CNN [33] achieved simultaneous output of detection
boxes and instance masks by adding a parallel fully convolutional segmentation
branch to Faster R-CNN. In medical imaging, joint detection and segmentation
can supply both “where” (localization) and “how large” (contour) information
about nodules. Most existing multi-task networks, however, reuse shallow
features merely by sharing a backbone feature extractor, with no explicit
information interaction between task heads [34, 35]. YOLACT [36] realizes real-
time instance segmentation by linearly combining mask coefficients with
prototype masks, but its inter-task interaction remains limited. The proposed
bidirectional feature interaction mechanism establishes a genuine two-way
information channel between detection and segmentation through two
complementary gating mechanisms: spatial attention (D—S) and channel
attention (S—D).

2.5 Edge computing and deployment
Edge computing aims to move data processing and model inference from cloud

data centers to network edge nodes close to the data source [37]. In medical
imaging, edge inference offers notable advantages: protection of patient privacy
(avoiding upload to the cloud), reduced network latency (real-time diagnostic
feedback) and suitability for field or mobile scenarios (offline operation of portable
devices). The NVIDIA Jetson series (Nano, TX2, Xavier NX, Orin) is currently the
most widely used edge Al computing platform, with power consumption ranging
from 5 W to 30 W. Because the computational capability and storage of edge
devices fall far short of desktop GPUs, model compression and acceleration
techniques—including quantization [38], pruning [39], knowledge distillation [29]
and lightweight architecture design [21-24]—are prerequisites for deploying deep
learning models at the edge. Starting from lightweight architecture design, this
work constructs an efficient model during training through asymmetric
convolution factorization and channel attention, satisfying edge deployment
constraints without post-hoc compression.

3 Network architecture
3.1 Overall architecture



The overall architecture of Light3D-NoduleNet follows the design philosophy of
“‘lightweight encoding — deep decoding — task synergy”, as illustrated in Fig. 1.
The network input is a preprocessed and cropped ZxYxX = 64x64%x64 volumetric
CT cube. The output consists of four components: (1) a center-point heatmap
H € [0,1]54%64%64 indicating the probability of a nodule center at each voxel; (2)
an offset regression map 0 € R3%64%64X64 correcting sub-voxel center
displacement introduced by downsampling; (3) a size regression map S €
R1x64x64x64 gstimating nodule diameter; and (4) a segmentation mask M €
[0,1]1x64x64x64 predicting the nodule region voxel-wise.
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Fig. 1 Overall architecture of Light3D-NoduleNet. The single-channel CT patch (64$64%$64) is
processed by a stem convolution and three encoder levels, each stacking two asymmetric 3D
depthwise separable convolutions (ASym3D-DSC) with 3D scale-aware efficient channel
attention (SA-ECA, kernel size k adapts from 3 to 5 with depth); the bottleneck holds 256
channels at 83. The decoder performs three transposed-convolution upsampling stages with skip
connections from the corresponding encoder levels. At the decoder output, the bidirectional
feature interaction module exchanges information between the two branches through a detection-
to-segmentation spatial gate and a segmentation-to-detection boundary channel gate, forming
closed-loop synergy. The detection head outputs a center heatmap, an offset map and a size
map; the segmentation head outputs the nodule mask. Channel progression: 1 —32 — 64 — 128
—>256 —>128 — 64 — 32.

The encoder comprises four levels of stacked asymmetric 3D-DSC modules,
performing progressive spatial downsampling through stride-2 3D convolution.
Each encoder level contains two consecutive AsymDSC-ECA basic modules
(defined in Sections 3.2 and 3.3), with spatial dimensions halved and channel
counts doubled at each level: 643x32 — 323x64 — 163x128 — 83x256. The
bottleneck layer further compresses features to 83x256. The decoder is
symmetric, progressively upsampling through stride-2 3D transposed convolution
and fusing fine-grained spatial information from the corresponding encoder level
through skip connections.



At the decoder output, the shared feature map flows into two parallel
branches: the detection branch outputs heatmap, offset and size heads through
1x1x1 convolution, while the segmentation branch outputs the segmentation
mask through two 3x3x3 convolutions and one 1x1x1 convolution. Before output,
the two branches exchange explicit cross-task information through the
bidirectional feature interaction module (defined in Section 3.4).

The encoder-decoder architecture rests on the following design philosophy.
The encoder extracts multi-scale semantic features through progressive
downsampling of asymmetric 3D-DSC modules, with ECA attention adaptively
adjusting inter-channel importance weights at every level. Bidirectional feature
interaction at the bottleneck breaks the information barrier between detection and
segmentation, allowing the two gradient flows to be optimized synergistically
rather than interfering with one another. The decoder fuses fine-grained encoder
spatial information through skip connections, progressively restoring the original
resolution. The design as a whole balances parameter efficiency against
representational capacity, achieving competitive detection and segmentation
accuracy under a constraint of only 5.24 M parameters.

To alleviate channel distribution differences between encoder and decoder
features, a lightweight channel adaptation module (CAM) is introduced in the skip
connections, performing channel alignment of fused features through 1 x 1 x 1
pointwise convolution, batch normalization and RelLU activation, adding only
C X C parameters (e.g. only 4,096 parameters when C = 64).

3.2 Asymmetric depthwise separable convolution
The standard 3D convolution operation can be formulated as

[ Ci Cout,Ci Cj
Yiihw = Zemoy Dimm1 Zj=—1 Ze=—1 Wi iy ™ X (i jwsrey T DU (1)

Cin=
where W € RCut*Cinx3x3x3 jg the convolution kernel weight tensor with C;,, -
Cous - 27 parameters. For a basic module with C;,, = 32 and C,,; = 32, a single
3x3x3 convolution requires 32x32x27 = 27,648 parameters. As the network
deepens and the channel count grows to 256, the parameter count of a single
convolution rises to 256x256x27 = 1.77 M.

The core insight of this work is that in-plane CT resolution (typically 0.6—0.9
mm per pixel) is far finer than inter-slice spacing (typically 1.0-2.5 mm per
slice)—a three- to five-fold discrepancy. Adjacent pixels within the X-Y plane are
therefore highly correlated and are suitably captured by larger kernels encoding
nodule boundary contours and internal density texture, whereas along the Z axis
the larger inter-slice spacing means lower inter-slice information density, so



smaller kernels suffice to capture inter-slice grey-level variation trends. Based on
this insight, the standard 3x3x3 convolution is factorized into:

(a) Spatial convolution ¥,,,: a 1x3x3 convolution operating within the X-Y
plane:

LIJspa (X)(d,h,w) = Z}:—l lec=—1 M/(f)g'é_lk) ) X(d,h+j,w+k) (2)

(b) Inter-slice convolution Wy, ,: a 3x1x1 convolution operating along the Z
axis:

d
Yaep X) (@ nw) = Die-1 W(i,g,%) X (a+ihw) (3)

The asymmetric 3D depthwise separable convolution combines this
factorization with per-channel depthwise convolution, giving a complete module
with only C;;, - (9 + 3) + Ciy, - Cour = Cin - (12 + C,yr) parameters. For Ci, = Cpyr =
32, this amounts to 32x(12+32) = 1,408 parameters—only 5.1% of the standard
3D convolution (27,648).

3.3 Scale-aware channel attention
The ECA module [32] implements cross-channel interaction through one-

dimensional convolution without dimensionality reduction, at very low parameter
cost. The original ECA, however, supports only 2D feature maps (global average
pooling compressed to 1x1xC); extending it directly to 3D requires compressing
the 3D global average pooling to 1x1x1xC before applying 1D convolution.

This work further introduces a scale-aware kernel size adaptation
mechanism. Given an input feature channel count C, the adaptive kernel size k is
computed as

logz(C) b
14 Y

k=)= (4)

wherey =2, b =1, and | - |,q4q4 denotes rounding to the nearest odd number.
Substituting the channel counts of each network level gives encoder level 1 C =
32->k=3,level2C =64 -k =3, level 3C =128 - k =5, and bottleneck C =
256 - k = 5. The attention kernel size thus adapts upward with network depth:
shallow layers (k = 3) focus on fine nodule texture discrimination within local
channel groups, while deep layers (k = 5) span larger channel groups to capture
the contextual dependencies of global anatomical structures (vessels, bronchi,
pleura). Under the channel configuration used here (32—256), the adaptive
kernel size increases from 3 to 5 at the third level (C = 128), so the latter two
levels employ a wider channel interaction range.

odd

The complete computation flow of 3D SA-ECA is
Fa»g = AdaptiveAvgPool3D(F) € RE*1*1x1 (5)



Fate = O'(COHVIDR(FMQ)) € REX1x1x1 (6)

Four = F © Fyaze (7)
where ¢ is the sigmoid activation, Conv1D, is a one-dimensional convolution
(kernel size k, padding k//2), and © denotes element-wise multiplication.

3.4 Bidirectional feature interaction
Definition 3.1 (Detection-to-segmentation (D—S) spatial attention). Let F;.; €

RCdetXPXHXW and F,, € Rsee*?*P*W denote the intermediate feature maps of the
detection and segmentation branches, respectively. The D—S path first
compresses Fg, into a single-channel spatial attention map Ap_,s € [0,1]1*P*H*W
through 1 x 1 x 1 convolution and sigmoid activation, then applies it element-
wise to Fyeg:
g = Feg O expand(Ap_s) + Fieg (8)
where expand(:) broadcasts the single-channel attention map along the
channel dimension to Cse,. Ap_s approaches 1 near the nodule center and 0 in
background regions, acting as a spatial gate.

Definition 3.2 (Segmentation-to-detection (S—D) channel attention).
The S—D path first applies 3 x 3 x 3 per-channel depthwise convolution
(groups = C) to the shared features to extract boundary-sensitive features, then
compresses them into a channel attention vector Ag_,, € [0,1]¢ through 1 x 1 x 1
pointwise convolution and sigmoid activation:

F§araneed = Fer © expand(As.p) + Foet (9)

Ags_,p assigns different scaling weights to different channels, enhancing
channel responses related to nodule boundaries.

3.5 Loss function and training strategy
The total loss is a weighted sum of detection and segmentation losses:
Liotar = Laet + 4~ Lseg (10)

Detection loss L,,.; has three parts. (1) A center-point heatmap focal loss
addressing extreme positive-negative imbalance, using a 3D Gaussian heatmap
H,. centerd at the ground-truth nodule center as target:

1
Lheat = _EZ [(1 - Hpred)alog(Hpred) : ﬂHgt>0.5 +(1- Hgt)B(Hpred)alog(l -

Hprea) - Tiyp03) (11)

where a = 2, f =4 and N is the number of positive samples. (2) An offset
L1 loss applied only at positive sample locations. (3) A size L1 loss applied only
at positive sample locations.



Segmentation loss L., uses the Dice loss:
_ _ 2YiPiGi+e
Lseg =1 YiPi+XiGi+e (12)
Dynamic loss masking: since LUNA16 provides only coordinate annotations
and no segmentation masks, the segmentation loss weight A is automatically set
to zero when the training batch originates from LUNA16:

1= {0.5 - (1.0 + has_nodule), if sample from LIDC-IDRI
— o, if sample from LUNA16

3.6 Progressive fine-tuning strategy
After 150 epochs of main training, a three-stage progressive unfreezing strategy

is applied to maximize model performance.

Stage 1 (segmentation head only, 15 epochs). All encoder and decoder
convolution and normalization parameters are frozen, and only the 1x1x1 output
convolution at the end of the segmentation head is optimized (41,633 trainable
parameters, 0.79% of the total). The learning rate is 1e-4 with the AdamW
optimizer. The aim is to let the randomly initialised segmentation output head
adapt to pretrained backbone features while fully protecting the learned encoder
representation.

Stage 2 (decoder unfrozen, 15 epochs). Building on stage 1, the
upsampling layers and the convolution blocks following skip-connection fusion in
the decoder are additionally unfrozen, and the learning rate is reduced to 5e-5.
Importantly, the optimizer state is reinitialized at the stage transition (discarding
the first- and second-order momentum accumulated in stage 1) to avoid
momentum direction contamination. The aim is to let the decoder adapt to the
finer geometric detail recovery required by segmentation while keeping the
encoder frozen. Validation Dice in stage 2 (0.4549) is lower than in stage 1
(0.4975); this is because unfreezing the decoder temporarily moves the model
away from the parameter region to which stage 1 had adapted—a normal
phenomenon during progressive unfreezing. Stage 3, through full-model low-
learning-rate fine-tuning with EMA smoothing, ultimately raises Dice to 0.5233.

Stage 3 (full-model EMA fine-tuning, 20 epochs). All trainable parameters
are unfrozen under a differential learning-rate strategy: 1e-5 for the encoder and
5e-5 for the decoder and task heads. An exponential moving average (EMA,
decay 0.999) is additionally introduced to smooth model parameters, and EMA
parameters are used at inference in place of the raw training parameters. The
aim is full-model collaborative fine-tuning at a very low learning rate, with EMA
acting as an inertial stabiliser in parameter space to prevent severe Dice
fluctuation or collapse.



Throughout the three-stage fine-tuning, all BN layers are frozen: the global
running mean and variance accumulated during training are fixed, statistics are
not updated, and the learnable parameters are set to non-trainable. This strategy
effectively eliminates the training instability caused by BN statistic drift during
small-batch fine-tuning and constitutes an important engineering safeguard for
stable Dice improvement.

4 Results and analysis

4.1 Datasets and experimental setup

4.1.1 Datasets.

LUNA16 (LUng Nodule Analysis 2016) is derived from a subset of the publicly

available LIDC-IDRI dataset [14], comprising 888 thoracic low-dose CT scans
(slice thickness < 2.5 mm, tube voltage 120-140 kVp). Four experienced thoracic
radiologists performed two-stage independent blinded annotation, ultimately
identifying 1,186 pulmonary nodules with diameter = 3 mm as positive samples.
Each nodule is provided with its three-dimensional center coordinate (x, y, z) in
world coordinates and its equivalent diameter (mm). Following the official
recommendation, subsets 0-5 (534 cases, 712 nodules) form the training set,
subsets 6—7 (178 cases, 237 nodules) the validation set, and subsets 8-9 (176
cases, 237 nodules) the test set.

LIDC-IDRI (Lung Image Database Consortium and Image Database
Resource Initiative) was constructed with funding from the US National Cancer
Institute [40] and contains DICOM images of 1,018 thoracic CT examinations
together with independent XML annotations from four radiologists. For each
nodule, each radiologist annotated the nodule contour (slice-by-slice edge map
coordinates) and nine semantic feature scores (malignancy 1-5, texture 1-5,
spiculation 1-5, lobulation 1-5, margin 1-5, sphericity 1-5, internal structure 1-5,
calcification 1-6, subtlety 1-5). This work adopted nodules with diameter = 3 mm
annotated consistently by at least three radiologists, using 880 cases with
complete annotations and CT series. A random 70%/15%/15% split into
training/validation/test sets was applied, ensuring that the CT series of the same
patient were not divided across different sets.

4.1.2 Data preprocessing
All CT images passed through a unified preprocessing pipeline: (1) DICOM

parsing using pydicom to extract the pixel array, HU rescaling parameters, pixel
spacing, slice thickness and ImagePositionPatient metadata; (2) 3D resampling
using SimplelTK cubic B-spline interpolation to resample all CT volumes to
1.0%1.0%1.0 mm? isotropic voxel resolution; (3) HU clipping and normalization to
the lung window [-1000, 400] HU, linearly mapped to [0, 1]; (4) lung parenchyma



segmentation using threshold-based (normalized [0.05, 0.43], corresponding to -
930 to -400 HU) 2D slice-wise connected component analysis, extracting the two
largest connected regions as left and right lung masks and applying
morphological closing with a 10-pixel kernel to fill internal vessel holes; and (5)
3D patch cropping of 64x64x64 voxel cubes centerd on each nodule.

Note that the original LIDC-IDRI annotations were provided independently by
four radiologists; during integration, a multi-annotator consensus principle was
adopted (only nodules annotated by at least three radiologists were accepted),
and all nodule contours of the same patient were rendered into the same mask.
The segmentation target within a patch may therefore contain one or more
nodule regions, and the Dice metric reflects the overall overlap of all foreground
regions within that patch. Positive samples underwent random offset (< 5 voxels)
and random flipping (50% probability along each of the Z/Y/X axes) as data
augmentation. Negative samples were randomly sampled within the lung
parenchyma mask at a negative-to-positive ratio of approximately 3:1.

4.1.3 Training configuration
Hardware. NVIDIA GeForce RTX 3090 (24 GB GDDR6X, CUDA 12.1), Intel

Xeon CPU, 64 GB DDR4 memory, Ubuntu 22.04 LTS (WSL 2 subsystem).

Software. Python 3.12.3, PyTorch 2.5.1, MONAI 1.5.2, SimplelTK 2.5.5,
pydicom 3.0.2.

Hyperparameters. As described in Section 3.6, main training ran for 150
epochs with batch size 2 (gradient accumulation over 4 steps, effective batch
size 8), the AdamW optimizer (B, = 0.9, B, = 0.999, weight decay 1e-5), initial
learning rate 1e-3, and linear warm-up for 5 epochs followed by cosine annealing
to 0. Three-stage fine-tuning comprised 50 epochs in total, configured as
described in Section 3.6.

The evolution of validation Dice during training is shown in Fig. 2 and falls
into three phases: phase | (epochs 1-5), where Dice rises rapidly from 0 to 0.10—
0.15 as the model learns basic nodule morphology; phase Il (epochs 6-50),
fluctuating upward between 0.10 and 0.30, where difficult samples introduced by
data augmentation may cause temporary regression; and phase lll (epochs 51—
150), stabilising in the 0.15-0.30 range with a best value of 0.424 near epoch 70.
The gradual decline after epoch 70 suggests that the initial learning rate and
cosine annealing schedule were not optimally configured; the subsequent three-
stage progressive fine-tuning is a targeted response to this issue and
successfully raises Dice to 0.523.
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Fig. 2 Training convergence curve. Dice variation over 150 epochs of main training (blue raw

values with dark blue smoothed curve); the red dashed line marks the best epoch (epoch 70,

Dice = 0.424); three-stage fine-tuning (Stages 1-3) further raises Dice to 0.523.

4.2 Segmentation performance
Table 1 presents the segmentation performance of Light3D-NoduleNet on the

LIDC-IDRI validation set alongside representative baseline models.

Table 1 Segmentation performance comparison on LIDC-IDRI

Method Parameters (M) FLOPs (G) Dice 1 HD95 | (mm)
3D U-Net [17] 5.6 ~210 0.3688 —
V-Net [18] 1.42 ~180 0.4532 —
Light3D-NoduleNet (ours) 5.24 178.3 0.5233 6.00

3D U-Net and V-Net results are reproduced by this work under the same
training/validation sets and identical preprocessing pipeline (80 epochs, using the
same weighted BCE + Dice loss as the proposed method). Under this protocol,
the proposed method improves Dice by 0.1545 (+41.9%) over 3D U-Net and by
0.0701 (+15.5%) over V-Net at comparable or lower parameter counts.

In the fair comparison with baselines, the proposed method attains a Dice
coefficient of 0.5233 with 5.24 M parameters; at a parameter count comparable
to 3D U-Net (5.60 M), Dice is higher by 0.1545, and relative to the smaller V-Net
(1.42 M), Dice is higher by 0.0701. These results indicate that the proposed
asymmetric convolution factorization, scale-aware channel attention and
bidirectional feature interaction mechanisms effectively improve segmentation
performance within a parameter-constrained lightweight architecture. A median
HD95 of 6.00 mm indicates good spatial boundary agreement between predicted
masks and ground-truth annotations. Training Dice is 0.5367, only 0.0134 above



validation Dice (0.5233, patient-level patch protocol), indicating no appreciable
overfitting [41].

Fig. 3 presents a scatter-plot comparison of the proposed method against
four reproduced baselines (3D U-Net bf=32, 3D U-Net bf=16, V-Net, MobileNet-
3D U-Net) along three dimensions: parameters versus Dice, FLOPs versus Dice,
and measured inference speed versus Dice; detailed efficiency data are given in
Table 9. The proposed method achieves the highest segmentation accuracy
(Dice 0.5233 versus 0.3688) with both parameters (5.24 M) and computation
(178.3 G FLOPs) lower than 3D U-Net (bf=32) (5.60 M, ~210 G FLOPs); along
the inference-speed dimension it is slower than the structurally simpler baselines,
reflecting an explicit accuracy-efficiency trade-off.

(a) Parameters vs. Dice (b) Computational cost vs. Dice (c) Inference speed vs. Dice
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Fig. 3 Accuracy-efficiency trade-off analysis. (a) Parameters versus Dice; (b) computational cost
versus Dice; (c) measured inference speed versus Dice. The red star denotes the proposed
method and blue circles denote the four reproduced baselines, all of which converged normally
(including 3D U-Net with bf=16, validated over three random seeds). The proposed method
attains the highest segmentation accuracy (Dice 0.5233) with parameters and computation lower
than 3D U-Net (bf=32), while its inference speed (51.1 FPS) is lower than the structurally simpler
baselines, reflecting an explicit accuracy-efficiency trade-off rather than an absolute speed
advantage.

Multi-seed repeated experiments were additionally conducted on the
smallest model, 3D U-Net (bf=16) (1.40 M, 26.7% of the proposed method):
across three independent random seeds (seed = 0, 1, 2) its validation Dice
values were 0.4280, 0.3926 and 0.4340 (mean 0.4182 *+ 0.0183), all converging
normally without training failure. A structurally simple lightweight 3D U-Net can
therefore be trained normally on this task, and its lower Dice (approximately 0.42)
relative to the proposed method (0.5233) stems mainly from architectural design
rather than convergence capability. In preliminary experiments a complete
collapse to Dice = 0 was observed for this model under one specific random
initialization; multi-seed repetition confirmed this collapse to be an occasional
outcome of a particular initialization rather than a general rule. Accordingly, the
claim that “bidirectional feature interaction is a necessary architectural condition”



rests solely on the controlled ablation experiments in Section 4.4 (three variants
lacking bidirectional interaction all stagnating at 0.2302 under a unified
configuration) and the equal-parameter control experiment in Section 4.4.1 (a
5.123 M model without bidirectional interaction stagnating at 0.2749); both sets of
experiments are deterministic within their respective configurations and reliably
support the claim.

Under the nodule-level evaluation protocol (653 nodules evaluated
independently), validation Dice is 0.6277 + 0.2295 with a bootstrap 95%
confidence interval of [0.6107, 0.6458] and a median HD95 of 3.67 mm; under
the patient-level protocol, the 95% confidence interval of Dice is [0.4862, 0.5684].

4.2.1 Stratified performance analysis by nodule size
To assess the model’s adaptability to nodules of different sizes, the 653 nodules

in the validation set were divided into three groups by equivalent diameter. Table
2 presents the stratified Dice and HD95 results.

Table 2 Stratified segmentation performance analysis by nodule size

Nodule size group Samples Mean Dice Median HD95 (mm)

< 6 mm (small) 3 0.3027 1.00
6—10 mm (medium) 62 0.5937 3.00
> 10 mm (large) 588 0.6330 4.00
Overall 653 0.6277 3.67

Fig. 4 shows representative qualitative segmentation and detection results
on the validation set. Model Dice increases monotonically with nodule size, from
0.3027 in the small-nodule group to 0.6330 in the large-nodule group. The lower
Dice for small nodules arises because nodules with diameter < 6 mm occupy
very few voxels in the 64® space (foreground proportion below 1%), and the
extremely sparse positive distribution makes Dice highly sensitive to individual
voxel errors. The median HD95 of large nodules is only 4.00 mm, indicating high
boundary localization accuracy. Only three nodules with diameter < 6 mm were
present in the validation set, however, which Ilimits the statistical
representativeness of this group; the observed trend requires further validation
on a larger cohort of small nodules.

Original CT

Ground Truth Predicted Mask




Fig. 4 Qualitative results. From left to right: original CT slice, ground-truth annotation, predicted
segmentation mask and detection heatmap overlay; crosshairs mark detected nodule centers,
with brighter colors indicating higher confidence.

4.2.2 Visualization of segmentation and detection results
To visualize the model’s behavior, Fig. 5 compares segmentation and detection

results for small, medium and large nodules. From left to right are the original CT
slice, expert annotation, predicted segmentation mask and detection heatmap.
For large nodules (third row), the predicted mask overlaps closely with the expert
annotation with good boundary agreement; for small nodules (first row), the
predicted mask covers the nodule body but shows some shrinkage at the
boundary, consistent with the lower Dice for small nodules in Table 2. The peak
positions of the detection heatmaps correspond accurately to nodule centers,
and the response extent expands with nodule size, confirming the effectiveness
of the detection branch as a spatial prior guiding the segmentation branch.

Segmentation and detection results on nodules of different sizes

Original CT Ground truth Predicted mask Detection heatmap

Small
(< 6 mm)

Medium
(6-10 mm) |

Large
(= 10 mm)

Fig. 5 Segmentation and detection results for nodules of different sizes. Columns, from left to
right: original CT slice, ground-truth annotation, predicted mask and detection heatmap. Rows,
from top to bottom: small (< 6 mm), medium (6-10 mm) and large (= 10 mm) nodules.

4.3 Detection performance
Detection performance was evaluated using free-response operating
characteristic (FROC) curves, which report detection sensitivity at different false



positives per scan (FP/scan) ratios. Fig. 6 shows the FROC curve on the LIDC-
IDRI validation set, and Table 3 lists sensitivity values at seven standard FP/scan
thresholds together with the overall CPM.

Table 3 Detection FROC performance on LIDC-IDRI

FP/scan 1/8 1/4 1/2 1 2 4 8 CPM
Sensitivity 0.172 0.344 0.656 0.814 0.814 0.814 0.814 0.6313
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Fig. 6 FROC curve. The horizontal axis shows false positives per scan on a logarithmic scale and
the vertical axis shows detection sensitivity; annotated points indicate the model's performance
on the LIDC-IDRI validation set.

The overall detection metrics are: sensitivity (recall) 0.8144, precision 0.9294
and F1 score 0.8681. These metrics are based on a patch-level test set
constructed from the LIDC-IDRI validation set (each positive patch corresponding
to one nodule center), so sensitivity and precision reflect patch-level detection
discrimination rather than per-scan detection performance in complete CT
examinations; the complete CT-level end-to-end detection evaluation is
presented in Section 4.3.1. In the patch-level evaluation, the model detects 81.4%
of nodules while maintaining 92.9% precision, and the F1 score of 0.8681 reflects
a good balance between recall and precision.

The association between detection confidence and segmentation Dice was

also analyzed. The 204 true-positive nodules in the validation set were divided
into four equidistant confidence intervals, revealing a significant positive



correlation between detection confidence and segmentation quality (Pearson r =
0.6028, p < 0.001). The mean Dice values were 0.1866 for [0.1-0.3], 0.3923 for
[0.3-0.5], 0.5277 for [0.5-0.7] and 0.7035 for [0.7—1.0]. Detection confidence can
therefore serve as a proxy for segmentation quality, automatically flagging low-
confidence regions that require manual review during inference.

4.3.1 End-to-end CT-level detection evaluation on LUNA16
To verify the transferability of the model to complete CT examinations, an

end-to-end detection evaluation was conducted on LUNA16. A sliding-window
strategy (window size 643, stride 32 voxels) was used for patch-wise inference
over the complete CT, followed by 3D non-maximum suppression (distance
threshold 10 voxels) to remove redundant candidates; true positives were
determined according to the LUNA16 official criterion (candidate-to-annotation
center distance no greater than max(3 mm, nodule radius)). The evaluation
covered all 117 available CT scans in the LUNA16 official validation set (subsets
6—7, 240 annotated nodules); detection sensitivity at different false positive rates
is shown in Table 4.

Table 4 End-to-end CT-level FROC performance on LUNA16

FP/scan 0.125 0.25 0.5 1 2 4 8 CPM

Sensitivity 0.1250 0.1958 0.2333 0.3542 0.4250 0.5375 0.5958 0.3524

The model achieves a CPM of 0.3524 in the CT-level end-to-end evaluation
(117 CT scans, 240 annotated nodules). This metric is clearly lower than that of
methods specifically optimized for detection (mainstream LUNA16 leaderboard
methods achieve CPM of 0.70-0.95), mainly because: (1) the proposed model
takes segmentation as its primary optimization objective, with the detection head
serving as an auxiliary branch and no independent false positive reduction (FPR)
module; (2) during training, LUNA16 provides only coordinate annotations and no
segmentation masks, so supervision of the detection head is relatively limited;
and (3) inference uses a simple candidate generation strategy based on sliding
windows and a distance threshold, without multi-scale fusion or candidate re-
ranking. This result objectively reflects the current status of the proposed method
in complete CT-level inference and indicates the direction for subsequent
improvement in detection-specific post-processing.

4.3.2 False positive reduction module
To improve CT-level detection performance, a compact false positive reduction

(FPR) module was introduced after the detection head. The module extracts a
642 patch centerd on each candidate generated by the detector and outputs the
probability that the candidate is a true nodule after four 3D convolutional layers



(channels 16—128) and global average pooling, with only 0.887 M parameters.
The training data for the FPR module consist of candidates generated by the
detector on the LUNA16 validation set: 28,553 candidates were obtained, of
which 198 were true positives (0.69%), presenting extreme class imbalance; a
positive-sample weight (approximately 154-fold) was therefore introduced in the
binary cross-entropy loss for balancing.

The FPR module was trained for 60 epochs on CT-wise training/validation
splits, achieving a validation AUC of 0.9505. Candidate re-ranking strategies
were then explored, considering three options: (1) using only detector heatmap
peak scores; (2) using only FPR module output probabilities; and (3) weighted
fusion of the two. Table 5 presents the end-to-end FROC and CPM results of the
three strategies on the LUNA16 validation set (117 CT scans, 240 nodules).

Table 5 End-to-end detection performance on LUNA16 with different candidate re-ranking
strategies

Re-ranking

0125  0.25 0.5 1 2 4 8 CPM
strategy
Dete";‘;{yswe 0.1250 0.1958 0.2333 0.3542 04250 05375 0.5958 0.3524
FPR probability . . . . _ _ _ 0.1303
only '

Weighted fusion
(0.7xdetector + 0.1708 0.2208 0.2750 0.3750 0.4542  0.5333 0.6125 0.3774
0.3xFPR)

The results show that: (1) ranking using FPR probability alone reduces CPM
substantially to 0.1303, because the FPR module is trained for a classification
task and its output probabilities lack discrimination in the high-score region,
making it difficult to stably rank true positives first under the stringent false
positive budget of FROC; and (2) the weighted fusion strategy performs best,
raising CPM from 0.3524 to 0.3774 (+0.0250, a relative improvement of 7.1%),
with more pronounced gains at low false positive rates (e.g. sensitivity at FP/scan
= 0.125 increases from 0.1250 to 0.1708). The detector score and the FPR
probability therefore provide complementary discriminative information: the
detector score reflects the strength of the local heatmap response, whereas the
FPR probability characterizes the three-dimensional morphological features of
the candidate region.

Objectively, the 7.1% CPM improvement is real but modest. Mainstream
LUNA16 leaderboard methods (which introduce multi-scale candidate fusion,
ensemble learning and specifically optimized FPR networks) typically achieve
CPM of 0.70-0.95; the gap mainly stems from the detection head serving as an
auxiliary branch in support of segmentation within the overall network, with lower



design and training priority than models specifically optimized for detection. The
results in this section show that introducing a compact FPR module within a
lightweight joint framework yields a measurable gain, but achieving leaderboard-
level detection performance would require more substantial improvement in the
independent design of the detection branch and multi-scale candidate
generation—a direction for future work.

4.4 Ablation study
To systematically evaluate the contribution of each of the three core innovations,

a chained ablation study was designed (results in Table 6): starting from a
baseline of standard 3D convolution with an independent dual-head decoder,
asymmetric 3D-DSC (+Asym), 3D scale-aware ECA (+ECA) and bidirectional
feature interaction (+Bidirectional = full model) were added in sequence. The
three ablation variants were each trained from scratch for 100 epochs under
identical configurations. To isolate architectural contributions from training-
strategy contributions, Table 6 reports Dice at the main training stage
(architectural ablation) and after three-stage progressive fine-tuning separately.

Table 6 Ablation study results

. Parameters FLOPs Main-training Dice . .
Model variant (M) (G) (best) Fine-tuned Dice
Baseline (standard
3D U-Net) 5.60 210.3 0.2302 —
¥ ASV”E)rgeé”c 3D- 4.05 178.3 0.2302 —
+ 3D SA-ECA 4.05 179.1 0.2302 —
* Bidirectional 5.24 178.3 0.4240 0.5233

Interaction (full)

Note: the three ablation variants were each trained from scratch for 100
epochs and Dice never exceeded the ftrivial solution of 0.2302. The full model
adopted the same main-training configuration as the ablation variants, reaching
0.4240 at epoch 70 and subsequently improving to 0.5233 through three-stage
progressive fine-tuning.
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Fig. 7 Ablation study: Dice coefficient and parameter count comparison (Dice at the main training
stage; the arrow marks the final value after three-stage fine-tuning).

The ablation results, presented in Fig. 7 and Table 6, reveal a qualitative
rather than quantitative finding.

The core finding of the ablation study is that bidirectional feature interaction
is a necessary condition for breaking the convergence barrier. Three model
variants lacking bidirectional feature interaction—the baseline standard 3D U-Net,
the variant with asymmetric convolution added, and the variant with ECA
attention further added—all stagnate at exactly the same Dice of 0.2302 after
100 complete epochs. This is not a simple performance gap but a fundamental
convergence failure: irrespective of whether asymmetric convolution or ECA
attention is present, the model cannot escape the trivial solution as long as
bidirectional interaction is absent. Only the full model containing bidirectional
interaction, under the same main-training configuration, breaks through to 0.4240
at epoch 70—already substantially above the trivial-solution level (0.2302) at the
main-training stage—and is subsequently raised to 0.5233 by three-stage
progressive fine-tuning. This convergence-versus-non-convergence dichotomy,
rather than a quantitative difference in performance values, demonstrates that
bidirectional interaction is not an incremental enhancement component but a
necessary condition for lightweight 3D networks to escape the trivial solution and
achieve effective convergence under extreme foreground-background imbalance.

This convergence difference can be attributed to extreme foreground-
background imbalance: nodules typically occupy less than 1% of the 64° cube.
Without explicit spatial guidance, a lightweight 3D network with very few
parameters converges to the trivial solution predicting all voxels as background.
The detection-to-segmentation path of bidirectional interaction addresses this by
constraining the effective search space: the center heatmap reduces the volume



the segmentation branch must attend to from approximately 262,144 voxels (the
full 642 space) to about 2,109 voxels (the median nodule volume in the validation
set, approximately 0.8% of the full space), providing sufficient inductive bias for a
lightweight backbone to overcome the all-background trivial solution.

Regarding the early convergence bottleneck: under a limited training budget
of 100 epochs, adding asymmetric convolution alone (reducing parameters from
5.60 M to 4.05 M, a 27.7% reduction) neither improves nor degrades Dice—the
model maintains exactly the same 0.2302 as the original baseline. Adding the 3D
SA-ECA attention module on top of asymmetric convolution likewise leaves Dice
at 0.2302. This indicates that within a limited number of training epochs, the
gains of these two modules—Ilightweight convolution and channel attention—do
not materialise, because the standard independent dual-head decoder lacks a
task interaction mechanism capable of exploiting these enhanced features. To
exclude the alternative explanation of “insufficient capacity caused by reduced
parameters”, an equal-parameter control experiment was further conducted
(Section 4.4.1), showing that even when the parameter count is comparable to
the full model, a model lacking bidirectional interaction still cannot break the
convergence barrier.

Regarding the key breakthrough role of bidirectional interaction: in the
ablation experiments of this study, introducing the bidirectional feature interaction
module is the key component enabling the model to break the 0.23 trivial-solution
bottleneck. Under the same main-training configuration, the full model containing
bidirectional interaction reaches Dice 0.4240 at epoch 70, whereas the three
ablation variants remain stagnant at 0.2302 after 100 epochs; on this basis,
three-stage progressive fine-tuning further raises Dice to 0.5233 (a 23.4%
improvement over main training), while the parameter cost of the bidirectional
interaction module is only 1.19 M (from 4.05 M to 5.24 M). This phenomenon
confirms the core theoretical hypothesis of this work: an explicit bidirectional
information interaction channel between detection and segmentation is the
fundamental driver of efficient training and performance breakthrough in pure 3D
lightweight joint networks. Without bidirectional interaction, the two task heads
share backbone features in terms of parameters but remain isolated in
information flow, unable to form positive synergistic feedback. Introducing
bidirectional interaction breaks this information barrier, enabling the detection
heatmap to provide a “where to focus” spatial prior for segmentation while
segmentation boundary features provide a “where the boundary lies” geometric
constraint for detection—their synergistic effect far exceeding the sum of their
independent effects.



4.4.1 Equal-parameter control experiment
In the ablation study, a 27.7% parameter difference exists between the Baseline

(5.60 M) and +Asym (4.05 M), potentially introducing the confounding
explanation of “insufficient capacity causing convergence failure”. To exclude this
factor thoroughly, an equal-parameter control experiment was designed (results
in Table 7): the channel count of the standard 3D convolution baseline was
adjusted to 30 (denoted Baseline-Wide) to reach 5.123 M parameters, only 2.2%
different from the full model (5.240 M), with both trained for 100 epochs under
identical configurations.

Table 7 Equal-parameter controlled experiment

Model Parameters (M)  Bidirectional interaction Main-training Dice

(best)
Baseline-Wide 5.123 No 0.2749
Light3D-NoduleNet 5.240 Yes 0.4240

The results show that at comparable parameter counts, Baseline-Wide
without bidirectional interaction stagnates at a Dice of 0.2749 after 100 epochs,
whereas the full model with bidirectional interaction reaches 0.4240—an
improvement of 0.1491 (+54%). This result thoroughly excludes the alternative
explanation of “insufficient parameters causing limited capacity” and confirms
that bidirectional feature interaction is a key architectural condition for breaking
the convergence barrier, rather than a capacity gain conferred by parameter
count.

4.4.2 Stage-wise effect of three-stage fine-tuning
To clarify the contribution of each stage of the three-stage progressive fine-tuning,

Table 8 lists the best validation Dice at the end of each stage.

Table 8 Stage-wise effect of the three-stage progressive fine-tuning

Stage Training scope Trainable Proportion Validation Dice
g 9 P parameters P (best)
Main training Full model (150 epochs) 5,239,922 100% 0.4240
Stage1 ~Segmentation head only (15 41,633 0.79% 0.4975
epochs)
Decoder + segmentation head o
Stage 2 (15 epochs) 1,139,468 21.75% 0.4549
Stage 3 Full model + EMA (20 epochs) 5,239,922 100% 0.5233

As Table 8 shows, stage 1 raises Dice from 0.4240 to 0.4975 (+0.0735) by
optimizing only the segmentation head (41,633 parameters, 0.79% of the total),
indicating that the pretrained backbone already possesses good feature
representation capability, and that the main bottleneck is the mismatch between
the initial weights of the segmentation output head and the backbone features.



Stage 2 extends trainable parameters to the decoder backbone and
segmentation head (1,139,468 parameters, 21.75%; the decoder backbone
includes upsampling layers, skip-connection fusion convolution blocks and ECA
modules), with Dice temporarily falling to 0.4549 because parameter unfreezing
moves the model away from the parameter region to which stage 1 had
adapted—a normal fluctuation during progressive unfreezing. Stage 3 unfreezes
all parameters (5,239,922, 100%) and introduces EMA parameter smoothing,
ultimately raising Dice to 0.5233, an improvement of 0.0993 (+23.4%) over the
main training stage. The trainable parameter counts of the three stages expand
progressively as 0.79% — 21.75% — 100%, which together with the validation
accuracy trajectory 0.4240 — 0.4975 — 0.4549 — 0.5233 constitutes a complete
fine-tuning trace.

4.5 Efficiency analysis
Edge computing scenarios impose strict requirements on inference speed and

resource consumption. Table 9 compares the proposed model with reproduced
baselines along parameters, computation, inference speed (RTX 3090 desktop
GPU and Jetson Orin edge platform) and Dice accuracy; Fig. 8 further presents
the efficiency comparison as a multi-dimensional bar chart, while Table 10 and
Fig. 9 provide measured data for RTX 3090 and Jetson Orin NX across latency,
FPS, VRAM, power and energy efficiency.

Table 9 Comparison of model parameters and inference efficiency

Params Latency VRAM .
Method (M) GFLOPs (ms) FPS (MB) Dice
MobileNet-3D U-Nett 0.582 ~60 6.70 149.3 248 0.4463
V-Net (bf=16) [18]t 1.423 ~180 3.86 259.3 129 0.4532
3D U-Net (bf=16)1% 1.401 ~52 3.36 297.7 129 0.4182
3D U-Net (bf=32) [17]t 5.601 ~210 6.97 143.4 267 0.3688
Light3D-NoduleNet (ours) 5.240 178.3 19.58 51.1 395 0.5233

T All baselines are reproduced by this work under the same
training/validation sets and identical preprocessing pipeline (80 epochs, using the
same weighted BCE + Dice loss as the proposed method); parameters, latency,
FPS and VRAM are all measured on an RTX 3090 (input 1x1x64x64%x64, FP32,
median latency over 5 runs x 50 iterations after 25 warm-up steps). £ The Dice of
3D U-Net (bf=16) is the mean over three random seeds (seed = 0, 1, 2) (0.4182
+ 0.0183); see the multi-seed validation in Section 4.2. Owing to the introduction
of scale-aware attention and bidirectional feature interaction, the single-inference
latency of the proposed model (19.6 ms) is higher than that of the structurally
simpler reproduced baselines (3D U-Net 7.0 ms, V-Net 3.9 ms); the advantage of
the proposed method lies in achieving markedly higher segmentation accuracy



(Dice 0.5233) with lower parameters (5.24 M) and computation (178.3 G FLOPs),
reflecting an accuracy-efficiency trade-off (as shown in Fig. 3) rather than an
advantage in absolute inference speed.

Table 10 Measured edge deployment performance comparison

I Latency VRAM Power Energy efficiency
Platform Precision (ms) FPS (MB) (W) (FPSIW)
RTX 3090 FP32 196 511 1,730 350 0.145
(workstation)
Jetson Orin NX FP32 3205 30 435 0.200
(measured)

10!

Parameters (M)

Note: all data in Table 10 are measured by this work on an RTX 3090 and a
Jetson Orin NX 8 GB (15 W mode) and contain no estimated values.
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Fig. 8 Multi-dimensional model efficiency comparison. Four dimensions are compared for the
proposed method against four baselines reproduced under an identical protocol: (a) parameters,
(b) computational cost, (c) measured inference speed (RTX 3090, FP32) and (d) Dice coefficient.
All values are the measured or reproduced values reported in Table 9. The proposed method
achieves the highest Dice with fewer parameters than 3D U-Net (bf=32) and lower computation
than V-Net (bf=16), at the cost of lower inference speed than the structurally simpler baselines.
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comparing an RTX 3090 workstation and a Jetson Orin NX edge device across four dimensions:
FPS, inference latency, VRAM usage and energy efficiency.
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Fig. 10 Efficiency improvement analysis. The Jetson Orin NX achieves 95.7% lower power
consumption, 74.9% VRAM savings and 37.9% higher energy efficiency relative to the RTX 3090.

Figs. 9 and 10 quantify, as a multi-dimensional bar chart and a radar chart
respectively, the improvement achieved by the Jetson Orin NX over the RTX
3090 along three dimensions—power consumption, VRAM and energy efficiency.
The model's single-patch inference latency on the RTX 3090 is 19.6 ms



(approximately 51.1 FPS). The reproduced baselines (3D U-Net and V-Net) are
structurally simpler (containing only standard convolution and skip connections,
without scale-aware attention or the bidirectional interaction module), with single-
inference latencies of 7.1 ms and 3.9 ms respectively, lower than that of the
proposed model; the advantage of the proposed method lies in achieving higher
segmentation accuracy with lower parameters (5.24 M) and computation (178.3
G FLOPs), its value residing in the accuracy-efficiency trade-off (Fig. 3) rather
than absolute inference speed. VRAM usage is only 1.73 GB, allowing multiple
model instances to be deployed simultaneously or larger inputs to be processed
on a 24 GB GPU. Even on the Jetson Orin edge platform without a desktop-
grade GPU, the measured inference speed reaches 3.0 FPS (PyTorch FP32),
satisfying the real-time requirement of processing one candidate patch every 2-5
s in clinical scenarios.

5 Discussion
5.1 Convergence mechanism of bidirectional interaction
The ablation experiments reveal a phenomenon worth discussing in depth: under

identical training configurations, the standard 3D U-Net, the variant with
asymmetric convolution added, and the variant with ECA attention further added
all stagnate at exactly the same Dice of 0.2302 after 100 epochs; after adding
bidirectional feature interaction, the model breaks through to 0.4240 at the main-
training stage and is further raised to 0.5233 after three-stage fine-tuning.

A reasonable explanation for this phenomenon is as follows. Under extreme
foreground-background imbalance, when only segmentation supervision is
available, the variants lacking task interaction cannot obtain sufficient spatial
localization information to escape the all-background solution; the bidirectional
interaction module introduces the center-point heatmap of the detection branch
as a spatial prior, providing an explicit positional constraint for the segmentation
branch. Specifically, the detection heatmap approaches 1 near the nodule center
and 0 in background regions; after acting on segmentation features through the
D—S path, it is equivalent to shrinking the effective search range of the
segmentation branch from the entire 64° space to the region near the nodule.
This constraint provides the necessary inductive bias for a parameter-
constrained backbone, enabling it to overcome the all-background local minimum.

Terms such as “mutual information injection” constitute retrospective intuitive
explanations; this work does not perform a rigorous information-theoretic
quantitative analysis of the mechanism. The above analysis is based on the
phenomenological observations of the ablation experiments and the design intent
of the network architecture; the precise mechanism (for example, specific



changes in gradient flow and the evolution of each task loss in the early training
stage) remains to be verified through gradient analysis or loss-surface
visualization in future work.

5.2 Method positioning and engineering value
The positioning of this work requires clarification. The goal of this work is not to

set a record in absolute segmentation accuracy, but to answer a fundamental
question at the architectural design level: under strictly limited parameter budgets
and extreme foreground-background imbalance, which architectural components
are necessary for a 3D medical image segmentation network to converge
effectively. Around this goal, the contributions of this work span three levels: (1)
at the method level, three reusable architectural components are proposed—
asymmetric 3D depthwise convolution factorization, scale-aware channel
attention and bidirectional feature interaction; (2) at the discovery level, controlled
ablation experiments reveal that bidirectional feature interaction is a necessary
architectural condition for escaping the trivial solution, this convergence-versus-
non-convergence dichotomy having general reference value across tasks; and (3)
at the application level, the accuracy-efficiency trade-off is empirically
characterized under a 5.24 M parameter constraint, and deployability is verified
on a 15 W edge device. The proposed method should therefore be evaluated in
terms of its position in the accuracy-efficiency trade-off (Fig. 3) and the
architectural principle it reveals, rather than by comparing absolute Dice values
alone.

Under strict edge computing constraints (power < 15 W, inference speed > 3
FPS), the combination of 5.24 M parameters, 178.3 G FLOPs and 1.73 GB
VRAM makes deployment on the Jetson Orin platform practically feasible.
Should INT8 quantization (FP32—INT8) be further applied, with reference to the
typical TensorRT speed-up ratio for comparable 3D convolutional networks (2—
3x), inference speed could reach approximately 9 FPS and VRAM could fall to
about 250 MB. This estimate has not been experimentally verified and serves
only as a feasibility reference for subsequent deployment optimization. The
above metrics indicate that the model provides a viable engineering path for real-
time nodule detection requirements in practical scenarios such as mobile CT
screening vehicles and community-based early lung cancer screening sites.

5.3 Scope of applicability and future outlook
The current method has the following limitations. (1) Segmentation is the primary

optimization objective of this work, with the detection branch serving as an
auxiliary task providing a spatial prior; its heatmap is designed to guide
segmentation rather than to perform high-accuracy detection independently.



Consequently, the end-to-end CT-level detection CPM on LUNA16 (0.3524) is
lower than that of methods specifically optimized for detection (for example,
those introducing independent false positive reduction networks and multi-scale
candidate fusion); this is an inevitable consequence of the difference in task
positioning rather than a deficiency of model capability. (2) The model currently
processes only 64° patches; nodules larger than 30 mm in diameter spanning
multiple patches require sliding-window post-processing logic. (3) The multi-
annotator consistency information from four radiologists in LIDC-IDRI has not yet
been exploited to model annotation uncertainty.

A retrospective analysis of the 34 failure cases with Dice < 0.10 in the
nodule-level evaluation (5.2%) reveals three typical patterns: (1) empty prediction
(24 cases, 71%), where the model classifies the entire patch as background
without outputting any foreground voxels, with a median nodule volume of 2,109
voxels for these samples, not significantly different from the successful group; (2)
severe boundary displacement (8 cases, 24%), where the predicted mask only
partially overlaps the ground-truth annotation; and (3) excessive predicted area
(2 cases, 6%), where the model misclassifies adjacent structures as nodules.
Statistically, the size distribution of failure cases (median diameter 15.8 mm) is
close to that of the successful group (15.4 mm), indicating that failure is not
caused solely by nodule size; the specific causes (such as local contrast and the
spatial relationship between the nodule and pleura/vessels) require further
analysis. Future work may address these issues through uncertainty
quantification and hard example mining, and may attribute failure modes by
incorporating radiomics features.

Future work will proceed in the following directions: (a) designing self-
supervised pretraining strategies so that the detection head can also obtain
effective training signals from LUNA16 coordinate annotations; (b) adopting a
multi-scale patch input mechanism to handle nodules of different sizes; and (c)
exploiting multi-annotator consistency scores to achieve uncertainty-aware
segmentation and detection.

5.4 Clinical integration and ethics
In practical clinical deployment, Light3D-NoduleNet can be integrated into a

PACS workstation or a standalone screening workstation. After a CT scan is
completed, images are automatically pushed to an inference server or edge
device, and the model performs sliding-window inference over the whole lung.
On completion, a candidate nodule list (containing coordinates, diameter,
detection confidence and segmentation mask) is automatically generated and
returned to PACS in DICOM structured report format. Radiologists can view the



Al-assisted annotation results directly within the routine reading workflow and
decide to accept, modify or reject the Al suggestions based on detection
confidence and segmentation quality. The LUNA16 and LIDC-IDRI datasets used
in this work are publicly available anonymized retrospective datasets that have
been approved by the ethics review boards of the participating institutions; all
patient data have been de-identified, and the study does not involve any clinical
diagnostic application.

6 Conclusions
This work addresses the challenges facing 3D convolutional networks in

pulmonary nodule detection and segmentation—the tension between accuracy
and computational cost, convolution redundancy arising from anisotropic CT data,
and insufficient interaction between detection and segmentation—by proposing
Light3D-NoduleNet, a pure 3D lightweight joint detection and segmentation
network oriented towards edge computing. With only 5.24 M parameters and
178.3 G FLOPs, the network achieves a segmentation Dice of 0.5233 and a
patch-level FROC CPM of 0.6313 on LIDC-IDRI; in the complete CT-level end-to-
end evaluation on LUNA16 (117 cases), introducing a compact false positive
reduction module raises CPM from 0.3524 to 0.3774. Among the three core
innovations, asymmetric 3D depthwise separable convolution exploits the
anisotropic physical properties of CT for parameter-efficient modelling, 3D scale-
aware ECA achieves cross-level receptive field modulation through adaptive
kernel size, and the bidirectional feature interaction decoder is experimentally
shown to be the breakthrough innovation driving the model past the 0.230 ftrivial
solution (reaching 0.424 at the main-training stage) and, through three-stage
progressive fine-tuning, to 0.523. On an NVIDIA RTX 3090 the model achieves
an inference speed of 51.1 FPS, and on a Jetson Orin NX (8 GB, 15 W) edge
device the measured performance is 3.0 FPS (329.5 ms latency, 435 MB VRAM,
0.20 FPS/W energy efficiency), providing a viable lightweight technical solution
for intelligent edge-computing-based pulmonary nodule screening in resource-
constrained settings.

The core value of this work lies not in setting records for absolute
segmentation accuracy or inference speed. The proposed method surpasses
neither the baselines with larger parameter counts nor the structurally simpler
baselines in terms of absolute Dice (0.5233) or inference speed (51.1 FPS on
RTX 3090). The contributions of this work are as follows: (1) through three
independent sets of experiments—controlled ablation, equal-parameter control
and lightweight baseline reproduction—the principle is revealed that bidirectional
feature interaction is a necessary architectural condition for lightweight 3D



networks to achieve effective convergence under extreme class imbalance; (2)
an empirical characterization of the accuracy-efficiency trade-off is completed
under a constraint of 5.24 M parameters and 178.3 G FLOPs, in which the
proposed method raises Dice by 0.1545 (+41.9%) relative to standard 3D U-Net
with lower parameters and computation; and (3) deployability is verified on a 15
W edge device, providing an implementable solution for resource-constrained
settings. The above architectural principle and trade-off analysis have reusable
reference value for the design of lightweight 3D medical imaging networks.
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    Y  ( d , h , w )    c out =   ∑    c in = 1    C  i n    ∑  i = − 1 1    ∑  j = − 1 1    ∑  k = − 1 1    W  ( i , j , k )    c out ,   c in ⋅   X  ( d + i , h + j , w + k )    c in +   b    c out


  W ∈  ℝ    C  o u t ×   C  i n × 3 × 3 × 3


    C  i n ⋅   C  o u t ⋅ 27


    C  i n = 32


    C  o u t = 32


   Ψ spa


   Ψ spa ( X  )  ( d , h , w ) =   ∑  j = − 1 1    ∑  k = − 1 1    W  ( 0 , j , k ) spa ⋅   X  ( d , h + j , w + k )


   Ψ dep


   Ψ dep ( X  )  ( d , h , w ) =   ∑  i = − 1 1    W  ( i , 0 , 0 ) dep ⋅   X  ( d + i , h , w )


  O ∈  ℝ  3 × 64 × 64 × 64


    C  i n ⋅ ( 9 + 3 ) +   C  i n ⋅   C  o u t =   C  i n ⋅ ( 12 +   C  o u t )


    C  i n =   C  o u t = 32


  k = 𝜓 ( C ) =    |    log 2 ( C )  𝛾 +   b  𝛾 |  o d d


  𝛾 = 2


  b = 1


  | ⋅  |  o d d


  C = 32 → k = 3


  C = 64 → k = 3


  C = 128 → k = 5


  C = 256 → k = 5


  S ∈  ℝ +  1 × 64 × 64 × 64


  k = 3


  k = 5


  C = 128


    F  a v g = AdaptiveAvgPool 3 D ( F ) ∈  ℝ  C × 1 × 1 × 1


    F  a t t = 𝜎 (   Conv 1 D  k (   F  a v g ) ) ∈  ℝ  C × 1 × 1 × 1


    F  o u t = F ⊙   F  a t t


  𝜎


    Conv 1 D  k


  k


  k / / 2


  M ∈ [ 0 , 1  ]  1 × 64 × 64 × 64


  ⊙


    F det ∈  ℝ    C det × D × H × W


    F seg ∈  ℝ    C seg × D × H × W


    F det


    A  D → S ∈ [ 0 , 1  ]  1 × D × H × W


  1 × 1 × 1


    F seg


    F seg enhanced =   F seg ⊙ expand (   A  D → S ) +   F seg


  expand ( ⋅ )


    C seg


  64


    A  D → S


  3 × 3 × 3


  groups = C


    A  S → D ∈ [ 0 , 1  ]  C


  1 × 1 × 1


    F det enhanced =   F det ⊙ expand (   A  S → D ) +   F det


    A  S → D


   ℒ  t o t a l =  ℒ  d e t + 𝜆 ⋅  ℒ  s e g


    L  d e t


    H  g t


  k


   ℒ  h e a t = −  1  N ∑  [ ( 1 −   H  p r e d  )  𝛼 log (   H  p r e d ) ⋅   𝟙    H  g t > 0 . 5 + ( 1 −   H  g t  )  𝛽 (   H  p r e d  )  𝛼 log ( 1 −   H  p r e d ) ⋅   𝟙    H  g t ≤ 0 . 5 ]


  𝛼 = 2


  𝛽 = 4
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    L  s e g


   ℒ  s e g = 1 −   2   ∑  i ​    P  i   G  i + 𝜖    ∑  i ​    P  i +   ∑  i ​    G  i + 𝜖


  𝜆 =  {    0 . 5 ⋅ ( 1 . 0 + has_nodule ) ,  if sample from LIDC-IDRI   0 ,  if sample from LUNA16
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