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Abstract

User reviews of mobile applications provide a source of citizen feedback on digital public services, yet
their automated analysis in non-English settings is constrained by the limited availability of domain-
adapted classifiers. This study develops and evaluates a documented procedure for three-class
sentiment classification of Czech reviews of government mobile applications using a large language
model without task-specific fine-tuning. The corpus comprised 10,198 reviews of six applications. An
adjudicated human reference was created for a stratified random sample of 500 reviews, and LLM
performance was compared with a majority-class baseline, two lexicon-based methods, and two readily
deployable encoder-based transfer models. The validation included five repeated runs under identical
settings and an analysis of classification errors. Across five GPT-5.6 Sol validation runs, mean accuracy
was 93.0%, mean macro-F1 was 0.827, and mean Cohen's kappa was 0.857. Macro-F1 ranged from
0.814 to 0.845, while agreement among the five runs was high (Fleiss' kappa = 0.918). The neutral class
was the most challenging, with most disagreements occurring at its boundaries with negative and
positive sentiment. In the full corpus, 65.9% of reviews were classified as negative, 7.9% as neutral, and
26.2% as positive. Textual sentiment was strongly associated with star ratings but was not identical to
them. These findings provide corpus-specific evidence that a standardized LLM procedure can help
analyze short-form non-english citizen feedback. They also underscore the need for human reference
labels, stability checks, and precise documentation of the model, prompt, settings, and execution
workflow.

1 Introduction and Theoretical Background

1.1 Government Mobile Applications and User Reviews

Mobile applications have become one of the channels through which public administrations provide
digital services. Their significance, however, cannot be assessed solely in terms of technical availability;
it also depends on whether citizens adopt them and, on the experiences, citizens have when using them.
Heeks and Bailur [1] note that the benefits of e-government do not follow automatically from the
introduction of technology and must be evaluated within specific institutional and user contexts.
Research on government mobile applications therefore examines factors such as perceived usefulness,
trust, and information quality [2], as well as usability, accessibility, interaction, privacy, and security [3].
User reviews can capture some of these experiences, but their sentiment cannot be equated with the
objective quality of an application, the quality of the public service as a whole, or the satisfaction of all
citizens [4, 5, 6, 7, 3].

1.2 Mobile App Reviews as Citizen Feedback

Mobile app reviews provide public administrations with a continuous, user-initiated record of
experiences with digital services. Previous studies have used them to analyze citizen feedback,
dimensions of satisfaction, and problems with government applications [8, 9, 10]. Unlike an aggregate
rating, review text can indicate what the user's attitude concerns and can capture technical problems,
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requests, or responses to application updates [7, 11]. Reviews are therefore a potentially useful
supplementary source for monitoring citizens' experiences with a specific digital interface.

At the same time, the analytical value of reviews has clear limitations. Reviewers are self-selected, rating
distributions tend to be polarized, and the relationship among review text, star ratings, and the objective
quality of a service is not straightforward [4, 5, 6]. Review sentiment therefore cannot be interpreted as
representative of satisfaction among all citizens. In this study, sentiment refers to the attitude expressed
in the available review text, not to an overall assessment of the application or public service.

1.3 Sentiment Analysis in Non-English Settings

The challenge of non-English sentiment analysis lies not in a complete absence of methods but in their
uneven applicability across languages, domains, and classification schemes. Cross-lingual transfer is
motivated primarily by the scarcity of annotated data and specialized resources in target languages [12].
Research on mobile app reviews sometimes excludes non-English texts at the data-collection stage or
translates them into English before analysis [11]. The availability of a general multilingual model
therefore does not, by itself, resolve the mismatch among the target language, text type, and required
classes.

Empirical studies have documented this problem across a range of non-English settings. A language-
pretrained model for Arabizi outperformed multilingual BERT [13], combined English-Italian fine-tuning
improved the classification of Italian reviews [14], and IndoBERT outperformed multilingual BERT on
Indonesian mobile app reviews [15]. The latter study, however, derived sentiment labels from star ratings
or a lexicon rather than from independent human annotation. These findings thus demonstrate the
importance of linguistic and domain adaptation, while also highlighting the limited comparability of
existing solutions.

Czech is treated here as an appropriate case-study setting rather than as representative of all non-
English languages. It is a morphologically rich inflectional language with relatively free word order [16],
examined here in the form of short, informal texts. In studies of Czech social media, annotation
disagreements were concentrated particularly in neutral and bipolar cases and in texts involving irony,
sarcasm, or context-dependent meaning [17]. These characteristics do not establish that Czech is
generally more difficult than other languages, but they support its use as a relevant test case for
classifying original non-English text.

1.4 Transferability of Classification Methods

Lexicon-based methods are transparent and do not require annotated training data. Language-specific or
multilingual lexicons exist for a range of European languages [18, 19, 20, 21], but their transferability
depends on translation quality, domain coverage, and text preprocessing [22, 19, 20]. An error analysis of
a Czech lexicon-based approach identified particular difficulties with negation, multiword and domain-
dependent expressions, adversative constructions, especially those involving the Czech equivalent of
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'but, and implicit evaluation [23, 21]. An available lexicon is therefore an appropriate transparent
baseline, but not necessarily a readily transferable classifier for a new domain.

Encoder-based transformers, most notably BERT and RoBERTa, create contextual representations of text,
but a pretrained encoder alone is not a complete sentiment classifier [24, 25]. Classification output is
generally obtained only after task-specific fine-tuning; transfer to another language or domain therefore
depends on the relationship among pretraining, the sentiment data, and the target text [13, 14, 26]. The
weaker performance of a particular off-the-shelf checkpoint cannot therefore be generalized to the entire
BERT or RoBERTa architecture, nor to a model fine-tuned directly on domain-matched data.

The performance of all methods is also conditioned by how the task itself is defined. Neutrality may
include factual description, a question, a request, an absence of attitude, or a mixed evaluation with no
clear predominance. In a meta-analysis of 217 studies and more than 1,100 experimental results,
Hartmann et al. [27] found that moving from binary to three-class classification reduced accuracy by an
average of 12.7 percentage points. In three-class zero-shot classification, Koto et al. [28] explicitly define
the neutral class using a decision interval, illustrating the need for its operational specification. In a
multilingual evaluation of LLMs, Kastrati et al. [29] found that the neutral class produced the weakest
results across different languages. A credible comparison therefore cannot rely solely on overall
accuracy; it must also examine class-specific performance and patterns of misclassification.

1.5 Large Language Models, Validity, and Reproducibility

Prompted large language models offer a different trade-off. Target classes and decision rules can be
specified through instructions without creating a new task-annotated training set or conducting further
fine-tuning. The terms zero-shot and 'without task-specific fine-tuning' refer to the mode of use, not to the
origin of the model, which has already undergone extensive pretraining and instruction tuning. The
practical advantage of an LLM therefore lies in making classification available for a new task, not in an
assumption of universal superiority.

Existing findings in this area are mixed. Without new task-specific training, GPT achieved competitive
performance in multilingual psychological text analysis [30] and in cross-lingual classification of Czech
and French film reviews [31]. At the same time, strong performance on overall polarity does not transfer
automatically to more complex sentiment tasks [32], and outcomes depend on the model, language, and
prompt [29, 33]. An LLM must therefore be evaluated as a candidate method for a specific corpus rather
than assumed in advance to be the best classifier.

Corpus-level validation must distinguish accuracy from stability. Repeated runs can show whether a
model produces similar outputs under the same instructions, but a stable model can still be
systematically wrong. Performance must therefore be compared against an independently created
human ground truth [34, 35, 36]. Inter-annotator agreement alone does not guarantee content validity;
Klie et al. [36] regard it as a necessary but insufficient condition and emphasize the importance of
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instructions, annotation quality control, and adjudication. Validation of automated content analysis must
therefore be tied to a specific purpose and corpus [35].

Proprietary LLMs also have reproducibility limitations arising from opaque training data and ongoing
model updates [37]. Documenting the exact model designation, date of use, prompt, settings, and batch-
processing procedure cannot guarantee identical replication in the future, but it is essential for
evaluating and reproducing the procedure as closely as possible.

1.6 Research Gap

Studies in public administration have already used reviews of government mobile applications to analyze
citizen feedback, usability and authentication problems, reliability, and the overall user experience [8, 10].
These studies generally draw on different linguistic, institutional, and domain contexts, and their
conclusions cannot therefore be transferred directly to Czech reviews of government mobile applications
without further validation [10, 38].

The literature on LLM-based sentiment analysis cautions that the performance of large language models
cannot be assumed. LLMs may be particularly useful when annotated data are limited, but their results
depend on the task, domain, prompt, and validation procedure [32, 39]. Studies of multilingual zero-shot
sentiment analysis suggest that LLMs can be promising but may not match specialized or task-fine-
tuned models, reinforcing the need for corpus-specific validation [32, 40].

Research on Czech sentiment analysis is developing concurrently, especially through transformer
models and, more recently, large language models. These studies, however, primarily use other types of
data, including film reviews, product reviews, social-media texts, and aspect-based datasets, rather than
reviews of Czech government mobile applications [41, 42]. Recent work on Czech aspect-based
sentiment analysis likewise indicates that the use of LLMs for Czech remains an area requiring task-,
language-, and domain-specific evaluation [42, 43].

Existing research leaves open how a prompted LLM procedure performs on Czech reviews of
government mobile applications under a three-class sentiment scheme. This study addresses that
corpus-specific question by combining a real-world review corpus with evaluation against adjudicated
human labels, comparison with selected lexicon-based and encoder-based transfer baselines, repeated-
run stability checks, error analysis, and subsequent application to the full corpus.

The study addresses the following research questions:

RQ1: To what extent does sentiment classification using a standardized LLM procedure agree with
adjudicated human ratings compared with selected lexicon-based and transfer-learning methods?

RQ2: How stable is LLM-based sentiment classification across independent runs under identical
settings?
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RQ3: In which sentiment classes and types of borderline cases do disagreements between the LLM and
adjudicated human ratings occur most frequently?

RQ4: What is the distribution of sentiment in the corpus of reviews of digital public services, and how is it
associated with star ratings and individual applications?

2 Methods
2.1 Research Design

The study combines methodological validation of a classification procedure with its application to a real-
world corpus of citizen feedback. Its primary methodological objective is to determine whether a
standardized LLM procedure without task-specific fine-tuning can serve as a sufficiently accurate and
repeatable tool for three-class analysis of short non-English reviews. The Czech corpus provides a case-
study setting that combines a morphologically rich language, short informal texts, and limited availability
of readily deployable domain-specific classifiers. The findings therefore provide corpus-specific evidence
on the utility of a standardized LLM procedure for three-class classification of short-form non-English
citizen feedback when no domain-fine-tuned classifier is readily available, that is, for zero-shot sentiment
classification.

2.2 Dataset and Selection of the Validation Sample

The initial corpus comprised 10,198 user reviews of six Czech government mobile applications. Reviews
were collected from Google Play on 30 April 2026 using a Python notebook based on the google-play-
scraper package. The notebook was run separately for each application using its Google Play package
identifier, with lang="cs' and country="cz' in the scraper request. The six exported files were combined
manually in Excel, and reviews with empty text were excluded. The exports also contained reviewer
usernames and other review metadata; usernames were not used in the reported analyses. At the time
of data collection, these six applications constituted the complete set of official nationwide, citizen-
facing mobile eGovernment applications operated by or on behalf of Czech central public authorities and
available through Google Play in the Czech Republic. The resulting corpus covered the following review
periods: eRecept, 8 December 2017-29 April 2026; Kli¢ eGovernmentu, 27 June 2019-26 April 2026;
EZKarta, 30 June 2021-29 April 2026; eDoklady, 18 January 2024-29 April 2026; Portal obc¢ana, 17 April
2024-29 April 2026; and JENDA, 30 May 2025-28 April 2026. All included records contained non-empty
review text and a unique review identifier. Records with identical text but different identifiers were
retained as distinct reviews. Because the applications were launched at different times, the periods
covered differed across applications.

Annotated Python notebook (Online Resource 1) documenting the Google Play review collection
procedure for one application. The same collection procedure was used for all six applications with the
corresponding APP_ID; removal of empty review texts and merging of exports were performed
separately in Excel.
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A stratified random sample of 500 reviews was then selected for manual annotation and comparison of
classification procedures. First, a proportional quota by application was established using the largest
remainder method. Within each application, the quota was then allocated by star rating using the same
method. Reviews were randomly selected from the final strata defined by the combination of application
and star rating, after which their order was randomized. Stratification preserved the representation of
both applications and rating categories. Star ratings were used solely to construct the sample and were
not used in sentiment classification.

2.3 Manual Annotation and Construction of the Ground
Truth

Each of the 500 reviews was independently classified by two annotators into one of three categories:
positive, neutral, or negative. The assessment concerned the author's overall attitude toward the
application, its functions, usability, or technical operation. The positive category indicated predominant
satisfaction or praise, and the negative category indicated predominant dissatisfaction, criticism, or
failure. The neutral category was operationalized broadly. It included factual or descriptive content,
questions and requests, mixed evaluations without a clearly predominant polarity, text without
discernible sentiment, and cases in which neither positive nor negative sentiment could be determined
reliably. This definition was established before classification and was applied consistently in the
instructions provided to both the human annotators and the LLMs.

The first two annotators worked independently to prevent their initial decisions from influencing one
another. When their ratings agreed, that category was adopted directly. Disagreements and borderline
cases were reviewed by a third annotator, who determined the final category. This adjudication
procedure produced a reference ground truth for all 500 reviews. Agreement between the first two
annotators was evaluated before adjudication.

2.4 Classification Methods Compared

The validation sample was classified using a simple majority-class baseline, two lexicon-based methods,
two readily deployable encoder-based transformer sentiment checkpoints, and the prompted generative
models GPT-5.5 and GPT-5.6 Sol (corresponding official API model identifiers: gpt-5.5 and gpt-5.6-sol).
The majority-class baseline assigned every review to the most frequent category in the adjudicated
ground truth, namely negative sentiment. Encoder inference was performed without additional fine-
tuning using a batch size of 16, a maximum sequence length of 512 tokens, and truncation for longer
sequences; each input string was limited to its first 2,000 characters before tokenization. The BERT
implementation used nlptown/bert-base-multilingual-uncased-sentiment, with its one- and two-star
outputs mapped to negative, three-star output to neutral, and four- and five-star outputs to positive. The
XLM-RoBERTa implementation used cardiffnlp/twitter-xim-roberta-base-sentiment-multilingual, whose
negative, neutral, and positive outputs mapped directly to the target categories. The comparison was
deliberately restricted to procedures that did not require the creation of a new task-annotated training set
or additional model fine-tuning. Models adapted to other non-English languages or domains were
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included in the theoretical comparison but were not used to classify the Czech corpus. BERT and XLM-
RoBERTa therefore represent selected off-the-shelf checkpoints rather than the maximum attainable
performance of encoder architectures after domain-specific fine-tuning.

Table 1
Sentiment Classification Methods Tested
Group Method Implementation and source
Reference Majority Assigned every review to negative sentiment, the most frequent
baseline class class in the adjudicated ground truth (329 of 500; 65.8%); no
model fitting or textual features.
Lexicon- NRC Automatically translated Czech version of the NRC Emotion
based Lexicon [44]; UDPipe lemmatization [45]; the sign of the difference
between positive and negative matches determined the class.
Lexicon- Subjectivity Czech Subjectivity Lexicon [21]; UDPipe lemmatization [45];
based analogous sign-based rule.
Encoder- multilingual Fine-tuned for sentiment on product reviews in six languages,
based BERT excluding Czech. Outputs were mapped as follows: 1-2 stars =
transformer negative, 3 stars = neutral, and 4-5 stars = positive [24, 46].
Encoder- XLM- Fine-tuned for sentiment on multilingual tweets rather than Czech
based RoBERTa / mobile app reviews [47].
transformer XLM-T
Generative GPT-5.5/ ChatGPT interface; official model names GPT-5.5 and GPT-5.6 Sol
LLM GPT-5.6 Sol (API documentation identifiers gpt-5.5 and gpt-5.6-sol); medium
reasoning effort; identical prompt; classification based solely on
review text; complete input file supplied in each run with an
ins]truction for internal groups of no more than 100 records [48,
49].
Source: Authors' analysis

2.5 Standardized LLM Procedure

The LLM procedure used a single English-language zero-shot prompt throughout the study (Appendix A).
It specified the three sentiment categories and decision rules but provided no labeled examples. Before
validation, this prompt was tried once solely to check whether the model could return one sentiment
label for each of the 500 reviews in the supplied file. This was an output-completeness check, not a test
of classification accuracy or a prompt-selection exercise; no alternative wording was tested. The same
prompt was then used unchanged for the five reported validation runs per model and the subsequent
full-corpus application. The human annotators received the same category definitions and decision
rules. In each LLM run, the researchers supplied one complete input file. The prompt asked the model to
process no more than 100 reviews at a time as an internal workflow instruction; the researchers did not
split the file into batches or control how the model handled that instruction internally.

The LLM validation classifications were performed on 23 July 2026. GPT-5.5 and GPT-5.6 Sol were each

evaluated in five runs, for ten reported validation runs in total. Each run took place in a separate, context-
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free ChatGPT conversation. The unchanged prompt and one Excel file containing all 500 validation
reviews were supplied at its start. The file contained review text and identifiers needed to preserve
record order, but no star ratings, application names, developer responses, or other metadata. The prompt
requested internal processing in groups of no more than 100 reviews and one consolidated output file.
Whether or how the model internally divided the reviews could not be observed. No reported run was
interrupted or incomplete, and no output from one run was supplied in another. Every output was
checked against the input for completeness, unchanged review text, identifiers, and order.

All ten planned runs were included in the analysis. The final model was selected only after both models
had completed all five runs, based on their agreement with the adjudicated ground truth and their
stability across runs.

The selected model, prompt, and settings were then applied to a single file containing the full corpus of
10,198 reviews, again with the instruction for internal grouping. This was the final corpus application, not
a sixth validation run. Classifications of the 500 validation reviews were extracted from its output by
identifier and compared descriptively with the ground truth and the five preceding GPT-5.6 Sol runs. This
check assessed consistency of the full-corpus application, not out-of-sample performance.

2.6 Evaluation and Statistical Analysis

The primary classification metric was macro-F1, defined as the unweighted mean of the F1 scores for all
three classes. This metric limits the dominance of the largest class when sentiment categories are
unevenly represented. Cohen's kappa and overall accuracy were also calculated. Precision, recall, and F1
were reported for each class, and confusion matrices were constructed.

For annotator agreement and the agreement of each method with the ground truth, 95% stratified
bootstrap confidence intervals for the main metrics were calculated from 2,000 resamples. Strata were
defined by the combination of application and star rating, thereby preserving the structure of the
validation sample during resampling. The stability of the five LLM runs was assessed using pairwise
agreement, pairwise Cohen's kappa, macro-F1, and Fleiss' kappa.

Error patterns were described by the directions of misclassification in the confusion matrices. A brief
exploratory analysis of the type of linguistic difficulty was conducted for reviews that all five GPT-5.6 Sol
runs classified consistently but incorrectly. This was not a new independent annotation exercise but an
interpretive supplement to the quantitative analysis.

Across the full corpus, the association between textual sentiment and the original star rating was
assessed using Spearman'’s correlation, Pearson's chi-square test, and Cramer's V. In a sensitivity
analysis, ratings of 1-2 stars were converted to negative, 3 stars to neutral, and 4-5 stars to positive;
exact agreement, Cohen's kappa, and linearly weighted kappa were then calculated. Differences in
model-assigned sentiment distributions across applications were evaluated using an overall Pearson
chi-square test and Cramer's V. To explore heterogeneity among applications, all 15 application pairs
were subsequently compared using Pearson chi-square tests on 2 x 3 contingency tables. The resulting
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p-values were adjusted using the Holm method to control the family-wise error rate, and Cramer's V was
calculated for each pair. Given the size of the corpus, effect sizes and the observed distributions were
considered alongside statistical significance. As a post hoc exploratory misclassification sensitivity
analysis, the observed full-corpus class proportions were adjusted using the class-conditional error rates
observed in the embedded 500-review validation sample from the final corpus run. The latent class
distribution was estimated as the distribution that would produce the observed model-assigned
proportions under the validation error matrix. This calculation assumed that the validation error matrix
applied unchanged to the full corpus.

3 Results

3.1 Manual Annotation Agreement and Stability of LLM
Runs

The two annotators agreed on 90.6% of cases in their initial independent ratings. Cohen's kappa was
0.820 (95% CI [0.781, 0.860]), and macro-F1 was 0.807 (95% CI [0.761, 0.852]). Agreement varied
markedly across classes: F1 was 0.948 for both negative and positive sentiment, but only 0.525 for
neutral sentiment. Disagreements were therefore concentrated primarily around the definition of the
neutral category. The disputed cases were subsequently reviewed by a third annotator, and adjudication
produced the final ground truth used to evaluate the classification methods in Table 3.

Stability across repeated runs differed substantially between the two GPT versions. For GPT-5.5, the
mean pairwise agreement across five validation runs was 78.4%, with individual pairwise comparisons
ranging from 66.6% to 95.8%. Fleiss' kappa was 0.621, and mean pairwise macro-F1 was 0.720, with a
wide range of 0.572-0.913. Outputs from GPT-5.5 were therefore not highly stable across repeated runs.
By contrast, GPT-5.6 Sol achieved a mean pairwise agreement of 96.0%, with a substantially narrower
range of 94.6%-98.2%, Fleiss' kappa of 0.918, and a mean pairwise macro-F1 of 0.911 within a range of
0.879-0.958. The GPT-5.6 Sol final corpus run also remained in close agreement with the five validation
runs: mean agreement was 95.6%, Cohen's kappa was 0.911, and macro-F1 was 0.903. These results
indicate substantially greater between-run stability for the newer GPT-5.6 Sol model.
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Table 2

Reliability of Manual Annotation and Stability of the LLM

Comparison

Manual annotators

GPT-5.5 validation runs

1-5

GPT-5.6 Sol validation

runs 1-5

GPT-5.6 Sol final vs.

validation runs

500 reviews

Agreement
0.906

0.784 (0.666-
0.958)

0.960 (0.946-
0.982)

0.956 (0.948-
0.964)

Kappa

0.820[0.781,
0.860]

0.621 (Fleiss)

0.918 (Fleiss)

0.911 (0.893-
0.928)

Macro-F1

0.807[0.761,
0.852]

0.720 (0.572-
0.913)

0.911 (0.879-
0.958)

0.903 (0.887-
0.918)

Note: Square brackets indicate 95% stratified bootstrap confidence intervals for the manual-annotation
statistics, calculated from 2,000 resamples. For the GPT comparisons, values reported before
parentheses are means across the pairwise comparisons specified in the Scope column, and
parentheses indicate the observed minimum-maximum range across those comparisons. Fleiss' kappa
was calculated jointly across all five runs of each model and is therefore reported as a single

coefficient.

Source: Authors' analysis

3.2 Performance of the Classification Methods

Page 11/25




Table 3

Performance of the Methods Against the Adjudicated Ground Truth

Method Accuracy Macro-F1 Cohen's kappa Neutral-class
F1

Maijority-class 0.658 0.265 0.000 0.000
baseline
NRC 0.308 0.282[0.245, 0.038 [-0.005, 0.119

0.317] 0.082]
Subjectivity 0.298 0.281 [0.243, 0.048 [0.002, 0.129

0.316] 0.089]
BERT 0.782 0.621 [0.575, 0.568 [0.504, 0.247

0.670] 0.630]
XLM-RoBERTa 0.752 0.627[0.583, 0.548 [0.488, 0.299

0.672] 0.607]
GPT-5.5 validation 0.823 (0.666-— 0.725 (0.574- 0.684 (0.446- 0.438 (0.253-
runs 1-5 0.932) 0.838) 0.860) 0.603)
GPT-5.6 Sol validation 0.930 (0.924- 0.827 (0.814- 0.857 (0.844~- 0.563 (0.521-
runs 1-5 0.938) 0.845) 0.874) 0.597)
GPT-5.6 Sol final 0.946 0.871[0.824, 0.892[0.853, 0.675
corpus run 0.912] 0.926]
Note: Square brackets indicate 95% stratified bootstrap confidence intervals based on 2,000 resamples.
For rows summarizing the five repeated validation runs, the value reported before parentheses is the
mean across the five runs, and parentheses indicate the observed minimum-maximum range across
those runs. These ranges are descriptive measures of between-run variability and are not confidence
intervals.
Source: Authors' analysis

The majority-class baseline, which assigned every review to the negative class, achieved an accuracy of
0.658, a macro-F1 score of 0.265, Cohen's kappa of 0.000, and a neutral-class F1 score of 0.000. Its
accuracy exceeded that of both lexicon-based methods because the ground truth was class-imbalanced,
whereas its lower macro-F1 reflected its complete failure to identify the two minority classes. The
lexicon-based methods achieved nearly identical macro-F1 scores (NRC, 0.282; Subjectivity, 0.281). Both
transformer checkpoints achieved markedly higher macro-F1 scores than the lexicon-based methods
(BERT, 0.621; XLM-RoBERTa, 0.627), and their point estimates were similar. Because no paired inferential
comparison of the two checkpoints was conducted, the study does not support a conclusion that either
checkpoint performed better than the other. Across the five GPT-5.6 Sol validation runs, macro-F1 ranged
from 0.814 to 0.845 and Cohen's kappa from 0.844 to 0.874. The older GPT-5.5 model exhibited a
markedly wider range across all reported indicators, confirming substantial instability across runs and
suggesting dependence on the model version used. The final corpus run achieved a macro-F1 score of
0.871, Cohen's kappa of 0.892, and an overall accuracy of 94.6%.
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Lexicon coverage was limited. NRC matched no lexicon entry in 165 of the 500 reviews (33.0%), and the
Subjectivity Lexicon matched no entry in 138 reviews (27.6%); the median number of matched tokens per
review was one for both methods. Because a total score of zero was assigned to the neutral class, at
least 165 of the 199 neutral predictions produced by NRC (82.9%) and 138 of the 212 neutral predictions
produced by the Subjectivity Lexicon (65.1%) resulted from the absence of any matched lexicon entry
rather than from balanced positive and negative evidence.

Within the embedded 500-review validation subset, the GPT-5.6 Sol final corpus run achieved an
accuracy of 94.6%, a macro-F1 score of 0.871, and Cohen's kappa of 0.892 against the adjudicated
ground truth. Considered together with the between-run stability reported in Table 2, these findings
support the deployment consistency of the full-corpus application but do not constitute an independent
estimate of out-of-sample performance.

Neutral sentiment was the most difficult class for every procedure. Its F1 score was 0.119 for NRC,
0.129 for Subjectivity, 0.247 for BERT, and 0.299 for XLM-RoBERTa. Across the five GPT-5.6 Sol validation
runs, neutral-class F1 ranged from 0.521 to 0.597, reaching 0.675 in the final run. In the final run, neutral-
class precision was 0.609 and recall was 0.757. Of the 46 reviews classified as neutral, 18 (39.1%) were
categorized as negative or positive in the adjudicated ground truth. Conversely, 9 of the 37 reviews
adjudicated as neutral (24.3%) were classified as polarized. No direct confusions occurred between the
positive and negative classes. The corresponding negative- and positive-class F1 scores were 0.972 and
0.966, respectively. The complete confusion matrix and class-specific performance measures are
reported in Appendix B. These results must be interpreted in light of the small number of neutral reviews
in the ground truth (n = 37). GPT-5.6 Sol achieved the highest observed performance among the directly
deployable methods tested in this corpus

3.3 Error Patterns and LLM Stability
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Table 4
Summary of Error Patterns and Stability in LLM Classification

Indicator GPT-5.6 Sol validation runs 1-5 GPT-5.6 Sol final
run

Errors between the neutral and negative 23.4 (19-26); 52.8%-77.4% of 18 of 27 (66.7%)

classes errors

Errors between the neutral and positive 27.0% of all errors 9 of 27 (33.3%)

classes

Direct positive-negative confusion 5.7% of all errors 0 cases

Error rate for reviews adjudicated as 42.7% (35.1%-48.6%) 24.3%

neutral

All five runs identically incorrect 17 of 500 (3.4%) -

Note: The five validation runs classified the same reviews; the aggregate error counts therefore do not
represent 2,500 independent observations.

Source: Authors' analysis

Across the validation runs, 94.3% of disagreements occurred between the neutral class and one of the
polarized classes; confusions between neutral and negative sentiment were the most frequent,
accounting for 67.2% of errors. The same pattern appeared in the final run: all 27 disagreements involved
the neutral category, and there were no direct confusions between positive and negative sentiment.

The five validation runs produced identical classifications for 456 reviews (91.2%), but they also
classified 17 reviews identically and incorrectly. Of these, eight were factual questions, requests, or
technical descriptions expressing only a weak attitude; six described mixed or updated experiences; and
three involved indirect or context-dependent statements. This exploratory analysis clarifies that high
stability does not imply error-free classification and that the boundary of neutral sentiment remains the
principal difficulty.

3.4 Association Between LLM-Derived Textual Sentiment
and Star Ratings
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Table 5
Statistical Comparison of Textual Sentiment and Star Ratings (n = 10,198)

Analysis Statistic Result Interpretation

Ordinal association Spearman's p 0.847 strong positive association

Test of independence  x3(8) 9,348.54; p < statistically significant

.001 association

Association strength Cramer's V 0.677 strong association

Sensitivity analysis agreement; K; 87.4%; 0.748; high to very high agreement
weighted k 0.826

Note: The sensitivity analysis converts 1-2 stars to negative, 3 stars to neutral, and 4-5 stars to

positive. Star ratings were not provided to the model during classification and are not treated as the

ground truth for textual sentiment.

Source: Authors' analysis

Star ratings were strongly associated with textual sentiment. Exact agreement after conversion to three
categories was 87.4%, but a direct polarity conflict - positive text paired with a 1- or 2-star rating, or
negative text paired with a 4- or 5-star rating - occurred in 242 reviews (2.4%). This finding supports the
convergent validity of the LLM classification but not the correctness of every individual label.

Source: Authors' analysis

The association was nearly unequivocal at the extremes: negative sentiment accounted for 96.8% of 1-
star reviews, and positive sentiment accounted for 91.4% of 5-star reviews. By contrast, 3-star reviews
were substantively heterogeneous: 52.4% were negative, 33.6% neutral, and 14.1% positive. Mechanically
equating 3 stars with neutral sentiment would therefore discard a substantial share of the information
contained in the text.

3.5 Sentiment in Reviews of Government Mobile
Applications
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Table 6
Sentiment in Reviews of Government Mobile Applications

Application Reviews (n) Negativen (%) Neutraln (%) Positive n (%)
eDoklady 2,635 1,641 (62.3%) 171 (6.5%) 823 (31.2%)
EZKarta 4,513 3,020 (66.9%) 456 (10.1%) 1,037 (23.0%)
eRecept 598 478 (79.9%) 34 (5.7%) 86 (14.4%)
JENDA 197 166 (84.3%) 12 (6.1%) 19 (9.6%)
Kli¢ eGovernmentu 1,397 784 (56.1%) 72 (5.2%) 541 (38.7%)
Portal ob&ana 858 636 (74.1%) 60 (7.0%) 162 (18.9%)
Total 10,198 6,725 (65.9%) 805 (7.9%) 2,668 (26.2%)
Test of differences x2(10) = p <.001 V=0.124 modest overall
313.47 association

Note: The table includes text-bearing reviews available through Google Play up to the collection date.
Sentiment was determined by the final corpus run using GPT-5.6 Sol.

Source: Authors' analysis

Negative sentiment predominated among the model-assigned classifications in the full corpus: 6,725
reviews (65.9%) were classified as negative, 2,668 (26.2%) as positive, and 805 (7.9%) as neutral. Kli¢
eGovernmentu had the lowest model-assigned proportion of negative reviews and the highest proportion
of positive reviews. JENDA had the highest model-assigned proportion of negative reviews, although this
result was based on the smallest number of reviews, followed by eRecept. These findings describe the
distribution of labels assigned to published reviews and do not constitute a ranking of the applications'
overall quality.

The proportions in Table 6 represent model-assigned sentiment categories rather than error-free
estimates of underlying sentiment prevalence. In the exploratory misclassification sensitivity analysis,
application of the class-conditional error rates observed in the embedded validation sample yielded an
estimated distribution of 67.9% negative, 5.6% neutral, and 26.5% positive, compared with the observed
model-assigned proportions of 65.9%, 7.9%, and 26.2%, respectively. The substantive conclusion that
negative sentiment predominated remained unchanged, although the estimated proportion of neutral
reviews was sensitive to classification error. These adjusted proportions are exploratory because they
assume that the validation error matrix applied unchanged to the full corpus.

Model-assigned sentiment distributions differed statistically across applications, x2(10) =313.47, p <
.001. The global association was modest (Cramer's V = 0.124); however, this summary coefficient does
not imply that every application-specific difference was small. For example, the proportion of reviews
classified as negative ranged from 56.1% for Kli¢ eGovernmentu to 84.3% for JENDA. Because the
applications differed in their numbers and composition of published reviews, these results describe
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model-assigned sentiment distributions and do not justify a ranking of application quality. Table B3 in
Appendix B reports descriptive classification performance by application for the 500 reviews in the
validation subset extracted from the final corpus run. Because the application-specific groups were
small (n =10-221) and several contained few or no neutral reference cases, the observed differences in
accuracy do not establish that the model is more reliable for some applications than for others.

Holm-adjusted pairwise comparisons indicated statistically detectable differences in model-assigned
sentiment distributions for 13 of the 15 application pairs (Appendix B, Table B4). No statistically
significant difference was observed between eRecept and JENDA (adjusted p = .234) or between
eRecept and Portal ob¢ana (adjusted p = .071). Pairwise Cramer's V values ranged from 0.058 to 0.242,
indicating that the magnitude of the association varied across application pairs. These pairwise
comparisons concern model-assigned label distributions and do not establish differences in overall
application quality.

4 Discussion

On the validation sample, the standardized GPT-5.6 Sol procedure achieved the highest agreement with
the human ground truth among all methods tested and demonstrated high stability across repeated
runs. This finding is consistent with multilingual evidence suggesting that prompted LLMs can achieve
competitive sentiment classification without new task-specific fine-tuning [30, 31]. At the same time, it
respects the limitations identified in that literature: performance varies by language, model, prompt, and
task type [32, 29, 33]. The study therefore does not support the universal superiority of LLMs, but rather
their use as a validated practical procedure when a suitable off-the-shelf domain classifier is unavailable.

The comparison of model versions reveals the most important methodological nuance. With the same
prompt and declared settings, five GPT-5.5 runs exhibited a substantially wider range than five GPT-5.6
Sol runs: macro-F1 ranged from 0.574 to 0.838 versus 0.814 to 0.845, and Cohen's kappa ranged from
0.446 to 0.860 versus 0.844 to 0.874. The labels 'LLM" and 'ChatGPT" are therefore insufficient
descriptions of a method; a reproducible procedure must identify the specific model version, prompt,
settings, and date of use. Because the system is proprietary, the observed difference cannot be
attributed causally to model version alone. Nevertheless, the result provides empirical support for the
conclusion that performance and stability are properties of a specific model configuration rather than of
the entire category of LLMs [29, 33, 37].

The weaker performance of the lexicon-based baselines cannot be generalized to all lexicon-based
approaches. The majority-class baseline exceeded both lexicons in accuracy because of the
predominance of negative cases, whereas the lexicons exceeded it only slightly in macro-F1. The Czech
version of NRC used here was produced through automated translation, and both lexicons were applied
using a simple aggregation rule without new domain adaptation. Their coverage was limited, with no
matched entry for 33.0% of reviews using NRC and 27.6% using the Subjectivity Lexicon. Moreover,
reviews with no matched entry and reviews with balanced positive and negative scores were both
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assigned to the neutral class. The resulting neutral predictions therefore combined an absence of lexical
evidence with balanced polarity evidence. Studies in other languages show that human review of
translations, semantic transfer, lemmatization, and domain coverage can substantially alter performance
[22, 19, 20]. The transformer baselines were similarly affected by a mismatch between the training
domain and target classes: BERT mapped a five-star output to three categories, while XLM-T had been
fine-tuned for sentiment on tweets in other languages. Linguistically and domain-adapted encoders can
achieve substantially better results [13, 14, 26]. The ranking in this study therefore concerns the tested
off-the-shelf implementations for government mobile applications and demonstrates the practical
benefit of a task-specified LLM procedure under the study conditions, not the general superiority of one
architecture over all possible alternatives.

The neutral class was the main source of uncertainty for both annotators and automated methods. The
neutral category combined several substantively different types of text, including genuinely non-
evaluative statements, balanced mixed evaluations, and cases in which a predominant polarity could not
be assigned reliably. This heterogeneity may have contributed to the lower inter-annotator agreement
and weaker classification performance observed for the neutral class. Because these subtypes were not
annotated separately, their individual contributions to disagreement cannot be determined from the
present data. This pattern is consistent with the meta-analytic decline in performance observed when
moving from two to three classes [27]. Koto et al. [28] highlight the difficulty of defining the boundary of
the neutral class in zero-shot classification, while Kastrati et al. [29] documented its weakest
performance across six language families. The findings also show that repeatability cannot substitute
for validation of correctness: all five runs made the same error on 17 reviews. Before classifying an
entire new corpus, researchers should therefore construct at least a representative, manually annotated
validation subsample, ideally using independent annotation and adjudication of disagreements. This
subsample need not be used to train the model; its purpose is to evaluate a specific model version and
prompt against human interpretations of the text, estimate class-specific errors, and determine whether
the procedure is acceptable for the corpus concerned [35, 36].

The strong association between textual sentiment and star ratings provides supplementary support for
the convergent validity of the selected procedure. At the same time, the heterogeneity of 3-star reviews
illustrates why ratings cannot be treated mechanically as the ground truth for textual sentiment. Star
ratings may express an overall assessment of an application, whereas the text may capture a specific
problem, a change following an update, or a mixed experience.

The results suggest that reviews of government mobile applications can provide public administrations
with a continuing and relatively low-cost supplementary source of citizen feedback. They are not a
substitute for representative surveys or a direct measure of objective service quality, but rather a
supplementary signal of problems that users themselves consider important. In a dataset of more than
100,000 reviews of Australian government applications, Aamir et al. [10], for example, identified
problems involving stability, complexity, navigation, integration, and identity verification and described
reviews as a useful and cost-effective source of continuous feedback.
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Automated review analysis could therefore be incorporated into quality management for digital public
services, particularly to monitor recurring dissatisfaction and prioritize areas requiring closer
investigation. Sentiment alone, however, does not explain the cause of a problem and should be
interpreted together with the textual content of reviews and other operational data, such as information
about updates, error states, help-desk requests, or usability-testing results.

LLMs can facilitate the classification of large volumes of short texts in this process, but they should not
operate as an uncontrolled substitute for human judgment. The results of this study demonstrate the
importance of validation against human annotation and checks of the stability of a specific model
version. Reproducible use requires documentation of the model, its version, the prompt, settings,
classification date, batching procedure, and output checks. In public administration, requirements
relating to transparency, accountability, data protection, risk management, and the preservation of public
trust must also be considered [50, 51, 36, 37].

The predominance of negative reviews therefore does not reflect the satisfaction of all citizens and does
not, in itself, measure the objective quality of the applications. Reviews are self-selected, and users with
particularly strong positive or negative experiences may be more likely to post them, limiting the
representativeness of the resulting distribution [6]. The applications also differ in how long they have
been available and in the number of reviews collected. The findings thus constitute an analysis of
published user feedback rather than a representative population survey.

Future research should validate the procedure on an independent dataset, in additional non-English
languages, and against models fine-tuned directly on domain-matched reviews. A coordinated
multilingual design using the same classes, annotation rules, metrics, and repeated-run protocol would
be particularly valuable for separating the effects of language from those of domain and data.
Substantive analysis could also be extended to aspect-based classification and longitudinal monitoring
of updates, outages, or institutional changes.

Conclusion

This study provides empirical and methodological evidence on a documented procedure for three-class
sentiment classification of Czech government mobile app reviews without task-specific fine-tuning. Its
contribution lies in evaluating agreement with adjudicated human labels, comparing selected readily
deployable baselines, and examining repeatability and classification errors in a specific public-service
corpus.

On the stratified sample of 500 reviews, GPT-5.6 Sol achieved higher observed agreement with the
adjudicated labels than the tested lexicon-based and encoder-based baselines. Across five repeated
validation runs, mean accuracy was 93.0%, mean macro-F1 was 0.827, and mean Cohen's kappa was
0.857. Between-run agreement was high, with Fleiss' kappa of 0.918. The subsequent full-corpus
application showed close agreement with the preceding classifications of the embedded validation
reviews; this comparison was a consistency check, not an independent test of generalization.
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In this corpus, disagreements were concentrated at the boundaries of neutral sentiment. As specified in
the annotation rules, the neutral category combined non-evaluative content, mixed evaluations, and
cases of uncertain polarity; these subtypes were not assessed separately. With only 37 reviews
adjudicated as neutral, estimates for this class remain uncertain. Application of the selected procedure
to 10,198 reviews yielded model-assigned proportions of 65.9% negative, 7.9% neutral, and 26.2%
positive sentiment. These distributions describe published feedback and do not measure population-
wide satisfaction or establish differences in application quality.

The same validation sample was used to select the model and estimate its performance, and the small
application-specific subsamples do not establish equivalent classification accuracy across applications.
The findings therefore support the potential utility of this configuration under the conditions examined,
while its performance on new data remains untested. Further research should prioritize independent
validation and comparison with stronger Czech or domain-adapted classifiers, followed by aspect-based
and longitudinal analyses. Practical use requires corpus-specific human validation, transparent
documentation of the execution workflow, and explicit treatment of classification uncertainty.
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