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Abstract: Extreme heat, prolonged drought, vegetation decline, air pollution, and landscape
structure are all implicated in cardiovascular disease, yet their combined influence remains poorly
understood in arid and semi-arid cities. Urban vegetation in these settings faces pressure from
compounding heat and drought stress, and the remote-sensing indicators currently in use tend to
capture only one dimension of this problem at a time, rarely bringing hydroclimatic exposure,
vegetation condition, landscape structure, and field-observed mortality together within a single
calibrated framework. We developed DUVRI-Eco, a construct-first composite indicator that
integrates extreme heat (TXx), drought persistence (CDD), vegetation condition (NDVI), and
landscape patch dominance, quantified using the Largest Patch Index (LPI) and labeled Dominant
Patch Cover (DPC) as a study-specific term. The indicator was calibrated against field-measured
tree mortality at 34 sites nested within Isfahan’s 15 municipal districts, drawing on 72 years of
homogenized climate records (1951-2022) and multi-decadal satellite imagery (1991-2022).
Because each component was defined at the district level, the effective number of independent
exposure units was bounded by these 15 districts, so the primary calibration model was specified
at the district level, with mortality summarized as a pooled proportion. The constrained maximum-
likelihood solution placed the largest weight on CDD (0.31), followed by TXx (0.28), NDVI
(0.26), and DPC (0.15). Profile-likelihood diagnostics revealed weak identifiability of the
individual weights, particularly for CDD and TXx, so we treat the weight vector as one admissible
calibration solution rather than a precise ranking. Site-level validation yielded an AUC of 0.81
(95% CI: 0.73-0.88), and district-block validation yielded 0.79 (95% CI: 0.73-0.85). As a
secondary, exploratory application, an ecological district-level panel analysis (2019-2022) found
that a 0.10unit increase in DUVRI-Eco was associated with a 5.2% higher recorded cardiovascular
hospitalization rate (IRR = 1.052; 95% CI: 1.018-1.087) within the participating university-
affiliated hospital network, a hypothesis-generating association that cannot support individual-
level or causal inference. Because the calibrated weights function as domain-specific
regularization parameters rather than estimable population-level effects, external validation with
local recalibration is a precondition, not merely a recommendation, for applying the indicator



elsewhere.
Keywords: DUVRI-Eco; multi-dimensional heat—drought stress; urban vegetation; landscape
structure; cardiovascular hospitalization; spatial vulnerability; semi-arid cities.

1. Introduction

Urban vegetation helps cities withstand rising temperatures: it cools the air, filters pollutants,
sustains local ecosystems, and indirectly supports cardiovascular health. These benefits depend on
the vegetation staying alive, a condition that grows harder to sustain in dry and semi-arid cities,
where climate stress and human pressure reinforce each other (Bowler et al., 2010; Nowak et al.,
2014; Grimm et al., 2008). The physiological chain linking climate exposure to vegetation decline
is well established. Heat increases atmospheric water demand and draws down soil moisture;
drought, in turn, reduces hydraulic conductivity and photosynthesis (Allen et al., 2010; McDowell
et al., 2008; Choat et al., 2012). When extreme heat coincides with prolonged drought, trees face
compounded stress that can trigger hydraulic failure and carbon starvation. Urbanization adds
further pressure, replacing pervious surfaces with impervious materials that trap heat and disrupt
the surface energy balance (Kalnay & Cai, 2003; Santamouris, 2020). Fine particulate pollution
introduces yet another stressor—one that affects both plant physiology and human cardiovascular
outcomes (Grantz et al., 2003; Pope et al., 2009; Rajagopalan et al., 2018).

Individual pieces of this problem have received considerable attention: heat—drought interactions,
the cooling benefits of green space, urbanization’s effect on thermal exposure, and the role
irrigation and landscape pattern play in sustaining vegetation under stress (Aram et al., 2019; Li et
al., 2021; Chen et al., 2018; Kumar et al., 2020). What has been slower to emerge is a framework
that pulls these dimensions together. The Vegetation Condition Index (VCI; Kogan, 1995) and the
Vegetation Health Index (VHI) capture vegetation condition and thermal stress but stop short of
linking these dimensions to field-anchored mortality calibration or landscape structural
information. Drought indices built on the Standardized Precipitation Evapotranspiration Index
(SPEI) capture meteorological drought comprehensively, but they too fall short of incorporating
landscape structural continuity or the urban thermal modifications that govern vegetation survival
in irrigated semi-arid cities.

A second gap concerns how vegetation responds to climate stress. These responses are likely
nonlinear: the shift from stable vegetation to high vulnerability probably depends on antecedent
moisture, species identity, root environment, irrigation, and local urban exposure. Yet most
remote-sensing studies treat vegetation response as continuous, relying on standard spectral or
thermal indicators rather than estimating empirical transition points from field data.

A third gap concerns calibration and validation. NDVI and similar spectral measures offer broad
spatial coverage, but coverage is not the same as validation. An indicator meant to capture
vegetation vulnerability should be anchored against field-observed outcomes, and that validation
should account for spatial structure: random train—test splits tend to place geographically close
observations on both sides of the split, which can make performance look better than it really is
(Roberts et al., 2017).

Against this backdrop, we developed DUVRI-Eco: a field-calibrated, study-domain-specific
indicator of multi-dimensional hydroclimatic stress and urban vegetation vulnerability. It
comprises four construct-defined components: extreme heat (TXx), drought persistence (CDD),
vegetation condition (NDVI), and landscape patch dominance, quantified by the Largest Patch
Index (LPI) and labeled Dominant Patch Cover (DPC) as a study-specific term.

DUVRI-Eco is construct-first by design: it is built to represent four environmental dimensions that
the theory identifies as relevant to vegetation vulnerability, and its weights are calibrated against



field-observed mortality to anchor the construct rather than to optimize prediction. Two
consequences follow. First, DPC is retained as a construct-defined component representing patch
dominance even though its incremental predictive contribution was not statistically distinguishable
in this calibration domain. Second, the calibrated weights function as predictive parameters within
this construct; they are not causal effect sizes and should not be read as independent measures of
environmental importance. This construct-first framing differs from a prediction-first approach, in
which components would be chosen purely for their incremental predictive performance; such an
approach would likely exclude DPC altogether. We chose the construct-first route because the
indicator is meant to serve as a screening framework for urban environmental vulnerability, not as
a purely predictive model.

DUVRI-Eco is explicitly an operational, outcome-anchored indicator of urban vegetation
vulnerability under multi-dimensional hydroclimatic stress. It does not attempt to represent the full
vulnerability construct of exposure, sensitivity, and adaptive capacity of an urban ecosystem.
Instead, it operationalizes vulnerability as a compound environmental state empirically associated
with field-observed vegetation mortality. Here, “vulnerability” is used in an operational ecological
sense: the susceptibility of urban vegetation to hydroclimatic stress, distinct from the broader
social-vulnerability framework of exposure, sensitivity, and adaptive capacity. The distinction
matters: DUVRI-Eco is a calibrated stress-state indicator, not a comprehensive vulnerability-
assessment framework.

The novelty of DUVRI-Eco lies in its architecture rather than in any single component. It brings
together four elements typically treated in isolation: (1) a long-term hydroclimatic exposure record
spanning seven decades; (2) multi-decadal satellite-derived vegetation dynamics; (3) outcome-
calibrated component weights estimated against field-observed tree mortality; and (4) spatially
blocked internal validation that explicitly tests geographic consistency, paired with explicit
weight-identifiability diagnostics and index-score robustness analysis.

DPC is a structural derivative of NDVI. DPC is operationally defined as the Largest Patch Index
(LPI) calculated by FRAGSTATS v4.2; we use the term DPC to emphasize its interpretation as a
measure of dominant-patch structure, though mathematically it is identical to LPI. Because DPC
is derived from the same NDVI-based vegetation mask used to compute NDVI itself, it is not an
independent environmental dimension but a structurally transformed derivative of NDVI. The
strong correlation with NDVI (p = 0.76) reflects this shared derivation. DPC was retained as a
construct-defined component representing patch dominance, but it was not an independent
predictor of vegetation mortality; its incremental contribution was modest (AAUC = —0.02; 95%
CI including zero).

The health dimension of this study is secondary and exploratory. Green space may influence
cardiovascular health through several pathways, including heat exposure, air quality, physical
activity, and psychosocial mechanisms (Nieuwenhuijsen et al., 2020). PM2.5 is a well-established
cardiovascular risk factor and may serve as a shared exposure linking urban form, vegetation
condition, and hospitalizations spatially (Pope et al., 2009; Rajagopalan et al., 2018). District-level
ecological associations between multi-dimensional environmental vulnerability and
cardiovascular hospitalizations have received limited attention in semi-arid cities specifically.
Because only a limited number of distinct exposure units are available here, the health analysis
aims to characterize spatial associations and generate hypotheses—not to estimate individual-level
risk (Morgenstern, 1995). Earlier work in Isfahan has already reported associations between heat
stress and cardiovascular hospitalizations (Javari & Javari, 2026).

This study pursues three objectives:



1. Characterize long-term hydroclimatic change in Isfahan and quantify the corresponding
changes in vegetation condition and landscape structure.

2. Characterize the empirical contribution of each indicator component and calibrate the
component-weighting structure against observed vegetation-mortality outcomes.

3. Internally validate DUVRI-Eco using spatially structured cross-validation and examine its
exploratory association with district-level cardiovascular hospitalizations.

2. Materials and Methods
2.1. Study Design and Analytical Framework

We link long-term climate observations with satellite-derived vegetation measures and field
observations to assess vegetation vulnerability to multi-dimensional heat and drought. The work
proceeded in four stages. Stage 1 characterized hydroclimatic conditions over the full 1951-2022
record using TXx and CDD; CMAI was computed for descriptive purposes but excluded from the
final indicator because it correlated strongly with CDD (p = 0.69) and did not improve predictive
discrimination. Stage 2 characterized the urban vegetation condition and landscape structure over
1991-2022 using NDVI and DPC.

Stage 3 calibrated DUVRI-Eco against field-observed tree mortality at 34 sites across Isfahan’s 15
municipal districts. A primary calibration model was specified at the district level, with mortality
summarized as a pooled proportion; a site-level hierarchical model with district random effects
was fitted as a sensitivity analysis. We assessed predictive performance using two complementary
cross-validation schemes, site-level leave-one-site-out and district-block leave-one-district-out
validation, treating the district-block estimate as the primary measure of internal geographic
discrimination. Statistical identifiability of the weight vector was assessed using profile likelihood
and two-dimensional likelihood surfaces.

To characterize the stability of the composite indicator score, rather than the precision of the
individual weights, we generated 10,000 weight vectors from the likelihood-supported region (the
sampling algorithm appears in Section 2.4.5). For each weight vector, we calculated DUVRI-Eco
for all 15 municipal districts and assessed five features: (i) the rank correlation between the
resulting indicator and the primary indicator (Spearman’s p); (i1) the maximum absolute rank
change for any district; (iii) the stability of the candidate transition-point classification; (iv) the
distribution of district-level DUVRI-Eco scores; and (v) the absolute score change relative to the
maximum-likelihood solution.

Stage 4 applied the calibrated indicator, exploratorily, to district-level cardiovascular
hospitalizations. The primary health analysis was restricted to 2019-2022. Direct Landsat
observations were available for 2019, 2020, and 2022; a reconstructed value was used for 2021.
The extended analysis (2019-2024) used reconstructed NDVI values for 2023 and 2024 and is
reported as a sensitivity analysis, a structure that keeps the primary health estimate from depending
on temporal extrapolation beyond the observed range (the last direct Landsat year was 2022). The
primary health model is a district-level ecological panel analysis with a time-invariant exposure,



including month and year fixed effects and a district random intercept; the ICAR spatial model is
reported as a sensitivity analysis. The health analysis treats DUVRI-Eco as the primary exposure
and PM2.5 as a measured potential confounder.

Two features of the design deserve emphasis. First, although we surveyed 34 field sites, they are
nested within Isfahan’s 15 municipal districts. Because the DUVRI-Eco components are defined
at the district level, the effective number of independent exposure units for both calibration and
health analysis is bounded by these 15 districts, which constitute the primary spatial exposure units
throughout, a constraint we return to in Sections 2.2.6 and 2.4.6, since it governs how both the
calibration and the health model are identified.

2.2. Data Sources and Preprocessing

2.2.1. Meteorological Data and Quality Control

Daily meteorological observations for 1951-2022 came from Isfahan’s principal synoptic station,
supplemented by seven neighboring stations within roughly 50 km of the study area. Before quality
control and homogenization, we compiled station metadata, geographic coordinates, elevation,
observation period, variable availability, and the proportion of missing observations, and used it
to distinguish observational artifacts from physically plausible climatic variability (Alexandersson,
1986; Peterson et al., 1998). Quality control was performed separately for temperature and
precipitation, combining distributional diagnostics with station metadata to flag observations
warranting closer examination (Easterling et al., 2000; Aguilar et al., 2003); statistical extremeness
alone was never grounds for removing an observation. This mattered most for maximum
temperature and precipitation, where unusually large values may reflect genuine climatic extremes
rather than measurement error (Zhang et al., 2005; Alexander et al., 2006).

Temporal homogeneity was evaluated using the Standard Normal Homogeneity Test (SNHT),
applied at a = 0.05, alongside diagnostics based on neighboring reference series (Alexandersson,
1986; Alexandersson & Moberg, 1997). Breakpoints were identified in two steps: candidate
breakpoints were first detected using SNHT, and only those independently supported by reference-
series diagnostics were then considered for adjustment. We used a pre-specified operational
criterion, a Pearson correlation of at least 0.70 between the daily series and neighboring stations,
to identify sufficiently correlated reference series, following Peterson and Easterling (1994), and
confirmed the results were stable under alternative thresholds (0.60 and 0.80). Confirmed
discontinuities were adjusted using the reference-series procedure (Peterson & Easterling, 1994;
Wijngaard et al., 2003).

At the principal station, we identified two breakpoints at 1972 and 1996. The 1972 breakpoint was
adjusted because it was supported by reference-series diagnostic and metadata evidence, and was
inconsistent with regional climate signals. The 1996 breakpoint was retained as a climatic
breakpoint for three reasons: it was independently detected at multiple neighboring stations, it
coincided with documented regional climate shifts in the Middle East, and metadata showed no
instrumental changes at that time. Table 1 outlines the complete evidence for each candidate
breakpoint, SNHT statistic, reference-series correlation, metadata review, regional climate
evidence, pre/post means, and the final adjustment decision. We distinguish climatic breakpoints,
interpreted as genuine shifts in the climate system, from measurement-inhomogeneity breakpoints,
interpreted as instrumental or observational artifacts; only the latter were adjusted.

Missing daily observations were reconstructed using inverse-distance weighting (IDW) with a
power parameter of p = 2 (Gotway et al., 1996; Daly et al., 2008), using a fixed 50 km search
radius and between 3 and 6 neighboring stations. When a target station itself had missing data on
a given day, we excluded it from the interpolation to avoid biasing the reconstructed value.



Reconstructed observations made up 8.3% of the temperature record and 11.7% of the precipitation
record; missingness was episodic rather than trending, and extreme events (above the 95th
percentile) were not preferentially missing (x> = 1.24, df = 1, P = 0.27). We evaluated
reconstruction performance separately for temperature, precipitation, and consecutive dry-day
metrics. Leave-one-out cross-validation showed lower errors for IDW than for nearest-neighbor
interpolation, with a root mean square error (RMSE) of 0.41 versus 0.53°C for temperature and
2.1 versus 2.8 mm for precipitation. Validating the reconstruction specifically on days above the
95th percentile of temperature and precipitation yielded RMSE values of 0.62°C and 3.4 mm. A
separate, temporally blocked validation that withheld entire years produced similar error metrics
(RMSE range: 0.39-0.43°C for temperature; 2.0-2.3 mm for precipitation). Sensitivity analyses
using ordinary kriging on a subset of years gave comparable RMSE values (temperature RMSE =
0.39°C; precipitation RMSE = 2.0 mm), supporting IDW for this application. We ultimately
retained IDW because it delivered lower prediction error while preserving the observed
distribution and temporal variability of extreme observations (Dirks et al., 1998; Lloyd, 2005).
2.2.2. Multi-Dimensional Heat—Drought Stress
To assess hydroclimatic stress, we relied on three complementary indices: the annual maximum
temperature (TXx), the maximum number of consecutive dry days (CDD), and the Composite
Moisture Anomaly Index (CMAI). TXx represents the highest daily maximum temperature
recorded in a given year (Frich et al., 2002; Alexander et al., 2006; Klein Tank et al., 2009). CMAL,
in turn, is defined as the standardized anomaly of the ratio between actual and potential
evapotranspiration (AET/PET). Daily values of AET and PET were derived from station-level
daily temperature and precipitation data using the Thornthwaite water-balance model
(Thornthwaite, 1948). Since the Thornthwaite approach does not explicitly account for radiation,
humidity, or wind, we conducted a sensitivity analysis with the Hargreaves—Samani method over
a subset of years. The resulting CMALI series was strongly correlated with the primary one (r =
0.94), and the descriptive findings remained unchanged. Importantly, this limitation does not
influence the DUVRI-Eco weights, as these were calibrated independently of the CMALI. For each
station and day, we calculated the AET/PET ratio and then applied an exponentially weighted
moving average (EWMA) to the daily CMALI series. These smoothing captures persistence rather
than isolated daily anomalies (Hunter, 1986; Hyndman, 2008):

S;=A-CMAL,+(1—-21)-S;_4
where A was derived from a 10-day half-life (A =1 — 2” (—=1/10) = 0.067) (Zhao et al., 2011). The
10-day half-life was selected a priori based on physiological evidence concerning vegetation
responses to moisture anomalies (Ji & Peters, 2003; Brown et al., 2008), rather than being
optimized against NDVI. Sensitivity analyses using alternative temporal windows of 7, 14, and 30
days yielded highly stable DUVRI-Eco weights, with variation limited to +0.02, and healthy IRRs,
with variation limited to #£0.005. The resulting smoothed daily CMAI estimates were subsequently
aggregated to the monthly scale for district-level interpolation and analysis. Importantly, the
temporal window was defined solely on the basis of hydroclimatic characterization and prior to
both DUVRI-Eco calibration and specification of the health model, thereby separating parameter
selection from outcome-driven model optimization.
The construct-first framework defined the candidate conceptual dimensions a priori, after which
empirical redundancy assessment was used to determine whether alternative operationalizations
contributed sufficiently distinct information to warrant separate inclusion. CMAI was excluded
because it satisfied both pre-specified redundancy criteria: its inclusion did not improve predictive
discrimination (AAUC < 0), and its correlation with an existing component exceeded the



predefined threshold of |p| > 0.65. Specifically, CMAI showed a correlation of p = 0.69 with CDD
and a AAUC of —0.01 (95% CI: —0.04 to 0.02), thereby meeting both exclusion criteria. This
exclusion should be interpreted specifically as evidence of informational redundancy with CDD
within the present calibration framework, not as an indication that antecedent moisture lacks
climatic or physiological relevance.
2.2.3. Remote Sensing Data
We characterized vegetation conditions using Landsat imagery. For the long-term climate—
vegetation panel analysis, direct Landsat observations were available for 1991, 2000, 2005, 2010,
2015,2020, and 2022 (TM, ETM+, and OLI-TIRS sensors) (Chander et al., 2009; Roy et al., 2014).
For the healthy-exposure window (2019-2024), direct Landsat-derived NDVI observations were
available for 2019, 2020, and 2022, with reconstructed values used for 2021, 2023, and 2024.
Landsat imagery went through the following pipeline: (i) atmospheric correction using LEDAPS
for TM/ETM+ and LaSRC for OLI-TIRS; (i1) cloud and shadow masking with the Fmask
algorithm (Zhu et al., 2015; Zhu & Woodcock, 2012); (iii) surface reflectance products from
Collection 2 Level-2; (iv) cross-sensor calibration using Landsat 8 OLI as the reference; (v) gap-
filling of Landsat 7 SLC-off scenes using the algorithm of Storey et al. (2014); (vi) seasonal
acquisition restricted to June—August for phenological consistency; and (vii) co-registration of all
images to the 1991 reference image at sub-pixel accuracy (RMSE < 0.5 pixels). NDVI was
calculated using standard formulas (Rouse et al., 1974; Tucker, 1979).
Because Landsat observations were not available for every year of the study period, the directly
observed vegetation panel spans just seven observation years. We therefore used MODIS
MODI13QI observations (2000-2022) to reconstruct district-year vegetation conditions (Justice et
al., 2002; Didan, 2015). MODIS-derived NDVI (250 m native resolution) was spatially resampled
to the Landsat analysis grid (30 m) for district-level aggregation, purely for spatial compatibility.
All landscape metrics, including DPC, were computed at the native 250 m resolution and then
aggregated to the district level; the 30 m grid served only as a computational alignment grid and
introduced no pseudo-fine spatial structure. Cross-sensor calibration used 500 temporally matched
Landsat—-MODIS observation pairs drawn from 25 distinct scenes (Teillet et al., 2001; Chander et
al., 2013), selected to minimize differences in acquisition date (within £5 days) and vegetation
phenological state (same season) (Goward et al., 1991; Huete et al., 2002). Two hundred validation
pairs from 12 scenes were withheld from calibration entirely, ensuring scene-level independence
between calibration and validation. The cross-sensor calibration relationship was:
NDVI} gngsat = 1.02 X NDVIyopis — 0.01
We assessed calibration performance using a linear mixed-effects model with scene-level random
intercepts, obtaining a marginal R? of 0.92 and RMSE of 0.03 (Steven et al., 2003). Independent
validation, using 200 pixels from the 12 withheld scenes, treated the effective number of
independent validation units as 12 scenes rather than 200 pixels, since pixels within a scene are
spatially correlated; pixel-level agreement was accordingly evaluated with clustered inference at
the scene level, yielding a marginal R? = 0.91 and RMSE = 0.03 (Xiao et al., 2014). Confidence
intervals for R? were estimated by scene-level bootstrap (1,000 replications): R? = 0.92 (95% CI:
0.88-0.95). We report the number of independent validation scenes alongside pixel counts
throughout the validation tables. To characterize interannual vegetation health relative to historical
conditions, we calculated the Vegetation Condition Index (Kogan, 1995) for each district-year:
NDVI;; = NDVlin;
VCI;; = — x 100
NDVIhaxi — NDVIgin,
where NDVI it is the district-level NDVI in year t, and NDVImini and NDVImax,i are the historical




minimum and maximum NDVT for district i, computed from the combined series of direct Landsat
observations and reconstructed annual values over 1991-2022. Following established thresholds
in the literature (Kogan, 1995; Liu & Kogan, 1996), VCI values below 35% were classified as
indicating severe vegetation stress. This classification is reconstruction-dependent and should be
read as a relative indicator of vegetation stress, not as a direct observation of vegetation mortality.
We calculated the proportion of green space classified as severely stressed as the percentage of
vegetated pixels (NDVI > 0.20) with VCI < 35% in each district-year, with confidence intervals
derived from a district-level bootstrap procedure (1,000 resamples).

2.2.4. NDVI Reconstruction and DPC Derivation at the District Level
For years without direct Landsat observations, we reconstructed district-level growing-season
NDVI using a single panel model fitted to the available 1991-2024 district-year series:

NDVI; = a; +y¢ + BTyt + B2Pie + BsNDVI ey + €5
where 1 indexes districts and t indexes years; Tit and Pit denote district-level temperature and
precipitation, and NDVIit1 denotes the previous calendar year’s growing-season NDVI.
The final reconstruction model was fitted to the complete available panel only after all validation
analyses were finished. During cross-validation, the model was refitted independently within each
training fold, with the corresponding held-out observations excluded from fitting. For the lagged-
NDVI term, we used the directly observed value whenever the previous year had a direct Landsat
observation; when it did not, we used that year’s own reconstructed NDVI from the same
sequential procedure. The lagged inputs for the health-exposure years were therefore: observed
2020 NDVI for the 2021 reconstruction, observed 2022 NDVI for the 2023 reconstruction, and
reconstructed 2023 NDVI for the 2024 reconstruction—the last a one-step recursive use of a
reconstructed lagged value. The reconstruction model did not independently predict DPC. Instead,
for each reconstructed decade-year, we ran the reconstructed NDVI surface through exactly the
same vegetation-masking and landscape-metric procedure used for the directly observed years:
pixels with NDVI > 0.20 were classified as vegetation, the resulting mask was represented on the
native 250 m MODIS grid, and the Largest Patch Index (LPI) was calculated with FRAGSTATS
v4.2. That LPI value becomes the DPC value for the district-year.
Reconstructed DUVRI-Eco values for 2021, 2023, and 2024 therefore incorporate reconstructed
NDVI and the DPC derived from it. We treated these years as reconstructed exposure estimates
rather than direct observations. Because the last direct Landsat observation was in 2022, the 2023
and 2024 values represent temporal extrapolations beyond the directly observed remote-sensing
period. To avoid ambiguity, the climate variables used as predictors in the 2023 and 2024
reconstructions are drawn from the corresponding observed climate records, and their use does not
imply direct Landsat observations in those years. Table 2 summarizes the lagged NDVI inputs and
the corresponding climate records used to reconstruct the three years within the health-exposure
window. We validated the reconstruction separately from the final model: direct-observation years
were sequentially withheld, the model was refitted on the remaining observations, and the resulting
predictions were compared with the withheld values. This assesses within-sample temporal
prediction performance; it does not independently validate the 2023-2024 temporal extrapolation.
The reconstruction achieved RMSE = 0.024, MAE = 0.018, mean bias = —0.002, 95% prediction-
interval coverage = 94.2%, and a calibration slope of 0.98 (95% CI: 0.91-1.05). Temporal holdout
validation (leave-one-year-out, n = 7 folds) and spatial holdout validation (leave-one-district-out)
yielded similar performance (RMSE range: 0.021-0.026). With only seven direct observations
available, these metrics should be read with caution and not generalized with high confidence to
every reconstructed year. The 2023-2024 reconstruction constitutes a temporal extrapolation



beyond the observed range (the last direct Landsat year was 2022). The leave-one-observed-year-
out validation assesses predictive performance within the observed temporal range; it does not
validate extrapolation itself. We assessed the stability of the health association by restricting the
primary analysis to 2019-2022, which produced an IRR of 1.052 (95% CI: 1.018-1.087), evidence
that the association holds up across the specified sensitivity analyses, though not evidence that the
extrapolation itself is accurate. To avoid circularity, the reconstruction model did not include the
DUVRI-Eco components (TXx, CDD, or DPC) as predictors; it included only temperature,
precipitation, and a lagged NDVI term. The primary attribution analysis was restricted to the 105
directly observed Landsat district-year observations. We used the reconstructed NDVI only for (i)
descriptive completeness of the long-term trajectory, (ii) health-exposure construction for 2021,
2023, and 2024, and (ii1) sensitivity analyses. Results reports a sensitivity analysis comparing the
health-model results using direct NDVI (2019-2020) with the reconstructed series. The complete
reconstruction pipeline, model specification, lagged-NDVI definition, DPC computation
procedure, year-by-year inputs, and cross-validation fold assignments are documented in
Supplementary Methods S2. The R scripts, random seeds, and analytical outputs are available in
the Mendeley Data repository (DOI: 10.17632/fg29rhyx3£.2). This design reduces circularity in
the primary climate-vegetation attribution analysis, which is restricted to directly observed Landsat
years. In the health-exposure construction, however, we used reconstructed NDVI values for 2021,
2023, and 2024, which introduces some coupling between the health exposure and the
hydroclimatic predictors. We do not claim that the health exposure is fully independent of the
predictors used in its reconstruction; this coupling should be regarded as a limitation of the health
analysis.

2.2.5. Air Quality Data

PM2.5 data were available for 2019-2024: direct measurements for 2019-2020 and reconstructed
values for 2021-2024. We generated the reconstructed values using the same IDW procedure
(power parameter = 2) applied to the direct-measurement years, with interpolation parameters
estimated from 2019-2020 and applied forward to 2021-2024. The validation performance of this
procedure (RMSE = 2.1 pg/m?, R? = 0.89, based on leave-one-year-out cross-validation 2019—
2020) supports its use in later years. Because PM2.5 was reconstructed deterministically via IDW,
we approximated its prediction uncertainty using the cross-validated RMSE (2.1 pg/m?) from that
leave-one-year-out validation. We used this RMSE as a pragmatic scale parameter for an
independent Gaussian perturbation in a Monte Carlo measurement-error sensitivity analysis: for
each of 1,000 uncertainty replicates, reconstructed PM2.5 values were perturbed by independent
N(0, RMSE?) errors, and the prior health model was refitted to each replicate. We used the
empirical distribution of the resulting coefficients to quantify reconstruction-related uncertainty.
This independent-error perturbation is a simplifying approximation, since the limited number of
monitoring stations did not support reliable estimation of a spatial residual covariance structure.
Restricting the analysis to observed PM2.5 years (2019-2020) yielded nearly identical estimates
(IRR = 1.049; 95% CI: 1.018-1.083), further supporting the stability of the association. We
estimated district-level PM2.5 exposure for all 15 municipal districts using a consistent IDW
procedure (power parameter = 2), based on measurements from 13 monitoring stations operated
by the Isfahan Department of Environment (Jerrett et al., 2005; Wong et al., 2004). We treated
PM2.5 a priori as a measured potential confounder, given its well-established cardiovascular
outcomes and its spatial correlation with urban environmental conditions (Brook et al., 2010; Pope
et al., 2009; Rajagopalan et al., 2018), and evaluated the reconstructed exposure through cross-
validation and sensitivity analyses. Exposure-measurement error in the reconstructed values may



attenuate the estimated association; we incorporated the reconstruction uncertainty, approximated
from the validated leave-one-year-out RMSE described above, into the standard errors of the
health-effect estimates. We included PM2.5 as a measured potential confounder, but its causal role
remains uncertain; it may act as a confounder, a correlated environmental exposure, or a mediator
of the vegetation—health association. The PM2.5-adjusted estimate should therefore be interpreted
as a conditional association that survives adjustment for one measured potential confounder, not
as a confounding-controlled effect.

2.2.6. Cardiovascular Hospitalization Data

We obtained hospitalization records for 2019-2024 from the Health Information Technology Unit
of Isfahan University of Medical Sciences. The outcome analyzed here is therefore recorded
cardiovascular hospitalizations within the participating university-affiliated hospital network, not
city-wide cardiovascular hospitalizations; private hospital admissions unaffiliated with the
university were not included, which is a potential source of selection bias. Records were included
if they met the following criteria: age 18 or older; a primary cardiovascular diagnosis (ICD-10
codes 105-109, 110115, 120-125, 126-128, I30-152, 170-179, and 195-199) (WHO, 2016);
sufficient diagnostic information; and residence within the metropolitan area (Javari & Javari,
2026). After applying these criteria, 3,207 hospitalization episodes remained, of which 3,022
(94.2%) could be geocoded to residential districts (Krieger et al., 2002; Bow et al., 2004). We
excluded the remaining 185 non-geocoded episodes (5.8%) from the primary spatial analysis
(Zandbergen, 2008; Mazumdar et al., 2010). Geocoded and non-geocoded records were
comparable across characteristics (standardized mean differences < 0.10 for all variables) and
fairly evenly distributed across districts (> = 8.7, df = 14, P = 0.79) (Cohen, 1988; Stuart, 2010).
We complemented the complete-case analysis with a sensitivity analysis evaluating the potential
influence of the geocoding exclusions under best- and worst-case allocation scenarios, which
placed the primary association within an IRR range of 1.048-1.058 (Greenland, 2001; Little &
Rubin, 2019). Because individual identifiers were unavailable for linking admissions, the
analytical unit was the hospitalization episode rather than the individual patient (Armstrong et al.,
1999; Schootman et al., 2007). If the same person contributed to multiple admissions, those
admissions are not statistically independent, which could inflate apparent precision through
within-patient correlation; and if repeated admissions cluster unevenly across districts, that could
bias the point estimate in either direction. We could not model this dependence, so both
possibilities remain limitations of the health analysis. The analysis was explicitly ecological:
hospitalization counts were aggregated to the district-month level and linked to district-level
DUVRI-Eco and PM2.s5 exposure estimates (Morgenstern, 1995; Wakefield, 2008).

The climate reconstruction covers the full 72-year period from 1951 to 2022 at the annual level,
but the primary health analysis was restricted to 2019-2022 and comprised 720 district-month
observations (15 districts x 48 months) across those same 15 districts. As detailed in Section 2.4.6,
these repeated monthly observations do not add independent exposure contrasts beyond the district
level, so the effective number of independent spatial exposure units remains 15.

2.3. Vegetation and Urban-Exposure Variables

We considered four analytical domains in the ecological vulnerability framework: hydroclimatic
stress, vegetation condition, landscape structure, and urban exposure. Vegetation conditions were
represented by the NDVI (Rouse et al., 1974; Tucker, 1979). Landscape structure was
characterized using the Dominant Patch Cover (DPC), operationalized as the Largest Patch Index
(LPI) via FRAGSTATS v4.2 (McGarigal et al., 2012; McGarigal & Marks, 1995):
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where aj is the area of the largest vegetation patch, and A is the district’s total landscape area (Wu
etal., 2000; Li & Reynolds, 1993). We calculated DPC using a vegetation-mask threshold of NDVI
> (.20, an empirically derived operational threshold consistent with regional vegetation-mask
conventions (de Jesus et al., 2016), and sensitivity analyses at 0.15, 0.25, and 0.30 produced
consistent results. DPC should be read as a measure of patch dominance, not as a direct measure
of fragmentation or functional connectivity (Fahrig, 2003; Fischer & Lindenmayer, 2007). Larger
DPC values indicate vegetation concentrated in larger, more contiguous patches, in Isfahan; this
may reflect older municipal parks with established, deep-rooted cover and a reliable water supply
(Madani, 2014), while smaller DPC values indicate more dispersed or fragmented vegetation, often
corresponding to street trees or peri-urban patches dependent on erratic water supply (Alberti,
2005). DPC is operationally defined as the Largest Patch Index (LPI) calculated using
FRAGSTATS v4.2; we use the term DPC to emphasize its interpretation as a measure of dominant-
patch structure, though readers familiar with FRAGSTATS will recognize the mathematical
equivalence. Because DPC is derived from the same NDVI-based vegetation mask used to
compute NDVI, it is not an independent environmental dimension but a structurally transformed
derivative of NDVI; its strong correlation with NDVI (p = 0.76) reflects this shared derivation.
DPC is retained as a construct-defined component representing patch dominance rather than as an
independent predictor of vegetation mortality; its incremental contribution, evaluated through
ablation analysis, was not statistically distinguishable (AAUC =—0.02; 95% CI: —0.06 to 0.02), so
its retention reflects a construct-based decision rather than a demonstrated incremental predictive
contribution. The DPC should not be read as evidence that landscape structure independently
explains mortality. A useful further check, left to future analysis of this dataset, would be to
compare the full four-component indicator directly against a reduced three-component version
(TXx, CDD, and NDVI only) across ranking, AUC, the transition point, district classification, and
health IRR; if the two versions track closely, that would itself support the architecture’s robustness
to DPC’s redundancy rather than undermine it. To preserve the temporal ordering required for
early-warning interpretation, the NDVI and DPC values feeding into DUVRI-Eco came from the
growing season preceding each mortality survey (Huang et al., 2010; White et al., 2009); for each
site, we used the most recent Landsat observation before the mortality assessment date (Pettorelli
et al., 2005). This temporal ordering holds for the vegetation components themselves but does not
establish prospective prediction of mortality for the composite indicator as a whole. The climate
components (TXx and CDD), being annual summaries, align with the mortality assessment less
precisely.

2.4. Statistical Analysis

2.4.1. Trend Analysis

We evaluated temporal trends in climate variables using the modified Mann-Kendall test (Hamed
& Rao, 1998; Yue & Wang, 2004) and Sen’s slope estimator (Sen, 1968; Theil, 1950). The
modified procedure corrects the test statistic’s variance for serial dependence using the effective
sample size, as implemented in the R package trend (v1.1.4) (Pohlert, 2020; Hipel & McLeod,
1994). Statistical significance was assessed with two-sided tests at o= 0.05 (Kendall, 1975; Mann,
1945). Because we evaluated multiple climate indices and temporal series (48 tests in total: 4
climate variables x 4 stations x 3 seasons), we applied false discovery rate control at q = 0.10 using
the Benjamini-Hochberg procedure (Benjamini & Hochberg, 1995).

2.4.2. Structural-Break Analysis



We identified potential changes in the temporal structure of hydroclimatic variables using Bai-
Perron multiple-breakpoint analysis (Bai & Perron, 2003; Bai & Perron, 1998), with the Pettitt
(1979) and SNHT (Alexandersson, 1986) procedures serving as corroborative tests (Pettitt, 1979;
Alexandersson & Moberg, 1997). As before, we distinguished climatic breakpoints from
measurement-inhomogeneity breakpoints and adjusted only the latter. We retained breakpoints for
interpretation only when their statistical evidence agreed with the corroborative analyses (P <0.05)
and the estimated segment lengths were sufficient for stable parameter estimation (minimum
segment length > 10 years) (Bai & Perron, 2003; Zeileis et al., 2003).

2.4.3. Climate-Vegetation Association Model
We evaluated district-level vegetation response using a two-way fixed-effects panel model on the
105 directly observed Landsat observations (15 districts x 7 years) (Baltagi, 2005; Wooldridge,
2010):

NDVI; = a; +ye + B1Xic + B2U; + BsMie + BalXie X Ui] + €44
where NDVIit denotes vegetation condition in district i and year t; oi and y: are district and year
fixed effects; Xit is time-varying hydroclimatic exposure (temperature anomaly); Mit is time-
varying management characteristics (irrigation water use, treated-wastewater allocation); and U i
is the time-invariant urban climatic exposure measure. Because Ui is time-invariant at the district
level, its main effect is absorbed into the district fixed effects ai and is not separately identified;
the interaction term Xit x Ui is identified because Xit varies over time within districts. We centered
continuous predictors before forming the interaction term (Schielzeth, 2010). Standard errors were
clustered at the district level (n = 15 clusters) (Cameron et al., 2008; Cameron & Miller, 2015),
and given the limited number of independent districts, we supplemented conventional asymptotic
p-values with wild cluster bootstrap p-values, reporting conventional clustered standard errors
alongside for comparison. The climate—vegetation panel model should be read as a supporting
descriptive analysis: with only 15 district clusters and 105 observations, its inferential power is
limited, and its results should not be presented as primary evidence of mechanism in the Abstract
or Conclusion.

2.4.4. Relative Contribution Analysis

To quantify how each hydroclimatic and landscape predictor contributed to explaining the
response variable, we applied the Lindeman-Merenda-Gold (LMG) decomposition (Lindeman et
al., 1980; Gromping, 2006). In this panel specification, the decomposed quantity is the centered
R? of the two-way fixed-effects model after within-transformation: (1) the R? is the centered R? of
the within-transformed model; (2) year fixed effects are absorbed before decomposition; (3)
missingness is handled by complete-case analysis across the 105 directly observed district-year
observations; and (4) the relaimpo implementation was customized to match this fixed-effects
formulation. Because our panel data consist of repeated observations nested within only 15
municipal districts, we treated the LMG estimates as descriptive measures of relative explanatory
contribution rather than inferential statistics that assume independent observations (Johnson &
LeBreton, 2004; Nimon et al., 2008), and we did not interpret the contribution percentages as
causal effects or as conventional significance tests for individual predictors. The LMG relative-
contribution analysis, reported in Supplementary Section S4, is a descriptive decomposition of the
within-transformed model’s R? not equivalent to the composite weights and provided for
descriptive completeness only.

2.4.5. Outcome-Calibrated DUVRI-Eco Construction and Nested Validation

DUVRI-Eco was developed as a composite indicator integrating four constructs—defined
components of vegetation vulnerability: thermal stress, drought persistence, vegetation condition,



and landscape patch dominance (Javari, 2025a; Javari & Javari, 2026). These dimensions are
represented by annual maximum temperature (TXx), consecutive dry days (CDD), the normalized
difference vegetation index (NDVI), and Dominant Patch Cover (DPC), operationalized via the
Largest Patch Index (LPI) as a proxy for patch dominance (Frich et al., 2002; Rouse et al., 1974;
McGarigal et al., 2012). Before aggregation, we transformed the four components to a common
dimensionless scale and reoriented them so that higher values consistently indicate greater
ecological vulnerability (Saisana & Tarantola, 2002; OECD, 2008). For each component j, we
performed robust min-max normalization using the 1st and 99th empirical percentiles (Hader &
Héder, 1995; Carpenter, 2001):

Xij — Qoo
Qo.99,; — Qo.01,)° 0.1
Values below the Ist percentile were clipped to 0 and values above the 99th to 1. We assessed
sensitivity to the choice of percentile by repeating the normalization at the 2.5th—97.5th and 5th—
95th percentiles; the resulting weights and health IRRs were nearly identical (within +0.01 for
weights and £0.003 for IRRs). As a further sensitivity analysis, we recalculated DUVRI-Eco using
z-score normalization in place of percentile-based min-max normalization; the resulting district
rankings correlated strongly with the primary specification (Spearman’s p = 0.96), and the health
IRR was essentially unchanged (IRR = 1.050; 95% CI: 1.016—1.085). We assessed the stability of
district rankings under alternative normalization scenarios. The Spearman rank correlation
between district DUVRI-Eco scores under the 1st-99th, 2.5th—97.5th, and 5th-95th percentile
scenarios was at least 0.97, and the maximum absolute rank change for any district was a single
position, indicating that the spatial ordering of districts is robust to the choice of normalization
percentile. For the protective variables (NDVI, DPC), we reverse-coded the normalized scores as:

Zij =1- Z{?W

where Z;;" is the raw normalized value before reverse-coding. We specified the composite
DUVRI-Eco score as a weighted linear combination (Freudenberg, 2003; Bohringer & Jochem,
2007):

Zij = Chp

DUVRI-Eco; = wrxZrx; + WeppZepp,i + WhpviZnovi,i + WppcZppc,i

subject to wj > 0 and £ wj =1 (OECD, 2008; Greco et al., 2019).

We chose the additive form as the primary specification because it preserves each component’s
monotonic contribution and avoids estimating interaction parameters that would be only weakly
supported by 15 district-level exposure profiles. The additive formulation should be understood as
an operational approximation of a multi-dimensional stress construct, not a claim that heat and
drought act independently. A sensitivity analysis using a multiplicative formulation (DUVRI-
Eco_multiplicative=7Z TXx xZ CDD xZ NDVI x Z DPC) yielded a health IRR of 1.046 (95%
CI: 1.012—1.081), consistent with the primary estimate. We did not separately test an explicit heat—
drought interaction term (e.g., a TXx x CDD product) within the calibration model; given that only
15 independent district-level exposure profiles are available, such an interaction is unlikely to be
reliably identified, but formally confirming this, and thereby providing a direct empirical
justification for the additive specification, is a natural extension for a larger calibration sample.
The indicator is better described as a multi-dimensional heat—drought stress indicator than as a
statistically explicit measure of compound events. A formal compound-event analysis using
copulas or joint exceedance probabilities would require a larger number of independent spatial
units and is a worthwhile direction for future research. We estimated the normalization parameters
(percentiles) within each training fold during cross-validation to prevent information leakage from
the test set. The final descriptive indicator uses normalization parameters estimated from the



complete dataset; this version is used only for mapping and descriptive purposes, not for
validation. All validation metrics are based on out-of-fold predictions.
Because all DUVRI-Eco components are defined at the district level, we specified the primary
calibration model at that level. For each district d, mortality was summarized as a pooled
proportion:
_ 2iea Dy
Diea i
where D 1 is the number of dead trees at site 1 and n_1 is the number of assessed trees at site 1,
weighting sites by the number of trees assessed. The district-level model was:
logit(py) = @ + - DUVRI,
As a sensitivity analysis, we also fitted a site-level hierarchical model with district random effects:
logit(p;) = @ + uz + B - DUVRI,
where ud ~ N(0, 6%u). Both specifications yielded similar weights; the district-level model remains
the primary specification because it matches the spatial scale of the DUVRI-Eco components.
We did not include species composition in the aggregation, since the calibration data do not support
species-specific weights. A descriptive heterogeneity analysis of site-level mortality, tree counts,
and species composition appears in results; future studies with larger samples should examine
whether species composition modifies the weight structure. We jointly estimated the intercept, the
response coefficient, and the component weights by constrained maximum likelihood, subject to
wj >0, X wj=1, and > 0 (Collett, 2003; Nelder & Wedderburn, 1972). We imposed the > 0
constraint a priori to preserve the intended monotonic direction of the vulnerability construct, the
conceptual expectation that higher composite vulnerability should not be associated with lower
vegetation mortality. As a sensitivity analysis, we also fitted the calibration model without this
constraint; the estimated B remained positive, and the resulting weights were nearly identical
(within £0.01). We solved the constrained optimization directly via sequential quadratic
programming (SQP), and as an independent numerical check, also performed box-constrained
optimization (L-BFGS-B) followed by projection onto the simplex; the two procedures produced
identical weights to three decimal places, confirming convergence to the same constrained
maximum-likelihood solution. We repeated the SQP procedure with 100 random starting values
drawn from a Dirichlet (1) distribution and retained the solution with the highest log-likelihood,
declaring convergence when the relative change in log-likelihood fell below 107 for three
consecutive iterations. Numerical convergence does not, by itself, imply statistical identifiability:
the manuscript demonstrates the former, but the data remain insufficient to precisely identify the
weight vector, which is why we report profile-likelihood diagnostics for every weight.
The constrained maximum-likelihood solution placed the largest weight on CDD (0.31), followed
by TXx (0.28), NDVI (0.26), and DPC (0.15). Bootstrap-derived 95% confidence intervals, based
on a district-clustered bootstrap with 1,000 replications (Table 3), were CDD (0.26—0.37), TXx
(0.22-0.34), NDVI (0.20-0.32), and DPC (0.09-0.21). Profile-likelihood diagnostics, however,
revealed limited identifiability of the individual weights, particularly for CDD (flat between 0.26
and 0.37) and TXx (flat between 0.22 and 0.34), a pattern indicating that several weight
configurations fit the calibration data about equally well. These estimates are therefore best read
as an admissible calibration solution rather than a precise accounting of each component’s relative
importance, and the weight ranking should be treated as suggestive rather than definitive. Given
this, we regard the calibrated weights as domain-specific regularization parameters that anchor the
composite construct to the Isfahan calibration sample, rather than as estimable population-level
component effects that would be expected to hold in other settings. In short, the data constrain the
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composite score far more tightly than they constrain the individual weights, and the confidence
intervals describe the range of plausible values under the specified model rather than evidence of
precise parameter estimation. District-level calibration data, the correlation matrix, the condition
number, and the weight surface are reported in Supplementary Section S2.
In practical terms, the calibrated weights are best regarded as domain-specific regularization
parameters that stabilize the composite score for this study domain, rather than as estimable
population-level effects of each environmental dimension.
Bootstrap confidence intervals describe sampling variability under the specified model and should
be read as descriptive measures of uncertainty. Profile-likelihood diagnostics describe the
identifiability of individual parameters and the range of values the likelihood supports. The two
are not equivalent: bootstrap intervals can appear narrow even when the likelihood surface is flat,
and profile likelihood can reveal weak identifiability even when bootstrap intervals appear precise.
We report both, treating profile likelihood as the primary diagnostic for weight identifiability. To
characterize the stability of the composite indicator score, rather than the precision of the
individual weights, we generated 10,000 weight vectors from the likelihood-supported region,
defined as the set of weights with log-likelihood within 2 units of the maximum. This region should
be read as a sensitivity region for robustness analysis, not as a formal confidence region: for a four-
component weight vector under a simplex constraint, the effective parameter dimension exceeds
one, so the 2-unit cutoff does not correspond to a 95% confidence region under either profile or
joint likelihood definitions. We use this region solely to characterize the range of weight
configurations that fit the calibration data comparably well. The 2-unit cutoff itself is a
conventional but ultimately arbitrary choice; we did not re-run the stability analysis under
alternative cutoffs (e.g., AL =1 or Al = 3), and confirming that the rank-stability and score-stability
conclusions hold under those alternative bounds is a worthwhile check for future work using this
dataset. For each candidate weight vector, we re-optimized the intercept and mortality-response
coefficients conditional on those weights, using the same constrained maximum-likelihood
procedure, and evaluated the likelihood at the resulting conditional optimum. The sampling
algorithm was as follows:

1. Parameterize the weight simplex using a Dirichlet (1) proposal distribution, ensuring wj >
0 and Zwj=1.

2. Draw candidate weight vectors independently from Dirichlet (1).

3. For each candidate, re-optimize the intercept and mortality-response coefficients
conditional on the candidate weights.

4. Evaluate the likelihood at the resulting conditional optimum.
Accept vectors with log-likelihood > (max log-likelihood — 2).
Continue sampling until 10,000 accepted vectors are obtained.
Fix the random seed at 20240517 for reproducibility.
The acceptance rate was 3.7%, yielding 10,000 accepted vectors from 270,270 candidate

N

draws.

For each accepted weight vector, we calculated DUVRI-Eco for all 15 municipal districts and
assessed five features: (i) the rank correlation between the resulting indicator and the primary
indicator (Spearman’s p); (i1) the maximum absolute rank change for any district; (iii) the stability
of the candidate transition-point classification; (iv) the distribution of district-level DUVRI-Eco
scores; and (v) the absolute score change relative to the maximum-likelihood solution. The median
rank correlation across the plausible weight surfaces was 0.94 (IQR: 0.89-0.97), and the maximum
rank change for any district was 3 positions. We considered a district classification-stable if its



category relative to the candidate transition point (above vs. below t = 0.65) held constant across
all 10,000 accepted weight vectors; by this definition, 13 of 15 districts (86.7%) were
classification-stable. The two classification-unstable districts are identified, which reports the
percentage of accepted weight vectors classifying each district above and below t, along with the
rank range and score range. Beyond rank stability, we also assessed absolute score stability: for
each district, we calculated the absolute difference between its DUVRI-Eco score under each
accepted weight vector and its score under the maximum-likelihood solution. The median absolute
score change across all districts and weight vectors was 0.021 (IQR: 0.009-0.038), with a
maximum absolute change of 0.087. In other words, while the individual weights are weakly
identified, the resulting indicator score and its spatial classification vary relatively little across the
plausible weight surface. Exploratory nonlinear mortality-response model. To characterize
potential nonlinearity in the relationship between DUVRI-Eco and vegetation mortality, we fitted
a segmented logistic regression model at the district level as a secondary analysis, parameterized
with a continuous hinge function:
logit(p?) = a + B1D9 + B2(D¢ — 1)+

where pd 1s the pooled vegetation-mortality proportion in district d, Dd is the DUVRI-Eco score,
(Dd — 1)+ = max (D4 — 1, 0), a is the intercept, P: is the slope below the transition point, 32 is the
change in slope at the transition point, and 1 is the empirically estimated transition point. The slope
below t is therefore 1, and the slope above 1 is i + .

We estimated the transition point by profile likelihood, evaluating candidate values of T across the
observed DUVRI-Eco range subject to the interior constraint Q 0.10 < 1 < Q_0.90. For each
candidate value, we fitted the logistic model using maximum likelihood with 1 fixed and recorded
the corresponding profile log-likelihood; T was defined as the candidate value with the highest
profile log-likelihood. We defined a 95% profile-likelihood confidence interval by 2[£(T) — £(t)]
< y*1,0.9s = 3.84. We refined the transition-point grid from an initial increment of 0.005 to 0.001
and coarsened it to 0.010 as sensitivity analyses, and repeated the analysis with the wider constraint
Q 0.05 <1 <Q _0.95. We fitted the segmented model after fixing the DUVRI-Eco component
weights at their primary maximum-likelihood estimates, so it was not used to re-estimate the
composite-indicator weights. The estimated transition point was T = 0.65 (95% profile-likelihood
CI: 0.62-0.68); the estimated slope below the transition was 1 = 1.8 (95% CI: 1.0-2.6), and the
estimated change in slope above the transition was B2 = 2.4 (95% CI: 1.2-3.6). These estimates
correspond to an above-transition slope of f: + B2 = 4.2 and a slope ratio (above vs. below) of 2.3
(95% CI: 1.6-3.2). Supplementary Figure 1 shows the profile log-likelihood for 1. To assess the
identifiability of the transition point, we checked three conditions: (i) the profile log-likelihood has
a well-defined maximum rather than a flat plateau; (i1) both B: and B: + 2 are bounded away from
zero; and (iii) at least five districts fall on each side of 7 in the calibration data. Sensitivity analyses
using alternative grid resolutions (0.001 and 0.010) yielded identical estimates of T to two decimal
places, with slopes differing by less than 5%. Using the wider constraint Q 0.05 <t <Q 0.95
gave T = 0.64 (95% CI: 0.61-0.67), with slopes 1 = 1.7 and B: + B2 = 4.1, consistent with the
primary specification. Because we estimated 1 from the calibration sample itself, we interpret it as
a descriptive transition in the observed exposure-response relationship, not as a biological
threshold or a validated management cutoff. The segmented analysis is accordingly hypothesis-
generating and was not used to define operational vulnerability categories. Because the component
weights were only weakly identified within the 15-district calibration domain, we conducted a
weight-sensitivity analysis to assess how robust the health association is to alternative, plausible
weight configurations. This analysis is not intended to represent a formal probability or posterior



distribution over the component weights. The primary health analysis used the maximum-
likelihood weight vector w MLE = (0.28, 0.31, 0.26, 0.15) for TXx, CDD, NDVI, and DPC,
respectively. For the sensitivity analysis, we sampled 1,000 weight vectors from the prespecified
likelihood-supported region defined by Al < 2, where Al = { max — {(w), drawing independent
Dirichlet (1,1,1,1) candidates and retaining those that satisfied the likelihood criterion, continuing
until we obtained 1,000 accepted vectors (random seed fixed at 20240517). For each retained
weight vector w”\(r), we recalculated district-level DUVRI-Eco scores as

DUVRIY = z wZy;
J

then refit the primary health model using DUVRI g) as the exposure while keeping the rest of the
specification unchanged, recording the resulting incidence-rate ratio for each replicate.
We summarize the distribution of the resulting IRRs by their median and 2.5th and 97.5th
percentiles, referred to here as a sensitivity range rather than a confidence, credible, or formal
uncertainty interval, since it quantifies how much the estimated health association shifts across
weight configurations that fit the calibration data comparably well.
The weight-sensitivity analysis yielded a median IRR of 1.049, with a 2.5th-97.5th percentile
sensitivity range of 1.012—1.089. This range overlapped the primary model-based confidence
interval (IRR = 1.052; 95% CI: 1.018-1.087) and remained directionally consistent with the
primary estimate across the likelihood-supported weight configurations. This analysis does not
propagate uncertainty from the NDVI reconstruction, PM2.5 reconstruction, hospitalization
ascertainment, or sampling variability in the calibration data; a joint uncertainty model
incorporating all these sources was beyond the scope of the present study. The sensitivity range
should therefore be read as a robustness check conditional on the specified sampling scheme and
likelihood-supported region, not as a complete characterization of uncertainty in the health
association. To obtain less optimistic estimates of out-of-sample predictive performance at
different spatial scales, we implemented a district-blocked leave-one-district-out cross-validation
framework with two distinct validation objectives (Varma & Simon, 2006; Hastie et al., 2009).
Because DUVRI-Eco is built from district-level variables, validation strategies must account for
the risk of data leakage when sites from the same district appear in both training and test sets. First,
to assess within-district predictive performance, we used a leave-one-site-out strategy as the outer
loop, with 34 outer folds (one per field site); because co-located sites share district-level predictor
values, this scheme is best read as a within-district test rather than an independent geographic test.
Second, to assess internal geographic validation, we used a leave-one-district-out strategy as the
outer loop, with 15 outer folds (one per municipal district): within each fold, all sites from the
withheld district served as the test set, and the model was trained exclusively on sites from the
remaining 14 districts. This district-block internal validation yielded an AUC of 0.79 (95% CI:
0.73-0.85), which we treat as the primary estimate of internal geographical discrimination
performance. For each leave-one-site-out fold, we performed the following steps:

1. Remove the held-out site from the dataset.

2. Recompute the district-level pooled mortality proportion for the district containing the
held-out site, using only the remaining sites in that district.

3. Recompute all normalization parameters (1st and 99th percentiles) using only the training
data.

4. Re-estimate the four component weights using only the training data.

5. Re-estimate the transition points using only the training data.

6. Calculate the hold-out site’s DUVRI-Eco score using the training-derived normalization



and weights.

7. Predict the held-out site’s mortality using the training-derived model.
Leakage-free district-blocked calibration algorithm. For each leave-one-district-out fold:

1. Remove all sites in the hold-out district from the dataset.

2. Recompute the district-level pooled mortality proportions using only the training districts.

3. Recompute all normalization parameters (1st and 99th percentiles) using only the training
districts.

4. Re-estimate the four component weights using only the training districts.

5. Re-estimate the transition points using only the training districts.

6. Calculate the hold-out district’s DUVRI-Eco score wusing the training-derived
normalization and weights.

7. Predict the hold-out district’s mortality using the training-derived model.

8. Aggregate predictions across all held-out districts to compute the district-blocked AUC.
These procedures ensure that no information from a hold-out site or district is contributed to any
calibration or normalization step.

We obtained confidence intervals for the pooled out-of-fold AUC using 1,000 district-level
bootstrap resamples, preserving the district as the resampling unit; the bootstrap was applied to the
fixed pooled out-of-fold predictions without refitting the nested cross-validation models within
each replicate, so the resulting interval reflects district-level resampling variability conditional on
the fitted cross-validation predictions. The district-blocked AUC was 0.79 (95% CI: 0.73-0.85).
This uncertainty should still be read in light of the small number of independent districts (n = 15)
and the low event counts in several held-out folds (range: 3—12 mortality events per fold). The
distribution of fold-specific AUCs was: median = 0.80, IQR = 0.74-0.85, range = 0.68-0.91. A
sensitivity analysis excluding the most influential district (District 7) yielded an AUC of 0.77 (95%
CI: 0.70-0.84), a modest change. This estimate should be read as internal geographic
discrimination within the Isfahan study domain, not as evidence of external validity.

The site-level AUC of (0.81) is useful for predicting mortality at new sites within districts that
already have calibration data; because sites within the same district share identical district-level
predictor values, however, the 34 site-level folds do not represent 34 independent validation cases.
The district-block AUC (0.79) is therefore the primary estimate for assessing spatial generalization
to hold-out districts within the same urban system.

All screening performance metrics (sensitivity, specificity, PPV, NPV, decision curve analysis)
are out-of-fold estimates from the nested cross-validation procedure, not values computed on the
full fitted sample. These metrics are reported as descriptive measures; because the candidate
transition point is not the validated operational cutoff, they should not be read as clinical or
management decision thresholds.

2.4.6. Cardiovascular Disease Analysis

Following calibration and validation, we treated the final DUVRI-Eco formulation as the
environmental exposure metric for the cardiovascular disease analysis (Javari & Javari, 2026). For
the health analysis, DUVRI4 was defined as the district-level mean of the annual DUVRI-Eco
scores over 2019-2022. Because the composite indicator’s components are defined at the district
level and the interannual variation in component scores was small relative to between-district
differences, we treated this district-level summary as time-invariant during the health observation
period. The analysis is best characterized as a district-level ecological panel analysis with a time-
invariant exposure: although hospitalization outcomes were observed monthly, the exposure itself
was not, so all between-district inference rests on the 15 municipal districts of Isfahan, the primary



spatial exposure units throughout. The analysis does not establish temporal precedence of exposure
and outcome and should not be read as a longitudinal exposure-response model. We conducted the
health analysis independently of the vegetation-mortality-based indicator calibration;
cardiovascular outcomes played no part in the DUVRI-Eco weights or their vegetation-mortality
thresholds (Greenland, 2001). We pre-specified the following inferential hierarchy for the health
analysis: (1) district-level ecological regression as the primary specification; (2) the ICAR spatial
model as a sensitivity analysis; (3) district-clustered bootstrap for confidence intervals; and (4) a
district-level permutation test as a descriptive stability assessment. The district-level regression is
the primary basis for interpretation; Table 4 identifies the inferential role of each specification
explicitly. The primary cardiovascular analysis was restricted to 2019-2022, for which direct
Landsat observations were available for 2019, 2020, and 2022, with a reconstructed value used for
2021. The extended analysis (2019-2024), which used reconstructed NDVI values for 2023 and
2024, is reported as a sensitivity analysis. This structure keeps the primary health estimate from
depending on temporal extrapolation beyond the observed range (the last direct Landsat year was
2022). We analyzed cardiovascular hospitalization counts using a generalized linear mixed-effects
framework with a Poisson distribution and log link (Liang & Zeger, 1986; Diggle et al., 2002):
Y;: ~ Poisson(ug;)

12
where Yat denotes cardiovascular hospitalization episodes in district d and month t (McCullagh &
Nelder, 1989); Popdt is the annual population for district d in year t, and the offset log(Popat / 12)
reflects the monthly exposure period; DUVRI4 represents the district-level vegetation vulnerability
measure, time-invariant within the health observation period; PM2.54t represents particulate
exposure (Brook et al., 2010; Pope et al., 2009); Month _t (12 categories) and Year: (four categories
for the primary window; 2019, 2020, 2021, 2022, with 2019 as reference) are categorical controls;
and bq is the district-level random intercept (Bates et al., 2015; Pinheiro & Bates, 2000). We
calculated the incidence rate ratio (IRR) for each predictor as IRR A = exp(B-A), with A = 0.10
for the primary analysis (Rothman et al., 2008; Vittinghoff et al., 2012).
Population denominators came from the Isfahan Statistical Yearbook for annual district-level
estimates. Because monthly population estimates were available, we assumed a uniform
distribution across months for the monthly analyses and used log (Popdt / 12) as the offset,
effectively assuming that person-time exposure is proportional to annual population divided by 12.
A sensitivity analysis using annual population as the offset yielded nearly identical results (IRR =
1.051 vs. 1.052).
The model included month fixed effects (12 categories) and year fixed effects to account for
seasonal patterns and secular trends in cardiovascular hospitalizations. To assess residual temporal
dependence, we additionally fitted a sensitivity model with an AR (1) temporal correlation
structure within districts.
The Pearson y?/df was 1.08, and the Deviance/df was 1.06, both close to 1, indicating no substantial
overdispersion; we retained the Poisson specification as the primary model. A negative binomial
model fitted as a sensitivity check yielded a nearly identical IRR (1.054 vs. 1.052). Overdispersion
is not the principal limitation of this analysis; the primary limitations are exposure dimensionality
(15 municipal districts), ecological confounding, spatial identifiability, and episode-level
dependence. The negative binomial sensitivity analysis shows that overdispersion is not driving
the results.
The health dataset comprised 720 district-month observations in the primary window and 3,022
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geocoded hospitalization episodes. DUVRI-Eco, however, was defined at the level of Isfahan’s 15
municipal districts and remained time-invariant during the health observation period; the health
analysis was conducted across these same 15 districts, the primary spatial exposure units. The
coefficient is subsequently identified from between-district exposure contrasts across these 15
districts. While repeated monthly outcomes improve estimation of temporal patterns, it does not
create additional independent exposure contrasts; although the primary analysis includes 720
district-month observations, the effective number of independent spatial exposure units remains
15. The 15 municipal districts are the official administrative units of the study; the limitation is not
the number of districts per se, but the fact that the exposure contrast is identified at the district
level. The DUVRI-Eco coefficient is identified solely from between-district contrasts, leaving it
vulnerable to unmeasured district-level confounding (e.g., socioeconomic status, smoking
prevalence, health services access). The reported confidence interval describes the stability of the
association under the specified model; it is not a precise effect estimate based on independent
observations. The health analysis should be read as a descriptive ecological association, not as a
confirmatory epidemiological finding.

Because DUVRI-Eco is time-invariant within districts, a conventional district fixed-effect model
would absorb the exposure completely, so we used a district random intercept instead, which
assumes that district-level heterogeneity is uncorrelated with the exposure, an assumption the
current design cannot test. The district random intercept accounts for residual clustering but does
not control for time-invariant district-level confounding correlated with DUVRI-Eco. The
Mundlak formulation, which includes district-level means of time-varying covariates, partially
addresses this concern but does not eliminate the possibility of unmeasured district-level
confounding. The random intercept should be understood as a modeling choice that enables
estimation of the between-district association, not as a solution to confounding.

To partially address this, we implemented three complementary strategies: (1) a between-within
(Mundlak) formulation (Mundlak, 1978; Bell et al., 2019); (2) an ICAR spatial model (Besag et
al., 1991) as a sensitivity analysis; and (3) a district-level permutation test (10,000 permutations)
as a descriptive stability assessment. None of these adjustments amounts to controlling for
unmeasured district-level confounding.

Because DUVRI-Eco exhibited spatial autocorrelation (Moran’s I = 0.35), unrestricted
permutation of district exposure labels does not preserve the observed spatial structure, so we do
not treat this analysis as a formal spatial hypothesis test; we report it only as a descriptive stability
assessment in the Supplementary Material. A spatially constrained permutation scheme would
offer a more appropriate null distribution and is worth pursuing in future studies with larger spatial
systems. As noted above, the climate reconstruction covers the full 72-year period from 1951 to
2022 at the annual level, while the primary health analysis was restricted to 2019-2022 and
comprised 720 district-month observations (15 districts x 48 months) across those same 15
municipal districts. Because DUVRI-Eco was time-invariant at the district level during the health
observation period, these 720 district-month observations represent repeated measurements within
15 districts subject to spatial dependence, not 720 independent exposure units; a larger number of
monthly observations does not increase the number of independent exposure contrasts.

The outcome analyzed here is recorded cardiovascular hospitalizations within the participating
university-affiliated hospital network, not city-wide cardiovascular hospitalizations; private
hospital admissions unaffiliated with the university were not included. If districts differ in their
access to university hospitals, the observed association may partly reflect care rather than
cardiovascular disease incidence, so the health should be described as a hospitalization rate or



recorded hospitalization burden, not as individual cardiovascular risk.

2.4.7. Sensitivity and Robustness Analyses

We assessed stability under alternative specifications through pre-specified sensitivity analyses
addressing the principal sources of methodological uncertainty (Carpenter & Bithell, 2000; Green
et al., 2010); the full list of sensitivity analyses and their results appears in the Supplementary
Material. Because this study includes a large number of analyses that do not belong to a single
family of confirmatory hypotheses, we do not apply one global multiplicity correction across all
of them; instead, Table 4 organizes them into an explicit three-tier inferential hierarchy: (1)
primary confirmatory/descriptive analyses, the DUVRI-Eco calibration and the district-blocked
AUC; (2) secondary analyses, the segmented mortality response and the cardiovascular health
association; and (3) sensitivity analyses, the ICAR model, PM2.5 adjustment, the reconstructed-
year extensions, and the weight-perturbation checks. Only the first tier is treated as the primary
basis for the study’s conclusions; the second and third tiers support and stress-test those
conclusions without independently establishing them. To assess sensitivity to spatial neighborhood
specification, we additionally fitted the ICAR model using three alternative spatial weights
matrices: queen contiguity, k-nearest-neighbor (k = 3 and k = 5), and inverse-distance-based
weights; results appear in Table 5. The breadth of these sensitivity analyses should not be read as
compensating for the limited number of independent exposure units; they test specification
stability but do not increase that number.

2.4.8. Spatial Analysis
We assessed spatial autocorrelation using global Moran’s I with a queen-contiguity weights matrix
(Moran, 1950; Cliff & Ord, 1981). The queen-contiguity graph formed a single connected
component across all 15 municipal districts, averaging 3.1 neighbors per district (range: 2—5). The
positive global bivariate Moran’s I (0.31; 95% CI: 0.12-0.50; permutation-based P = 0.02)
suggested spatial co-occurrence between higher DUVRI-Eco values and higher hospitalization
rates; given the limited number of districts (n = 15), we read this as descriptive secondary evidence
rather than evidence of a spatial process, and it is reported in the Supplementary Material without
further over-interpretation. Spatial error models serve as robustness diagnostics (Anselin, 1988;
Bivand et al., 2013). We conducted spatially blocked cross-validation by withholding entire
districts from model development, deriving all preprocessing parameters, component weights,
model specifications, and threshold estimates exclusively from the remaining districts (Roberts et
al., 2017; Meyer et al., 2018).
We specified the ICAR model as a sensitivity analysis for the health analysis because it explicitly
models spatially structured residual variation across the 15 municipal districts. We fitted the ICAR
specification using a row-standardized queen-contiguity spatial weights matrix, confirmed the
spatial graph formed a single connected component, applied a sum-to-zero identifiability
constraint and penalized-complexity (PC) priors, and fitted the model using integrated nested
Laplace approximation (INLA). The full model was specified as:

Y;: ~ Poisson(ug;)
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where Yat denotes cardiovascular hospitalization episodes in district d and month t; Popa: is the
annual population for district d in year t; DUVRIa represents the district-level vegetation



vulnerability measure; PM2.54: represents particulate exposure; Month: (12 categories) and Yeart
(four categories for the primary window) are categorical controls; bd is an unstructured district-
level random intercept; and ud is a spatially structured random effect following an intrinsic
conditional autoregressive (ICAR) prior. We specified the PC prior for the spatial standard
deviation ocu as P(cu > 1) = 0.01, following the recommendation of Simpson et al. (2017), and
achieved identifiability between bd and ud through the sum-to-zero constraint X ud = 0. Results
are reported in Table 6. The ICAR model is a sensitivity analysis that accounts for spatially
structured residual variation; it does not constitute control for unmeasured spatial confounding.
Because DUVRI-Eco, the district random intercept, and the ICAR spatial effect are all defined
over the same 15 municipal districts, the exposure coefficient is not fully separable from the latent
spatial structure. The ICAR estimate should be treated as a conditional spatial association under
the specified prior, not as a fully adjusted exposure effect or an independent confirmation of the
primary model. Throughout this manuscript, we therefore treat the DUVRI-Eco coefficient as a
conditional spatial association under the specified prior/model, not as a fully separable exposure
effect.

To assess sensitivity to the prior specification for the spatial variance component, we fitted the
ICAR model under three PC prior scales: (1) the default, P(c_u > 1) = 0.01; (2) a wider prior,
P(c_u>1.5)=0.01; and (3) a stronger prior, P(c_u>0.5) = 0.01. Results are reported in Table 6.
To assess whether the choice of spatial neighborhood definition materially affected the ICAR
results, we fitted the model using three alternative spatial weights matrices, k-nearest-neighbor (k
=3 and k = 5) and inverse-distance-based weights, while retaining the queen-contiguity matrix as
the primary specification. After fitting the ICAR model, we assessed residual spatial
autocorrelation using Moran’s I with the queen-contiguity structure. The residual Moran’s I was
0.06 (95% CI: —0.11 to 0.23; P = 0.29), indicating no substantial spatially structured residual
variation; the spatial random effect was accounted for. The global bivariate Moran’s I analysis
identified a positive spatial association between DUVRI-Eco and hospitalization rates (I = 0.31,
95% CI: 0.12-0.50; permutation-based P = 0.02). Local bivariate Moran’s I results are reported in
the Supplementary Material as exploratory and descriptive; because we conducted 15 local tests
without multiplicity adjustment, the local p-values should not be read as confirmatory evidence of
district-specific clustering. Globally, Moran’s I remains the primary spatial association.

3. Results

3.1. Hydroclimatic Trends and Vegetation Changes

3.1.1. Long-Term Hydroclimatic Trends

Analysis of the 72-year homogenized climate record (1951-2022) revealed persistent warming
and declining moisture availability across the Isfahan study area (Figure2). Minimum temperatures
rose by 0.29°C per decade (95% CI: 0.21-0.37; P = 0.003, FDR-adjusted), and maximum
temperatures rose by 0.21°C per decade (95% CI: 0.15-0.27; P = 0.004, FDR-adjusted). Over the
same period, growing-season moisture availability, measured by the Composite Moisture
Anomaly Index (CMALI), fell by 26% on a period-mean basis, compared to 1951-1990 (mean =
0.42; 95% CI: 0.38-0.46) to 1991-2022 (mean = 0.31; 95% CI: 0.27-0.35; P < 0.001). The
endpoint change from 1951 to 2022 was larger still (—35.6%), reflecting the cumulative effect over
the full study period.

3.1.2. Vegetation Responses to Climatic Stress

Consistent with this drying trajectory, NDVI declined an estimated 15-20% in the most severely
affected districts between 1991 and 2022. This estimate rests on direct Landsat observations
supplemented by reconstructed values for descriptive completeness; because part of the historical



series was reconstructed from a statistical model, it should be read as an inferred temporal trend
rather than a direct observation of vegetation loss. The primary attribution analysis, restricted to
the 105 directly observed district-year observations, confirmed a statistically significant negative
trend (B = —0.0032 per year; 95% CI: —0.0041 to —0.0023; P < 0.001). The proportion of green
space classified as severely stressed (VCI < 35%) rose from 24% to 58% over the same interval.
This VCl-based classification is reconstruction-dependent and should be read as a relative
indicator of vegetation stress, not as a direct observation of vegetation mortality.

3.2. DUVRI-Eco Calibration and Validation

3.2.1. Outcome-Calibrated Component Weights

The primary district-level calibration model yielded non-negative component weights summing to
unity. The constrained maximum-likelihood solution placed the largest weight on CDD (0.31),
followed by TXx (0.28), NDVI (0.26), and DPC (0.15). Bootstrap-derived 95% confidence
intervals, based on a district-clustered bootstrap with 1,000 replications (Table 3), were CDD
(0.26-0.37), TXx (0.22-0.34), NDVI (0.20-0.32), and DPC (0.09-0.21). Profile-likelihood
diagnostics, however, indicated limited identifiability of the individual weights, particularly for
CDD (flat between 0.26 and 0.37) and TXx (flat between 0.22 and 0.34), a pattern that several
weight configurations fit the calibration data about equally well (Figure4). These estimates are
therefore best read as an admissible calibration solution rather than a precise accounting of each
component’s relative importance, and the weight ranking should be treated as suggestive rather
than definitive. The data constrain the composite score far more tightly than the individual weights,
and the confidence intervals describe the range of plausible values under the specified model rather
than evidence of precise parameter estimates. As reported in Methods, removing the a priori
monotonicity constraint (3 > 0) left the estimated mortality-response coefficient positive and
changed the component weights by no more than +0.01, indicating that the outcome direction was
not an artifact of the constraint.

The median rank correlation across the plausible weight surfaces was 0.94 (IQR: 0.89-0.97), and
the maximum rank change for any district was 3 positions. We considered a district classification-
stable if its category relative to the candidate transition point (above vs. below 1 = 0.65) held
constant across all 10,000 accepted weight vectors; by that definition, 13 of 15 districts (86.7%)
were classification-stable, with the two unstable districts identified. The median absolute score
change across all districts and weight vectors was 0.021 (IQR: 0.009-0.038), with a maximum
absolute change of 0.087. In short, while individual weights are weakly identified, the resulting
indicator score and its spatial classification show relatively limited variation.

The relatively low weight assigned to DPC (0.15), together with its strong correlation with NDVI
(Spearman’s p = 0.76, 95% CI: 0.68-0.82), suggests partial redundancy between the two
indicators. These weights were calibrated for vegetation mortality and should not be assumed to
reflect the relative importance of these variables for cardiovascular outcomes.

The site-level hierarchical sensitivity model, which modeled mortality at the site level with district
random effects, produced similar weights: CDD = 0.32 (95% CI: 0.27-0.38), TXx = 0.27 (95%
CI: 0.21-0.33), NDVI = 0.26 (95% CI: 0.19-0.32), and DPC = 0.15 (95% CI: 0.08-0.22), with an
AUC 0f 0.78 (95% CI: 0.72—0.84).

3.2.2. Exploratory Nonlinear Mortality Response

The relationship between DUVRI-Eco and vegetation mortality followed a segmented nonlinear
pattern, with an empirically estimated candidate transition point at T= 0.65 (95% profile-likelihood
CI: 0.62—-0.68). The estimated slope below the transition was 1 = 1.8 (95% CI: 1.0-2.6), and the
estimated change in slope above the transition was B2 = 2.4 (95% CI: 1.2-3.6); together these give



an above-transition slope of 1 + B2 = 4.2 and a slope ratio (above vs. below) of 2.3 (95% CI: 1.6—
3.2). This candidate transition point marks a substantial increase in the mortality response’s slope
increase substantially on the logistic scale; it is not a biological invariant or a validated health
cutoff. The candidate transition point held across all 15 district-blocked validation folds, but it
should be read as a descriptive feature of the calibration sample, not as a biological invariant or
validated management threshold, and should not be used for operational decision-making without
external validation.

3.2.3. Predictive Performance via Nested Cross-Validation

Pooled out-of-fold predictions from the 34 outer validation folds yielded a nested site-level out-
of-sample AUC of 0.81 (95% CI: 0.73—-0.88). Because sites within the same district share identical
district-level predictor values, the 34 site-level folds do not represent 34 independent validation
cases.

When entire districts were withheld from model development to assess internal geographic
generalization, the district-block spatial AUC was 0.79 (95% CI: 0.73-0.85; AAUC =-0.02; 95%
CI: —0.06 to 0.02). This district-blocked AUC is the primary estimate of the indicator’s predictive
performance in held-out districts within the same urban system; with only 15 municipal districts
available, it should be read as internal geographic discrimination within the Isfahan study domain
rather than evidence of external validity. The distribution of fold-specific AUCs was: median =
0.80, IQR =0.74-0.85, range = 0.68-0.91, with mortality events per fold ranging from 3 to 12. A
sensitivity analysis excluding the most influential district (District 7) yielded an AUC of 0.77 (95%
CI: 0.70-0.84)—a modest change.

Discrimination (AUC) and rank stability are not the whole of validation for a screening indicator,
and we report what the calibration sample can support without overstating it. The index-score
stability analysis above (median rank correlation = 0.94; median absolute score change = 0.021)
speaks to ranking stability. Formal calibration diagnostics for the mortality-response model
itself—a calibration slope and intercept, a Brier score, and sensitivity/specificity or predictive
values at the candidate transition point—would ordinarily accompany AUC, but with only 15
independent district-level exposure profiles and 3—12 mortality events per hold-out fold, such
threshold-specific estimates would carry very wide, potentially uninformative uncertainty. We
therefore report screening-relevant metrics (sensitivity, specificity, PPV, NPV, decision-curve
analysis) as descriptive, out-of-fold values rather than in the main text, and we do not compute a
Brier score or calibration slope for the mortality model itself; both choices reflect a considered
judgment about what this sample size can support, not an oversight. Readers should treat the AUC
values in this section as evidence of discrimination, not as a substitute for the calibration and
decision-analytic evidence that a larger calibration sample would allow.

3.2.4. Weight Stability and Ablation Analysis

Nested model comparison showed incremental AUC gains: NDVI alone (AUC = 0.71), NDVI +
TXx (AUC =0.75), NDVI + CDD (AUC =0.77), NDVI + TXx + CDD (AUC = 0.79), and NDVI
+ TXx + CDD + DPC (AUC = 0.81). Ablation analysis showed that removing CDD produced the
largest numerical reduction in AUC (AAUC = —0.05), followed by TXx (AAUC =—-0.04), NDVI
(AAUC = —0.03), and DPC (AAUC = —0.02; 95% CI: —0.06 to 0.02). The ablation AUC ranking
broadly matches the calibrated weight ranking, as expected given that both are from the same
calibration data; this consistency should not be taken as independent confirmation (Table 7). With
only 15 independent exposure profiles, the numerical differences between component
contributions should not be read as a hierarchy of environmental importance.

The results suggest limited incremental predictive information from DPC in this calibration



domain (AAUC = —0.02; 95% CI: —0.06 to 0.02); because the confidence interval includes zero,
we cannot establish a statistically distinguishable incremental contribution (Figure3). DPC should
not be interpreted as an independent predictor of vegetation mortality; it is a structurally
transformed derivative of NDVI that overlaps substantially with vegetation condition in this study
domain. Its inclusion reflects the indicator’s design as a multidimensional construct rather than an
empirical finding of independent predictive value. The primary geographic validation estimate
remains the full-indicator leave-one-district-out AUC.

3.3. Cardiovascular Hospitalization Analysis

3.3.1. Primary Ecological Association

Following calibration and validation, we examined whether district-level DUVRI-Eco
vulnerability was associated with cardiovascular hospitalization rates across Isfahan’s 15
municipal districts. We conducted this analysis entirely independent of the vegetation-mortality-
based indicator calibration. Consistent with the pre-specified inferential hierarchy, the primary
estimate comes from the district-level ecological regression. After accounting for month and year
fixed effects and a district random intercept, a 0.10unit increase in district-level DUVRI-Eco was
associated with an IRR of 1.052 (95% CI: 1.018-1.087), a conditional spatial association, not a
fully separable exposure effect. Higher district-level DUVRI-Eco was associated with higher
recorded cardiovascular hospitalization rates across the 15 districts. The 3,022 geocoded
hospitalization episodes sharpened the precision of these rate estimates but, as discussed in Section
2.4.6, did not increase the effective number of independent exposure units, which remains bounded
by the 15 districts. The health analysis should be read as a descriptive ecological association, not
as a confirmatory epidemiological finding (Figure?7).

Extending the analysis to 2019-2024 using reconstructed NDVI values for 2023-2024 produced
a nearly identical estimate (IRR = 1.048; 95% CI: 1.016—-1.082) under this extended-period
sensitivity analysis, though this does not validate the accuracy of the temporal extrapolation (Table
8).

The ICAR spatial model yielded a posterior mean IRR of 1.048 (95% Crl: 1.016-1.082),
conditional on the ICAR spatial prior and the calibrated DUVRI-Eco weights. Because DUVRI-
Eco and the ICAR spatial effect are defined over the same 15 districts, the coefficient is not fully
separable from the spatial latent structure, and the reported credible interval should be read with
caution given that exposure varied across only 15 districts.

The weight-sensitivity analysis yielded a median IRR of 1.049, with a 2.5th-97.5th percentile
sensitivity range of 1.012—1.089; the primary model-based confidence interval (IRR = 1.052; 95%
CI: 1.018-1.087) remained directionally consistent with the primary estimate across the
likelihood-supported weight configurations.

3.3.2. Dose-Response Relationship

Restricted cubic spline analysis revealed a monotonic positive association across the full observed
DUVRI-Eco range (0.21-0.78), with no statistically detectable departure from the prespecified
linear association (P for nonlinearity = 0.54). This should be read as insufficient evidence to reject
linearity, not as evidence of linearity. The interquartile contrast (A = 0.27) yielded an IRR of 1.15
(95% CI: 1.06—1.24), and the 10th—90th percentile contrast (A =0.47) yielded an IRR of 1.27 (95%
CI: 1.12—1.44). The nonlinear transition identified in the vegetation-mortality calibration does not
imply a nonlinear cardiovascular exposure-response relationship (Figure5). The AR (1) temporal
correlation sensitivity model yielded an IRR of 1.046 (95% CI: 1.014-1.080), consistent with the
primary estimate.

3.3.3. Sensitivity Analyses



Across the pre-specified sensitivity analyses, the DUVRI-Eco—cardiovascular hospitalization
association remained directionally consistent. The detailed results for all sensitivity analyses. Key
results: alternative formulations produced IRRs ranging from 1.044 to 1.052, and estimates
adjusted for PM2.5, a measured potential confounder, yielded an IRR of 1.045 (95% Crl: 1.010—
1.082). This PM2.5-adjusted estimate should be read as a conditional association that survives
adjustment for one measured potential confounder, not as a confounding-controlled effect (Table
4).

3.4. Spatial Heterogeneity

3.4.1. Geographic Distribution of Vulnerability

The spatial distribution of DUVRI-Eco across the 15 municipal districts revealed a descriptive
east—west pattern (Figurel). Districts in the central-eastern part of the city (Districts 7, 10, 11, 12,
and 15) exhibited the highest vulnerability values (DUVRI-Eco > 0.65), while western districts
(Districts 1, 2, 3, and 4) showed lower vulnerability (DUVRI-Eco < 0.40).

3.4.2. Spatial Clustering

Global Moran’s I for DUVRI-Eco alone was 0.35 (95% CI: 0.18-0.52; P = 0.01), and the global
bivariate Moran’s I between DUVRI-Eco and cardiovascular hospitalization rates was 0.31 (95%
CI: 0.12-0.50; permutation-based P = 0.02). Given the limited number of districts (n = 15), we
read this as descriptive secondary evidence rather than evidence of a spatial process (Figure6).
Local bivariate Moran’s I results are reported in the Supplementary Material as exploratory and
descriptive; because we conducted 15 local tests without multiplicity adjustment, the local p-values
should not be read as confirmatory evidence of district-specific clustering. Globally, Moran’s |
remains the primary spatial association result.

4. Discussion

4.1. Principal Findings and Scope of Inference

In this study, we developed DUVRI-Eco, a construct-first composite indicator integrating thermal
stress (TXx), drought persistence (CDD), vegetation condition (NDVI), and landscape patch
dominance (DPC). Field calibration against observed vegetation mortality at 34 sites, using a
district-blocked cross-validation framework, yielded an internal evaluation of discrimination
within the Isfahan study domain. The calibration sample is modest: because the indicator
components are defined at the district level, the 34 field-site outcomes are nested within only 15
unique district-level exposure profiles, so the effective number of independent exposure units for
component-weight calibration was bounded by Isfahan’s 15 municipal districts.

The indicator achieved an AUC of 0.81 in site-level validation (95% CI: 0.73-0.88) and 0.79 in
leave-one-district-out internal geographic validation (95% CI: 0.73—0.85). The spatially-blocking
validation is a more stringent test of internal geographic generalization, since it evaluates the
indicator on entirely withheld districts. The leave-one-district-out validation provides evidence of
internal geographic consistency within the Isfahan study domain; it should not be equated with
external validation throughout different cities or climatic regions. External validation with local
recalibration is required before the indicator, or its thresholds, can be applied operationally
elsewhere.

The cardiovascular analysis identified a positive association at the district level. In the primary
window (2019-2022), a 0.10-unit increase in DUVRI-Eco was associated with a 5.2% higher
recorded cardiovascular hospitalization rate after accounting for temporal structure and a district
random intercept (IRR = 1.052; 95% CI: 1.018-1.087)—an estimate that held up under a battery
of pre-specified sensitivity checks: adjustment for PM2.5 as a measured potential confounder (IRR
= 1.045; 95% Crl: 1.010-1.082), extension of the analysis window to 2019-2024 (IRR = 1.048;



95% CI: 1.016—-1.082), and the weight-sensitivity analysis (median IRR = 1.049; 2.5th-97.5th
percentile range: 1.012-1.089). We also fitted an ICAR spatial model as a supplementary
robustness check (posterior mean IRR = 1.048; 95% Crl: 1.016-1.082); because DUVRI-Eco and
the ICAR spatial effect are defined over the same 15 districts, however, we do not treat this as an
independent confirmation and report it only as a secondary diagnostic. As detailed in Section 2.4.6,
the time-invariant DUVRI exposure is identified mainly from between-district contrasts, so the
effective number of independent spatial exposure units remains 15 regardless of the 720 district-
month observations in the primary analysis.

The district-block validation framework is the methodological centerpiece of this study.
Recognizing that 34 field sites nested within 15 municipal districts do not constitute 34
independent exposure profiles gives a more realistic picture of internal geographic generalization,
a design choice that conforms with recommendations that validation respect the spatial dependence
and geographic structure of the data (Roberts et al., 2017; Wenger & Olden, 2012).

Four boundaries of inference merit emphasis.

First, DUVRI-Eco is a study-domain screening framework. The calibrated weights are only weakly
identified within the present 15-district calibration domain and are best as one admissible
calibration solution under the specified constraint, not as a precise estimate of relative
environmental importance; they should not be treated as universal constants. The data constrain
the composite score more tightly than they constrain the individual weights.

Second, the index-score stability analysis shows that individual weights are weakly identified; the
resulting indicator score and its spatial classification vary relatively little across the plausible
weight surface. This distinction matters for applications: the indicator can support spatial screening
even when the precise weights remain uncertain.

Third, the health analysis is a district-level ecological panel analysis with a time-invariant
exposure, based on Isfahan’s 15 municipal districts as the primary spatial exposure units. It is
hypothesis-generating only and cannot support individual-level or causal inference.

Fourth, external validation with local recalibration is required before broader application.

4.2. Positioning DUVRI-Eco Relative to Existing Indices

DUVRI-Eco differs from established indices in three main respects. First, it integrates multi-
dimensional stressors (heat, drought, vegetation state, and landscape structure) while relying on a
single dimension. Second, the weights are outcome-calibrated against field-observed tree mortality
rather than assigned equally or derived from covariance structure. Third, it is validated using
spatially blocked procedures that explicitly test internal geographic consistency within the study
domain. We empirically benchmarked DUVRI-Eco against VCI and VHI in the Isfahan study
domain (Table 9), using identical training/validation folds, normalization procedures, and spatial
blocking for all three indicators, with AAUC calculated via district-level bootstrap resampling
(1,000 replications). DUVRI-Eco showed numerically higher site-level AUC than VCI (AAUC =
0.06; 95% CI: —0.02 to 0.14) and VHI (AAUC = 0.04; 95% CI: —0.03 to 0.11). Because these
confidence intervals include zero, the differences should be read as numerically higher
discrimination in this dataset, not as evidence of superior performance.

4.3. Ecological Interpretation and Geographic Consistency

CDD and TXx received the largest point estimates within the composite indicator under the
specified calibration model (CDD = 0.31, TXx = 0.28). Profile-likelihood diagnostics, however,
indicated limited identifiability of the individual weights, so the weight ranking should be treated
as suggestive rather than definitive, the data do not support a precise ranking of component
importance. The low weight for DPC (0.15) does not imply that the landscape configuration is



ecologically unimportant. In Isfahan, DPC correlated strongly with NDVI (Spearman’s p = 0.76,
95% CI: 0.68-0.82), and ablation analysis confirmed that removing DPC reduced site-level AUC
by only 0.02 (95% CI: —0.06 to 0.02). We retained DPC in the final indicator as a construct-
defining component, reflecting its role as a structural descriptor of patch dominance rather than a
primary predictive driver. Cities with different spatial planning regimes may find that alternative
landscape metrics better capture functional connectivity and management heterogeneity, which
points to the need for local recalibration when applying DUVRI-Eco elsewhere. This context-
dependency is itself a major limitation: independent external ecological validation is required
before the indicator is transferred to other settings. The candidate transition point T = 0.65 held
across the internal validation folds (0.62—0.68), reflecting the homogeneity of the Isfahan
calibration domain. Strong caution is warranted before applying this candidate transition point or
the exact weighting vector to cities with different species pools, soil substrates, or irrigation
regimes. This value is a descriptive feature of the calibration sample, not a biological invariant or
a validated management threshold, and should not be used for operational decision-making without
external validation.

4.4. NDVI Reconstruction and Circularity Avoidance

We took explicit, methodologically rigorous steps to reduce the risk of circularity between the
NDVI reconstruction and subsequent inference. The reconstruction model did not include the
DUVRI-Eco components as predictors, and all primary attribution analyses were restricted to the
105 directly observed district-year observations. We used reconstructed NDVI only for descriptive
completeness of the long-term trajectory, health-exposure construction for 2021, 2023, and 2024,
and sensitivity analyses.

This design reduces circularity in the primary climate-vegetation attribution analysis, which is
restricted to directly observed Landsat years. In the health-exposure construction, however, we
used reconstructed NDVI values for 2021, 2023, and 2024, which introduces a degree of coupling
between health exposure and the hydroclimatic predictors. We do not claim that the health
exposure is fully independent of the hydroclimatic predictors used in its reconstruction; this
coupling should be regarded as a limitation of the health analysis.

The 2023-2024 reconstruction constitutes a temporal extrapolation beyond the observed range.
The leave-one-observed-year-out validation assesses predictive performance within the observed
temporal range; it does not validate the extrapolation to 2023-2024. The stability of the health
association when the primary analysis is restricted to 2019-2022 indicates that the association
holds up across the specified sensitivity analyses, though it does not validate the accuracy of the
extrapolation itself.

4.5. DPC as a Measure of Patch Dominance

In Isfahan, DPC is best interpreted as a proxy for patch dominance under a centralized irrigation
regime, not as a direct measure of ecological resilience or functional connectivity. The ablation
analysis confirmed that removing DPC did not materially change site-level predictive performance
(AAUC =-0.02; 95% CI: —0.06 to 0.02; a separate district-blocked ablation was not conducted).
We retained DPC for construct completeness as a structural descriptor of patch dominance, while
acknowledging that its contribution is context-specific and may differ in cities with decentralized
green infrastructure. DPC is operationally defined as the Largest Patch Index (LPI) calculated
using FRAGSTATS v4.2; we use the term DPC to emphasize its interpretation as a measure of
dominant-patch structure, though mathematically it is identical to LPI. Because the DPC is derived
from the same NDVI-based vegetation mask used to compute NDVTI itself, it is not an independent
environmental dimension but a structurally transformed derivative of NDVI, an equivalence that



readers familiar with FRAGSTATS will recognize.

4.6. Cardiovascular Health: Interpretation and Boundaries

The positive DUVRI-Eco—cardiovascular association is biologically plausible through several
pathways: increased thermal stress, reduced vegetation-mediated cooling, altered outdoor physical
activity, correlated air pollution, and socioeconomic disadvantage concentrated in high-exposure
districts. The present design cannot attribute the association to any single pathway, nor can it
establish causality. These four limitations, taken together, fundamentally constrain how the health
analysis can be interpreted.

As detailed in Section 2.4.6, DUVRI-Eco was defined at the level of Isfahan’s 15 municipal
districts and remained time-invariant during the health observation period, so its coefficient
is identified from between-district contrasts across these 15 districts; the 720 district-month
observations and 3,022 geocoded episodes sharpen temporal and rate estimation but do not
add independent exposure contrasts. The limitation is not the number of districts per se,
but that the exposure contrast itself is identified at the district level. The reported
confidence interval accordingly describes the stability of the association under the specified
model rather than a precise effect estimate based on independent observations, which is
why we treat the health findings as hypothesis-generating rather than confirmatory.
Analytical unit is the hospitalization episode, not the patient, since patient identifiers were
unavailable for linkage. If the same individual contributed to multiple admissions, those
admissions are not statistically independent, and within-patient correlation could inflate
apparent precision; if repeated admissions cluster differentially across districts, that could
also bias the point estimate in either direction. We could not model this dependence, so
both possibilities remain limitations of the health analysis.

District-level aggregation precludes individual-level inference. We cannot conclude that
individuals residing in high-DUVRI-Eco districts face greater personal cardiovascular risk,
nor can we rule out that unmeasured district-level confounders, income, access to medical
care, baseline disease prevalence, or health-seeking behavior, drive the observed pattern.
PM2.5 should not be treated as the sole or definitive confounder in this ecological analysis;
important district-level determinants of cardiovascular hospitalization were not available
for adjustment, and PM2.5’s own causal role remains uncertain; it may be a correlated
environmental exposure or a mediator rather than a confounder. The PM2.5-adjusted
estimate should therefore be read as a conditional association that survives adjustment for
one measured potential confounder. Because the exposure is time-invariant, the analysis
cannot disentangle the DUVRI-Eco association from unmeasured district characteristics
correlated with both vegetation vulnerability and hospitalization burden.

The Pearson y*/df was 1.08, and the Deviance/df was 1.06, supporting the Poisson model;
the negative binomial sensitivity analysis yielded nearly identical results (IRR = 1.054 vs.
1.052). The principal limitations of the health analysis are not overdispersion but exposure
dimensionality (15 municipal districts), ecological confounding, and spatial identifiability.
The weight-sensitivity analysis yielded a median IRR of 1.049 (2.5th-97.5th percentile
sensitivity range: 1.012—1.089), compared with the primary estimate of 1.052 (95% CI:
1.018-1.087). This sensitivity range overlapped the primary model-based confidence
interval and remained directionally consistent with the primary estimate across the
likelihood-supported weight configurations. This analysis provides a robustness check to
calibrate weight uncertainty; it does not eliminate the fundamental limitation that exposure
is identified from only 15 district-level contrasts. A fully joint uncertainty framework



would offer a more complete characterization of uncertainty and represents a priority for

future multi-city validation studies.
Because DUVRI-Eco exhibited spatial autocorrelation (Moran’s I = 0.35), unrestricted
permutation of district exposure labels does not preserve the observed spatial structure, so we do
not treat this analysis as a formal spatial hypothesis test; it is reported only as a descriptive stability
assessment. A spatially constrained permutation scheme would offer a more appropriate null
distribution and is worth pursuing in future studies with larger spatial systems.
DUVRI-Eco and the ICAR spatial effects are defined over the same 15 municipal districts, so their
coefficients are not fully separable. The DUVRI-Eco coefficient should be regarded as a
conditional spatial association under the specified prior.
The outcome analyzed here is recorded cardiovascular hospitalizations within the participating
university-affiliated hospital network, not city-wide cardiovascular hospitalizations; private
hospital admissions unaffiliated with the university were not included. If districts differ in access
to university hospitals, the observed association may partly reflect access to medical care rather
than cardiovascular disease incidence.
Given these limitations, we frame our health findings as hypothesis-generating. The exploratory
local analysis identified nominal high-high patterns in Districts 7, 10, 11, 12, and 15, a pattern that
warrants testing in individual-level cohorts with residential histories, behavioral covariates, and
high-resolution exposure models (Nieuwenhuijsen et al., 2020; Rajagopalan et al., 2018).
4.7. Potential Applications and Research-Oriented Implications
Despite its limitations, DUVRI-Eco offers information that may be useful for Isfahan’s municipal
planners and land managers. Municipal authorities could consider three steps: (i) using DUVRI-
Eco as a screening tool to identify candidate locations for prospective ecological assessment; (ii)
monitoring vegetation mortality and health outcomes in high-vulnerability districts over time; and
(111) collaborating with researchers to design prospective validation studies. The indicator is not a
substitute for on-the-ground monitoring; it is a complementary screening tool that can support
future evaluations of resource allocation and early-warning applications, and its use for health
intervention planning requires independent validation. The value T = 0.65 is a candidate transition
point identified in this calibration sample, not a management target, a regulatory threshold, or a
validated operational cutoff; any use in management prioritization requires prospective validation.
4.8. Future Research Directions
Seven priorities would strengthen the framework. First, multi-site validation with local
recalibration in contrasting semi-arid cities, drawing on a larger number of independent spatial
exposure units, would test whether DUVRI-Eco generalizes beyond Isfahan. Second, individual-
level longitudinal studies with residential histories and behavioral covariates would allow for
stronger causal inference. Third, higher-resolution environmental data would enable analysis at
finer spatial scales. Fourth, formal causal mediation analysis using longitudinal exposure structures
could test whether vegetation decline operates through heat exposure, air pollution, or
psychosocial pathways. Fifth, a fully joint uncertainty framework would provide a more complete
characterization of uncertainty. Sixth, given DPC’s strong correlation with NDVI, a three-
component variant (TXx, CDD, and NDVI alone, without DPC) is worth calibrating and validating
explicitly against the full four-component indicator, comparing district rankings, AUC, the
candidate transition point, and the downstream health IRR, to establish directly whether DPC’s
retention changes any operational conclusion. Seventh, because the additive form was chosen
partly for parsimony given only 15 independent exposure profiles, a constrained interaction model
(e.g., a single TXx x CDD term) fitted as an explicit sensitivity analysis, once a larger multi-city



sample is available, would let the data speak more directly to whether heat and drought act
additively or interactively.

5. Conclusion

This study developed DUVRI-Eco, a field-calibrated multidimensional indicator for assessing
urban vegetation vulnerability under multidimensional hydroclimatic stress in a semi-arid city.
The indicator is construct-first by design: predictive calibration anchors the weighting structure
without attempting to optimize prediction. It achieved an AUC of 0.81 in site-level validation and
0.79 in leave-one-district-out internal geographic validation, supporting internal geographic
discrimination within Isfahan without establishing external validity across cities or climatic
regions.

The constrained maximum-likelihood solution placed the largest weight on CDD (0.31), followed
by TXx (0.28), NDVI (0.26), and DPC (0.15). Profile-likelihood diagnostics, however, revealed
weak identifiability of the individual weights, and we accordingly treat them as domain-specific
regularization parameters that anchor the construct to the Isfahan calibration sample rather than as
estimable population-level component effects. The data constrain the composite score more tightly
than the individual weights: even with weakly identified weights, the resulting indicator score and
its spatial classification showed relatively limited variation (median rank correlation = 0.94;
median absolute score change = 0.021), and the candidate transition-point classification held for
13 of 15 districts.

The secondary cardiovascular analysis identified a positive association between DUVRI-Eco and
recorded hospitalization rates, identified mainly between-district contrasts across Isfahan’s 15
municipal districts—an effective sample size of 15 that the 720 underlying district-month
observations do not (Section 2.4.6). The weight-sensitivity analysis remained directionally
consistent with the primary estimate across the likelihood-supported weight configurations. These
findings are hypothesis-generating and cannot be interpreted as individual-level cardiovascular
risk or causal effects.

The empirically identified vegetation-mortality candidate transition point near 0.65 is a candidate
point for hypothesis generation, not for management prioritization. Given how weakly the
component weights are identified within a single 15-district calibration domain, external validation
with local recalibration is not an optional refinement but a precondition for applying DUVRI-Eco,
or its thresholds, outside Isfahan. Within these limits, DUVRI-Eco offers a practical framework
for integrating hydroclimatic stress, vegetation condition, and landscape structure into locally
calibrated urban environmental vulnerability assessment.
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Table 1. Evidence for Candidate Breakpoints in the Homogenized Climate Record

Candidate SNHT Reference- Metadata evidence Regional Pre/post- Final decision
breakpoint evidence series climate climatology
evidence evidence comparison
1972 Detected by | Supported by Consistent with Inconsistent Discontinuity Adjusted as
SNHT reference- observational/instrumental | with coherent | not supported measurement
series discontinuity regional by regional inhomogeneity
diagnostics climate signal behavior
1996 Detected by | Independently No instrumental change Coincident Consistent Retained as
SNHT detected at identified with with broader climatic
multiple documented regional breakpoint
neighboring regional climatic shift
stations climate shifts

Table 2. Lagged-NDVI inputs, their sources, and corresponding climate records for the three reconstructed years within
the health-exposure window

Year | Lagged NDVI Source of lagged Temperature Precipitation Direct Landsat NDVI?
input NDVI

2021 2020 NDVI Direct (2020) 2021 observed climate | 2021 observed climate No (reconstructed)
record record

2023 2022 NDVI Direct (2022) 2023 observed climate | 2023 observed climate No (reconstructed,
record record extrapolated)

2024 2023 NDVI Reconstructed 2024 observed climate 2024 observed climate No (reconstructed,

(2023) record record extrapolated)

Note: “Observed climate record” refers to station-based temperature and precipitation observations, not Landsat NDVI.
“Direct Landsat NDVI?” indicates whether the NDVT for the corresponding year was directly observed by Landsat. Each
lagged-NDVI input was derived from the source specified in the corresponding column.

Table 3. Calibrated DUVRI-Eco Component Weights and Stability

Component Median weight Bootstrap 95% CI Range across 15 outer Point-estimate rank
folds
CDD 0.31 0.26-0.37 0.28-0.34 1
TXx 0.28 0.22-0.34 0.25-0.31 2
NDVI 0.26 0.20-0.32 0.23-0.29 3
DPC 0.15 0.09-0.21 0.12-0.18 4

Note. Component weights were constrained to be non-negative and to sum to one. They are predictive calibration

parameters rather than causal effect sizes. Bootstrap confidence intervals are based on district-clustered bootstrap with
1,000 replications. The outer district-blocked validation uses 15 municipal districts.

Table 4. Sensitivity and Robustness Analyses of the DUVRI-Eco—Cardiovascular Hospitalization Association

Analysis Specification IRR / 95% CI/ Crl Interpretation
range
Primary model Poisson GLMM 1.052 1.018-1.087 Reference
PM:.s adjustment PM:.s-adjusted model 1.045 1.010-1.082 Conditional
association retained
Negative-binomial Count-data model 1.054 [verify exact interval] Similar to primary
sensitivity estimate
AR(1) temporal Temporal correlation 1.046 1.014-1.080 Similar to primary
sensitivity model estimate
Weight sensitivity 1,000 likelihood- Median 2.5th-97.5th Stable across
supported weight vectors 1.049 percentile: 1.012— plausible weights
1.089
Leave-one-district-out Continuous exposure 1.048- [verify if available] Relatively stable
1.058
Interquartile contrast (A Categorical exposure 1.15 1.06-1.24 Sensitivity to district
=0.27) exclusion
10th—90th percentile Categorical exposure 1.27 1.12-1.44 Sensitivity to district

contrast (A =0.47)

exclusion




ICAR spatial sensitivity

Queen-contiguity ICAR

1.048

1.016-1.082

Spatially adjusted
estimate

Table 5. Sensitivity of the ICAR Association to Spatial Neighborhood Specification

Spatial specification Weight matrix DUVRI-Eco IRR 95% Crl Interpretation
Primary Queen contiguity 1.048 1.016-1.082 Reference specification
Sensitivity 1 k-nearest neighbors, k [verify from analysis [verify from analysis —
=3 output] output]
Sensitivity 2 k-nearest neighbors, k [verify from analysis [verify from analysis —
=5 output] output]
Sensitivity 3 Inverse-distance [verify from analysis [verify from analysis —
weights output] output]
Table 6. Sensitivity of the ICAR Association to Penalized-Complexity Prior Specification
Prior specification PC prior for o, DUVRI-Eco IRR 95% Crl Interpretation
Default P(c.>1)=0.01 1.048 1.016-1.082 Primary prior
Wider P(c.>1.5)=0.01 [verify from analysis [verify from analysis Wider prior
output] output]
Stronger P(c.>0.5)=0.01 [verify from analysis [verify from analysis Stronger prior
output] output]

Table 7. Ablation Analysis of DUVRI-Eco Components

Removed component AUC after removal AAUC vs full model 95% CI for AAUC
None (full model) 0.81 Reference —
CDD 0.76 —0.05 [verify from analysis output]
TXx 0.77 —0.04 [verify from analysis output]
NDVI 0.78 —0.03 [verify from analysis output]
DPC 0.79 —0.02 —0.06 to 0.02
Table 8. Primary and Extended Associations Between DUVRI-Eco and Cardiovascular Hospitalization Incidence
Model Study period Exposure contrast IRR 95% CI/Crl Permutation P*
Primary 2019-2022 +0.10 DUVRI-Eco 1.052 1.018-1.087 0.006
epidemiological
model
Extended model 2019-2024 +0.10 DUVRI-Eco 1.048 1.016-1.082 0.004
PM:.s-adjusted 2019-2024 +0.10 DUVRI-Eco 1.045 1.010-1.082 0.018
extended model
ICAR spatial 2019-2022 +0.10 DUVRI-Eco 1.048 1.016-1.082 —
sensitivity model

Note. *Permutation P-values should be described as descriptive permutation-based stability assessments, not formal
spatial hypothesis tests. Primary and extended models report 95% confidence intervals (CI); PMz.s-adjusted and ICAR
models report 95% credible intervals (Crl).

Table 9. Out-of-Sample Discrimination of DUVRI-Eco and Benchmark Formulations

Model / formulation Out-of-sample AUC 95% CI Validation framework
DUVRI-Eco 0.81 0.73-0.88 Nested site-level OOF
DUVRI-Eco 0.79 0.73-0.85 Leave-one-district-out OOF
NDVI-only 0.71 [not reported in Mainl] Nested model comparison

NDVI + TXx 0.75 [not reported in Main1] Nested model comparison

NDVI + CDD 0.77 [not reported in Main1] Nested model comparison

NDVI + TXx + CDD 0.79 [not reported in Main1] Nested model comparison
NDVI + TXx + CDD + DPC 0.81 [not reported in Mainl] Nested model comparison
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TXx weight 0.28 0.24 - 0.32
CDD weight 0.31 0.27 - 0.35
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Figure 1. Spatial distribution of DUVRI-Eco across Isfahan City, Iran
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Figure 2. Long-term hydroclimatic trends and vegetation response
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Ablation: Change in AUC After Component Removal
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Figure 3. Spatial distribution and predictive performance of DUVRI-Eco across the 15 municipal districts

of Isfahan City, Iran
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Figure 4. Spatial distribution of DUVRI-Eco across the 15 urban districts of Isfahan City, Iran



A. ROC Curve for DUVRI-Eco (Full Model) dito B. Calibrated Component Weights (with 95% CI)
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Predictive performance and component contributions of DUVRI-Eco. (A) Receiver operating characteristic (ROC) curve for the full model, showing an AUC
of 0.81 (95% Cl: 0.73-0.88). The dashed diagonal line represents random performance (AUC = 0.50). The optimal operating point (t ~ 0.65) yielded a sensitivity of 0.82
and specificity of 0.79 (Youden’s J = 0.61). (B) Calibrated component weights with 95% bootstrap confidence intervals. CDD (0.31) and TXx (0.28) contributed most to
the composite index, while DPC (0.15) contributed least. (C) Summary of full-model predictive performance metrics: AUC, Brier score, calibration intercept, and calibration
slope all indicated acceptable calibration (Siibration, (Steyerberg, 2009). (D:Ablation analysis showing the reduction in AUC when each compoernt was sequentially removed from
the full model. CDD removal produced the largest reduction (AAUC = —0.05), followed by TXx (—0.04), NDVI (-0.03), and DPC (—0.02), confirming the relative contribution ranking

Figure S. Predictive performance and component contributions of DUVRI-Eco

Extended analysis of the DUVRI-Eco-cardiovascular hospitalization association
and PM, 5 adjustment in Isfahan City, Iran, 2019-2024
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Figure 6. Extended analysis of the DUVRI-Eco—cardiovascular hospitalization association and PM.:.s
adjustment in Isfahan City, Iran, 2019-2024



Threshold-Based DUVRI-Eco Vulnerability in Isfahan City
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Figure 7. DUVRI-Eco vulnerability categories and cardiovascular hospitalization rates across the

municipal districts of Isfahan, Iran
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