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Abstract

The rapid increase in genomic data generated by next-generation sequencing (NGS) has created
a strong demand for efficient DNA compression methods that can reduce storage requirements and
support downstream sequence analysis. Existing approaches such as statistical, reference-based, and
dictionary-based techniques provide good compression performance, but most of them are primarily
designed for storage and require full decompression before any analytical operation can be carried
out. In this work, a hierarchical dictionary-based DNA compression framework, HiDAC (Hierarchical
Dictionary-Aided Compression) is proposed that can perform efficient compression and compressed-
domain analysis of genomic sequences. The method identifies recurring patterns of variable length
through an iterative cost-guided substitution strategy and represents them using reusable tokens.
For efficient encoding, the generated dictionary is integrated with an Aho–Corasick based multi-
pattern matching scheme followed by context-modelled arithmetic coding of the tokenised sequence.
The proposed framework was evaluated on multiple genomic datasets, including Homo sapiens, Es-
cherichia coli, and Mycobacterium tuberculosis, and was compared with general-purpose compressors
as well as specialized genomic compression methods such as NAF and HMG. Experimental results
showed that the proposed method achieved superior or competitive compression performance com-
pared with the other methods across the tested datasets. In addition, substring-frequency analysis
performed directly on the tokenised representation was on average 2.6–2.8× faster than the same
analysis performed on the original sequence representation, across query lengths ranging from 13 to
466 bases and across two genomes of differing size and repeat structure. These results indicate that
the proposed framework is effective not only for DNA compression but also for enabling computation
directly on semi-compressed (tokenised) genomic data.

Keywords: DNA compression, Dictionary-based compression, Aho-Corasick algorithm, Arithmetic en-
coding, Compressed-domain sequence analysis

1 Introduction

Deoxyribonucleic acid (DNA) is the basic unit of hereditary information in living organisms. A large
amount of biological information is stored in DNA using only four nucleotide bases. With the development
of next-generation sequencing (NGS) technologies [16], the amount of genomic data has increased rapidly.
This has created difficulties in storage, transmission, and analysis of genomic datasets. Conventional
lossless compression tools such as Gzip [33] and Bzip2 [45] were developed for general text data and are
not suitable for DNA sequences. These tools do not make proper use of the small alphabet of DNA
and the repetitive patterns present in the sequence [18]. As a result, several DNA-specific compression
methods have been reported. These methods can broadly be divided into three groups:

∗Department of Computing, Imperial College London, London, United Kingdom; Department of Computer Sci-
ence and Engineering, Indian Institute of Information Technology Nagpur, Maharashtra, India. E-mail: manthan-
jigar.shah26@imperial.ac.uk

†Department of Computer Science and Engineering, Indian Institute of Information Technology Nagpur, Maharashtra,
India. E-mail: rsemwal@iiitn.ac.in

‡National Institute of Technology, Durgapur, West Bengal, India. E-mail: iaier.bt@nitdgp.ac.in
§Indian Institute of Information Technology Allahabad, Prayagraj, Uttar Pradesh, India. E-mail:

pmb2022001@iiita.ac.in
¶Indian Institute of Information Technology Allahabad, Prayagraj, Uttar Pradesh, India. E-mail: pritish@iiita.ac.in

1



• Statistical Compression: These methods use probabilistic models to estimate the next symbol in
the sequence. Methods such as GenCompress [7] and XM [32] use Markov models and context-based
schemes to encode probable symbols with fewer bits. These methods can provide good compression,
but they usually depend on complex models and require high computation. Also, such methods
are not always effective in capturing the structural regularities present in DNA sequences.

• Reference-Based Compression: These methods [12, 31, 44, 53] encode a target genome with
respect to a known reference genome. Techniques and tools such as SAM[29] and HiRGC [31]
represent only the differences between the target and reference sequences. This often gives high
compression for related genomes. However, these methods depend on the availability of a suitable
reference genome.

• Dictionary-Based Compression: These methods [4, 38] replace recurring subsequences by
shorter tokens and store the mapping in a dictionary. Such methods do not require an exter-
nal reference and can utilize repeated patterns from the sequence itself. However, most of these
methods process the sequence in a sequential manner. Therefore, they have limited ability to cap-
ture nested or hierarchical repeats. Further, the dictionary usually needs to be rebuilt for every
new dataset, which increases preprocessing cost.

Although these DNA compression tools [2, 17, 26, 41] reduce storage and transmission cost, they are
mainly meant for compression only. The compressed sequence produced by these methods is generally
not useful for direct analysis. Even simple tasks such as substring search, comparison, and repeat analysis
need full decompression of the sequence before processing. This increases computational overhead and
reduces the practical use of compression for large genomic data.

Hence, there is a need for a method which can provide good compression and also support operations
on the compressed sequence. Such a method can be useful not only for efficient storage and transmission,
but also for faster downstream analysis. In this work, we propose HiDAC, an iterative framework to
identify an optimal set of recurring patterns of different lengths from a DNA sequence. These patterns
are used to create a reusable hierarchical dictionary, where repeated subsequences are replaced by spe-
cial tokens. For this, a custom cost function is used that guides the pattern selection and dictionary
construction process. The obtained dictionary is then presented to the Aho-Corasick automaton [1] for
pattern matching and replacement with a token. Following this, context-modelled arithmetic coding is
used for bit-level compression.

The proposed method was evaluated using three metrics: the net reduction in sequence length of the
compressed sequence, space saved at the file level, and the ability to support operations on compressed
data. The results show that the proposed method outperforms commonly used general-purpose compres-
sors as well as special purpose genomic compressors. Unlike most existing methods, HiDAC also allows
analytical operations on the semi-compressed (tockenized) representation without prior decompression.

2 Literature Review

Specialized DNA compression tools have been developed for efficient storage of genomic data. These
tools can be grouped into four broad categories: statistical, reference-based, dictionary-based, and hybrid
approaches. Although each category has some advantages, they also have limitations when applied to
large genomic datasets.

2.1 Statistical Compression Approaches

Many early DNA compression methods are based on statistical modelling. Methods such as XM [32],
and ARM [26] use probabilistic models of nucleotide sequences, including Markov models, finite-context
models [7], context-tree weighting (CTW), and arithmetic coding, to estimate symbol probabilities and
assign variable-length codes. These methods mainly exploit short-range correlations by predicting a
nucleotide from a fixed-length context of preceding bases. These methods perform better than simple 2-
bit encoding, but their gain is limited in practice. Earlier studies have shown that statistical compressors
generally achieve compression in the range of 1.7–1.9 bits per base [15]. When model order increases,
the improvement becomes small, while memory requirement and computational cost increase. Because
of this, such methods are difficult to use for multi-gigabase genomes. DNA sequences also contain
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approximate repeats, nested repeats, and long-range dependencies, which are not handled well by fixed-
order models. Therefore, even advanced statistical methods such as expert mixing [32] and normalised
maximum likelihood modelling [27] provide only limited improvement with high computational cost [15].

2.2 Reference-Based Compression Approaches

Reference-based compression methods use the similarity between related genomes. Methods such as
SAM [29], and RLZ [13] store only the differences between a target genome and a reference genome
[19–21, 23]. Usually, substitutions, insertions, deletions, and positional offsets are encoded, while long
exact matches are handled using alignment or Lempel–Ziv style parsing. These methods can achieve
high compression ratios when a suitable reference genome is available. However, their performance de-
pends strongly on the reference sequence. This becomes a drawback for metagenomic samples, divergent
genomes, and newly sequenced organisms where a proper reference may not be available [50]. So, al-
though reference-based methods are effective, their use is limited because of dependence on external
reference data.

2.3 Dictionary-Based Compression Approaches

Dictionary-based compression methods reduce the size of DNA sequences by identifying repeated sub-
strings and replacing them with shorter codes. Earlier techniques such as BioCompress2 [18] and Dna-
compress [8], used this principle to encode both exact and approximate repeats. After that grammar-
based methods, such as those based on Re-Pair [35], were developed to generate compact representations
by identifying recurrent sequence patterns. An important fact with these methods is that they do not
require an external reference sequence. However, these methods have limitations as they used greedy
strategy [15] to construct dictionary. Due to this, these methods are not able to effectively identify the
overlapping repeats, especially when the patterns are nested within one another. Furthermore, even
if these methods offer effective compression, the format that is produced is primarily meant for data
transport and storage. Due to this, in most biological applications, the compressed sequence must first
be decompressed before it can be analyzed.

2.4 Hybrid and Modern Approaches

Hybrid compression methods incorporates the advantages of previous compression methods. Their pri-
mary objective is to optimize compression while simultaneously decreasing memory requirements and
decompression time. This category includes approaches like NAF (Nucleotide Archival Format) [28],
GDC2 [12], and graph-based encoders. For example, NAF supports features such as streaming decom-
pression and random access, in addition to offering a high compression ratio. Similarly, GDC2 uses both
dictionary-based and reference-based approaches to compress closely related genomic sequences more
effectively. Most existing DNA compression methods suffer from some common limitations. Better com-
pression is often obtained at the cost of higher memory usage, longer preprocessing time, or increased
computational overhead. In reference-based and dictionary-based approaches, repeated alignment or re-
peated dictionary construction is often required for every new dataset. This becomes a major bottleneck
for large genomes such as the human genome. Another important limitation is that the compressed
representation produced by these methods is mainly useful for storage and transmission only. It cannot
be used directly for tasks such as pattern search, subsequence retrieval, or sequence comparison.

To address these limitations, in this work, the focus was given to compression efficiency and compressed-
domain usability. The main objective was to identify suitable patterns for the construction of a reusable
reference dictionary. This helps in representing the repetitive structural characteristics of DNA sequences
in a better way. Further, the use of Aho–Corasick algorithm together with context based arithmetic en-
coding helps in achieving efficient compression.
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Figure 1: Methodology
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3 Methodology

Figure 1 represents the flow of HiDAC. In our proposed method, the DNA sequence is first preprocessed
to remove non-base characters, empty spaces, and headers. After preprocessing, the dictionary creation
process begins by iteratively scanning the sequence to identify the most frequent k-mer or pattern of
length 2; the obtained pattern is then replaced by a unique character token. In each iteration, the discov-
ered token is stored in a dictionary and can appear in subsequent patterns. This iterative process allows
patterns to be built in a hierarchy, where newly identified patterns may include previously introduced to-
kens. The selection of a pattern is guided by a cost function that evaluates the net benefit of substitution
in terms of sequence compression and overall file size reduction. Subsequently, we use an Aho–Corasick
automaton[1], which is a trie-based multi-pattern matching algorithm for pattern matching and token
replacement using the created dictionary. Finally, for storage of compressed data, the tokenised sequence
is converted into an integer stream and compressed using context-modelled arithmetic coding[51], where
the encoding adapts dynamically based on global token frequencies and local context. Once the bit-
stream was generated, the final hierarchical dictionary, represented in the form of an integer grammar,
along with the compressed sequence, was stored in a compact bit-level format. The metadata required
for lossless reconstruction was also preserved during this stage. The detailed description of each step in
the proposed methodology is provided in Subsections 3.1 to 3.4.

3.1 Preprocessing

The DNA sequence was cleaned up by removing headers, blank spaces, and invalid nucleotide symbols.
After that, all the valid nucleotides were changed to uppercase, leaving only the standard nucleotides
A, T, G, and C in the string. Non-ATGC characters were identified and saved as tuples including the
start location, character identification, and run length. Consequently, all information required for lossless
reconstruction was saved, and a clean and consistent sequence was created for compression.

3.2 Dictionary Creation

Following the preprocessing step, the phase of dictionary creation was initiated, in which frequently
recurring patterns were progressively substituted with distinct non-base tokens to create a nested hierar-
chical structure. The procedure begins by determining the most common two-mer in the sequence. In the
event that multiple two-mers are discovered to have the same frequency, Shannon entropy is employed
to break the tie. The reason for this is that high entropy patterns contain less redundancy and convey
more information[30, 36, 46, 52]. After this, the selected two-mer is replaced with a new non-base token
and its corresponding token-pattern mapping were stored in the dictionary. This token will be used later
to construct longer composite patterns.

As the dictionary grows, the sequence becomes a mixture of bases and tokens. In each subsequent
iteration, we again select a candidate pattern P with the highest frequency in the current sequence. In
case of a tie, the same entropy-based rule as mentioned before shall be used. Notably, the candidate
P can be either (i) a pure k-mer (i.e., solely bases), or (ii) a composite pattern (i.e., containing both
tokens and bases). If P is a pure k-mer, it is simply replaced by a new unique token and added to the
dictionary, as in the initialization phase. However, if P is composite, we assess whether it is worthwhile
to substitute P using a cost-based criterion whose goals are: (i) maximize the effective compression gain
and (ii) maintain a balanced frequency distribution of tokens in the dictionary, since replacing a pattern
can change both the frequencies of existing dictionary tokens and the compressed sequence length.

To formalize this, let T be the collection of tokens in the dictionary. Suppose that we have found a
candidate pattern P in the current sequence with frequency fp. Let t ∈ T be an existing token, with
(current) sequence frequency ft, and expanded nucleotide length ℓt (i.e., the number of base characters
acquired when token t is recursively expanded). Let nt,p be the number of occurrences of the token t
in the pattern P . We establish two values, OriginalCost and NewCost, to compare the token-encoding
capability of the sequence before and after substitution.

First, the OriginalCost reflects the total amount of underlying nucleotide characters represented by
the tokens currently encoding the sequence:

OriginalCost =
∑

t∈T

ℓt · ft (1)

This value serves as a reference threshold to evaluate whether the introduction of a particular token
for P yields sufficient benefit.
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Next, assuming we substitute all occurrences of P with a new token, the NewCost is computed as:

NewCost = ℓP · fP +
∑

t∈T

ℓt · (ft − fP · nt,P ) (2)

where ℓP denotes the actual nucleotide length of pattern P (i.e., the true base-character length of
the fully expanded pattern) and fP denotes the frequency of pattern P . The first term ℓP · fP quantifies
the nucleotide content represented by the new token introduced for P . The second term updates the
contribution of each existing token t. Specifically, because token t occurs nt,P times inside a single
occurrence of P , replacing fp occurrences of P removes fp ·nt,P occurrences of token t from the sequence.
Hence, the updated frequency of token t becomes (ft−fP ·nt,P ), and its updated nucleotide contribution
is ℓt · (ft − fP · nt,P ). Summing this over all t ∈ T yields the total nucleotide content represented by the
remaining (updated) token frequencies after substitution.

After obtaining these two quantities, we accept the substitution of P with a new token if:

NewCost > θ1 ·OriginalCost (3)

where θ1 is an empirically determined threshold that controls the sensitivity of the replacement
decision. This prevents the vocabulary from expanding due to substitutions that provide only minor
improvements, resulting in a rise in dictionary size without a significant net gain.

A specific edge situation occurs when the candidate pattern P is formed only of tokens. Here, adding
a new token for P adds no additional base-level content. Thus, to address this issue, we analyze the
substitution from an encoding-efficiency point of view, by considering the average number of nucleotide
characters encoded per token before and after substituting P . Let Forig be the cumulative token frequency
in the current encoded sequence, calculated as the sum of token occurrences of all dictionary tokens:

Forig =
∑

t∈T

ft (4)

After replacing P the cumulative token frequency is now becomes:

Fnew =
∑

t∈T

(ft − fP · nt,P ) + fP (5)

Here, every current token frequency is reduced by the proportion of how many times it appears in
P , since those occurrences are now accounted for by the new token; the term +fP adds the frequency of
the new token that has been introduced. We then examine the average bases encoded per token before
and after substitution using a second empirically-tuned threshold θ2:

NewCost

Fnew
> θ2 ·

OriginalCost

Forig
(6)

This criterion ensures that substitutions are only performed if they lead to meaningful efficiency
improvements and supports both compact representation as well as controlled dictionary expansion.

If a candidate pattern P satisfies the appropriate condition(s), it is replaced with a new unique token
and the token-pattern mapping is added to the dictionary. This procedure of selection, evaluation and
substitution is repeated until either the requisite number of iterations is achieved or no further feasible
candidate patterns are left. The obtained tokens signify the most common and representative patterns
learned from the sequence.

3.3 Multi-Pattern Matching and Greedy Replacement

Upon the completion of the dictionary’s construction, the Aho–Corasick algorithm [1] is utilized to
perform concurrent multi-pattern matching on the DNA sequence. Let the input sequence as S =
s1s2 . . . sn; where si ∈ {A, T,G,C}. Let the dictionary have K tokens: D = {(τk, Pk, fk)}

K
k=1,; where

τk represents the token identifier, Pk ∈ Σ∗ signifies its expanded string pattern, and fk indicates its
frequency score utilized in greedy selection.
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Algorithm 1 HiDAC: Hierarchical Dictionary-Aided Compression

Require: S: DNA sequence; I: max tokens; θ1, θ2: gain thresholds
Ensure: C: compressed sequence; D: token dictionary
1: Represent S as a doubly linked list; initialise pair-tracking structures and symbol caches
2: D ← {}; merges ← 0
3: while merges < I and fmax ≥ 2 do

4: Select the highest-frequency adjacent symbol pair P with maximum entropy
5: Collect non-overlapping occurrences of P ; let f be their count
6: if P contains only bases {A,T,G,C} then
7: Assign token τ ← P
8: Add τ to D
9: merges ← merges +1

10: else

11: if f < 2 then

12: discard P ; continue
13: end if

14: Compute OrigCost, NewCost, Forig, Fnew

15: if gain condition not met then
16: break

17: end if

18: Assign token τ ← P
19: Add τ to D
20: for each non-overlapping occurrence of P do

21: Substitute P with τ in the linked list; update neighbour pairs
22: end for

23: merges ← merges +1
24: end if

25: end while

26: Traverse linked list to collect C
27: return C, D

3.3.1 Automaton Construction

The automaton is formed by placing each pattern Pk into a trie, which stores all patterns according
to their common prefixes, so that common substrings are not processed more than once. For every
terminal node we keep the pair (Pk, τk) that directly links the matched pattern to its allocated token
τk. However, a trie can only match patterns starting from the root. If a partial match breaks at an
intermediate character, the search must be restarted from the beginning. To avoid this problem, two
additional structures are added to the trie to form the full Aho–Corasick automaton.

The first is the failure link. For every node in the trie representing a string x, its failure link points to
the node representing the longest proper suffix of x that is also a valid prefix of some pattern in the trie.
When the automaton encounters a character that does not continue the current partial match, rather
than abandoning all progress and returning to the root, it follows the failure link and resumes matching
from the most informative fallback position. This design ensures that each input character is examined
only once during scanning. That is why the automaton runs in linear time [1].

The second is the output link. Consider an example where the dictionary has two patterns, say ATGC

and GC. When the automaton reaches the end of a match for ATGC, the shorter pattern GC also ends at
the same location, but a naive trie traversal would just report the longer match and miss the shorter
one entirely. Each node’s output link points to the longest other pattern in the trie that is a suffix of
the string at that node, so that all valid matches terminating at a given place can be reported in a
single step. The automaton finds every occurrence of every pattern in O(M) construction time, where

M =
∑K

k=1 |Pk| is the total length of all patterns, using failure links and output links together. This
is the one-time setup cost of the matching pipeline; the automaton is built once and reused for each
sequence in the collection of sequences.
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3.3.2 Multi-Pattern Matching

After the automaton has been built, the input string S of length n is scanned from left to right in one
pass. At each stage active partial matches are tracked, and whenever a match is completed it is reported.
When the match terminates at location j, the automaton produces the triplet (j, Pk, τk). Here, j is the
location at the end of S, Pk is the pattern matched and τk is the token assigned to Pk. Then the start
position is retrieved as i = j − |Pk|+ 1.

All matches at the same position i are gathered in the candidate set

M(i) = { (j, τk, ℓk, fk) }, (7)

where j is the end position of the match, τk is the assigned token, ℓk = |Pk| is the pattern length, and
fk is the corpus frequency of Pk stored in the dictionary. This categorization is helpful because It allows
us to consider all competing matches at position i together before any substitution. The time complexity
of matching step is O(N + Z), where N is the length of S and Z is the total number of matches given.
This cost is independent of the amount of patterns examined [1].

3.3.3 Greedy Replacement Strategy

Once the candidate matches at location i are available, the greedy based selection approach selects one
for compression. The underlying notion is simple: we prefer a longer match, because it replaces more
characters with one token. If two matches of the same length occur, the one that occurs most often is
selected. This rule is written as:

τ∗ = arg max
(j, τk, ℓk, fk)∈M(i)

(ℓk, fk), (8)

where the comparison is lexicographic. The first term, ℓk, gives priority to the longest match. The
second term, fk, is used to break ties and favors the pattern with higher corpus frequency. Therefore,
no lookahead is needed beyond the current candidate set which keeps the decision step simple.

After selection, the token τ∗ is emitted. The position pointer is then updated to i ← j + 1, so all
characters covered by the chosen match are skipped in one move. If no candidate is found at position
i, the symbol S[i] is emitted as a literal. The pointer then moves ahead by one position. The final
compressed sequence is written as (t1, t2, . . . , tm), where each tr is either a token τk or an unmatched
literal symbol.

Although the greedy pointer advances through the input sequence monotonically, the Aho–Corasick
automaton may report overlapping matches and multiple candidate patterns at the same position. There-
fore, when the reported matches are grouped by starting position, the matching and greedy replacement
stage requires O(N + Z) time, where Z is the total number of reported matches.

3.4 Entropy Coding of the Token Stream

In the final stage of the pipeline, a compact binary representation of the token sequence is produced that
may be stored or transmitted. At this time structural compression has been achieved through pattern
replacement, but the resulting token stream may still contain statistical redundancy. For example,
some tokens might occur more frequently than others and neighboring tokens might be correlated. The
remaining redundancy is reduced using arithmetic coding [51].

Arithmetic coding encodes a whole sequence as a single interval on a number line. The interval is
refined progressively according to the coding model when each symbol is analyzed. The width of the final
interval is proportional to the likelihood of the sequence: more probable sequences have wider intervals,
and can be stored with fewer bits, less probable sequences have narrower intervals, and require more
bits. This allows arithmetic coding to approach the entropy limit of the sequence. For arithmetic coding
to be effective, symbol probabilities must be estimated consistently. This role is provided by the context
model.

3.4.1 Context Modelling

Rather than assuming alphabets (includes both tokens and bases) are independent, the probability of
each alphabet is estimated from the alphabet that immediately precedes it. This order-1 context model
[10] captures short-range dependencies in the tokenised stream. Let C(x, y) denote the number of times
token y has followed token x in the portion of the sequence processed so far, and let A denote the
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alphabet, defined as the sorted set of all distinct alphabet identifiers in the compressed sequence. The
conditional probability assigned to alphabet ti given its predecessor ti−1 is computed using the transition
counts, and is defined as follows:

P (ti | ti−1) =
C(ti−1, ti) + 1

C(ti−1) + |A|
, (9)

where C(ti−1) =
∑

a∈A
C(ti−1, a) represents the total number of alphabets observed after ti−1 up to

that point. The transition count C(ti−1, ti) is incremented by 1 in the numerator, while |A| is added to
the denominator. This corresponds to Laplace smoothing [34], which prevents any transition from being
assigned zero probability.

For the first alphabet, no preceding context is available, so a uniform prior is used. All alphabets are
initialized with frequency 1, giving each token an initial probability of 1/|A|. Both the context counts
C(x, y) and the global counts are updated after each alphabet is coded, allowing the decoder to reproduce
the same probability estimates independently during decompression. These probabilities are then used
to refine the arithmetic coding interval at each step.

3.4.2 Integer Arithmetic Encoding

The arithmetic encoder begins with a working interval [L,H], initially set to [0, 232−1]. This interval is
gradually narrowed as each symbol is encoded. At every step, the current interval is divided according to
the cumulative probabilities produced by the context model, and the sub-interval assigned to the current
symbol ti becomes the new working interval.

Given the interval [Li−1, Hi−1] before encoding the i− 1 symbol, the updated bounds are calculated
as

Li = Li−1 +

⌊

rangei−1 · lowi

totali

⌋

Hi = Li−1 +

⌊

rangei−1 · highi
totali

⌋

− 1

where rangei−1 = Hi−1 − Li−1 + 1 is the width of the interval before the update. The values (lowi)
and (highi) represent the lower and upper cumulative frequency bounds of symbol ti under the current
smoothed context model. In particular, lowi is the sum of the frequencies of all symbols that occur
before ti in the alphabet ordering. The value of highi is obtained by adding the frequency of ti to this
cumulative sum. The term totali represents the total frequency of all symbols in the alphabet A under
the current model.

These values assign ti to a unique sub-interval within [Li−1, Hi−1]. The width of this sub-interval
is proportional to the probability of the symbol. As more symbols are encoded, the working interval
becomes progressively smaller. After all m symbols have been processed, the final interval [Lm, Hm]
uniquely represents the complete tokenised sequence.

Because the interval cannot continue shrinking indefinitely within a fixed 32-bit representation, renor-
malization is performed throughout the encoding process. A bit 0 is emitted when both interval bounds
lie in the lower half of the 32-bit range, that is, when Hi < 231. Similarly, a bit 1 is emitted when both
bounds lie in the upper half, which occurs when Li ≥ 231. The underflow condition occurs when the
interval lies within the middle half of the range, such that Li ≥ 230 and Hi < 3 ·230. This case is handled
using the standard Witten-Neal-Cleary procedure [51]. As a result, output bits are generated progres-
sively during encoding rather than being produced only after the complete sequence has been processed.
Once the final symbol has been encoded, a flushing step is performed to resolve any remaining pending
bits.The final output is a compressed bitstream whose expected length can be analysed in relation to the
entropy of the token sequence.

3.4.3 Compression Optimality

The expected length of the bitstream produced by this scheme satisfies:

E[L(T ) ] ≈

m
∑

i=1

− log2 P (ti | ti−1) (10)
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where each term − log2 P (ti | ti−1) is the ideal code length for alphabet ti given its context ti−1

under the current model [46]. The sum accumulates this cost over all m tokens in the sequence. This
quantity corresponds to the empirical first-order conditional entropy H1(T ) of the alphabet stream. In
that sense, the scheme is asymptotically optimal among lossless coders that use only the immediately
preceding token as context [43, 51]. In the limit, no coder restricted to the same order-1 context can
consistently produce a shorter output on a stationary source. For short sequences, the bound is not
exact. A small overhead is introduced by Laplace smoothing. This causes the actual code length to
exceed the entropy bound by a bounded additive term. As the sequence becomes longer, that effect
becomes smaller [34].

Taken together with the earlier pattern substitution stage, the pipeline uses redundancy at two levels.
Recurring substrings are first replaced by compact tokens. Those tokens are then encoded according to
their contextual probability. That combination is what makes the full pipeline effective. The encoded
stream must still be stored in a form that the decoder can reconstruct exactly. For that reason, the
output file also includes the supporting metadata and dictionary information.

3.4.4 Output File Format

The compressed file is self-contained. Everything required for exact reconstruction of the original se-
quence is stored in it. The arithmetic-coded bitstream is padded to byte boundaries and written to disk.
Along with it, the hierarchical token dictionary is stored as an integer grammar. This grammar records
the replacement rules that map each token identifier back to the substring it represents.

The token-to-integer mapping and the coder alphabet are also stored explicitly. This is needed because
the decoder must rebuild the same alphabet ordering to reproduce the same probability estimates during
decompression. Sequence headers and the positions of invalid characters detected during preprocessing
are preserved as metadata. This ensures that the lossless decompression of the genome sequence is
possible.

3.5 Query Search on the Tokenised Representation

The goal of this study is to use the shorter tokenised representation of the DNA sequence to perform
operations like pattern matching and frequency count. Here we explore a simple way by which the
tokenised representation can be used to find a pattern and also find its frequency in the DNA sequence.
As the tokenised stream is significantly smaller, such operations need only a fraction of the time compared
to naive search on the complete representation. The tokenised sequence T = t1t2 . . . tm obtained at the
end of Section 3.3, where each ti is either a token or a base, can be directly used to find the presence
and number of occurrences of a query sequence without full decompression.

Let Q = q1q2 . . . qℓ be the query pattern of length ℓ. To search, we first find the tokens that cannot
contain the query and skip them; for the remaining tokens, we use the dictionary to expand them as
they appear and match against the query as shown in algorithm 2. This process uses two mechanisms,
both operating directly on tokens.

Token filtering: A match of Q can only start at a base equal to the first character q1 of the query. So,
whenever no partial match is currently active, a token whose expansion does not contain q1 anywhere
cannot start a match and can be skipped without being expanded into bases. This allows the algorithm
to search without expanding a significant portion of the sequence. When a partial match is active,
subsequent tokens are expanded and matched as they appear.

Automaton-based matching: Tokens that are not filtered out must be scanned base by base. Rather
than re-comparing a sliding window against Q at every base, matching is done with a Knuth–Morris–
Pratt (KMP) automaton [25]. A failure function π is computed once for Q, in O(ℓ) time, before scanning
begins [25]. A single integer state s, initialised to 0, tracks the length of the currently matched prefix of
Q. For each base b read:

• while s > 0 and b ̸= qs+1, set s← π(s);

• if b = qs+1, set s← s+ 1;

• if s = ℓ, a match ends here; increment the count and set s← π(ℓ).

10



This makes the automaton fall back to the correct shorter partial match on a mismatch, instead of
discarding the match state entirely, which is necessary for patterns with self-overlap. This is common
on a four-letter alphabet, since short DNA motifs frequently repeat internal bases.

Algorithm 2 Query Search on a Tokenised Sequence

Require: Tokenised sequence T = t1, . . . , tm, dictionary D, query sequence Q
Ensure: Number of occurrences c of Q
1: Compute the KMP failure function π for Q
2: s← 0, c← 0
3: for each token ti in T do

4: if s = 0 and ti cannot contain Q[1] then
5: continue

6: end if

7: Lazily expand ti using D (cache the result on first use)
8: for each base b in the expansion of ti do
9: while s > 0 and b ̸= Q[s+ 1] do

10: s← π(s)
11: end while

12: if b = Q[s+ 1] then
13: s← s+ 1
14: end if

15: if s = |Q| then
16: c← c+ 1
17: s← π(|Q|)
18: end if

19: end for

20: end for

21: return c

The method adds no new data structure beyond π, an array of size ℓ. It reuses the dictionary and
lazy expansion cache already built during decompression, and each base is processed in O(1) amortised
time by the automaton, with no backtracking over the expanded sequence. The filtering step reduces
the number of tokens that need to be expanded at all, and its benefit depends on how often q1 occurs
across the token set; tokens whose expansion never contains q1 are skipped regardless of their length.

4 Results and Discussion

4.1 Dataset

To evaluate HiDAC, five diverse genome sets spanning multiple species are used. Table 1 describes the
dataset used in our study. The first three datasets are used for general-purpose evaluation. They are
used to examine sequence length reduction, file size reduction, and the ability of the learned dictionary
to generalize across related genomic sequences. The remaining two datasets are standard benchmark
datasets used for comparative assessment. The proposed approach was also compared with other state-
of-the-art methods to evaluate its performance. All the results are acquired by compressing the files
using the created dictionaries mentioned in the supplementary file.

4.2 Evaluation Criteria

For these datasets, we assess performance using two complementary metrics: sequence compression (SC)
and space saved (SS). Sequence compression quantifies the percentage reduction in the length of the
DNA sequence after token substitution and is defined as

SC =

(

1−
Compressed sequence length

Original sequence length

)

× 100. (11)
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Table 1: Summary of datasets used for evaluation of HiDAC (Hierarchical Dictionary-Aided Compres-
sion)

Dataset Description Citation

DS 1 10 complete genome sequences of Escherichia coli, used to
evaluate compression efficiency and dictionary generalisa-
tion across closely related bacterial strains.

[3, 5]

DS 2 10 complete genome sequences of Mycobacterium tuberculo-
sis, used for assessing performance on pathogenic bacterial
genomes with different structural characteristics.

[3, 11]

DS 3 High-quality human genome assembly (GCA 050656345.1)
corresponding to the RPE1v1.1 haplotype 1 assembly of
the diploid RPE-1 cell line, generated using long-read and
chromosome conformation capture techniques, providing a
phased representation of the human genome for accurate
structural and sequence analysis.

[3, 49]

DS 4 A comprehensive and balanced benchmark dataset com-
posed of 15 genomic sequences from diverse species, includ-
ing: (1) chromosome 2 ofGallus gallus (GaGa), (2) chromo-
some 3 of Danio rerio (DaRe), (3) chromosome 1 of Oryza
sativa Japonica (OrSa), (4) chromosome 2 of Drosophila
miranda (DrMe), (5) chromosome 4 of the reference hu-
man genome (HoSa), (6) genome of Entamoeba invadens
(EnIn), (7) genome of Schizosaccharomyces pombe (ScPo),
(8) genome of Plasmodium falciparum (PlFa), (9) genome of
Escherichia coli (EsCo), (10) genome of Haloarcula hispan-
ica (HaHi), (11) genome of Aeropyrum camini (AeCa), (12)
genome of Helicobacter pylori (HePy), (13) genome of Yel-
lowstone Lake mimivirus (YeMi), (14) genome of Aggregat-
ibacter phage S1249 (AgPh), and (15) genome of Bundibu-
gyo ebolavirus (BuEb). This diversity ensures robust eval-
uation across organisms with varying genomic structures.

[40]

DS 5 Genome of Escherichia coli K-12 substr. MG1655 generated
using the MinION sequencer, comprising 4.64 million bases,
used to evaluate performance on real sequencing data.

[42]

Space saved measures the percentage reduction in storage size at the file level, capturing the combined
effect of token substitution and entropy coding and is defined as

SS =

(

1−
Compressed file size

Original file size

)

× 100. (12)

Together, SC and SS provide a two-level view of compression: SC reflects how effectively the dictionary
reduces structural redundancy in the sequence, while SS reflects the final storage benefit delivered to the
user.

4.3 File Compression Results

For DS 1 and DS 2, one file from each dataset was selected as the reference genome to construct the
dictionary. The same dictionary was then applied without modification to compress all remaining files
in the dataset. This approach evaluates the generalisation capability of the constructed dictionary. This
allows the captured information to be transferred to similar genomes of the ,same class. A consistent
compression of nearly 76% and 76.8% was observed across for DS 1 and DS 2 respectively.

Tables 2 presents the SC and SS results for DS 1 and DS 2, respectively. HiDAC outperforms all
existing general-purpose compressors as well as NAF across both datasets. Furthermore, the consistency
of results across all files within each dataset support the generalisation capability of the constructed dic-
tionary, as discussed in subection 3.2, confirming that the learned tokens capture characteristic recurring
patterns of the genome class rather than being specific to the reference sequence.
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Table 2: Compression percentages for various compressors across different genomic datasets.

Dataset File
gzip
(SS)

bzip2
(SS)

lzma
(SS)

brotli
(SS)

zstd
(SS)

NAF
(SS)

HiDAC
(SS)

HiDAC
(SC)

DS 1

GCF 000005845.2 70.64% 71.74% 73.15% 72.66% 68.39% 75.31% 75.90% 55.47%

GCF 000008865.2 70.63% 71.71% 73.72% 73.27% 68.48% 75.33% 75.90% 55.47%

GCF 000010385.1 70.66% 71.69% 73.24% 72.74% 68.38% 75.35% 75.88% 55.44%

GCF 000013265.1 70.62% 71.69% 73.06% 72.53% 68.36% 75.31% 75.89% 55.47%

GCF 000019645.1 70.65% 71.68% 73.15% 72.64% 68.36% 75.30% 75.89% 55.47%

GCF 000210475.1 70.66% 71.72% 73.72% 73.15% 68.48% 75.35% 75.89% 55.47%

GCF 002853715.1 70.64% 71.71% 73.13% 72.62% 68.37% 75.31% 75.89% 55.46%

GCF 003018455.1 70.64% 71.71% 74.28% 73.83% 68.57% 75.32% 75.87% 55.46%

GCF 003697165.2 70.62% 71.71% 73.07% 72.53% 68.38% 75.33% 75.89% 55.46%

GCF 048568945.1 70.63% 71.70% 74.20% 73.74% 68.48% 75.35% 75.87% 55.45%

DS 2

GCA 000277735.2 71.41% 72.32% 73.87% 73.33% 69.17% 76.16% 76.78% 59.75%

GCA 014899965.1 71.44% 72.34% 73.95% 73.40% 69.21% 76.17% 76.77% 59.75%

GCA 014899985.1 71.43% 72.34% 73.91% 73.39% 69.21% 76.15% 76.77% 59.74%

GCA 017901095.1 71.41% 72.33% 73.88% 73.33% 69.18% 76.14% 76.77% 59.75%

GCA 030566105.1 71.52% 72.28% 73.87% 73.37% 69.24% 76.24% 76.71% 59.63%

GCA 030566675.1 71.54% 72.30% 73.88% 73.37% 69.26% 76.23% 76.72% 59.64%

GCA 033124885.1 71.45% 72.34% 73.96% 73.43% 69.23% 76.24% 76.77% 59.74%

GCA 040208995.1 71.44% 72.35% 73.93% 73.43% 69.22% 76.13% 76.77% 59.74%

GCA 963525475.1 71.48% 72.35% 73.96% 73.43% 69.23% 76.22% 76.77% 59.73%

GCF 000195955.2 71.40% 72.33% 73.86% 73.33% 69.16% 76.16% 76.77% 59.75%

DS 3 GCA 050656345.1 69.85% 72.50% 75.01% 74.54% 67.76% 76.31% 76.38% 58.42%

For DS 3, which consists of the individual chromosomes of the human genome, we construct a separate
dictionary for each chromosome independently. To obtain a single unified dictionary that generalises
across the full genome, we retain only those tokens that appear in the dictionaries of at least 90% of the
chromosomes. The resulting combined dictionary is then used to compress all chromosomes, allowing
us to evaluate how well a genome-wide token vocabulary represents the full diversity of human genomic
sequences. We recorded the SC and SS as defined above. Table 2 presents the SC and SS results for
DS 3. We observe a 76.38% reduction in file size and 58.42% reduction in sequence size. This result
further demonstrates that the combined dictionary constructed by retaining tokens shared across at least
90% of individual chromosome dictionaries, is capable of capturing not only local sequence-level patterns
but also global recurring motifs that persist across the full human genome.

The Figure 2 represents the heatmap that showes the proposed method consistently achieves the
highest compression across the three datasets, followed closely by NAF. Traditional compressors such
as gzip and zstd exhibit lower performance, while lzma and brotli provide moderate improvements.
The consistent darker shading for the proposed method across all datasets highlights its robustness and
superior performance .

Figure 2: Heatmap illustrating compression performance (in %) of different methods across DS 1, DS 2,
and DS 3 datasets, with darker shades indicating higher compression efficiency.
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Table 3: Compression performance comparison (higher is better). Maximum value in each row is bold.

Dataset File gzip bzip2 zstd NAF HMG HiDAC

DS 4

AeCa 3.58 3.71 3.32 4.01 3.95 4.12

AgPh 3.37 3.64 3.15 4.00 3.99 4.01

BuEb 3.25 3.62 3.12 3.95 4.09 3.84

DaRe 3.77 3.88 3.55 4.28 4.47 4.19

DrMe 3.60 3.71 3.34 4.02 3.98 4.08

EnIn 3.61 3.72 3.38 4.11 4.14 4.18

EsCo 3.57 3.71 3.33 4.00 3.99 4.10

GaGa 3.65 3.74 3.40 4.08 3.93 4.19

HaHi 3.63 3.77 3.37 4.09 4.01 4.20

HePy 3.67 3.77 3.42 4.10 4.35 4.22

HoSa 3.73 3.89 3.50 4.23 4.04 4.19

OrSa 3.65 3.74 3.41 4.05 4.30 4.08

PlFa 3.77 3.82 3.50 4.27 4.22 4.32

ScPo 3.57 3.69 3.33 4.07 3.80 4.10

YeMi 3.59 3.79 3.33 4.21 4.28 4.28

DS 5 Ecoli 3.57 3.71 3.33 4.00 3.87 4.15

Figure 3: Box plot showing the compression ratio distributions of HMG and HiDAC across the DS 4
dataset, highlighting greater consistency in compression of the proposed approach across diverse genomic
sequences.

For the benchmark datasets DS 4 and DS 5, we compare the proposed method against HMG (Heuristic-
driven MDL-based Genome sequence compressor) [37], a recent state-of-the-art genomic compression
method based on the Minimum Description Length (MDL) principle. HMG is designed to identify the
optimal set of k-mers for maximal compression of a dataset, making it conceptually the closest existing
method to our approach as described in Section 3.2. To ensure a fair comparison, we report the same
metrics used by the authors of HMG: compression ratio (CR), defined as

CR =
Original file size

Compressed file size
. (13)

A CR greater than 1 reflects greater storage reduction. Table 3 show the CR and SS results of DS 4
and DS 5 in comparison with HMG (Heuristic-driven MDL-based Genome sequence compressor) [37].
Note that we were not able to run the program on further datasets other than those made public by the
authors, hence the comparison is limited to the sequences for which we have HMG findings. We chose
the variation HMG-GA(CC/SM) for comparison since it is the strongest published configuration of the
tool.

Figure 3 displays a box plot of the consistency of HMG and HiDAC on distinct genomic sequences.
Both approaches produce competitive compression ratios, however the interquartile range and whiskers of
HMG are larger, indicating a bigger fluctuation in the performance of HMG depending on genome type.
The results for HiDAC, whereas standard are more closely grouped around the median, indicating more
steady compression performance. The decreased spread indicates that HiDAC is capable of generating
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Figure 4: Frequency of the top 20 core motifs across the 17 constructed dictionaries. The frequency axis
indicates the number of dictionaries in which each motif appears as a learned token.

consistent results on a diverse variety of genomic datasets, even if the sequences differ in length, structure
and complexity. In a few settings, HMG has a slightly better, but in general the performance is less
consistent. HiDAC delivers better consistency and resilience and is better suited for compressing diverse
genomic data.

The detailed comprehensive results are provided in the supplementary Material. Tables S1-S5 show
the file-level compression performance in terms of compressed size, and storage saved. The results for
sequence-level compression with the tokenized representation created are shown in Tables S6–S10. To
facilitate reproducibility, the dataset accession details, source code, and dictionaries used for compression
are made publicly available through the GitHub repository referenced in the Supplementary Material.

To further characterize the learned representations, we analyzed the dictionaries created for each
dataset given in Section 4.1. For each of the 17 genomes, a distinct dictionary was created, resulting in
17 different token vocabularies. To identify the most consistently learned patterns, we selected the 20
most frequent tokens across these dictionaries, and the resulting distribution is displayed in Figure 4.
The distribution clearly indicates the dominance of dinucleotide patterns, with TT occurring in all 17
dictionaries, followed by AA in 15 and CC and GG in 14 of 17 dictionaries. The co-occurrence of GG
with CC and AA with TT arises from the strand-compositional symmetry of genomic DNA, where the
relative abundances of dinucleotides are roughly preserved between complementary strands [24]. Other
frequently selected dinucleotides, notably TG and TC, occurring in 13 and 11 dictionaries, respectively,
followed by AT in 10 dictionaries, also show that short compositionally biased patterns are reliably
captured across different genomes. AG and GC occur in 9 dictionaries each, while AC, ATG, and CA
occur in 8 dictionaries. This observation is consistent with the established role of short k-mer frequencies
as genomic signatures that represent species-specific as well as conserved compositional properties [24].
Among the trinucleotide patterns, TAA is the most prevalent, occurring in 10 dictionaries, followed
by ATG at 8 dictionaries and TTG at 7 dictionaries. AAG, ACC, ATC, and ATT each appear in 6
dictionaries. Several of these trinucleotide patterns correspond to codons, the three-base units used in
protein-coding regions. The repeated occurrence of patterns such as TAA, ATG, and TTG in dictionaries
constructed independently suggests that the method is identifying recurring sequence features across
different genomes. Their presence is therefore unlikely to result solely from dataset-specific repetition or
simple local redundancy [39].

To conclude, the frequency distribution from 17 to 5 shows a consistent decline demonstrating that the
genomic sequences have structured and not random patterns. The change from shared dinucleotide motifs
to less pervasive trinucleotides also demonstrates the hierarchical structure of genomic sequences. Shorter
compositional motifs are more strongly conserved between species, while longer motifs are more strongly
driven by genome composition, biological function and evolutionary history. This behaviour agrees
with previous studies showing that k-mer distributions in genomic sequences are highly non-random
and are shaped by nucleotide composition, functional constraints, and evolutionary processes [9, 24].
The recurrence of these core motifs across all 17 dictionaries, constructed from genomes with different
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sizes and biological characteristics, demonstrates the generalization capability of HiDAC. Since k-mer
frequency profiles have been widely used for alignment-free comparison and classification of genomes,
even among distantly related organisms [47, 48], the presence of both short compositional motifs and
biologically interpretable trinucleotides in the learned dictionaries confirms that the proposed method
encodes characteristic recurring patterns of genomic sequences rather than patterns specific to any single
reference genome.

4.4 Time Complexity Analysis

HiDAC consists of two main phases: dictionary construction, which identifies and encodes recurring
patterns from the sequence, and compression, which applies the learned dictionary to encode the sequence
into a compact binary representation. We analyse the time complexity of each phase in turn, followed
by decompression and a comparison with existing methods.

4.4.1 Dictionary Construction

Algorithm 1 describes the dictionary construction procedure. Let N denote the length of the sequence
used to construct the dictionary, and let I denote the maximum number of merge iterations. The
algorithm first constructs the linked-list arrays prev and next , and initializes the pair-tracking structures
occ[π], freq[π], and buckets[f ]. These steps require a single pass over the sequence and therefore cost
O(N).

In each iteration, the best pair is selected from buckets[fmax] rather than by scanning the entire
sequence. If Bi pairs are tied at the maximum frequency, the selection step costs O(Bi). This is
because the entropy of each candidate pair is computed from comp cache over the fixed DNA alphabet
{A, T,G,C}, making the entropy evaluation constant time for each pair.

Let Fi be the number of recorded occurrences of the selected pair in iteration i. Since occ[π] is
stored as an unordered hash set, these positions are sorted before non-overlapping matches are selected.
This sorting step costs O(Fi logFi). The subsequent scan and linked-list updates cost O(Fi), as each
substitution modifies only a constant number of adjacent pairs. Therefore, the cost of iteration i is

O(Bi+Fi logFi+Fi), and the total cost of dictionary construction is O
(

N +
∑I

i=1 (Bi + Fi logFi + Fi)
)

.

Using the bound Fi ≤ N , a conservative worst-case complexity is O(N + IN logN), assuming that
Bi remains small. In practice, I is fixed and the active sequence length decreases after each merge.
Accordingly, the observed running time can be expressed as O(N logN) with respect to the input length
N .

4.4.2 Compression

The compression phase combines dictionary-based pattern matching with entropy encoding. The Aho–
Corasick automaton is constructed in O(M) time, where M =

∑K

k=1 |Pk| is the total expanded length
of the K dictionary patterns. Once constructed, the automaton scans the input sequence in O(N + Z)
time, where Z denotes the total number of reported matches. The greedy replacement step also requires
O(N + Z) time, since reported matches are grouped by their starting positions and the longest, most
frequent candidate is selected at each position.

After replacement, the resulting token sequence of length m is encoded using first-order context
arithmetic coding. In the current implementation, cumulative intervals are computed by scanning the
token alphabet. Consequently, arithmetic encoding takes O(m · A + R) time, where A is the size of
the token alphabet and R is the number of emitted bits. The overall compression cost is therefore
O(M +N + Z +m ·A+R).

With the experimental limit set to 60 dictionary tokens, A can be treated as a small constant, while
M remains much smaller than N . Under these conditions, the arithmetic coding stage runs effectively
in linear time, and the overall compression process behaves approximately as O(N +Z) in practice. The
value of Z is generally observed to increase almost linearly with N . However, it cannot be strictly limited
by the number of non-overlapping replacements. This is because the Aho-Corasick automaton detects
overlapping occurrences and may identify several matching patterns at the same sequence position. Once
the dictionary has been built, it can be reused to compress each remaining sequence with near-linear
practical runtime.
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4.4.3 Decompression

Once compression is complete, the decompression process reverses each stage in sequence. Let m denote
the length of the decoded token stream and let N ′ denote the length of the reconstructed sequence.
Arithmetic decoding with first-order context modelling processes the encoded token stream in a single
pass. In the current implementation, cumulative intervals are computed by scanning the token alphabet;
therefore, arithmetic decoding requires O(m ·A+R) time, where A is the token alphabet size and R is
the number of bits read from the encoded bitstream. Since A is bounded by 4 + I and remains small
under the experimental cap of 60 dictionary tokens, this step reduces to O(m+R) in practice.

Grammar expansion is performed using a memoised traversal of the hierarchical grammar rules,
ensuring that each rule is expanded at most once. The total cost of expanding all decoded tokens is
therefore proportional to the length of the reconstructed sequence, giving O(N ′) time. Reinsertion of
invalid character runs and other preserved metadata is likewise linear in the output size. Hence, under the
bounded-alphabet setting used in the experiments, the overall time complexity becomes O(m+R+N ′),
and since the decompressor must produce N ′ output characters, the decompression time is linear in the
reconstructed sequence size in practice.

4.4.4 Comparison with Existing Methods

Widely used general-purpose compression tools differ considerably in their computational complexity.
gzip uses the DEFLATE algorithm [14], which combines LZ77[54] with Huffman coding [22]. Because it
relies on a fixed-size sliding window and a bounded matching process, its running time is linear Θ(N).
This allows gzip to provide fast compression and decompression, although it is less effective at detecting
long-range patterns in genomic sequences. bzip2, in contrast, is based on the Burrows–Wheeler Trans-
form [6]. Constructing this transform generally requires O(N logN) time for each block, making bzip2
more computationally expensive than gzip. However, the additional processing often results in better
compression. NAF-based genomic compressors [28] use approximate factorization together with sliding-
window similarity searches and heuristic techniques. Their theoretical complexity may be superlinear,
but in practice, bounded window sizes and aggressive pruning allow them to achieve runtimes that are
close to linear. In the conservative worst case, HiDAC requires O(N + I ·N logN) time to construct the
dictionary. Under the experimental limit of I ≤ 60 tokens, this becomes O(N logN). Once the dictionary
has been created, each additional sequence can be compressed or decompressed in linear time, O(N). A
key feature of HiDAC is that the dictionary is built only once from a representative reference sequence
and is then reused for all sequences in the dataset. As a result, the cost of dictionary construction is dis-
tributed across the entire collection. This provides a practical balance between computational cost and
compression performance, while also producing a compact and reusable dictionary that general-purpose
compression tools do not provide.

4.5 Results of Compressed Domain Analysis

To compare the efficiency of the tokenised representation in performing pattern search and frequency
count, we compared the search algorithm for tokenised sequence proposed in Section 3.5 with naive
search on the raw sequence. Figure 5 shows the time taken to find the frequency of a query of length
between 13–466 in two genome sequences. The first one is the genome for Chromosome 2 of Drosophila
miranda (DrMe) with raw size 3,21,81,429 and tokenised length of 1,44,92,463 characters. The second is
the Chromosome 4 of the human genome (HoSa) with raw size of 18,97,52,667 and tokenised length of
9,77,83,859 characters. This corresponds to a sequence length reduction of 54.97% for DrMe and 48.47%
for HoSa.

Across both genomes, the tokenised search was consistently faster than the raw sequence search. For
DrMe, the mean search time was 4.67 s (SD = 0.28) for the raw sequence and 1.79 s (SD = 0.14) for
the tokenised representation, giving a mean speedup of 2.62× (median 2.61×, range 2.29×–2.92×). For
HoSa, the mean search time was 25.26 s (SD = 2.35) for the raw sequence and 9.22 s (SD = 1.11) for the
tokenised representation, giving a mean speedup of 2.76× (median 2.74×, range 2.30×–3.27×). Both raw
and tokenised search times increase slightly as query length increases, but the increase is much smaller
for the tokenised search, so the speedup is maintained across the full range of query lengths tested.

This is clear evidence that HiDAC is not only able to provide good compression results but also make
pattern matching and frequency count a lot faster using the semi-decompressed (tokenised) represen-
tation. The main reason why the search algorithm proposed works so efficiently is because of the cost
function used to create the dictionary. The function ensures that the dictionary is balanced as much as
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Figure 5: Query search time as a function of query length (13–466 bases, n = 49 queries) for raw-
sequence search versus HiDAC tokenised search, evaluated on two genomes: (A) DrMe and (B) HoSa.
Scatter points show individual query measurements; solid lines show LOWESS-smoothed trends. In
DrMe, mean search time was 4.67 s (SD = 0.28) for the raw sequence versus 1.79 s (SD = 0.14) for the
tokenised representation, corresponding to a mean speedup of 2.62× (SD = 0.15, median = 2.61×, range
2.29×–2.92×). In HoSa, mean search time was 25.26 s (SD = 2.35) for the raw sequence versus 9.22 s
(SD = 1.11) for the tokenised representation, a mean speedup of 2.76× (SD = 0.29, median = 2.74×,
range 2.30×–3.27×). Both raw-sequence and tokenised search times increase mildly with query length,
with the tokenised representation maintaining a consistent 2.6–2.8× advantage across the tested range
and across genomes of different composition.

possible, therefore even when a single token is ignored during search it has a significant effect on time, as
it has strong representation in the sequence. Because each token typically covers many bases and occurs
frequently, skipping one token during the first-character check removes a large part of the sequence from
consideration in a single step, instead of the one-character-at-a-time progress made when scanning the
raw sequence. Also, once a token has been expanded and checked, the result is reused every time that
same token appears again, so repeated tokens are not processed more than once. This is consistent
with both genomes showing a similar speedup despite differing considerably in size and repeat structure,
which suggests the improvement comes from the token-level design of the dictionary rather than being
specific to one genome.

5 Conclusion

A two-stage DNA compression framework HiDAC (Hierarchical Dictionary-Aided Compression) is pre-
sented to address the limitations of existing genomic compressors. In the first stage, a hierarchical
dictionary-based representation of the sequence is constructed. In the second stage, context-modelled
arithmetic coding is applied to the resulting token stream. As shown in Section 4, the proposed method
achieves better compression than general-purpose compressors and also outperforms NAF across all
tested datasets. A comparison with HMG, which is the closest method in terms of design, also shows
improved compression ratios. The gain is obtained within a similar pattern-based encoding framework,
so the comparison remains fair.

An important aspect of the method is that the hierarchical token representation is not only used for
compression. It also provides a structured and interpretable view of the genome. Because of this, some
analysis tasks can be carried out directly in the compressed domain, without full decompression. This
separates the method from most conventional genomic compressors, where compression and analysis are
usually treated as different steps. This was confirmed experimentally in Section 4.5, where the tokenised
representation was used to perform pattern search and frequency counting directly on the tokenised
sequence. Across query lengths ranging from 13 to 466 bases, the tokenised search was consistently
faster than search on the raw sequence.

Additional improvement is still possible. In the current study, the cost function was designed using
an empirical approach, and more careful refinement of this design may further improve compression
performance. Another possible direction is to investigate higher-order context models in the arithmetic
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coding stage. Further, better techniques can be used to improve the pattern matching in the tokenised
domain which is essentially a grammar.
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