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Supplementary tables

Table S1. Abstract-screening prompt, reproduced verbatim. Decoding is restricted to the token identifiers spelling C
and E, so no other output is reachable

Classify the paper's main contribution. C means computational work is a central scientific
result: algorithm/software, simulation, mathematical or mechanistic model, machine learning,
bioinformatics, genome/transcriptome/proteome data analysis, sequence/phylogenetic/structure
analysis, in-silico screening, or large-scale quantitative modeling. E means the main work is
wet-lab, assay, animal, clinical, review, survey, registry/claims/cohort, imaging, or epidemiology
where computation is routine statistics or support analysis. For survival/risk-factor/regression
analyses of clinical records, choose E unless a new computational method/model is the main result.
Answer exactly one letter: C or E.
Title: {title}
Abstract: {abstract}
Answer:

Table S2. The extraction prompt and the JSON Schema enforced during sampling, both reproduced verbatim. A
structurally invalid record cannot be produced

Extraction prompt, reproduced verbatim. Each prompt is followed by the title, the abstract up to 1,600 characters and
the opening 2,296 tokens of the body

You analyze a biomedical paper and return ONE JSON object classifying its computational
contribution for a searchable methods database. Use only the paper's content. Fill EVERY field.

artifact_type — the SINGLE primary thing the authors built/contributed:
new_algorithm = a novel method/algorithm is the central result (even with no released code)
software_package = a reusable library/toolkit/standalone program (e.g. an R/Python package)
database = a curated data resource/repository the authors release
benchmark = a dataset + evaluation built to compare methods
pipeline = an assembled multi-step workflow made mostly from existing tools
web_server = an interactive online tool / web application
model = a trained ML / statistical / mechanistic model is the main deliverable
review = review, survey, perspective, or commentary (no new method/data)

1



analysis_only = applies existing tools to data to answer a biological question; no new tool
or resource released

other = none of the above
artifact_name — name of that artifact exactly as written, or "" if unnamed.
biological_questions — ALL biological problems addressed (array, may be empty); choose from:

biomarker_discovery, disease_subtyping, target_discovery, drug_repurposing, diagnosis,
prognosis, mechanism_inference, patient_stratification, variant_interpretation,
drug_response_prediction, other, none
Choose these only when they are the stated biological/clinical purpose of the work.
Do not label generic protein/domain/gene classification as diagnosis. Do not label generic
binding-site, structure, or pharmacokinetic work as drug_response_prediction unless the paper
explicitly predicts response to a drug/treatment. Use ["none"] for generic computational
methods/resources with no clear listed biological question.

tool_relationships — for OTHER named software/tools the paper relates to, array of
{"tool": <name>, "relationship": <one of: uses, extends, wraps, compares_against, replaces,
integrates_with, visualizes, depends_on>}. Empty array if none.

databases_used — external biological databases/resources relied on (e.g. GEO, TCGA, ClinVar,
GWAS Catalog, DrugBank, ChEMBL, KEGG, Reactome, STRING, UniProt, PDB, Ensembl). Do not copy
examples; include a database only if its name appears in the paper. Empty if none.

Do not force clinical labels. Use ["none"] when the paper has no clear listed biological question.
summary — one sentence (<=30 words) stating the main computational contribution.

Return ONLY the JSON object.

Schema enforced during sampling, reproduced verbatim. A structurally invalid record is unreachable, and is never
rejected after the fact

{
"type": "object", "additionalProperties": false,
"properties": {

"artifact_type": {"type": "string", "enum": ["new_algorithm", "software_package", "database",
"benchmark", "pipeline", "web_server", "model", "review", "analysis_only", "other"]},

"artifact_name": {"type": "string"},
"biological_questions": {"type": "array", "items": {"type": "string", "enum":

["biomarker_discovery", "disease_subtyping", "target_discovery", "drug_repurposing",
"diagnosis", "prognosis", "mechanism_inference", "patient_stratification",
"variant_interpretation", "drug_response_prediction", "other", "none"]}},

"tool_relationships": {"type": "array", "items": {"type": "object",
"additionalProperties": false,
"properties": {"tool": {"type": "string"}, "relationship": {"type": "string", "enum":

["uses", "extends", "wraps", "compares_against", "replaces", "integrates_with",
"visualizes", "depends_on"]}},

"required": ["tool", "relationship"]}},
"databases_used": {"type": "array", "items": {"type": "string"}},
"summary": {"type": "string"}

},
"required": ["artifact_type", "artifact_name", "biological_questions", "tool_relationships",

"databases_used", "summary"]
}

Table S3. Composition of the clustering by parent topic, with the share of each parent’s papers that lie in clusters
judged biomedical by Qwen3-8B and whether the parent was retained, which it is when that share exceeds one half
(Table_S3_parent_topics.csv)
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Parent topic Clusters Papers
% of papers in clusters judged

biomedical Retained

Biomedical Image and Signal Processing 529 80,989 73.4 yes
Biological Data Analysis 430 78,609 99.5 yes
Computational Materials Science 205 28,889 36.4 no
Optimization and Decision-Making 81 11,058 12.0 no
Wireless Sensor Networks and Related
Technologies

66 8,918 7.9 no

Quantum and Computational Physics 45 8,613 3.6 no
Covid-19 Computational Epidemiology 32 5,146 99.2 yes
IoT Security and Privacy 13 2,370 36.1 no
Microgrid Control and Optimization 16 1,810 0.0 no
CMOS and Nanoscale Electronics 12 681 6.0 no
Medical Virtual Reality 8 652 100.0 yes
Healthcare Geospatial Analysis 1 36 100.0 yes

Table S4. The unmatched-name rate under alternative bases (Table_S4_sensitivity.csv). All rows use the reg-
istry snapshots of Table S11. The generic filter removes names composed entirely of platform, method and container
words, and the name-form filter removes multi-token names with neither a capital letter nor a digit. Unrestricted rows
count every tool-type paper, clustered or not. Inclusion rows place papers outside the clustering at the nearest of the
1,438 centroids in the bge-base embedding, with no similarity floor, and keep those in a retained cluster. Named mod-
els are the 60,295 model-type papers carrying a name. In no registry means matching none of bio.tools, PyPI, CRAN,
Bioconductor and Bioconda. Restriction rows replace the parent-level rule by the cluster-level judgments of Table S13
or apply the same majority rule at the second-best parent cut

Basis Distinct names In no registry %

All clusters, generic filter only 199,793 161,838 81.0
Retained parents, generic filter only 136,700 108,407 79.3
All clusters, generic and name-form filters 177,254 139,566 78.7
Retained parents, generic and name-form filters (reported) 121,844 93,762 77.0
Reported, with unassigned papers at their nearest centroid 139,768 106,741 76.4
Reported, with named models at their nearest centroid 161,519 128,813 79.8
Reported, with both 179,283 141,735 79.1
Clusters judged biomedical individually 113,284 86,000 75.9
Clusters retained by both rules 105,461 79,222 75.1
Second-best parent cut (K = 30), same majority rule 106,855 80,295 75.1

What the filters remove from the retained atlas (name_filters.py). Distinct names are counted after each combina-
tion of filters, and the examples are 15 strings drawn at random (seed 20260914) from those removed by each filter

Name filters applied Distinct names In no registry %

no filter 137,674 79.4
generic filter only 136,700 79.3
name-form filter only 122,490 77.0
both (reported) 121,844 77.0

Removed by the generic filter Removed by the name-form filter

R software gene set bagging
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Removed by the generic filter Removed by the name-form filter

new AI software sylvan linear regression
decision tree method toxic unit extrapolation method
SAS-tools new regression model for estimating readthrough propensity
genetic algorithm-Bayesian network approach pseudo-likelihood solution
Monte Carlo-based simulation method diametric ratio method
classifier software novel algorithm for optimizing treatment strategies
new automated algorithm phenotypic diagnostic algorithm
novel method gamete binning
3-CNN model attribute-based stochastic ensemble model
new analysis algorithm integrated gradients method
Network-based computational approach robust t-statistic method
new bioinformatics framework spectral area extraction method
new Monte Carlo method custom image processing pipeline
deep ensemble learning method hybrid-alignment annotation method

Table S5. All 1,000 retained clusters (Table_S5_clusters.csv). Columns: cluster identifier, generated label, size,
parent topic, the cluster-level biomedical judgment, top class-based TF-IDF keywords, and nearest EDAM term by em-
bedding similarity with its similarity. The EDAM columns are descriptive, since arbitrary bioinformatics text reaches
similar values (Table S13). The parent topics are a navigational hierarchy

Table S6. Model-based extraction audit (Table_S6_extraction_audit.csv, 300 rows). Columns: the extracted
artifact type and name, the verdict of the judge model, Qwen2.5-32B-Instruct, on each field, and the reason it gave.
The judge saw the title and abstract only. The judge agreed with the artifact type for 253 of 300 records (0.843) and
with the name for 188 of the 198 carrying a name (0.949), rates of agreement between models and not of accuracy

Table S7. License resolution. An earlier pass left 50,506 of the 1,074,191 papers with an unresolved license. Each
has been re-read from its own <permissions> block, including the xlink:href and license-type attributes, and
assigned by the rules below. A class is granted only where an explicit Creative Commons license says so. Nothing is
inferred from silence, and a free-to-read publisher program is not a reuse license. The assignment was checked against
PMC’s own license field (oa.fcgi) for a stratified sample of 36 papers and agrees in 36 of 36. Per-paper assignments
are in Table_S7_licence_resolution.csv, and the rules and their evidence in Table_S7_licence_rules.csv

Rule Papers Class Basis

no-grant 20,518 restricted Permissions block
asserts copyright and
grants nothing

elsevier-covid-no-
license

10,912 restricted Elsevier COVID-19
resource center, free to
read with no reuse
license, PMC records
license="none"

cc-by 8,075 commercial Creative Commons
Attribution, by URL or
license-type

no-permissions-block 3,367 restricted No permissions element
in the source XML

publisher-research-only 3,225 restricted Publisher terms permit
reading and academic
research only, PMC
records
license="none"

cc-by-nc-nd 1,799 noncommercial CC BY-NC-ND

4



Rule Papers Class Basis

cc-by-nc 1,253 noncommercial CC BY-NC
us-gov 702 restricted US Government work,

but PMC records
license="none", so no
PMC redistribution grant

all-rights-reserved 371 restricted Explicit reservation of
all rights

cc-by-nc-sa 216 noncommercial CC BY-NC-SA
cc-by-nd 41 commercial CC BY-ND permits

verbatim commercial
redistribution

public-domain 26 restricted Public-domain assertion
without a PMC license
grant

subscription 1 restricted Subscription content, no
reuse granted

Total 50,506

Corpus totals after this pass are commercial 831,601 (77.42%), noncommercial 203,470 (18.94%) and restricted 39,120
(3.64%). There is no undetermined class.

Table S8. What is distributed, namely the passage-level index and the structured companion store.

The passage-level index. The upper table gives chunk composition by section kind. A profile chunk carrying title,
abstract and extracted fields is generated for every paper, so every paper is retrievable even before its body text is
indexed. The lower table gives the cost of vector quantization, measured as recall@100 against unquantized retrieval
over an identical graph, using 40 probe queries against a 120,000-vector sample. Resident sizes are for the full 30.9
million chunks

Section kind Passages Indexed

Profile (one per paper) 1,074,191 yes
Methods 7,309,733 yes
Results 7,004,105 yes
Figure and table captions 1,784,017 yes
Data availability 127,168 yes
Introduction, Discussion,
Conclusion, unclassified

13,614,243 yes

Total 30,913,457 30,913,457 (100%)

Quantization Recall@100 vs full precision Resident vectors Gate (≥98%)

Binary (in use) 98.80% ~4 GB pass
int8 99.55% ~31 GB pass

The structured companion store. The internal citation graph is resolved through PubMed and DOI identifiers, because
JATS reference lists carry those and almost never a PMC identifier

Contents Rows

Papers 1,074,191
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Contents Rows

Parsed reference entries 41,890,329
— resolving to another paper in the corpus 5,767,772
Dataset-accession occurrences (285,615 distinct,
over 184,701 papers)

499,531

Extracted tool relationships 597,117
Tool mentions 596,496
Databases used 592,614
Code-link occurrences (77,382 distinct Git
repositories, over 97,331 papers)

152,097

Table S9. Screening-model and clustering-encoder selection. Models were compared against a reference set of 41,928
abstracts labeled by a different model, so the figures measure agreement with that reference and not accuracy against a
human standard. The first four rows are the selection comparison, run under identical conditions. The 1,000-abstract
subset is 17.1% positive against 19.7% in the full set, so agreement should not be compared across rows of differing
n at the third decimal. The final row re-measures the selected model on the whole reference set, giving Cohen’s κ
= 0.652, per-class F1 0.716 computational and 0.936 non-computational, with every output inside the two permitted
tokens. Encoders were compared under identical data splits and an identical classification head, so the embedding is
the only variable. Screening took 141 GPU-hours and extraction 53, on one NVIDIA RTX PRO 6000 Blackwell GPU

Screening
model Eval n Agreement Macro-F1 Abstracts/s

Qwen2.5-3B-
Instruct

41,928 0.840 0.630 147.3

Qwen2.5-7B-
Instruct

1,000 0.879 0.702 64.5

Qwen2.5-14B-
Instruct

1,000 0.896 0.754 33.1

Qwen2.5-32B-
Instruct
(selected)

1,000 0.903 0.782 13.4

Qwen2.5-32B-
Instruct, full
reference set

41,845 0.895 0.826 10.2

Clustering encoder Dim Test F1 Test ROC-AUC Encode (s)

bge-large-en-v1.5 1024 0.7040 0.9045 134.5
bge-base-en-v1.5 (selected) 768 0.6994 0.8997 56.4
e5-large-v2 1024 0.6956 0.8965 134.2

Table S10. Artifact types across all 1,074,191 papers screened as computational, with the 18,251 recovered failures in
place, and the computational share of screened papers by publication year (Table_S10_share_by_year.csv gives
every year). Shards follow PMC identifier order, and the year gives the trend directly

Artifact type Count %

analysis only 302,765 28.19
model 290,327 27.03
new algorithm 215,061 20.02
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Artifact type Count %

database 67,327 6.27
pipeline 64,560 6.01
other 47,074 4.38
software package 42,455 3.95
review 23,799 2.22
benchmark 10,395 0.97
web server 10,377 0.97
no valid output after rerun 51 0.005

Publication year Screened Computational %

2000 3,837 191 4.98
2005 13,140 2,464 18.75
2007 24,266 4,883 20.12
2010 72,465 10,409 14.36
2012 132,790 17,910 13.49
2015 231,409 34,906 15.08
2018 332,194 52,077 15.68
2020 538,113 84,009 15.61
2022 769,730 135,777 17.64
2024 729,792 137,191 18.8
2025 616,485 122,968 19.95

Table S11. bio.tools as a reference set. The upper table identifies the registry snapshots, all retrieved in September 2026.
The bio.tools snapshot was retrieved from the public API and is archived as biotools_full_20260914.json.gz,
with the SHA-256 of its uncompressed JSON (a5bdca4941372cdf28eb479720e9559973640be1ee9397a4c3641959d4e95b4d).
The PyPI, CRAN, Bioconductor and Bioconda name lists are archived in registries_20260914/ with the SHA-256
of each raw response. An entry’s defining publications are its Primary publications, or its untyped publications when
it has no Primary one, and 250 entries carry more than one Primary publication. Publications were resolved to the
corpus by PMCID, PMID or DOI, and remaining PMIDs and DOIs through the PMC ID converter. Each entry is
followed through one paper fixed before its outcome was known, the earliest of its defining publications in the corpus
by bio.tools publication date and then PMCID. Per-entry results for the 12,207 entries of the software subset are
in Table_S11_biotools_recall.csv (bio.tools identifier and name, tool types, defining basis, defining papers
in the corpus, PMCID followed, entries sharing that publication, stage reached, extracted type and name, strict,
identity-resolved and any-paper recovery, and the identity evidence)

Registry Source Names SHA-256

bio.tools bio.tools/api/tool/?format=json 34,232 a5bdca4941372cdf…
PyPI pypi.org/simple/ 891,394 01964386a0dcbd39…
CRAN cran.r-project.org/src/contrib/PACKAGES 25,023 e6e0ea74adf3e276…
Bioconductor bioconductor.org/packages/release/bioc/VIEWS 2,418 c8b67a4faf1a48bd…
Bioconda conda.anaconda.org/bioconda/channeldata.json 12,718 561fc0e3dc41178e…

Furthest point reached by an entry’s defining publications Entries %

no publication 2,909 8.5
only non-defining types 906 2.6
not in PMC 11,044 32.3
in PMC, not in the open-access corpus 2,738 8.0
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Furthest point reached by an entry’s defining publications Entries %

parsed, no title and abstract 160 0.5
screened 16,475 48.1
Total 34,232 100.0

Reference subset Entries

Defining publication in the screened corpus (all tool types) 16,475
of which a tool type other than Database portal or Ontology (principal denominator) 12,207
of which Database portal or Ontology only 1,321
of which no tool type recorded 2,947
Principal entries whose followed publication describes no other entry 11,498
Principal entries with a Primary publication 3,349
Entries with more than one defining paper in the corpus 355

Entries per defining publication Publications

1 16,072
2 313
3-5 41
6-20 10
>20 1

Included entries compared with excluded entries, as percentages of entries carrying each tool type (an entry may carry
several)

Included Excluded

Entries 16,475 17,757
Median first publication year 2020 2019
Web application, % 26.4 19.0
Command-line tool, % 25.8 35.8
Library, % 15.4 24.1
Database portal, % 10.7 4.7
Desktop application, % 5.4 6.7
(none), % 17.9 16.3

Selection of the reference set. Entries by how far their defining publications reach, with the first bio.tools publication
year (from publication metadata, absent for many entries) and the share carrying each tool type

Screened (reference set) In PMC, not open access Not in PMC

Entries 16,475 2,738 11,044
Median first publication year 2020 2019 2020
First publication before 2011, % 5.3 11.1 8.1
First publication 2011-2015, % 8.7 9.1 4.3
First publication 2016-2018, % 9.4 8.7 3.6
First publication 2019-2021, % 27.9 24.0 16.5
First publication 2022 or later, % 20.0 9.4 8.8
No publication year, % 28.6 37.7 58.8
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Screened (reference set) In PMC, not open access Not in PMC

Web application, % 26.4 23.7 17.6
Command-line tool, % 25.8 34.0 38.4
Library, % 15.4 15.3 24.2
Database portal, % 10.7 6.0 4.6

Recall, with Wilson 95% intervals. Rows above the sensitivity rows are for the software subset, followed through the
pre-specified paper

Measure n Strict Identity-resolved

Entries 12,207 56.6 (55.7-57.5) 62.1 (61.3-63.0)
Publications followed 11,831 58.2 (57.3-59.0) 62.9 (62.0-63.8)
Entries from single-entry publications 11,498 58.7 (57.8-59.6) 63.2 (62.3-64.0)
Entries with a Primary publication 3,349 54.3 (52.6-55.9) 60.3 (58.7-62.0)
Entries whose paper entered the atlas 8,265 83.6 (82.8-84.4) 91.8 (91.1-92.3)
All compatible types admitted, no clustering 12,207 81.3 (80.6-82.0) 88.9 (88.4-89.5)
Sensitivity: recovered by any defining paper 12,207 56.9 (56.1-57.8) 62.6 (61.7-63.5)
Sensitivity: all tool types, including Database portal and Ontology 16,475 51.2 (50.5-52.0) 56.1 (55.4-56.9)
All tool types, entries whose paper entered the atlas 10,071 83.8 (83.1-84.5) 91.8 (91.3-92.4)

Stage at which the entry was lost Strict % Identity-resolved %

screened as experimental 95 0.8 95 0.8
extraction did not parse 0 0.0 0 0.0
artifact type not clustered 2,019 16.5 2,019 16.5
left unassigned by HDBSCAN 1,731 14.2 1,731 14.2
non-biomedical parent topic 97 0.8 97 0.8
no usable name 174 1.4 174 1.4
name extracted, not matched 1,181 9.7 507 4.2
recovered 6,910 56.6 7,584 62.1

Artifact type of papers lost as not clustered Entries

database 884
model 663
pipeline 354
benchmark 64
analysis only 40
review 8
other 6

Recall by stratum, for the 12,207 entries of the software subset, as percentages of the stratum. An entry carrying
several tool types is counted under each. The name is in the title or abstract when the entry’s name, its name without
a parenthetical, or its parenthetical acronym occurs as a whole word in the followed paper’s title or abstract. A code
link is a repository or package link detected in the followed paper
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Stratum Entries Strict
Identity-
resolved

Lost: type not
clustered

Lost:
unassigned

Lost: name not
matched

Year: before 2011 734 48.5
(44.9-52.1)

58.0 15.3 14.6 19.3

Year: 2011-2015 1,170 54.7
(51.8-57.5)

61.2 14.5 12.5 14.9

Year: 2016-2018 1,460 60.3
(57.8-62.8)

65.8 11.6 16.2 8.5

Year: 2019-2021 3,136 54.8
(53.0-56.5)

59.3 20.7 14.4 6.4

Year: 2022 or later 2,938 58.0
(56.2-59.7)

61.1 21.6 14.2 3.9

Year: no year 2,769 58.3
(56.4-60.1)

65.9 10.2 13.4 15.3

Type: Web
application

4,357 49.5
(48.0-50.9)

54.9 24.4 14.1 9.8

Type:
Command-line tool

4,248 62.2
(60.7-63.6)

68.1 11.8 12.3 10.7

Type: Library 2,544 60.8
(58.9-62.7)

67.6 7.2 17.6 10.7

Type: Desktop
application

891 61.1
(57.8-64.2)

66.9 6.5 19.3 10.0

Type: Script 555 58.2
(54.1-62.2)

62.2 21.3 11.0 5.4

Type: Database
portal

463 9.9
(7.5-13.0)

12.3 81.6 3.5 3.0

Type: Workflow 420 54.8
(50.0-59.5)

58.3 31.2 8.6 4.5

Type: Web service 304 38.8
(33.5-44.4)

43.8 24.3 20.7 14.1

Type: Suite 207 58.9
(52.1-65.4)

66.2 7.7 15.5 12.6

Name in
title/abstract: yes

10,883 61.6
(60.7-62.5)

65.7 15.4 14.8 5.8

Name in
title/abstract: no

1,316 15.4
(13.6-17.5)

33.1 25.8 8.7 41.7

Code link: yes 4,680 59.9
(58.5-61.3)

65.8 15.3 15.6 7.2

Code link: no 7,527 54.6
(53.4-55.7)

59.9 17.3 13.3 11.2

Table S12. Scope crosswalk between the extracted artifact types and bio.tools. The first table states, from the bio.tools
curation guidelines and the extraction schema, whether each artifact type is ordinarily registrable and under which tool
types. The second gives registry presence by artifact type as percentages of distinct names, strict alias matching adding
to exact matching. New algorithms are split by whether a code repository or package link was detected in the paper,
and the named subset is those whose linked repository or package name agrees with the extracted name. The third
gives the unmatched share with each registry left out in turn, the marginal contribution of that registry. The fourth
gives registry presence, by strict matching, for every artifact type the first table marks registrable, over all topics and
without clustering. The last gives, for bio.tools entries whose defining paper was extracted, the share carrying each
tool type (Table_S12_type_crosswalk.csv gives counts for all fifteen tool types). For identity resolution, names
agree in form when one equals a comma-, slash-, colon-, parenthesis- or “and”-delimited part of the other, or contains
the other with both at least five characters, and the names of related entries are included; repository URLs listed by
more than twenty bio.tools entries are not counted as evidence
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Extracted artifact type Ordinarily registrable in bio.tools Corresponding tool types

software_package yes Command-line tool, Library,
Desktop application, Plug-in, Suite,
Workbench

web_server yes Web application, Web service, Web
API, SPARQL endpoint

new_algorithm only when released as software any software type
pipeline yes, when released Workflow, Command-line tool
database yes, as a portal Database portal
model only when released as software Web application, Command-line

tool, Library, Script
benchmark no, unless released as software
analysis_only, review, other no

Names from Names
bio.tools

exact
bio.tools

alias
bio.tools
identity Packages

None,
strict

None,
identity

all atlas names 121,844 9.0 3.4 13.0 17.0 77.0 76.4
software packages and web servers 31,180 23.7 4.0 29.3 23.5 61.0 59.6
software package 25,241 22.2 3.7 27.2 25.6 61.7 60.6
web server 6,179 31.7 5.3 39.7 16.2 56.4 53.9
new algorithm 92,110 4.7 3.2 8.2 15.5 81.5 81.2
new algorithm, code link detected 14,491 12.7 3.9 17.7 23.7 69.3 68.3
new algorithm, repository or
package named as the artifact

6,199 22.4 3.8 27.8 30.9 56.8 55.5

new algorithm, no software
evidence detected

78,508 3.6 3.1 6.8 14.5 83.2 83.1

Names from
None of the

five
without
bio.tools

without
PyPI

without
CRAN

without
Bioconductor

without
Bioconda

all atlas names 77.0 83.0 84.5 77.7 77.0 77.2
software packages and
web servers

61.0 76.5 69.1 61.9 61.1 61.5

Names from papers extracted as, all topics Names bio.tools None of the five

all compatible types 254,585 9.5 81.1
new algorithm 134,085 6.6 83.0
model 46,135 5.1 86.9
software packages and web servers 45,105 24.7 63.7
software package 36,813 23.1 64.3
database 28,652 11.9 82.8
web server 8,695 33.5 59.2
pipeline 5,931 13.9 74.3

Registry presence by the publication year of the earliest atlas paper giving each name, and by retained parent topic (a
name given by papers in several parents counts in each), by strict matching, for all atlas names and for the core software
subset. Every name is compared with the September 2026 snapshots, so older names have had longer to be registered,
and tools removed or renamed earlier count as unmatched
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Earliest paper
naming it Names

bio.tools
%

Packages
%

None
%

Core
names

Core
bio.tools %

Core
packages %

Core
none %

before 2011 7,891 18.8 20.8 69.6 2,810 35.9 25.8 53.5
2011-2015 17,064 14.1 19.1 74.3 4,827 29.0 25.2 58.8
2016-2018 15,561 12.7 18.6 75.9 4,222 28.7 24.6 60.1
2019-2021 26,593 16.2 17.2 74.1 6,665 35.3 23.8 55.6
2022 or later 54,735 9.0 15.1 80.5 12,656 21.1 21.8 66.7

Retained parent topic Names
bio.tools

%
Packages

%
None

%
Core

names
Core

bio.tools %

Core
packages

%
Core

none %

Biomedical Image and
Signal Processing

60,422 5.4 13.7 84.5 12,331 12.4 19.2 75.6

Biological Data Analysis 58,441 20.6 21.6 67.6 18,148 40.4 29.2 48.1
Covid-19 Computational
Epidemiology

3,543 7.1 11.7 84.7 861 17.2 14.3 75.3

Medical Virtual Reality 507 4.1 10.8 87.8 463 3.7 10.4 88.1
Healthcare Geospatial
Analysis

28 7.1 10.7 89.3 3 0.0 0.0 100.0

Extracted
artifact type

Linked
entries

Command-
line tool Library

Web
application

Database
portal Workflow

Desktop
application (none)

software
package

6,236 32.7 25.5 14.4 1.0 3.0 10.8 18.6

new algorithm 3,573 43.6 20.1 10.0 0.5 2.4 3.0 19.1
web server 2,645 6.1 2.1 78.5 4.6 0.6 1.9 10.1
database 2,406 3.4 1.8 28.7 62.2 0.3 0.7 15.3
model 866 22.5 9.9 36.7 1.4 2.8 2.2 20.7
pipeline 490 36.5 7.1 9.6 1.4 19.6 2.4 25.7
(screened out) 216 7.4 6.9 24.1 19.0 0.5 4.2 42.1
benchmark 106 29.2 16.0 9.4 3.8 0.9 3.8 34.0
analysis only 79 22.8 11.4 15.2 7.6 1.3 3.8 39.2
review 23 17.4 13.0 0 4.3 4.3 4.3 60.9
other 10 40.0 0 10.0 10.0 0 20.0 30.0
(parse failure) 2 0 0 0 50.0 0 0 50.0

Table S13. Validation of the categories. The reference partition was produced by atlas/cluster.py with UMAP
seeded and single-threaded, and HDBSCAN run on a separately cached seed-42 reduction reproduces all 267,893
assignments exactly. Every stability run uses the same implementation (umap-learn and scikit-learn) and changes one
setting, and is compared with the reference assignment (Table_S13_cluster_stability.csv). A retained cluster
persists when its best-matching cluster in the run overlaps it at the stated Jaccard index. The last row repeats the whole
pipeline without the 54,205 papers lacking a recovered artifact name, and is compared with the reference assignment
on the remaining papers (unnamed_ablation.py). Runs at the five other UMAP seeds agree with one another at AMI
0.779-0.789. The threshold table places the manually set reassignment threshold (0.80) and preprint threshold (0.78)
against the similarity of papers to cluster centroids. Parent topics were cut at the count maximizing centroid silhouette
among 12 (0.118), 16 (0.093), 20 (0.093), 25 (0.101), 30 (0.104) and 40 (0.095). The EDAM embedding match uses
the operation and topic classes of a BioPortal EDAM export whose most recent terms date from EDAM 1.25, 797 non-
obsolete terms each embedded as label and definition with bge-base, against cluster label and eight keywords. Curated
validation uses the identity-resolved single-publication bio.tools entries linked to retained clusters, 1,000 permutations
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of cluster labels, and EDAM ancestors for the embedding-term comparison; the curated test covers only the retained
clusters with at least five linked entries. Cluster-level biomedical judgments were made by Qwen3-8B with thinking
disabled, from the cluster label, description, keywords and twelve representative titles, with no unparsed answers
(Table_S13_cluster_biomedical.csv). The restriction table gives the retained clusters, papers and unmatched-
name rate under each rule, and for three rules the recall of the 12,207 bio.tools software entries by strict matching, end
to end and among entries whose paper enters the atlas

Variant Clusters
Noise
% AMI ARI

AMI,
clustered in

both

Median
best

Jaccard
Persisting
at J 0.5

at J
0.75

Reference (seed 42, 15
neighbors, 5 components, 20/5)

1,438 15.0 1 1 1 1 1,000 1,000

UMAP seed 0 1,459 15.4 0.7917 0.6169 0.8483 0.691 723 381
UMAP seed 1 1,435 14.9 0.7825 0.5861 0.8408 0.658 679 350
UMAP seed 2 1,483 15.0 0.7906 0.6167 0.8461 0.676 702 354
UMAP seed 3 1,486 15.0 0.7876 0.6098 0.8442 0.661 699 332
UMAP seed 4 1,474 15.2 0.7839 0.6035 0.8409 0.661 697 329
30 UMAP neighbors 1,198 17.4 0.7612 0.5638 0.8275 0.573 584 241
10 UMAP components 1,484 15.1 0.8117 0.6622 0.8595 0.729 759 457
minimum cluster size 10 2,867 12.7 0.8246 0.675 0.8607 0.827 890 660
minimum cluster size 40 747 17.5 0.8282 0.6651 0.871 0.313 459 358
minimum samples 1 2,044 11.9 0.804 0.6308 0.8477 0.744 853 491
minimum samples 10 1,149 17.1 0.8427 0.7176 0.8838 0.758 708 513
Unnamed papers removed
(213,688 papers)

1,121 14.7 0.7391 0.4936 0.8084 0.546 547 216

Cosine to centroid p5 p10 p25 p50 p75 p90

Clustered papers, own centroid 0.784 0.804 0.822 0.843 0.863 0.88
Unassigned papers, nearest centroid 0.725 0.741 0.765 0.785 0.797 0.804

Per-cluster stability, clustering validity and the reassignment threshold (cluster_quality.py). A cluster’s stability
is the median, over the five other UMAP seeds, of the Jaccard overlap with its best-matching cluster, and every cluster’s
score is in Table_S13_cluster_stability_scores.csv. DBCV (density-based clustering validation, Moulavi et
al. 2014, from -1 to 1) was computed on 10,000 clustered papers drawn at random (seed 20260914), in the UMAP
space each partition was clustered in; it is negative for every partition, consistent with the overlapping clusters shown
by the silhouette. The threshold sweep reassigns the raw HDBSCAN noise of the reference run to the nearest raw
centroid at each threshold, and reproduces the reference assignment exactly at 0.80. Similarities of clustered and
unassigned papers to raw centroids overlap too much to define a threshold from the data, so the sweep shows its
consequences instead, including the recall of the 12,207 bio.tools software entries with the atlas rebuilt at each threshold
(threshold_labels.py, biotools_scope.py). In the sweep, None % and Core none % are the unmatched shares
of all and of core name strings, In atlas % the share of entries whose paper enters the atlas, and Recall in atlas % strict
recall among those entries

Encoders, input texts and reductions compared on the clustering task (repr_compare.py), on 15,000 tool-type papers
comprising all 7,334 papers linked to a bio.tools entry with curated topics and 7,666 drawn at random (seed 20260914).
Every configuration uses HDBSCAN at minimum cluster size 10 and minimum samples 5 with excess-of-mass selec-
tion. Selected sections are those whose heading names methods, implementation, software, algorithms, materials, or
data or code availability, up to 2,000 characters, and 4,524 papers have none. DBCV is computed on the clustered
papers in the space HDBSCAN used. Text: TSQ, title, generated summary and biological questions (the atlas repre-
sentation); TS, title and summary; TA, title and abstract; TA+sections, title, abstract and selected sections. Reduction:
UMAP to five components, PCA to 50 or 100 components, or none (cosine on the unreduced embeddings). EDAM is
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topic concentration, the mean share of linked papers carrying their cluster’s most frequent curated topic over clusters
with at least three linked papers; Null is its mean over 200 label permutations; Tested is the number of such clusters.
Seed AMI compares partitions from two UMAP seeds. kNN is the share of each linked paper’s ten nearest linked
neighbors, by cosine in the embedding, that share a curated topic, which depends on no clustering; random pairs share
one 15.1-15.5% of the time

Encoder Text Reduction Clusters
Noise

% DBCV EDAM Null Tested
Seed
AMI kNN

bge-base TSQ (atlas) UMAP 252 38.8 0.286 0.636 0.243 154 0.676 0.582
bge-base TSQ (atlas) PCA-50 2 44.7 -0.112 0.142 0.122 1 0.582
bge-base TSQ (atlas) PCA-100 7 61.0 -0.043 0.149 0.122 1 0.582
bge-base TSQ (atlas) none 2 39.1 0.0 0.136 0.122 1 0.582
bge-base TS UMAP 258 40.7 0.336 0.637 0.246 171 0.668 0.582
bge-base TA UMAP 284 33.4 0.38 0.645 0.247 198 0.714 0.629
bge-base TA PCA-50 3 33.8 -0.118 0.129 0.122 1 0.629
bge-base TA PCA-100 2 23.3 -0.064 0.127 0.122 1 0.629
bge-base TA none 5 51.8 0.037 0.567 0.263 2 0.629
bge-base TA+sections UMAP 301 33.6 0.407 0.659 0.25 205 0.715 0.636
bge-large TSQ (atlas) UMAP 264 37.5 0.365 0.654 0.248 171 0.702 0.611
bge-large TA UMAP 295 33.2 0.417 0.652 0.249 219 0.721 0.642
e5-large TSQ (atlas) UMAP 231 46.0 0.281 0.606 0.243 151 0.638 0.556
e5-large TA UMAP 257 41.5 0.384 0.629 0.242 162 0.69 0.599

Per-cluster stability of the 1,000 retained clusters Value

Median best-match Jaccard over five UMAP seeds, quartiles 0.468 / 0.675 / 0.787
Clusters with stability 0.5 or above, % 72.2
Clusters with stability 0.75 or above, % 34.8
Retained papers in clusters with stability 0.5 or above, % 76.0
Rank correlation of stability with cluster size 0.033

Partition Clusters DBCV

Reference partition 1,438 -0.11
minimum cluster size 10 2,867 -0.009
minimum cluster size 40 747 -0.231
minimum samples 1 2,044 -0.043
minimum samples 10 1,149 -0.172
30 UMAP neighbors 1,198 -0.161
10 UMAP components 1,484 -0.143

Threshold
Retained
papers

None
%

Core
none %

In atlas
% Recall, strict

Recall, identity
%

Recall in atlas
%

0.76 185,735 76.58 60.82 78.3 65.8
(64.9-66.6)

72.0 84.0

0.78 178,566 76.73 60.81 74.6 62.5
(61.7-63.4)

68.5 83.8

0.80
(reported)

165,432 76.95 61.04 67.7 56.6
(55.7-57.5)

62.1 83.6
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Threshold
Retained
papers

None
%

Core
none %

In atlas
% Recall, strict

Recall, identity
%

Recall in atlas
%

0.82 145,759 77.09 61.23 58.9 49.0
(48.1-49.9)

54.0 83.2

0.84 122,665 77.16 61.4 49.6 41.0
(40.2-41.9)

45.3 82.8

none 92,382 77.04 61.37 36.6 30.6
(29.8-31.4)

33.5 83.6

Cluster text n
Median best-match

similarity
Share at 0.6 or

above
Share at 0.7 or

above

Retained clusters 1,000 0.703 0.981 0.515
Excluded clusters 438 0.649 0.936 0.119
Label with another cluster’s keywords
(20 draws)

20,000 0.71 0.99 0.573

Random label and keywords (20
draws)

20,000 0.694 0.993 0.447

Curated annotation Clusters Observed Permutation null Null p95 p

Most frequent EDAM topic, share of entries 296 0.617 0.264 0.27 0.001
Most frequent EDAM operation, share of
entries

294 0.424 0.188 0.194 0.001

Embedding-matched term among curated terms 569 0.54 0.11 0.13

EDAM annotation concentration under alternative linkages, and its distribution over clusters. In each permutation
the cluster labels are shuffled and the most frequent topic of every cluster is recomputed, and p = (1 + number of
permutations reaching the observed value) / (1 + 1,000). The reported linkage uses single-entry publications, so each
publication contributes one entry. Over all entries, publications describing several entries are also permuted as blocks,
each publication keeping its entries together

Linkage of entries to
clusters

Linked
entries

Clusters
tested Observed

Null, entries
permuted p

Null, publications
permuted p

strict, single-entry
publications

6,748 279 0.616 0.263 0.001 same as entries

identity-resolved,
single-entry (reported)

7,261 296 0.617 0.264 0.001 same as entries

identity-resolved, all
entries

7,584 298 0.617 0.261 0.001 0.264 0.001

Per-cluster share of entries carrying the most
frequent term Clusters

Quartiles (25 / 50 /
75)

Permutation null, mean over
clusters

EDAM topic 296 0.480 / 0.600 / 0.770 0.264
EDAM operation 294 0.286 / 0.400 / 0.535 0.188

Retained clusters with and without enough linked entries for the curated test (edam_tested.py), with the share of
their papers by artifact type, with a recovered name, and in each parent topic
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Retained clusters Tested (five or more linked entries) Untested

Clusters 296 704
Papers 78,674 86,758
Median cluster size, papers 179 92
Median publication year 2020 2022
New algorithm, % of papers 71.3 85.0
Software package, % of papers 22.3 12.5
Web server, % of papers 6.4 2.5
Name recovered, % of papers 82.8 73.8
Biological Data Analysis, % of papers 85.1 25.3
Biomedical Image and Signal Processing, % of papers 13.2 69.6
Covid-19 Computational Epidemiology, % of papers 1.7 3.8

Parent-level rule Cluster judged biomedical Clusters Papers

retained yes 819 143,448
retained no 181 21,984
excluded yes 105 13,753
excluded no 333 48,586

Restriction Clusters Papers Names Unmatched %
Recall, strict

%
Recall in atlas

%

Parent rule (reported) 1,000 165,432 121,844 93,762 77.0 56.6 83.6
Cluster classifications alone 924 157,201 113,284 86,000 75.9 56.2 83.6
Retained by both rules 819 143,448 105,461 79,222 75.1
Parent rule, second-best cut (K
= 30)

866 146,915 106,855 80,295 75.1

No restriction 1,438 227,771 152,845 120,995 79.2 57.3 83.6

Table S14. Extraction reruns and duplicates. The 18,302 production failures comprise 15,687 records with no output
and 2,615 whose output reached the 512-token cap. All were rerun with the production model, prompt, schema and
input window and a 1,536-token output cap, and the records that parse replace the failures in every analysis. For the
window comparison, 1,000 papers drawn at random from the 1,055,889 production records that parsed were extracted
again at the production settings, which measures run-to-run variation, and with the body allowed up to 29,768 tokens of
the model’s 32,768-token context and a 1,536-token output cap (long context). The median long-context prompt was
7,751 tokens and 15 bodies still exceeded the context. Tool-type names in the sample pass the same generic and name-
form filters as the atlas but are not restricted to biomedical clusters. The duplicate table removes from the retained
atlas every preprint whose normalized title matches a record with a non-preprint DOI in the computational corpus

Failure rerun Records

Rerun 18,302
Now valid, included in every analysis 18,251
Still invalid 51
Of a tool type 4,989
analysis only 5,402
new algorithm 3,944
model 3,764
database 1,672
pipeline 1,035
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Failure rerun Records

other 937
software package 788
review 279
web server 257
benchmark 173

Runs compared Papers
Same
type %

Named
%

Tool
type %

Same name %,
both named

Named in one
run only

Production against rerun at the
production window

1,000 97.3 30.3 /
30.2

25.5 /
25.5

98.3 4 / 3

Production window against full
article

1,000 73.7 30.2 /
48.1

25.5 /
30.6

74.4 13 / 192

As above, bodies longer than the
window only

954 72.4 30.1 /
48.8

25.4 /
30.7

73.0 13 / 192

Production against full article 1,000 73.1 30.3 /
48.1

25.5 /
30.6

74.0 14 / 192

Run Distinct tool-type names Matching no registry %

Production 188 133 70.7
Rerun, production window 189 134 70.9
Rerun, full article 241 175 72.6

Retained atlas With preprints Preprints with a published version removed

Papers 165,432 164,446
Distinct names 121,844 121,649
Names matching no registry, % 76.95 76.94
Software package and web server names 31,180 31,120
of which matching no registry, % 61.04 61.02

Table S15. Validation of the structured store. Code linkswere normalized to one identity per Git repository (host, owner
and name, case-folded, without a trailing .git), package, SourceForge project or Zenodo record, and a random sample
of repositories and package pages was checked in September 2026 against the GitHub, GitLab and Bitbucket APIs
and the current CRAN, Bioconductor and PyPI indexes (Table_S15_code_link_check.csv). Resolving shows
that a link is live, not that it implements the reporting paper’s artifact. Accessions were detected by 20 identifier
patterns and by context-gated PDB and UniProt patterns, and a distinct accession is a distinct pair of type and identifier.
Case-folding identifiers merges four further accessions, and dbGaP identifiers retain their version suffix, giving 1,396
versioned identifiers for 901 studies. The citation graph was checked by agreement between the two join identifiers on
all edges and, for 300 random edges, against Crossref reference lists deposited by publishers and PubMed reference
links (Table_S15_citation_check.csv). Preprint assignment is against the atlas reported here, at a manually set
threshold of 0.78. The deployed monthly job assigns preprints to an extended atlas that also contains named models,
and its counts differ

Code link kind Occurrences Distinct identities

repository 133,748 77,382
package page 11,294 2,811

17



Code link kind Occurrences Distinct identities

project page 4,032 1,276
archive record 2,812 2,501
account or organization page 149 143
not a repository 62 0
Total 152,097

Sample n Resolves Archived Not found or not indexed

Git repositories 400 379 6 15
Package pages 100 84 0 16

Accession type Occurrences Distinct

geo_series 149,681 43,876
pdb 113,292 56,004
bioproject 51,856 41,162
sra_run 41,119 37,632
clinicaltrial 20,822 14,712
geo_sample 14,991 13,165
geo_platform 14,296 1,489
uniprot 13,568 9,963
sra_study 12,352 9,867
sra_experiment 11,709 10,679
biosample 11,642 11,280
zenodo 9,946 9,425
All 22 types 499,531 285,615

Citation-graph check Checked Agreeing %

DOI-joined edges whose reference also carries a PMID 3,440,318 3,348,792 97.3
PMID-joined edges whose reference also carries a DOI 3,411,055 3,348,792 98.2
Random edges listed by Crossref or PubMed reference data 298 294 98.7

Whymost reference entries do not enter the citation graph (store_coverage.py). An entry resolves when its PMCID,
PMID or DOI matches a paper in the corpus; the rest identify a paper outside the 1,074,191-paper computational corpus
or carry only malformed identifiers. Every stored entry carries at least one identifier. Edges are counted per join
identifier, so the 5,767,772 edges of Table S8 slightly exceed the entries that resolve

Parsed reference entries Entries %

resolve to a paper in the corpus 5,748,812 13.7
carry a well-formed PMID, DOI or PMCID of a paper outside the corpus 36,140,959 86.3
carry only malformed identifiers 558 0.0
carry no identifier 0 0.0
All 41,890,329 100.0
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Duplicate check across 1,074,191 papers Count

Records with a bioRxiv or medRxiv DOI 13,163
Records with a Research Square DOI 1,461
Groups of records sharing a normalized title under different DOIs 3,892
Records in those groups 7,860
Groups containing more than one tool-type record 1,229
Groups containing a preprint-server DOI 3,316

Preprints Classified Tool type Assigned Assigned, retained Held as emerging %

bioRxiv 123,939 22,502 21,301 19,595 1,201 5.3
arXiv 12,235 6,127 5,886 5,266 241 3.9

Share of tool-type preprints left unassigned (held as emerging) at other similarity thresholds, over the same nearest-
centroid similarities

Preprints held as emerging, %, at threshold 0.74 0.76 0.78 (deployed) 0.80 0.82 0.84

bioRxiv 0.7 1.9 5.3 13.1 28.1 52.7
arXiv 0.6 1.7 3.9 10.1 24.6 49.5

Known-item retrieval test of the passage index (retrieval_benchmark.py). The queries are the curated descriptions
of 300 bio.tools software entries drawn at random (seed 20260914) from the 9,620 whose followed defining paper was
screened computational and whose description keeps at least 80 characters once the tool’s name, its form without a
parenthetical and its acronym are masked. The one relevant paper is the defining paper. Each mode retrieves 200
passages, collapsed to papers in rank order. Percentages and MRR with 95% bootstrap intervals (2,000 resamples).
Curated descriptions often paraphrase the abstract, so this is an easy test of whether the index finds a described tool
and not a measure of topical search

Retrieval mode Recall@1 Recall@10 Recall@100 MRR@10

BM25 79.7 (75.0-84.0) 90.3 (86.7-93.7) 95.0 (92.3-97.3) 0.833
(0.793-0.870)

dense 75.3 (70.7-80.0) 90.3 (87.0-93.3) 97.3 (95.3-99.0) 0.808
(0.769-0.846)

BM25 + dense (RRF) 82.7 (78.3-87.0) 92.7 (89.7-95.7) 97.7 (96.0-99.3) 0.865
(0.829-0.900)

RRF + cross-encoder rerank
(deployed)

82.7 (78.3-87.0) 93.7 (90.7-96.3) 97.3 (95.3-99.0) 0.864
(0.830-0.899)

Table S16. Human audit. One annotator labels, for four sheets (S, screening; E, extraction; U, unmatched names; M,
matched names), a random subsample of each stratum drawn with a fixed seed by annotate.py (its PLAN), rows
shown round-robin across strata so a partial pass still samples every stratum. The tool shows each sheet’s decision
rule and hides any model decision that would bias the label (the screen’s class and the extracted artifact type), and
records the annotator’s training and field in annotators.json. Every sheet carries its stratum and the stratum’s
population, and score_annotations.py reports stratified estimates, each stratum weighted by its population, with
95% intervals from 2,000 bootstrap resamples drawn within strata. UNCLEAR is reported as its own share, excluded
from the primary estimate, and bounded by counting it wholly for and against. The extraction sheet samples every
extracted artifact type, so it gives a type confusion matrix and the share of tool papers extracted as another type. With
one annotator there is no measure of inter-annotator agreement. Seven further sheets (identity resolutions, window
disagreements, software evidence, repositories, accessions, cluster labels and restriction disagreements) are released
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unlabelled. Sheets are drawn by human_samples.py, biotools_scope.py, restriction_sensitivity.py and
store_checks.py with seed 20260914

Set Strata: sampled of population Decision

S n = 150; screen positive: 50 of 1,074,191; keyword negative: 50 of
305,404; no-keyword negative: 50 of 5,065,730

Is computation a central
scientific result, by the Table S1
criterion? (screen label hidden,
rows shuffled)

E n = 13; analysis only: 1 of 302,765; model: 1 of 290,327; algorithm, name
recovered: 4 of 162,952; algorithm, no name recovered: 1 of 52,109;
pipeline/database: 1 of 131,887; review/benchmark/other: 1 of 81,268;
software/web server: 4 of 52,832

Are the type and name correct
against the full article, and where
is the name first stated?

U n = 15; code-linked algorithm: 5 of 9,966; no-evidence algorithm: 5 of
64,765; software/web server: 5 of 19,031

Is the name a genuine named
method or software? If so, is it
registered under another name?

M n = 50; longer name: 25 of 24,949; short name: 25 of 3,133 Is the matched registry record
the same artifact as the paper’s?

Raw answer counts by stratum, before weighting, for the primary question of each sheet: S, is computation a central
result; E, is the extracted name correct; U, is the name a genuine method or software; M, is the matched record the
same artifact. The estimates in the main text weight these by stratum population

Set Stratum Labeled Yes No Unclear

S screen positive 50 37 13 0
S keyword negative 50 10 40 0
S no-keyword negative 50 0 50 0
E analysis only 1 0 0 1
E model 1 1 0 0
E algorithm, name recovered 4 4 0 0
E algorithm, no name recovered 1 1 0 0
E pipeline/database 1 1 0 0
E review/benchmark/other 1 1 0 0
E software/web server 4 4 0 0
U code-linked algorithm 5 5 0 0
U no-evidence algorithm 5 5 0 0
U software/web server 5 5 0 0
M longer name 25 14 11 0
M short name 25 12 13 0
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Supplementary figures

Fig. S1. What the literature contributes. (a) Artifact types across all 1,074,191 papers screened as computational. (b)
Biological questions addressed, as multi-label counts. (c) Extraction outcome. (d) Composition of the tool-type subset
by artifact type.
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