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Abstract

Resting-state electroencephalography (EEG) microstates provide a millisecond-
scale representation of large-scale brain-state dynamics, but the cross-cohort
stability of Parkinson’s disease (PD)-related microstate signatures remains uncer-
tain. We tested whether a multi-family representation of canonical A/B/C/D
microstate sequences—integrating static descriptors, directed transitions, flow-
related measures, and sequence complexity—retains disease-related information
across increasingly stringent validation levels. The development analysis used
repeated stratified cross-validation, followed by leakage-aware fold-wise template
estimation and locked external testing on an independent OpenNeuro cohort.
Random forest achieved a development-cohort ROC-AUC of 0.823, whereas per-
formance fell to near chance during external testing (ROC-AUC = 0.513). In
the same feature space, a dataset-origin classifier achieved ROC-AUC = 0.966,
demonstrating substantial cross-cohort distribution shift. These findings show
that resting-state microstate dynamics contain PD-related information within



a cohort, but that the present representation is not sufficiently stable across
cohorts. Cross-cohort validation and explicit assessment of dataset shift are
therefore essential when evaluating EEG microstate features as reproducible
electrophysiological markers.

Keywords: Parkinson’s disease, electroencephalography, EEG microstates,
brain-state dynamics, cross-cohort transportability, distribution shift

1 Introduction

Parkinson’s disease (PD) is a heterogeneous neurodegenerative disorder with electro-
physiological alterations that extend beyond the motor manifestations used in routine
clinical recognition. Resting-state EEG has been increasingly used to characterize
PD-related neural alterations through spectral, connectivity, complexity, and machine-
learning analyses. However, successful discrimination within a single dataset provides
limited evidence that the identified EEG pattern will remain stable when acquisition
site, channel montage, medication state, preprocessing procedure, or cohort compo-
sition changes (Yassine et al. 2023; Fiorenzato et al. 2024; Betrouni et al. 2026;
Handojoseno et al. 2015; Meng et al. 2025; Di Biase et al. 2023).

EEG microstate analysis approaches resting-state activity from a temporal-
topographic perspective by representing continuous EEG as a succession of short-lived,
recurrent scalp configurations. Conventional descriptors quantify the prevalence and
persistence of these configurations, whereas transition syntax and other sequence-level
measures characterize how the system moves between recurrent states over time (Asha
et al. 2024; Michel and Koenig 2018; Michel and Bréchet 2026; Haydock et al. 2025;
Zhao et al. 2026; Tarailis et al. 2026). Simultaneous EEG-fMRI studies support a
broader interpretation of microstates as rapidly changing large-scale network config-
urations, while also cautioning against assigning any individual A/B/C/D class to a
single canonical fMRI network in a one-to-one manner (Britz et al. 2010; Abreu et al.
2021).

For PD, the central translational question is not simply whether microstate features
separate patients from controls within one dataset, but whether the disease-related
structure persists when the cohort and recording context change. This distinction is
especially important for machine-learning studies, because internal cross-validation
can remain optimistic when cohort-specific feature structure, preprocessing choices,
or template estimation influence model development. A biomarker-oriented analysis
therefore requires both within-cohort evidence and an explicit test of transportability.

The present study tested the cross-cohort stability of multi-family resting-state
EEG microstate dynamics in PD. We integrated conventional static descriptors with
directed state transitions, inflow/outflow and flow-balance measures, and sequence-
complexity features. The analytical design was organized around three linked
methodological contributions: (1) a multi-family representation that captures both
state occupancy and temporal organization; (2) a validation hierarchy separating
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Fig. 1 Analytical framework for multi-family EEG microstate marker evaluation. The study sepa-
rates exploratory within-cohort discrimination, leakage-aware internal validation, and locked external
testing, followed by cross-cohort distribution-shift analysis.

exploratory repeated cross-validation from leakage-aware fold-wise template estima-
tion and locked external testing; and (3) explicit quantification of dataset shift in the
same feature space used for PD-control discrimination. This design allowed attenuation
of external performance to be interpreted in relation to measurable cohort structure
rather than model accuracy alone.

The overall workflow is shown in Fig. 1. Resting-state EEG recordings were quality
controlled and standardized to a common duration, canonical A/B/C/D microstate
sequences were derived, and multi-family temporal features were constructed. The
primary analysis asked how much PD-related information was present within the
development cohort and how much of that information survived progressively stricter
validation. Supporting analyses were used to characterize feature contribution and
interpretation without replacing the central transportability test.

1.1 Study Objective and Analytical Framework

The primary analytical objective was to determine whether PD-related information in
resting-state EEG microstate dynamics was stable across validation levels and cohorts.
Each preprocessed recording was converted into a symbolic sequence of canonical
A/B/C/D labels and summarized by static, transition, flow, and complexity features.
Binary PD-control classification was used as a quantitative probe of signal strength and
transportability rather than as evidence of a clinically deployable diagnostic system.
The diagnostic group label was coded as 0 for healthy controls and 1 for PD
participants. Age, sex, MoCA, and UPDRS-III were excluded from the primary pre-
dictive feature matrix and retained for cohort description and sensitivity analyses.
The principal analytical sequence was predefined as development-cohort discrimi-
nation, leakage-aware internal evaluation, locked external testing, and cross-cohort
distribution-shift characterization. Calibration, demographic and cognitive-status sen-
sitivity, feature attribution, and effect-size analyses were treated as supporting
analyses for interpretation rather than as independent claims of biomarker validity.



2 Materials and Methods

2.1 Dataset and Clinical Variables

The study was based on the open-access Rest Eyes Open EEG dataset available from
OpenNeuro (ds004584, version 1.0.0) (Singh et al. 2023). This development dataset
included 149 participants, consisting of 100 patients with Parkinson’s disease and 49
healthy controls. EEG signals were recorded using a BrainVision system, and 63 scalp
EEG channels were retained after channel selection and preprocessing. An independent
external test was additionally performed using OpenNeuro ds003490 (version 1.1.0),
which includes resting-state EEG recordings from 25 PD patients and 25 healthy con-
trols (Cavanagh 2021). For this external analysis, one resting recording per participant
was used; PD recordings were selected in the OFF-medication state when available,
and controls were taken from session 1.

The available clinical information included age, sex, diagnostic group, MoCA score,
and UPDRS-III score. In the present study, the primary target was diagnostic group
classification, namely distinguishing PD patients from healthy controls. Therefore, the
diagnostic group label was used as the prediction outcome, with controls coded as
0 and PD patients coded as 1. Age and sex were not used as predictive features in
the main EEG-based model, but were retained for demographic sensitivity analysis to
examine whether model performance was influenced by population characteristics.

MoCA and UPDRS-III scores were used only to describe the clinical profile of
the dataset. They were not included as input features in the EEG microstate clas-
sifier, because the purpose of this study was to evaluate whether resting-state EEG
microstate dynamics alone could provide useful information for PD diagnostic support.

2.2 Preprocessing With Quality Control

All recordings were processed in Python using MNE-Python and the study’s scripted
analysis workflow. Because transition, flow, and sequence-complexity measures can
be sensitive to noise, artifacts, abnormal channels, and unequal sequence length, pre-
processing was treated as an integral quality-control component of the analytical
framework.

Continuous EEG was band-pass filtered at 1-45 Hz, supplemented by a 60-Hz notch
filter for line-noise attenuation, and resampled to 250 Hz. Channel quality was assessed
from across-time variance relative to each participant’s channel distribution using a
robust median-absolute-deviation criterion. Channels with absolute MAD-normalized
variance scores greater than 3.5 were identified as atypical and reconstructed by
interpolation. ICA artifact correction was performed with the FastICA implemen-
tation available through MNE-Python. Components were reviewed manually using
their time courses, spectra, and scalp topographies; components with clear ocular or
muscle-related patterns were removed before reconstruction of the continuous signal.

Following artifact correction, recordings were transformed to a common-average
reference. To ensure that transition and sequence-derived features were calculated
from equal-length signals, the primary analysis window was standardized to 120 s
for all retained participants. Recordings were excluded when more than 15% of EEG
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Fig. 2 Preprocessing and participant-level quality-control workflow applied before microstate extrac-
tion and feature construction.

channels were classified as bad, less than 90 s of usable data remained, or artifact
correction required removal of more than 10 ICA components. These participant-level
criteria were applied before microstate feature extraction.

Channel-wise temporal variance was used as the initial signal-quality statistic:

1 T
Vari = ; (2i(t) — 73) (1)

where z;(t) is the voltage recorded from channel ¢ at sample ¢, T is the number of
temporal samples, and Z; is the corresponding temporal mean. Variance values at
either extreme of the participant-specific channel distribution were treated as potential
indicators of abnormal channel behavior.

To reduce the influence of outlying channels on the reference distribution itself,

channel variance was standardized relative to the median and median absolute
deviation (MAD):

robust  Var; —median( Var)
o= @
MAD( Var)




The resulting statistic expresses the deviation of each channel variance from the
participant-level median on a MAD-normalized scale. Channels with |21°Pust| > 3.5
were marked for interpolation. The proportion of such channels was then summarized
as the participant-level bad-channel ratio:

Nbad

EEG

where Npaq is the number of channels flagged and reconstructed by interpolation and

Nggg is the number of EEG channels included in the analysis. This ratio served as a

participant-level quality-control measure, with recordings exceeding the prespecified
15% threshold excluded from downstream analysis.

Riadq = x 100% (3)

2.3 Microstate Extraction

Microstate estimation was performed on the preprocessed continuous EEG. Global
field power (GFP) was first computed at each sample to quantify the spatial dispersion
of the scalp potential field:

1 N
GFP(t) = N_Z:(:L’i'(t)*ff(t))2 (4)

where N is the number of EEG channels, z;(¢) is the amplitude of channel ¢ at sam-
ple t, and Z(¢) is the instantaneous mean potential across channels. Topographies at
local GFP maxima were used for template estimation because these samples provide
relatively high spatial signal strength. Local GFP maxima were detected within each
120-s, 250-Hz analysis segment, retaining all eligible peaks rather than imposing a fixed
per-participant subsample; the resulting participant-specific peak count was therefore
determined by the observed GFP time course after preprocessing. Microstate tem-
plates were estimated from these peak maps using polarity-invariant modified k-means
clustering with K = 4, 100 random initializations, a maximum of 1000 iterations
per initialization, and a convergence tolerance of 107% in explained-variance change.
The four-cluster solution was selected a priori to match the conventional A/B/C/D
framework used in adult resting-state EEG microstate studies and to maintain inter-
pretability across the development, fold-wise, and external validation analyses (Michel
and Bréchet 2026; Lehmann et al. 1987; Koenig et al. 2002, 2005; Liu et al. 2022).

Cluster maps were aligned to the canonical A/B/C/D convention by maximiz-
ing absolute spatial correlations between estimated maps and the reference A/B/C/D
topographies. When several maps were aligned simultaneously, the one-to-one assign-
ment was chosen by the Hungarian algorithm to maximize the summed absolute
spatial correlation across the four classes. The same spatial-matching rule was applied
to cohort-level, training-fold, and external-template backfitting steps. Analyses were
implemented in Python with MNE-Python, NumPy, SciPy, scikit-learn, and the
study’s scripted microstate workflow.

Because polarity inversion was not considered to define a distinct microstate, tem-
plate matching was based on absolute spatial correlation. Each sample was assigned
to the template with the highest absolute topographic correlation:
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Fig. 3 Fold-aware microstate template estimation, backfitting, and multi-family feature construc-
tion. The feature representation combines static, directed-transition, flow, and complexity information
before marker evaluation.

s(t) = arg max |corr(X (t), My)] (5)

where s(t) is the assigned microstate class at sample ¢, X (¢) is the observed scalp map,
and My, is the k-th reference template.

Template estimation was explicitly incorporated into the validation hierarchy to
assess the optimism that can arise when microstate maps are informed by the full
development cohort. The primary repeated-CV analysis used cohort-level templates
and was interpreted as an exploratory development result. In the stricter internal anal-
ysis, template construction was repeated independently within each training fold and
the resulting maps were then backfitted to the corresponding held-out participants.
For external validation, neither the development templates nor the fitted prediction
models were re-estimated using ds003490.

The primary analyses used the unsmoothed backfitted label sequence. This choice
was made because temporal smoothing can suppress short-lived state changes that
contribute directly to transition probability, switching rate, flow, and entropy-related
measures. As a robustness analysis, the complete feature set was recomputed after 30-
ms majority smoothing and compared with the unsmoothed representation (Haydock
et al. 2025; Liang et al. 2024).



2.4 Multi-family Microstate Feature Construction

The microstate sequence was transformed into a feature representation spanning four
complementary levels of temporal organization. State-level behavior was characterized
using duration, occurrence, coverage, and global explained variance. Pairwise temporal
organization was represented by directed transition probabilities. Directional orga-
nization was summarized through state-specific inflow, outflow, and inflow—outflow
balance, while whole-sequence irregularity and flexibility were captured by complex-
ity measures. The resulting multi-family temporal-flow representation was designed
to capture information beyond conventional static microstate summaries (Li and Zhu
2025; Pei et al. 2025; Tang et al. 2026).

For each participant, the unsmoothed microstate label sequence was used to build
a directed transition probability matrix. Each off-diagonal entry described how often
the EEG sequence moved from one microstate to another. Diagonal entries were not
treated as transitions because the analysis focused on switching between different
states. In addition to pairwise transitions, inflow, outflow, and balance were calculated
to describe whether a state tended to function as a receiving state, a leaving state, or
a relatively balanced node in the microstate transition network.

The off-diagonal transition probability from microstate ¢ to microstate j was
calculated as:
st =4, s(t+1) = §] L

) : . iFA] (6)
=1 1[s(t) =1]

where Pj; is the conditional probability of leaving state i for state j. Transition
counts were normalized by the number of samples originating from state ¢, and self-
transitions (¢ = j) were excluded because the analysis focused on changes between
distinct microstate classes.

PZ--:

2.5 EEG Microstate Marker Evaluation Models

PD-control classification was used to quantify the disease-related information carried
by the EEG microstate feature space and to test its stability across validation lev-
els. The diagnostic label was treated as a binary analytical outcome, with healthy
controls coded as 0 and PD patients coded as 1. Age, sex, MoCA, and UPDRS-III
were not used as predictive features in the primary model and were retained only for
sample description and sensitivity analyses. Accordingly, classifier performance was
interpreted as a marker-evaluation metric rather than as clinical diagnostic accuracy.
The binary diagnostic label was defined as:

0, healthy control,
Yi = . (7)
1, PD patient,

where y; denotes the diagnostic label of participant i. A value of 0 indicates a healthy
control, whereas a value of 1 indicates a patient with PD.

For each participant i, the multi-family microstate feature vector was denoted
as X;. Multiple classifiers were compared, including Elastic Net logistic regression,
calibrated support vector machine, random forest, extra trees, and gradient boosting.



Each model estimated the probability that a participant belonged to the PD group:
(Breiman 2001)

pi=Plyi=1|x) (8)
where p; denotes the predicted probability of PD for participant i, y; = 1 indicates
the PD class, and x; represents the EEG microstate feature vector of participant .

2.6 Validation Hierarchy, Sensitivity Analyses, and Model
Interpretation

Model performance was reported in a predefined hierarchy. The subject-level repeated
stratified cross-validation result was treated as the exploratory within-cohort model-
comparison estimate, strict fold-wise sensitivity analysis was treated as the conserva-
tive leakage-aware internal check, and locked testing on ds003490 was treated as the
independent external stress test. The exploratory development analysis used five-fold
stratified cross-validation repeated five times with a fixed random seed of 42. All fea-
ture standardization, feature selection when applicable, calibration, and model fitting
were performed within the training portion of each split and then applied to the cor-
responding held-out fold. Hyperparameters were fixed from the predefined analysis
configuration or selected inside the training fold only; held-out and external partici-
pants were never used to tune model settings. ROC-AUC and balanced accuracy were
the primary discrimination metrics, with sensitivity and specificity reported to char-
acterize class-specific performance. Importantly, the three validation levels were not
interpreted as interchangeable estimates: the progressive attenuation from exploratory
internal evaluation to strict fold-wise evaluation and then to external testing was
treated as evidence about model transportability.
Balanced accuracy was calculated as the mean of sensitivity and specificity:

Sensitivity + Specificity

: )
where BA denotes balanced accuracy. Sensitivity reflects the proportion of PD patients
correctly identified by the model, whereas specificity reflects the proportion of healthy
controls correctly identified by the model.

Permutation testing was used to examine whether the observed AUC could be
explained by random label structure. The empirical p-value was calculated by compar-
ing the observed AUC with the AUC values obtained after label shuffling: (Phipson
and Smyth 2010)

BA =

1+ I(AUC, > AUC o) 10

Pperm = R +1 ( )

where AUC s is the ROC-AUC obtained from the original diagnostic labels, AUC,

is the corresponding value from permutation r, and R is the total number of label per-

mutations (R = 499 in the present analysis). The indicator contributes one whenever

a permuted AUC is at least as large as the observed AUC. Thus, pperm estimates the

proportion of permutation outcomes providing performance equal to or better than
that obtained with the true labels.




Feature-family ablation was used to compare the contribution of static, transi-
tion, flow, complexity, dynamic, and combined feature sets. This analysis was used
to evaluate whether diagnostic information was concentrated in one feature family or
distributed across several aspects of microstate dynamics.

The Brier score measured the mean squared difference between predicted proba-
bility and true diagnostic label:

R R 2
Brier = ~ ; (pi — yi) (11)
where n is the number of participants, p; is the predicted PD probability, and y; is
the observed binary label. Lower values indicate better agreement between predicted
probabilities and observed outcomes.
Expected calibration error was further calculated to summarize the difference
between predicted confidence and observed accuracy across probability bins:

M
| B

ECE = mgl 2 Jace(Bin) — conf(By)| (12)
where B, denotes the m-th probability bin, acc(B,,) is the observed accuracy within
that bin, and conf(B,,) is its mean predicted confidence. ECE was calculated with
M = 10 equal-width probability bins. Lower ECE values indicate closer agreement
between empirical outcomes and predicted confidence across bins.

Decision confidence was defined as:

¢; = max (p;, 1 — p;) (13)
where ¢; summarizes the distance of participant i’s predicted probability from the 0.5

decision boundary; larger values therefore indicate more confident model assignments.
Bootstrap-based feature stability was calculated as:

1 E

SjZE;I(jGFb) (14)
where Fj, is the set of selected or top-ranked variables in bootstrap iteration b (B = 500
bootstrap iterations). The stability score S; is therefore the proportion of bootstrap
samples in which feature j reappears among the selected variables, with larger values
indicating greater ranking reproducibility.

To characterize cross-cohort distribution shift after locked external testing, par-
ticipants from the development cohort and ds003490 were compared in a common
multi-family microstate-feature space. Principal component analysis was used to visu-
alize the dominant axes of between-cohort variation. In parallel, a cross-validated
dataset-origin classifier was trained to predict development-versus-external cohort
membership from the same feature representation. Domain-classification performance
was interpreted as a measure of cohort separability rather than diagnostic accu-
racy; a higher ROC-AUC therefore indicated stronger dataset-specific structure in the
microstate-feature space.
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Given the lower MoCA scores observed in the PD group, cognitive-status sensitivity
was evaluated in two complementary ways. First, Spearman correlations were exam-
ined within the PD group between MoCA and leading model-prioritized microstate
features. Second, the diagnostic analysis was repeated after restricting the PD sample
using MoCA thresholds of > 21 and > 23, and the resulting repeated-cross-validation
scores were compared with the all-subject sensitivity configuration. To provide direc-
tionality for model-attribution findings, leading features were also summarized using
Cohen’s d (PD minus HC) and standardized group means. These analyses were used
as sensitivity and descriptive effect-size assessments rather than as evidence of causal
biomarkers.

Together, these analyses framed binary classification as a tool for evaluating the
robustness and interpretability of PD-related EEG microstate markers rather than as
an endpoint of clinical diagnosis.

2.7 Statistical Analysis and Reporting

Demographic and clinical variables were summarized using mean + standard devia-
tion (SD), counts, or median [25th—75th percentile], as appropriate. Age and MoCA
were compared between groups using two-sided independent-samples t tests, and sex
distribution was compared using Fisher’s exact test. UPDRS-III was summarized
descriptively because it was available only for participants with PD. Preprocess-
ing quality-control variables were summarized using the mean + SD together with
median values and prespecified quality-control thresholds. The common 120-s analy-
sis duration was fixed by design and was treated as an analysis setting rather than an
inferential outcome.

For predictive analyses, ROC-AUC and balanced accuracy were the primary dis-
crimination metrics, with sensitivity and specificity used to describe class-specific
performance. Permutation testing was used to assess whether development-cohort
AUC exceeded the shuffled-label reference distribution. Model interpretation, sub-
group analyses, cognitive-status sensitivity analyses, external testing, and dataset-
origin classification were reported in the same order as specified in the analytical
framework above. Exact p values are reported where available, rather than replacing
non-significant values with qualitative labels. Group contrasts, classifier performance,
feature attribution, and cross-cohort comparisons were interpreted as associational or
descriptive evidence and were not used to make causal claims.

3 Results

3.1 Participants and Clinical Scores

The development cohort comprised 149 participants, including 49 healthy controls
and 100 participants with PD. Age did not show clear evidence of a between-group
difference (p = 0.081), and sex distribution was also comparable by Fisher’s exact test
(p = 0.104). MoCA scores were lower in the PD group than in controls (24.31 £ 4.02
vs. 26.67 & 1.86, p < 0.001). UPDRS-III was available only for the PD group, with
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a median of 11.0 [7.0-17.5]. Age, sex, MoCA, and UPDRS-III were not entered as
predictors in the primary EEG-based microstate classifier.

Table 1 Demographic and clinical characteristics of the development cohort

Metric Whole cohort Controls PD p value
Age (years) 69.32 £ 7.97 70.92 £ 7.62 68.53 £ 8.06 0.081
Sex (M/F) 94/55 26/23 68/32 0.104
MoCA score 25.09 £ 3.63 26.67 £ 1.86 24.31 £4.02 < 0.001
UPDRS-III score - - 11.0 [7.0-17.5] -

Note. Age and MoCA are reported as mean + SD and were compared using two-sided independent-samples
t tests. Sex was compared using Fisher’s exact test. UPDRS-III is reported as median [25th—75th percentile]
and was available only for participants with PD; therefore, no between-group test was performed.

Table 1 summarizes the cohort characteristics and the prespecified group compar-
isons used for sample description. The demographic and clinical variables were not
included in the primary predictive feature matrix.

3.2 Preprocessing Quality

Preprocessing quality was summarized at the level of the full main-analysis cohort.
The bad-channel ratio was 2.49 + 1.65% (median 3.17%, maximum 6.35%), remaining
below the prespecified exclusion threshold of 15%. The number of ICA components
removed was 1.93 £ 0.85 per participant (median 2), below the exclusion threshold of
more than 10 components. Available recording duration before cropping was 160.45 +
46.12 s, with a median of 145.72 s [125.76-177.43]; recordings were required to contain
at least 90 s of usable data. All retained recordings were subsequently standardized
to a common 120-s analysis window before microstate extraction.

Table 2 Preprocessing quality-control metrics for the main analysis

Metric Main-analysis value
Bad-channel ratio (%) 2.49 + 1.65; median 3.17
ICA components removed 1.93 £+ 0.85; median 2
Available duration before cropping (s) 160.45 + 46.12; median 145.72

[125.76-177.43]
Common analysis duration (s) 120

Note. Values are reported as mean £ SD with the median where applicable. Recordings were excluded when
the bad-channel ratio exceeded 15%, more than 10 ICA components required removal, or less than 90 s of
usable EEG remained. All retained recordings were standardized to a common 120-s analysis window before
microstate extraction.

12
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Fig. 4 Canonical A/B/C/D EEG microstate templates used to generate subject-level label sequences
after template alignment and backfitting.

Table 2 summarizes the principal preprocessing quality-control quantities and the
thresholds used to retain recordings for the main analysis. These criteria were applied
before microstate extraction so that downstream transition, flow, and complexity
measures were derived from quality-controlled, equal-length EEG segments.

3.3 Microstate Sequences and Multi-family Features

Four canonical microstate maps were extracted and aligned to the classical A/B/C/D
convention. These templates were used as reference maps for backfitting continuous
EEG signals into symbolic microstate label sequences. In the final prediction frame-
work, the main route used unsmoothed sequences so that brief switching events could
be retained for transition, flow, and complexity features. A 30-ms smoothing sensitivity
analysis was added as a supplementary robustness check.

Based on these sequences, the feature matrix was organized into static, transi-
tion, flow, and complexity families. Static features described state dominance; directed
transitions described switching between microstate classes; flow features summarized
inflow, outflow, and balance; and complexity features captured sequence irregular-
ity. These feature families, together with finer subfamilies, were used for diagnostic
prediction, ablation, and interpretability analyses.

3.4 Within-Cohort Discrimination Performance

In the exploratory development analysis, random forest showed the highest discrim-
ination among the evaluated classifiers, with repeated-CV ROC-AUC = 0.823 and
balanced accuracy = 0.734. This result was treated as the development benchmark for
the subsequent validation hierarchy rather than as an estimate of deployable diagnostic
performance.

Permutation testing provided a complementary check that the development-cohort
discrimination exceeded a shuffled-label reference distribution. Because the permu-
tation analysis and other supporting modules used their own predefined resampling
configurations, their displayed AUC values were interpreted within those analyses
rather than as interchangeable estimates of the primary repeated-CV ROC-AUC.

The development cohort therefore contained detectable PD-related information in
the multi-family microstate representation. Age, sex, MoCA, and UPDRS-III were
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Fig. 5 Exploratory within-cohort discrimination using the multi-family microstate feature set.
A, ROC curves across evaluated classifiers. B, repeated-CV ROC-AUC and balanced accuracy.
C, repeated-CV confusion summary for the random forest model; counts represent accumulated
out-of-fold predictions across the five repeated cross-validation runs rather than unique partici-
pants. D, permutation-based comparison with shuffled-label performance. These panels characterize
development-cohort signal and are not evidence of external diagnostic validity.

excluded from the predictive feature matrix, so the observed discrimination was
derived from EEG microstate features rather than direct demographic or clinical-score
input (Gschwandtner et al. 2023; Elkholy et al. 2023).

The key question was whether this within-cohort signal survived stricter evaluation.
The leakage-aware fold-wise analysis and locked external test were therefore treated
as progressively stronger tests of transportability, while feature ablation, calibration,
confidence, stability, and attribution were used only to characterize the development
representation.

3.5 Feature-Family Contribution and Supporting Validation
Analyses

Feature-family ablation was used to test whether the combined representation cap-
tured information that was not confined to one conventional feature family. Under
the dedicated ablation configuration, the combined feature set achieved the highest
ROC-AUC among the tested families, whereas static, transition, flow, and complexity
components showed lower performance when evaluated separately.

The ablation AUCs were used for within-analysis comparison of feature families
and should not be numerically equated with the primary development ROC-AUC of
0.823, because the analyses served different validation purposes. The result supports
a distributed representation of PD-related information across complementary aspects
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Fig. 6 Feature-family ablation under the dedicated family-comparison configuration. The combined
representation retained the highest ROC-AUC among the tested feature families, supporting a dis-
tributed contribution across static and dynamic descriptors. Error bars indicate 95% confidence
intervals; very small feature families should be interpreted descriptively.

of microstate organization rather than a claim that any individual feature family is a
standalone biomarker (Costa et al. 2023).

Probability calibration, decision-confidence analysis, and bootstrap feature stabil-
ity were treated as supporting analyses and are provided in Online Resource 1 (Figs.
S2-54), keeping the main text focused on the validation hierarchy, external testing,
and cross-cohort shift.

3.6 Joint Feature Importance and Stability Analysis

To further interpret the fitted PD-control classifier, permutation feature importance
was examined together with bootstrap-based feature stability. Permutation impor-
tance quantified the decrease in ROC-AUC after perturbing each feature, whereas
bootstrap stability reflected how frequently a feature was repeatedly selected as a
top-ranked variable across resampling. Therefore, the two analyses provided comple-
mentary information: permutation importance described model contribution, while
bootstrap stability described the robustness of feature selection.

As shown in Fig. 7, several microstate features showed both relatively high per-
mutation importance and high bootstrap selection frequency. These features spanned
directed transitions, static descriptors, GEV-related measures, flow-related variables,
and switching-rate information. Tree SHAP attribution additionally prioritized A-to-
D transition, C-to-B transition, D outflow, D-to-C transition, B-to-C transition, C
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duration, A outflow, and D duration among the leading contributors. This distributed
pattern is consistent with the proposed multi-family temporal-flow representation.

This joint pattern is consistent with the multi-family feature design used in
the present study. The fitted model did not rely only on a fixed set of conven-
tional microstate descriptors. Instead, PD-related diagnostic information appeared to
involve a combination of static state properties, directed transition organization, flow
directionality, GEV-related template expression, and temporal complexity. Features
supported by more than one interpretability analysis were therefore considered more
reliable model-level contributors than features ranked highly by only one method.

At the same time, these results should be interpreted cautiously. Permutation
importance and bootstrap stability describe how the trained model used the avail-
able EEG microstate features, but they do not establish direct biological causality.
Thus, the highlighted features should be regarded as interpretable contributors to the
current EEG-based microstate classifier rather than as confirmed neurophysiological
biomarkers.

3.7 Demographic Sensitivity and Quality-Control Checks

Demographic sensitivity analysis was performed to examine whether prediction perfor-
mance was concentrated in a single age or sex subgroup. As shown in Fig. 8, subgroup
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ROC curves were calculated for female participants, male participants, participants
below the median age, and participants above the median age. The subgroup AUC
values were broadly comparable, ranging from 0.815 to 0.841.

The female subgroup showed an AUC of 0.841, while the male subgroup showed an
AUC of 0.817. For age-stratified analysis, the age-above-median subgroup showed an
AUC of 0.829, and the age-below-median subgroup showed an AUC of 0.815. These
relatively close AUC values suggest that the model’s discrimination ability was not
obviously restricted to one demographic subgroup.

This analysis is important because age and sex were not used as predictive features
in the main EEG-based model. The subgroup results therefore provide an additional
check that the prediction signal was not simply driven by direct demographic input.
However, these subgroup analyses were still based on repeated cross-validation pre-
dictions within the development dataset. The independent ds003490 test provided
a stronger generalization check and showed that demographic robustness inside one
cohort did not guarantee cross-cohort transferability.

In addition to demographic checks, preprocessing summaries showed high channel
matching, similar bad-channel ratios, and broadly comparable artifact-correction pro-
files between controls and PD participants. These results did not reveal an obvious
preprocessing-quality imbalance that paralleled the diagnostic prediction, although
residual acquisition or preprocessing effects cannot be excluded.

3.8 External Validation on an Independent OpenNeuro Cohort

The locked development representation was applied to OpenNeuro ds003490, an inde-
pendent resting-state EEG cohort with 25 PD patients and 25 healthy controls. Neither
the development templates nor fitted prediction models were re-estimated using exter-
nal diagnostic labels. For channel compatibility, 62 shared scalp channels were retained
in development-template order, and the external recordings were processed using the
same filtering, referencing, resampling, and 120-s cropping strategy.

External discrimination was near chance. Random forest achieved ROC-AUC =
0.513 and balanced accuracy = 0.520, while logistic regression achieved ROC-AUC
= 0.411 and balanced accuracy = 0.480. The random-forest probability distributions
showed substantial overlap between external PD and control participants. Thus, the
central finding was not the development AUC in isolation, but the attenuation of
discrimination as validation became more stringent.

The external result was treated as a transportability finding rather than as a model-
selection failure. We therefore examined whether the loss of PD-control discrimination
coincided with systematic differences between the development and external feature
distributions.

3.9 Cross-Cohort Distribution-Shift Analysis

We next tested whether the attenuation in external PD-control performance was
accompanied by measurable cohort structure in the same feature space. Principal
component analysis showed systematic displacement between the development and
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was not obviously concentrated in one tested demographic subgroup.

ds003490 cohorts; the first two components explained 42.7% and 18.9% of the variance,
respectively.

A cross-validated dataset-origin classifier distinguished development from exter-
nal participants with ROC-AUC = 0.966, and the corresponding probabilities showed
marked cohort separation. High dataset-origin performance is not a desirable diag-
nostic result; instead, it demonstrates that cohort membership was strongly encoded
in the microstate representation. This finding provides a direct link between limited
external generalization and non-invariance of the measured feature space.

The present design cannot isolate a single source of this shift because acquisi-
tion protocol, channel configuration, medication state, cohort composition, recording
characteristics, and preprocessing compatibility differed jointly between datasets. The
analysis therefore supports distribution shift as a plausible contributor to performance
attenuation without assigning a causal source.

3.10 Cognitive-Status Sensitivity Analysis

Because MoCA scores were lower in the PD group, cognitive status was examined
as a potential source of heterogeneity rather than as a predictor. Within the PD
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External Validation on OpenNeuro ds003490
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Fig. 9 Locked external validation on OpenNeuro ds003490. A, validation hierarchy from exploratory
repeated CV to leakage-aware fold-wise evaluation and independent testing. B-D, external ROC
curves, random-forest confusion matrix, and predicted-probability distributions. The near-chance
external performance provides the principal evidence that the development signal was not robustly
transportable.

group, associations between MoCA and leading model-prioritized features were weak
(approximately —0.17 to 0.15), and the displayed uncertainty intervals crossed zero.

Classification was also repeated under a dedicated cognitive-restriction configu-
ration. The all-subject sensitivity analysis yielded ROC-AUC = 0.478 and balanced
accuracy = 0.456; restricting PD participants to MoCA >21 or >23 did not restore
discrimination. These values arise from the sensitivity configuration shown in Fig. 11
and should not be directly compared as alternative estimates of the primary develop-
ment ROC-AUC of 0.823. The analysis therefore indicates weak direct MoCA-feature
associations while leaving residual uncertainty about the contribution of cognitive
heterogeneity.

3.11 Direction and Effect Size of Discriminative Microstate
Features

To complement model-attribution results with group-level directionality, we compared

leading microstate features between PD and control participants using standardized

effect sizes (Cohen’s d, PD minus HC) and standardized group means. The effects
were directionally heterogeneous rather than concentrated in a single feature family.

19



Cross-Cohort PCA of Microstate Features

o Development (n=149) ° ™
5.0 1 External ds003490 (n=50) o N .
° ° 0 ®
. ® o o 0 ¢
2.5+ & S e ,°
4 sy L il X 3@ s ° %
‘ h ..'o - o‘. o® . :
o 0.0 s % wiha ee 0 e °
e . @ of o %o . °
© L4 % Y+ @ °
2 oo ' RS °
® ° ® @ o .:
o =257 ® ® o600 ®
g b o ® ®
Cd o ® ® o e ® PY L
b
= a W o
g 5.0 ® . °
®
°
-7.5 1
°
°
—10.0 A
°
T T T T T T T T T
-10.0 -7.5 -5.0 —-2.5 0.0 2.5 5.0 7.5 10.0
PC1 (42.7% variance)
B. Domain Classifier ROC C. Domain Probability Separation
1.0 1 ~ wwn Development
//’ External ds003490
0.8 80
o I
S 0.6 o ., 60
3 < ©
E=1 @
G s =
ZT 0.4 /,» @ 40
IS S
0.2 1 204
004 ¥ —— AUC=0.966 . - e
r : T T T T 0-
0.0 0.2 0.4 0.6 0.8 1.0 0.0 0.2 0.4 0.6 0.8 1.0

False positive rate Cross-validated probability of external cohort
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component analysis of development and external participants. B, cross-validated dataset-origin ROC
curve. C, dataset-origin probability distributions. The dataset-origin ROC-AUC of 0.966 indicates
strong cohort separability and provides a feature-space explanation for limited external transporta-
bility.

Duration_C and duration_D were higher in PD (d approximately 0.37 and 0.32, respec-
tively), whereas GEV_C showed essentially no group difference (d approximately 0.00)
and GEV_D showed only a small negative difference (d approximately -0.06).

Several transition-, flow-, and switching-related measures were lower in PD. The
largest negative effects were observed for the B-to-C transition (d approximately -
0.46), switching_rate (d approximately -0.42), the D-to-C transition (d approximately
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Fig. 12 Descriptive direction and magnitude of leading PD-control microstate differences. A,
Cohen’s d values computed as PD minus HC. B, standardized group means for the same features.
These summaries provide directionality for model-attribution results and are not presented as inde-
pendently validated biomarkers.

-0.40), the A-to-D transition (d approximately -0.40), and outflow_A (d approximately
-0.39). Smaller negative effects were observed for outflow D, the B-to-D transition,
occurrence_A, outflow_C, the A-to-B transition, balance_A, and the C-to-B transi-
tion. Standardized group means showed the same overall directional pattern. Because
uncertainty intervals were broad for most features, these results are interpreted as
descriptive group-level context for model attribution rather than as independently
validated neurophysiological biomarkers.
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4 Discussion

4.1 Principal Findings

The central result is the ordered change in evidence across the validation hierarchy.
The multi-family microstate representation carried PD-related information within the
development cohort (random-forest ROC-AUC = 0.823), but the signal weakened
under leakage-aware fold-wise evaluation (ROC-AUC = 0.650) and fell to near chance
during locked external testing (ROC-AUC = 0.513). The development AUC alone
therefore overstates the robustness of the marker representation.

Three findings support the study’s methodological logic. First, feature-family abla-
tion indicated that the combined representation captured information distributed
across static and dynamic aspects of microstate organization. Second, progressively
stricter validation separated within-cohort discrimination from cross-cohort trans-
portability. Third, the dataset-origin classifier achieved ROC-AUC = 0.966, showing
that the same feature space was strongly structured by cohort membership. Taken
together, the external attenuation and strong cohort separability argue for explicit
distribution-shift analysis when evaluating EEG microstate markers.

4.2 Multi-Family Microstate Dynamics as Electrophysiological
Markers

The present findings suggest that restricting microstate analysis to state-occupancy
measures may overlook diagnostically relevant temporal organization. Duration, occur-
rence, coverage, and global explained variance describe how individual states are
expressed, whereas transition, flow, switching, and complexity measures quantify rela-
tionships among successive states (Michel and Bréchet 2026; Haydock et al. 2025). In
the development dataset, the combined representation outperformed individual feature
families, supporting a distributed rather than single-descriptor account of PD-related
microstate differences.

The group-level effect-size analysis provides a complementary physiological descrip-
tion independent of model ranking. Duration_C and duration_D were higher in PD,
whereas several transition-, flow-, and switching-related measures were lower, with the
largest negative effects involving the B-to-C transition, switching rate, D-to-C tran-
sition, A-to-D transition, and outflow_A. Taken together, this pattern is compatible
with longer dwell times in some recurrent global configurations and reduced flexibility
of transitions among configurations. It should not, however, be interpreted as direct
evidence that a specific canonical network is impaired.

EEG-fMRI studies support the broader interpretation that microstates index
rapidly changing large-scale network configurations (Britz et al. 2010; Abreu et al.
2021). At the same time, the functional assignment of individual A/B/C/D classes is
not one-to-one across studies: for example, simultaneous EEG-fMRI work has linked
canonical microstates to several resting-state networks without establishing a universal
mapping of a particular class to the default-mode or executive-control network (Britz
et al. 2010). The present C/D duration and switching findings are therefore inter-
preted at the level of recurrent whole-brain configuration dynamics, not as proof of
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dysfunction in a uniquely specified fMRI network. This conservative interpretation is
also consistent with current methodological reviews emphasizing standardization and
caution in functional labeling of microstate classes (Michel and Koenig 2018; Michel
and Bréchet 2026).

4.3 Validation Attenuation and Cross-Cohort Distribution
Shift

The separation between within-cohort discrimination and cross-cohort transportability
has methodological implications beyond the present classifier. Permutation testing
established that the development result exceeded a shuffled-label null distribution,
but it did not establish external validity. Likewise, calibration and confidence analyses
characterize the fitted development model rather than the invariance of its feature
representation. A biomarker-oriented claim therefore requires evidence that both the
feature distribution and the disease-related contrast remain sufficiently stable across
cohorts.

The domain-classification result shows that they did not. A dataset-origin ROC-
AUC of 0.966 indicates that development and external participants were readily
separable from the microstate features themselves. This makes it difficult to attribute
the external AUC of 0.513 solely to an absence of PD-related neurophysiology. Instead,
the result is consistent with non-invariance of the measured feature space across
datasets. Potential contributors include acquisition protocol, channel montage and
channel matching, medication state, cohort composition, recording duration and char-
acteristics, preprocessing compatibility, and microstate-template estimation. Because
these factors vary together between datasets, the present design cannot identify a
single causal source of shift.

This distinction matters for interpretation. The study does not show that
microstate dynamics are intrinsically unsuitable as PD markers; it shows that the
current representation and pipeline did not preserve PD-control discrimination across
these two cohorts. Resolving that question will require harmonized multi-site data,
explicit site-aware analyses, prospective external validation, and experiments that
can separate acquisition effects from biological heterogeneity. Domain adaptation or
harmonization could improve transfer in future work, but applying such procedures
here would answer a different question from the present one, which was whether the
unadapted microstate representation itself was transportable.

4.4 Clinical and Cognitive Sensitivity

Age and sex were excluded from predictive inputs, and subgroup AUCs were broadly
similar within the development dataset. These findings reduce concern that internal
discrimination was trivially driven by direct demographic input, but they do not sub-
stitute for external validation. MoCA requires similar caution. PD participants had
lower MoCA scores, and excluding MoCA from the feature matrix does not eliminate
the possibility that cognitive status is indirectly reflected in EEG dynamics.
Within-PD correlations between MoCA and leading features were weak, while cog-
nitively restricted classification remained near chance in the sensitivity configuration.
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These findings do not support a strong direct monotonic MoCA-feature association,
but they also do not establish independence from cognitive heterogeneity. The cur-
rent results should therefore be treated as sensitivity evidence rather than proof that
cognition is irrelevant to the observed PD-control contrast (Oikonomou et al. 2026;
Aarsland et al. 2021).

4.5 Model Interpretation and Biological Caution

Permutation importance, bootstrap stability, and Tree SHAP provided complementary
model-level views of the feature space. Leading contributors spanned directed transi-
tions, flow measures, durations, GEV-related variables, and switching rate, reinforcing
the distributed nature of the representation (Ponce-Bobadilla et al. 2024; Lundberg
and Lee 2017). However, these tools answer how the fitted classifier used the available
features; they do not identify causal disease mechanisms.

The same caution applies to descriptive effect sizes. Longer C/D duration and
lower switching-related measures may reflect altered large-scale brain-state organi-
zation in PD, but the present cross-sectional analysis cannot determine whether
those differences arise from PD pathology, medication state, cognitive heterogeneity,
acquisition context, or interactions among these factors. Independent cohorts, longitu-
dinal designs, medication-state comparisons, and mechanistic multimodal studies are
required before any individual feature can be considered a stable neurophysiological
marker (Michel and Bréchet 2026; Cai et al. 2026).

4.6 Limitations

The findings should be interpreted in light of several constraints. Most importantly,
the development and external datasets differed substantially in both sample size
and cohort context, and the locked classifier did not retain robust discrimination
in ds003490. Although the dataset-origin analysis confirmed pronounced distribution
shift (ROC-AUC = 0.966), the present design cannot determine how much of that shift
arose from acquisition differences, medication state, cognitive composition, disease
severity, or other cohort characteristics.

Methodological choices also remain to be tested independently. These include fix-
ing the solution to four canonical microstates, retaining unsmoothed label sequences
for the primary temporal analysis, and aligning templates across validation folds
and cohorts. Unsmoothed sequences preserve brief transitions but may also be more
sensitive to residual noise. Finally, calibration and model-attribution measures such
as permutation importance, bootstrap stability, and SHAP summarize properties of
the fitted model and should not be interpreted as clinical probabilities or causal
neurophysiological evidence.

Future work should prioritize standardized multi-site acquisition, transparent
reporting of microstate clustering and backfitting choices, harmonized preprocessing,
medication- and disease-stage stratification, and prospective cross-cohort valida-
tion. Such designs will be necessary to determine which components of microstate
dynamics represent stable PD-related electrophysiology and which primarily reflect
dataset-specific measurement context.
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5 Conclusion

This study shows why within-cohort EEG microstate discrimination and cross-
cohort transportability should be evaluated separately. A multi-family representation
combining static, transition, flow, and complexity features captured PD-related infor-
mation in the development cohort, but performance attenuated under leakage-aware
evaluation and approached chance during locked external testing. Strong dataset-
origin discrimination in the same feature space indicated substantial cohort-specific
structure.

The main contribution is therefore methodological rather than a claim of a deploy-
able diagnostic biomarker: multi-family microstate features should be judged through
progressively stringent validation and explicit distribution-shift assessment. Harmo-
nized multi-site data and prospective external validation will be required before such
features can be considered reproducible translational markers.

Supplementary information

Supporting analyses are provided in Online Resource 1, including power-line-noise
removal, probability calibration, decision-confidence analysis, bootstrap feature sta-
bility, and cross-cohort top-feature distribution shift.
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