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Abstract

Explanations are increasingly attached to IoT/IIoT intrusion detectors, but
whether they stay faithful and stable under evasion, and whether such findings
survive retraining, is rarely tested. We audit SHAP and LIME on de-duplicated
ToN-IoT and Edge-IToTset data, using the training seed as the unit of infer-
ence (20 seeds per detector, pre-declared outcomes, Holm control). An MLP, the
MLP with FGSM or PGD adversarial training, and XGBoost are attacked under
unconstrained, numeric-only and domain-constrained threat models, and robust-
ness is compared at matched false-positive rates. Successful feature-space attacks
produced no syntactically valid records; after projection onto valid records, suc-
cess against the MLP fell from 0.31 to 0.06 (ToN-IoT) but against XGBoost only
from 1.00 to 0.60. Domain constraints kept success at small budgets below 0.12,
yet at a 1% false-positive budget maximum padding evaded every ToN-IoT MLP,
including the adversarially trained ones, and a tree-aware attack evaded XGBoost
on 35% of padded attacks where 3,000-query random search found almost none.
MLP vulnerability on ToN-IoT was bimodal across seeds, largely a threshold
effect, and invisible in clean macro-F1. SHAP was more faithful than LIME in
all 52 primary comparisons, for every masking reference, for KernelSHAP and
for every LIME configuration; under conditional in-fill masking LIME was near
random. SHAP attributions were stable under realisable perturbations, whereas
LIME’s change under attack was mostly within its own sampling noise. Retain-
ing label-conflicting records or partitioning chronologically within attack families
changed clean performance little. Code, seed-level results and logs are openly
archived.
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1 Introduction

IoT and IToT networks connect heterogeneous devices and industrial processes, so an
intrusion detector has to remain dependable as traffic and attack behaviour vary [1-
3]. A clean-test score is only one view of that dependability: it does not show whether
the detector resists evasion, or whether the explanation attached to an alert remains
useful when the input or the model changes [4, 5].

Three problems make published evidence on these questions hard to interpret. The
first is inferential: one trained model on one split cannot show whether a robustness
or explanation pattern persists across independently trained models, and treating the
records of one test set as replicates understates the variation caused by retraining
[6]. The second is realism: gradient attacks in a normalised feature space can change
fields an attacker does not control or produce values no network stack would emit,
so their success rates are upper bounds of unknown distance from realisable evasion
[7, 8]. The third is measurement: deletion-based faithfulness scores depend on what
replaces a deleted feature and on which output is tracked, and can be dominated by
out-of-distribution artefacts [9, 10].

This paper addresses these problems with one controlled audit. ToN-IoT is the
primary benchmark and Edge-IIoTset an external validation benchmark; the two
are never pooled. Within each dataset, the same de-duplicated partition, train-only
preprocessing, detectors, attack budgets and explanation protocol are applied to 20
independently trained seeds. An MLP with and without adversarial training is com-
pared with gradient-boosted trees, the strongest model family on tabular flow data
[11]. Adversarial training serves as a controlled comparison, not as a proposed defence.
The contribution is therefore an evaluation methodology and the evidence it produces,
not a new detector, explainer or defence.

The closest prior study, by Munilla and Khammas [12], evaluates SHAP and LIME
under DeepFool on three IoT datasets with paired tests over test samples. Our design
differs in four respects, summarised in Table 1: inference over independently trained
models rather than over samples of one model; a paired comparison of feature-space
and domain-constrained evasion with a per-record validity audit; faithfulness for the
predicted class under three masking references relative to a random-ranking con-
trol; and stability separated into input, explainer-call, background and training-seed
components.

The contributions are:

1. an evaluation protocol for joint evasion—explanation audits in which the training
seed is the unit of inference and primary outcomes and multiplicity families are
fixed in advance;



Table 1 Positioning against the closest lines of prior work, characterised by what the cited works
describe as their focus (— = not a focus of the cited work). “Seed-level” means that independently
trained models, not test records, are the inferential unit.

Line of work Evasion threat model Explanation Inference
evaluation
SHAP/LIME under  Feature-space Sparsity, Paired tests over test
DeepFool [12] DeepFool completeness and samples
robustness of SHAP
and LIME
Constrained or Validity, coherence or — —
realistic evasion problem-space
[8, 13, 14] constraints
Quantitative XAl for — Quantitative —
IoT IDS [15-17] explanation metrics
This work Feature-space and Predicted-class Seed-level (20 seeds),
domain-constrained; AOPC under three pre-declared
white-box, black-box, references vs. random outcomes, Holm
tree-aware and control; input, call, control

transfer attacks; per- background and seed
record validity audit  stability

2. a paired comparison of feature-space and domain-constrained evasion for neural
and tree-based detectors, with a validity audit, projection of invalid records onto
the valid input space, and robustness reported at matched false-positive rates and
with threshold-free measures;

3. a reference-controlled analysis of deletion-based faithfulness, with sensitivity anal-
yses of the explainer configuration;

4. a decomposition of explanation instability into input, explainer-call, background
and training-seed components;

5. an open archive of code, seed-level results and execution logs from which every
table and figure is recomputed.

The scope is bounded. The task is binary detection on flow and packet records.
The constrained threat model enforces invariants that can be checked on these records;
adversarial records are not regenerated as packets or replayed through a network stack.
Convolutional, recurrent and attention-based detectors are not evaluated. Section 2
reviews related work, Section 3 specifies the protocol, Section 4 reports the results,
Section 5 discusses implications and limitations, and Section 6 concludes. Supplemen-
tary material reports the multiclass analysis, the preprocessing replication path, the
adversarial-training sweep and resource profiling.

2 Related Work
2.1 Learning-based detection on IoT/IIoT traffic

Surveys of IoT and IIoT intrusion detection report extensive use of supervised,
anomaly-based and hybrid detectors, but also that benchmark results depend strongly
on the chosen devices, attack families, feature representation and train—test protocol



[1, 2, 18, 19]. Public datasets such as BoT-IoT, Edge-IloTset, CICIoT2023 and ToN-
ToT make single-GPU research feasible, but differ in collection environment, labelling
and temporal structure [18]. Deep architectures (convolutional, recurrent, transformer
and attention-based) are increasingly proposed, yet surveys repeatedly note limited
cross-dataset generalisation and missing out-of-distribution tests [2, 20, 21]. On tab-
ular data generally, gradient-boosted trees remain stronger than deep networks on
medium-sized datasets [11, 22|, so a finding obtained only for a neural detector may
not transfer to the model family most likely to be deployed.

2.2 Evasion attacks and their realism

Surveys of adversarial machine learning for network intrusion detection distin-
guish evasion from poisoning, white-box from black-box access, and gradient-based
from query- and transfer-based attacks [4, 23]. FGSM, JSMA, DeepFool, PGD and
substitute-model attacks have all been applied to NIDS, and reported vulnerabil-
ity varies with the model family and the access assumed [24-27]. Defences include
adversarial training, feature squeezing, ensembles and adversarial-example detection
[28-32].

The central difficulty for tabular network records is realism. A feature-space pertur-
bation is meaningful only if a realisable object exists that maps to it while respecting
the domain’s available transformations and side effects [7]. A realistic NIDS adver-
sary controls only part of the traffic, typically its own direction, volume and timing,
and cannot rewrite the victim’s responses or protocol fields [8]. Validity and coher-
ence constraints [13] and constrained-feature-space frameworks with mutability masks
and feature relations [14] encode such restrictions. These works motivate reporting
both attack success under the constraints and the share of unconstrained adversarial
records that violate them.

2.3 Explanations and their evaluation

SHAP [33] and LIME [34] are the most common post hoc explainers in IoT intrusion
detection, used to rank traffic features, describe global behaviour and justify indi-
vidual alerts [15, 16, 35-38]. Both are estimators whose configuration is part of the
experiment: SHAP depends on the background data and the estimator, and LIME
on its sampling distribution, kernel width and surrogate. Plausible explanations need
not be faithful to the model, and faithful explanations need not be useful to analysts
[5, 39, 40].

Faithfulness is usually measured by deleting the features an explanation ranks
highest and recording the change in output, summarised as an area over the pertur-
bation curve (AOPC) [41] or as comprehensiveness and sufficiency [42]. Replacing a
deleted feature by a fixed reference creates inputs outside the data distribution, so
part of the output change reflects the model’s response to implausible records [9, 10];
the same issue affects Shapley estimators when features are dependent [43]. Stabil-
ity has its own pitfalls: LIME’s sampling makes repeated explanations of the same
instance differ [44], and both SHAP and LIME can be manipulated by a model that



behaves differently on their perturbation distributions [45]. Exposing explanations is
also dual-use, since attributions can reveal decision boundaries to an attacker [46-48].

2.4 Evaluation rigour and variance

Reviews identify inconsistent splits, duplicated or leaked records, unclear preprocessing
and incomparable feature spaces as recurring barriers to reproducible IDS evaluation
[2, 18, 19], and security-specific guidance lists sampling bias, label inaccuracy and
data snooping among the common pitfalls [49]. Variance studies show that seeds for
initialisation, data order and data splits can change benchmark conclusions as much
as algorithmic choices [6]. Inference over test records of one trained model therefore
does not capture between-model variation.

2.5 Gap and research questions

Studies that link explanations to evasion in IoT intrusion detection [12, 48, 50] use
feature-space attacks without checking whether the adversarial records are realisable,
use a single masking reference whose out-of-distribution effect is not controlled, and
draw inferences from the test samples of one trained model. It remains unclear whether
explanation changes under attack persist under realisable perturbations, whether they
hold for tree ensembles as well as neural networks, how much of an apparent faithful-
ness difference is an artefact of the evaluation reference, and whether attack-induced
instability exceeds the instability already present across explainer calls, background
sets and retrained models. We address four research questions:

1. RQ1: How does evasion under feature-space and domain-constrained threat models
change the predicted-class faithfulness of SHAP and LIME for neural and tree-
based detectors, and how sensitive is this to the masking reference and the explainer
configuration?

2. RQ2: How stable are SHAP and LIME explanations between clean and attacked
records, compared with explainer-call, background-set and training-seed variabil-
ity?

3. RQ3: Which differences between explainers, training conditions, model families
and threat models are confirmed at the seed level under multiplicity control?

4. RQ4: How do detection, evasion resistance and explanation quality trade off at
operationally realistic false-positive rates?

3 Methodology

3.1 Study design and analysis plan

The study is a repeated, paired design with five factors: dataset (ToN-IoT, Edge-
IToTset; analysed separately), detector (MLP, MLP with FGSM adversarial train-
ing, MLP with PGD adversarial training, XGBoost), threat model (unconstrained,
numeric-only, domain-constrained), attack and budget, and explainer (SHAP, LIME).
The training seed is the replication unit. Every detector is trained with the same 20
seeds on the same primary partition, and every seed is evaluated on the same fixed
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Fig. 1 Experimental pipeline. The two datasets are audited, de-duplicated and partitioned sep-
arately; four detectors are trained with 20 seeds; every detector is attacked under unconstrained,
numeric-only and domain-constrained threat models; SHAP and LIME are evaluated on the same
clean and attacked records; and all inference is carried out at the seed level.

test, attack and explanation records, so all comparisons are paired by seed. Figure 1
summarises the pipeline.

Three primary outcomes, their tests and their multiplicity families were fixed in
the analysis code before the main runs: (P1) attack success rate (ASR) at ¢ = 0.05
under each threat model; (P2) predicted-class comprehensiveness relative to a random-
ranking control under the marginal reference; and (P3) the Spearman correlation
between clean and attacked attributions. All other quantities are secondary. The
analyses at matched false-positive rates over all seeds, the threshold-free robustness
measures, the projection of invalid adversarial records, the stronger tree attacks,
the explainer-configuration analyses and the data variants (label conflicts retained,
temporal partitions) were specified after the primary runs and are reported as
secondary.

Because all 20 seeds share one partition, the seed-level inference is conditional on
that partition: it describes variation over training realisations for a fixed sample of
the data, not over samples from the population of networks. Variation over partitions
is estimated separately, with two further stratified partitions and with data variants
that retain label conflicts or partition the records in time order (Section 3.10).

3.2 Datasets, audit and task formulation

ToN-IoT (network-flow table with Zeek-derived features) is the primary benchmark
because it was built to study heterogeneous IoT/IIoT traffic [51, 52]. Edge-IToTset
(the packet-level table that its authors selected for machine learning) is the external
validation benchmark because it comes from a separate IoT /IIoT testbed with fourteen
attack families [53]. The two datasets are never concatenated. The task is binary:
y; = 0 for benign and y; = 1 for malicious traffic. Attack-family labels are used only
for stratification and per-family reporting.

For each dataset we record the SHA-256 hash and size of the raw file, the rows
read, exact duplicate rows, and duplicates and label conflicts on the model-visible
feature vector (Table 4). Records are de-duplicated on the feature vector together
with the label before partitioning, so that no record can appear in both the training
and the test partition. Feature vectors that occur with both labels (label conflicts) are
removed in the primary analysis: their label cannot be determined from the model’s



input, so keeping them would place irreducible error in both training and test sets.
Because removing them also removes records that are hard to classify, a sensitivity
analysis retains them (Section 3.10).

3.3 Feature policy and preprocessing

Table 2 lists the feature policy. Addresses, ports, timestamps, free-text and payload
fields, and capture artefacts that identify a stream or a host (for example the UDP
stream index, raw TCP acknowledgement numbers, and Modbus transaction and unit
identifiers) are removed, because they let a model memorise the testbed rather than
learn traffic behaviour [49]. For Edge-IIoTset the removals follow the dataset authors’
recommended preprocessing [53]. Low-cardinality categorical protocol fields are one-
hot encoded over the 20 most frequent training levels plus an “other” level. Categorical
values that differ only in numeric formatting are merged; in Edge-IIoTset, for example,
the values 0 and 0.0 occur as distinct labels of the same field. A protocol field that is
missing for a record is encoded as zero, meaning that the field is absent.

All learned preprocessing is fitted on the training partition only. Each non-negative
numeric feature is transformed by log(1 + z) and then min-max scaled to [0, 1] using
the training range; validation and test values are clipped to [0, 1]. Features that are
constant on the training partition are removed. The transformation is monotone and
invertible on the training range, which allows adversarial records to be mapped back to
raw units for the constraint repair in Section 3.5. For explanations and all explanation
metrics, the one-hot columns of a categorical field are aggregated into one feature
group: a group’s attribution is the sum of its columns’ attributions, and a group is
masked as a whole.

One family-stratified 70/15/15 partition per dataset (seed 2026) is the primary
partition. Fixed record subsets are drawn from each test partition: 2,000 malicious
records stratified by attack family for the attack evaluation, of which the first 300
(again family-stratified, with at least one record per family) are explained together
with 300 random benign records. The partitions and subsets are fully determined by
the hash-verified raw files and the fixed seeds.

3.4 Detectors, training conditions and operating points
The neural detector is a binary MLP with three fully connected ReLLU hidden layers

and a sigmoid output:

hy = ReLU(W1z +b1), he = ReLU(W5h; + bs),
h3 = RGLU(WghQ + bg), ﬁg(y =1 | Z) = 0(w4h3 + b4) (1)
It uses hidden widths 128-64-32, dropout 0.2, Adam with learning rate 103, batch

size 2048, at most 30 epochs and early stopping after five epochs without improvement
in validation macro-F1. The loss is class-weighted binary cross-entropy,

L(0;2z,y) = —wy [ylogpe(z) + (1 —y) log(1 — pe(2))], (2)



Table 2 Feature policy. Retained features that are not mutable (Table 3) are immutable under the
constrained threat model.

ToN-IoT Edge-IloTset

Removed  addresses, ports, DNS query string, frame time, IP hosts, ARP addresses,
SSL subject/issuer, HT'TP URI/user  ports, TCP payload and options,
agent, anomaly-event name and details MQTT message, HTTP

URI/query/file data, ICMP
timestamp, UDP stream index, raw
TCP acknowledgement number,
Modbus transaction/unit identifiers,
HTTP TLS port

Categorical transport protocol, service, connection HTTP method/referer/version, DNS

(one-hot)  state, DNS flags, SSL query-name length, MQTT connect-
version/cipher/flags, HTTP acknowledge flags/protocol name/topic
method/version/MIME types,
anomaly-notice flag

Numeric duration, bytes, packets, IP bytes all remaining numeric packet and
(both directions), missed bytes, DNS  protocol fields
codes, HT'TP depth/body

lengths/status
Candidate source IP bytes > source bytes +20x —
relations source packets, and likewise for the

destination direction (hold in 98.8%
and 98.2% of training flows; not

enforced)
Retained 88 / 31 53/ 34
(columns /
groups)

with w, computed from training class frequencies.

Three training conditions share this architecture. Clean training minimises L.
FGSM adversarial training replaces every minibatch by its FGSM perturbation with
training budget ¢, = 0.01 [54, 55]. PGD adversarial training perturbs each mini-
batch by a five-step PGD ascent with random start and ¢; = 0.03, and minimises
AL(22Y) + (1 — N\)L(2) with A = 0.5 [56]. Adversarial training uses the unconstrained
perturbation set. The tree-based detector is XGBoost [22] with up to 400 trees of
depth 6, learning rate 0.1, row and column subsampling 0.8, the positive-class weight
set from the training class ratio and early stopping on validation log-loss. It is trained
on the same scaled inputs, which leaves its splits unaffected but places all detectors
in the same attack space. Supplementary Table S1 lists the full configuration.

Operating points. Robustness depends on the decision threshold, so three operating
points are reported. (i) The wvalidation-tuned threshold maximises validation macro-
F1. It defines the predicted class used by the explanation metrics and the pre-declared
outcome P1, but it is a property of the detector rather than of a deployment: on Edge-
IToTset it implies a false-positive rate of about 14%, which is too high for operation.
(ii) Fized false-positive budgets: thresholds are set on the benign validation records
to target false-positive rates of 0.1, 0.5, 1, 2 and 5%. We use the 1% budget as the
operational reference for robustness, because it compares detectors at equal alert cost.
(i) Threshold-free measures: the ROC-AUC between benign test records and attacked



malicious records, and the per-record decrease in the malicious log-odds caused by the
attack. Results at the fixed threshold 0.5 are also reported. Calibration is summarised
by the Brier score and the 15-bin expected calibration error.

3.5 Threat models

The adversary wants a malicious record that the detector flags to be classified as
benign. We evaluate three threat models in the normalised input space z € [0, 1]P,
ordered from least to most restrictive.

Unconstrained. Every input may change within an ¢, ball inside the unit box,
CY(z,e) = {7 : ||/ — 2zlleo < € 0 < 2/ < 1}. It allows fractional values in one-
hot columns and serves as an upper bound and for comparability with feature-space
attacks in the literature.

Numeric-only. All numeric fields may change in both directions within the same
ball; the one-hot categorical blocks are frozen.

Domain-constrained. Only the mutable set My may change, and only upwards:

C(ze)={2': 0< 2}~z <e VjeMq, 2=z Vj¢Ma}n[0,1". (3)
Because the scaling is monotone, “upwards” in z means upwards in raw units. After
the search, the record is mapped to raw units and repaired: integer-valued fields are
rounded down, but never below their original value. A candidate protocol relation is
enforced, by raising the dependent field, only if it holds in at least 99.5% of clean
training records. The ToN-IoT header-overhead relation of Table 2 holds in only 98.8%
(source direction) and 98.2% (destination direction) of training flows, so it is not
enforced, and constrained records can violate it; the validity audit does not count such
violations. No relation is defined for Edge-IloTset. Success is always evaluated on the
repaired record. Because a padding adversary is limited by cost rather than by a small
norm, the constrained model is also evaluated at e € {0.1,0.25,0.5,1}, where ¢ = 1
allows each mutable field to be raised up to its training maximum.

Table 3 justifies each mutable feature. A feature is mutable if the sender of the
flow or packet can increase it without the victim’s cooperation and without removing
the bytes that carry the attack. All other fields are frozen, including fields that the
attacker could change but whose change would alter the attack itself (for example
the HTTP method or the destination service) and fields set by the victim (responder
bytes, response codes). Raising a mutable field to at most its training maximum keeps
the padded record inside the range of values seen in training. Table 3 also lists side
effects of padding on other fields that the constraints do not model. The constrained
model is therefore a set of necessary conditions for realisability, not a sufficient one
(Section 5.2).

3.6 Evasion attacks and robustness measures

PGD [56] minimises the malicious logit,

2D = The [+ — o sign (V. logit po(=9)) | )



Table 3 Mutable features of the constrained threat model (increase only). “Mechanism” is how
the sending side can increase the field; “side effects” are changes that padding causes in other
retained fields, none of which the constraints enforce (Section 3.5).

Feature Mechanism Side effects on other features
ToN-IoT (one record per flow; the attacker is assumed to be the originator)
duration delay packets or keep the none in the retained feature set,
connection open longer which has no rate features; idle
timeouts of the flow monitor not
modelled
source bytes pad the application payload (filler source IP bytes should rise; HTTP
headers or body content) body length if the padding is in the
body
source packets  split the payload over more packets source IP bytes should rise by at
or add empty segments least 20 bytes per packet
source IP bytes rises with payload and packets, or  should stay at least source bytes
with IP options plus 20 bytes per packet
HTTP request append unused content to the source bytes should rise by the same
body length HTTP request body amount

Edge-IloTset (one record per packet; the attacker is assumed to be the sender)

TCP segment pad the TCP payload of the packet TCP checksum changes (frozen in

length the model); sequence numbers of
later packets (other records)

HTTP content declare and send a longer HTTP TCP segment length should rise

length body
MQTT message pad the MQTT payload TCP segment length should rise
length

with ten steps, @ = 2.5¢/10 and a random start in C; FGSM [54] is the one-step
version. Both require gradients and are applied to the MLPs. A score-based black-box
random search in the style of Square Attack [57] is applied to all four detectors. It
starts at a random vertex of C, repeatedly resamples a shrinking random subset of
mutable coordinates, keeps a proposal if it lowers p(y=1), and stops at the first success
or after 300 queries; in the constrained model every proposal is repaired before it is
scored. PGD records crafted on the clean MLP of a seed are also transferred to the
other detectors of the same seed.

Because random search may underestimate the vulnerability of tree ensembles,
XGBoost is additionally attacked with (i) the same random search with 3,000 queries
and no early stopping, and (ii) a tree-aware coordinate search. For one feature at a
time, the coordinate search evaluates every split threshold that the trained ensemble
uses for that feature and that lies inside the feasible interval, keeps the value that lowers
the malicious score most, and cycles over all mutable features for up to three passes.
For a single feature this is an exact line search over the ensemble’s decision regions;
in the constrained model each candidate is repaired before it is scored. The same
coordinate search over a 33-point grid is applied to the MLPs under the constrained
model as a gradient-free check of PGD. For each record, the strongest of the attacks
run (lowest malicious score) is also reported, and no attack keeps a change that raises
the malicious score.
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Outcomes. For detector ¢, seed s, attack a and budget ¢, the attack success rate is

[{i e A:gleom =1, 24 = 0}

ASR =
[{i € A:gglean = 1} ’

()

where A is the 2,000-record attack subset. Because the eligible set in the denominator
shrinks at strict thresholds, detectors are compared at fixed false-positive budgets by
detection under attack, the share of all records in A still flagged after the attack. A
per-record validity audit checks one-hot integrity, integrality of changed integer fields,
the protocol relations, immutability and direction; a record is syntactically valid if it
passes the first three checks and threat-model valid if it passes all five.

Projection onto the valid space. Unconstrained and numeric-only records fail the
syntactic checks largely by construction. To separate this from evasion that survives in
syntactically valid records, each such record is also projected onto the nearest syntac-
tically valid record and re-scored. Each one-hot block is set to its nearest valid pattern
(the level whose value exceeds 0.5, otherwise the all-zero pattern), each changed integer
field is rounded to the nearest integer within its training range, and enforced relations
are restored (none is enforced in our data; see Section 3.5). Projected records keep all
other changes, so they remain outside the domain-constrained threat model.

3.7 Explanation methods

SHAP [33] approximates additive contributions to the malicious-class probability
f1(z) =p(y=1] 2), f1(z) = ¢o + Z§:1 ¢j(%). For the MLPs we use Deep SHAP, an
estimator based on DeepLIFT [58]; for XGBoost we use interventional Tree SHAP on
the probability output [59]. Both use the same 100 randomly drawn training records
as background. LIME [34] fits a weighted linear surrogate to 1,000 perturbations sam-
pled around the instance, with an exponential kernel of width 0.75,/p (the library
default); continuous features are not discretised, and one-hot columns are treated as
categorical. Each LIME call uses a fixed random seed determined by the training seed
and the record set. All attributions are signed toward the malicious class and aggre-
gated to feature groups. Explanations are computed on the 600 clean records and on
the attacked versions of the 300 malicious records: for the MLPs, PGD records under
the constrained model at ¢ € {0.01,0.03,0.05,1} and under the numeric-only and
unconstrained models at € = 0.05; for XGBoost, the corresponding black-box records
at € = 0.05 and at maximum padding.

Explainer-configuration analysis. Deep SHAP and Tree SHAP are different esti-
mators, and LIME’s default configuration may disadvantage it. On a subset of 60
benign and 60 malicious clean records (five seeds, all detectors), we therefore also com-
pute KernelSHAP [33] with 50 background records and 2,048 coalition samples, which
applies one estimator to both model families, and LIME with 1,000 or 5,000 samples
and kernel widths of 0.25, 0.75 and 2,/p, as well as LIME with quartile discretisation.
Each configuration is run twice, with different random seeds or background sets, to
measure its call-to-call stability.

11



3.8 Faithfulness metrics

Faithfulness is measured for the class the detector predicts. Let ¢; = W{f1(z;) > 7},
and let f.(z) = fi(z) if ¢ =1 and 1 — fi(2) otherwise. Groups are ranked by their
attribution in favour of ¢; (¢ for ¢; = 1 and —¢ for ¢; = 0). Let G be the set of all G
groups and Tj(z) C G the k highest-ranked groups. With a masking operator m,(z, S)
that replaces the groups in S according to reference r, comprehensiveness masks the
top-ranked groups and sufficiency masks all other groups:

COHIPZ(Z) fc(z) _Efc(mr(zaTk>)’ (6)
Suﬁ'Z(Z) = fc(Z) - Efc(mr(zag \ Tk)) ’ (7)

following DeYoung et al. [42]. Higher comprehensiveness and lower sufficiency indicate
a more faithful ranking. Each is summarised as an AOPC [41], the mean over k €
{10, 20, 30,40, 50}% of the G groups (at least one group and at most G — 1). Three
references are compared:

1. median: numeric groups are set to the background median and categorical groups
to the background’s modal level;

2. marginal: masked groups are replaced jointly by their values in 16 random
background records and the predictions are averaged;

3. k-NN in-fill: the 8 training records (from a pool of 5,000) closest to z on the
unmasked columns provide the masked values, which approximates a draw from
the conditional distribution [10, 43].

Every score is also computed for random group orderings (three draws) under the
same reference. The faithfulness outcome is AComp = AOPC™P! — AOPC™¢ which
removes the part of a score caused by the masking itself. For contrast, we also compute
a common variant that scores every record by the malicious output, ranks groups by
|¢| and uses the median reference.

The marginal reference draws from the same training records as the SHAP back-
ground. Interventional SHAP estimates the effect of replacing features by draws from
this marginal distribution, so a test with the marginal reference asks the question
SHAP is built to answer and may favour it. The k-NN reference does not share this
construction, and the explainer-configuration analysis tests whether the SHAP-LIME
ordering depends on the estimator or on LIME’s settings.

3.9 Stability metrics

For two attribution vectors a,b € RY we compute the top-k Jaccard index on |al, |b],

_ TN T

Jr(a,b) = ——=—
k(aa ) |T]?UT£|’

ke {3, 5 [0.2G+0.5]}, 8)

together with the Spearman rank correlation of |a| and |b|, the cosine similarity of
the signed vectors, and agreement of the top-ranked group. Small k£ and rank-based
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measures avoid ceiling effects when G is small, and the signed cosine detects sign
reversals that set overlap cannot. Four stability axes are separated:

1. input: the clean record versus its attacked version, same model and explainer
settings;

2. explainer call: five LIME calls with different sampling seeds on the same record

and model;

background: SHAP with three independently drawn background sets;

4. training seed: the same clean record explained under each pair of the 20 seeds (190
pairs).

@«

Axes 2 and 3 use the first five seeds and 100 malicious records. Axes 2—4 give the level
of instability that exists without any attack, against which attack-induced instability
is judged.

3.10 Sensitivity analyses

Four data variants are run with five seeds each, all detectors and attacks, and a reduced
set of explanation views. (i) Two further stratified partitions (seeds 2027 and 2028)
estimate partition-level variation. (ii) Label conflicts retained: the primary partition
seed is used, but one copy of each conflicting feature vector is kept with each of its
labels. (iii) A global temporal partition sorts records by capture time and assigns the
earliest 70% to training, the next 15% to validation and the latest 15% to testing.
(iv) A within-family temporal partition applies the same chronological cut within each
attack family and within the benign class. Variant (iii) tests extrapolation in time but
can leave families absent from training; variant (iv) keeps every family in each partition
and isolates drift within families. Edge-IloTset records carry a frame time; the ToN-
IoT train—test table has no time-stamp column, so for ToN-IoT the row order of the
released file is used instead, which yields contiguous-block rather than chronological
partitions. The logs record how the time stamps were parsed. As Section 4.6 shows,
variant (iii) places no benign records in the test partition of either dataset and is
therefore not interpreted. The supplementary material reports a multiclass attack-
family analysis, the effect of individual preprocessing choices, an adversarial-training
sweep and resource profiling.

3.11 Statistical analysis

For each seed, a metric is first averaged over the records of the relevant subset, which
gives one value m(® per seed and cell. A comparison between two conditions uses
the seed-paired differences A(®) = mff) — m(g), s = 1,...,20. For each comparison
we report the mean difference, a 95% percentile bootstrap interval over seeds (10,000
resamples), Cohen’s d, = A/sd(A), the number of seeds with a positive difference,
and the two-sided exact Wilcoxon signed-rank p-value. With 20 seeds the smallest
attainable exact p-value is 271° ~ 1.9 x 1075, and a paired t-test with o = 0.05 and
power 0.8 detects d, > 0.66.

Holm’s procedure [60] is applied within pre-declared families. For the explainer
comparisons (SHAP minus LIME), one family is formed per dataset, detector and
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outcome, and its members are the explanation views. For P2 these are the clean view
and the attacked views: seven per MLP (clean; constrained at e € {0.01,0.03,0.05,1};
numeric-only and unconstrained at € = 0.05) and five for XGBoost (clean; constrained
at € = 0.05 and 1; numeric-only; unconstrained). Over two datasets, three MLPs and
XGBoost this gives eight families with 2 x (3 x 74 5) = 52 comparisons. P3 is defined
only for attacked views, so the same eight families contain 2 x (3 x 6 4+ 4) = 44 com-
parisons. For the training-condition contrasts, one family is formed per dataset, threat
model and attack, containing each detector’s contrast with the clean MLP; the threat-
model contrasts (constrained versus unconstrained, constrained versus numeric-only,
numeric-only versus unconstrained, for every detector) form one family per dataset.
Holm-adjusted p < 0.05 is called confirmatory; all other comparisons are descriptive.
Secondary analyses are summarised by seed means, standard deviations and boot-
strap intervals without multiplicity control. Records within a seed are never treated
as independent replicates.

3.12 Reproducibility

All experiments ran in one fixed software environment on Kaggle (NVIDIA Tesla T4
GPU, four virtual CPUs). For every combination of dataset, partition and seed, the
predictive, attack and explanation results are stored and also written to the execution
log. Every table and figure is computed from the seed-level results by the released
analysis code. The code, seed-level results, logs and analysis outputs are publicly
archived (see Declarations).

4 Results

Unless stated otherwise, values are means + standard deviations over the 20 training
seeds on the primary partition, at € = 0.05. “Confirmatory” refers to Holm-adjusted
p < 0.05 in the pre-declared families (Section 3.11).

4.1 Data audit and clean detection

Table 4 summarises the audit. The ToN-IoT network file contains 211,043 rows, of
which 117,373 are exact duplicates on the loaded columns. After removing 110,472
duplicate feature—label vectors and 7,122 rows whose feature vector occurs with both
labels, 93,449 records (44% of the file) remain. Edge-IIoTset has fewer duplicates (2,704
removed) but many more label conflicts: 17,982 rows (11%) share their model-visible
feature vector with a record of the other class, leaving 137,114 records. No raw record
appears in more than one partition. Because of clipping and top-20 level bucketing, 22
transformed ToN-IoT vectors and 1 Edge-IloTset vector are shared between training
and test; these are distinct raw records.

Table 5 reports clean-test performance. On ToN-IoT, the three MLPs reach
macro-F1 0.969-0.970 and XGBoost 0.995. On Edge-IloTset, the four detectors reach
0.949-0.953, with ROC-AUC 0.991-0.993. Adversarial training does not reduce clean
performance: the paired differences from the clean MLP are at most 0.002 in absolute
value and none is significant (Holm p > 0.52). XGBoost outperforms the MLP on both
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datasets (ToN-IoT +0.026, d, = 17.8; Edge-IloTset +0.003, d, = 0.43; both confir-
matory). On Edge-IToTset, the validation-tuned threshold flags 14.3-14.5% of benign
test flows while detecting 99.6-99.9% of attacks; at threshold 0.5, the false-positive
rate is 4.4-4.6% and malicious recall 93.4-94.1%. All four detectors misclassify essen-
tially the same benign records (benign recall at threshold 0.5 is 0.954-0.956 for every
detector and seed), so we attribute the residual false alarms to benign records that
are not separable from attack traffic in the released features. The effect of individual
preprocessing choices on these scores is reported in Supplementary Section S2.

Table 4 Dataset audit and primary partition (seed 2026). Exact dup. = rows
identical on all loaded columns; dup. removed = repeated (feature vector, label)
pairs; conflicts = rows whose feature vector occurs with both labels (removed in the
primary analysis). Cols./groups = model columns after one-hot encoding / original

fields.

Dataset Raw rows 2Xact  Dub. o niie Retained DOSIHVe COls/ o p i val / test
dup. removed rate groups

ToN-ToT 211,043 117,373 110,472 7,122 93,449 0.747 88 / 31 65,414 / 14,017 / 14,018

Edge-IToTset 157,800 19,330 2,704 17,982 137,114 0.828 53 / 34 95,979 / 20,567 / 20,568

Table 5 Clean-test performance (20 seeds; means, with SD where shown). Standard
deviations are shown for macro-F1 and FPR; all other SDs are < 0.036. All columns use the
validation-tuned threshold except those marked @0.5. Mal. rec. = malicious recall; Ben. prec.
= benign precision; FPR = false-positive rate; ECE = expected calibration error (15 bins).

Dataset Detector Macro-F1  F1 @0.5 Mal. rec. Ben. prec. FPR FPR @0.5 ROC-AUC ECE
ToN-IoT MLP 0.970 £ 0.001  0.968 0.989 0.967 0.057 £0.019 0.042 0.991 0.026
MLP+FGSM-AT 0.970 +0.001  0.967 0.994 0.982 0.072 £ 0.002 0.046 0.992 0.025
MLP+PGD-AT 0.969 +0.001 0.967 0.993 0.979 0.071 £ 0.005 0.047 0.991 0.027
XGBoost 0.995 + 0.000 0.996 0.998 0.995 0.009 £ 0.001 0.006 1.000 0.002
Edge-IloTset MLP 0.949 +0.008 0.903 0.996 0.982 0.143 £0.010 0.044 0.992 0.047
MLP+FGSM-AT 0.951 4+ 0.001 0.903 0.998 0.990 0.145 £ 0.000 0.044 0.992 0.048
MLP+PGD-AT 0.950 4+ 0.000 0.901 0.998 0.988 0.145 £ 0.000 0.044 0.991 0.056
XGBoost 0.953 £ 0.000 0.909 0.999 0.996 0.145 £ 0.000 0.046 0.993 0.041

4.2 Evasion under the three threat models

Figure 2 and Table 6 report attack success at the validation-tuned threshold (outcome
P1).

Validity and projection. No successful unconstrained or numeric-only adversarial
record passes the validity audit, for any detector on either dataset. Unconstrained
records break one-hot integrity; numeric-only records leave byte and packet counts
fractional. This failure is partly by construction, so Table 6 also reports success after
projecting each record onto the nearest syntactically valid record. For the clean MLP,
projection removes most of the success: unconstrained success falls from 0.31 to 0.06
on ToN-IoT and from 0.30 to 0.04 on Edge-IloTset, and the adversarially trained
MLPs stay at or below 0.07. For XGBoost, a substantial part survives: on ToN-IoT,
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unconstrained success falls from 1.00 to 0.60 and numeric-only success from 0.73 to
0.65; on Edge-IToTset, from 0.14 to 0.13. Fractional one-hot and integer values there-
fore explain most of the feature-space success against the MLPs, but not against the
tree ensemble, whose syntactically valid but unconstrained records (which still change
immutable fields) remain effective.

Constraints remove most of the attack surface at small budgets. At ¢ = 0.05,
attack success on the clean MLP falls from 0.307 £ 0.308 (unconstrained) to 0.095 £
0.155 (numeric-only) and 0.022 =+ 0.032 (constrained) on ToN-IoT, and from 0.305 £
0.036 to 0.2384+0.036 and 0.000 on Edge-IToTset. All constrained-versus-unconstrained
contrasts are confirmatory (d, between —0.48 and —166, Holm p < 3.4 x 107%).
XGBoost is evaded on 100% of ToN-IoT attacks under the unconstrained model and on
73.143.9% under the numeric-only model, but on only 0.84-0.6% under the constrained
model with random search (see below for stronger attacks). Part of its feature-space
vulnerability is an encoding effect: its histogram splits on one-hot columns test against
the value 1, so lowering an active indicator from 1 to 1 — € removes the categorical
evidence altogether, and small fractional changes to integer-valued fields cross split
points that no valid record can reach. PGD records transferred from the clean MLP
inherit the same effect (0.870 unconstrained, 0.173 numeric-only, 0.004 constrained on
ToN-IoT). The score-based black-box attack is almost as effective as PGD against the
clean MLP (0.285 versus 0.307 on ToN-IoT, 0.301 versus 0.305 on Edge-IIoTset), so
the MLP results do not depend on gradient access.

Stronger attacks on the tree ensemble. Random search does not measure the con-
strained robustness of XGBoost reliably. With 3,000 queries instead of 300, its success
is unchanged (ToN-IoT: 0.008 at ¢ = 0.05 and 0.023 at maximum padding). The tree-
aware coordinate search, in contrast, evades XGBoost on 11.8% of ToN-IoT attacks
at € = 0.05 and on 61.3% at maximum padding, against 2.3% for random search. On
Edge-IToTset, all three attacks leave XGBoost essentially unevaded (at most 0.3%).
For the MLPs, the gradient-free coordinate search reaches the same success as PGD
within 0.05 (for example 0.403 against 0.387 for the clean ToN-IoT MLP at maximum
padding), which confirms that PGD is not weakened by gradient masking. Table 6
reports, for each record, the strongest of the attacks run.

Padding. Larger padding budgets evade the MLP (Figure 3). At maximum padding,
attack success reaches 0.387 £ 0.339 on ToN-IoT and 0.335 £ 0.097 on Edge-IIoTset.
Adversarial training lowers it to 0.07-0.11 (ToN-IoT) and 0.08-0.10 (Edge-IIoTset).
The attack changes on average only 1.0-3.4 fields, all of them attacker-controllable.

4.3 Robustness at matched false-positive rates and without a
threshold

Validation-tuned thresholds differ between detectors and seeds (on ToN-IoT, from
about 0.03 for the adversarially trained MLPs to 0.35 for XGBoost), so attack suc-
cess at these thresholds mixes robustness with the false-alarm budget each threshold
implies. Figure 4 and Table 7 compare all 20 seeds at thresholds matched to the same
validation false-positive rate, using the strongest attack per record. At the 1% budget,
the test false-positive rate is 1.1-1.6% on ToN-IoT and 0.8-1.3% on Edge-IToTset, and
the detectors find 87-89% of clean attacks (ToN-IoT XGBoost: 99.9%).
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Fig. 2 Attack success rate versus budget under the three threat models at the validation-tuned
threshold (PGD for the MLPs, score-based black-box attack for XGBoost). Points are 20-seed means
and error bars are seed standard deviations; points are offset horizontally so that overlapping series
remain visible.

Table 6 Attack success rate at the validation-tuned threshold (20 seeds, means). Unconstrained
and numeric-only (¢ = 0.05): raw / after projection onto the nearest syntactically valid record.
Constrained (e = 0.05 and maximum padding € = 1): main attack / strongest attack per record.
The main attack is PGD for the MLPs and 300-query random search for XGBoost; the strongest
attack also includes 3,000-query random search and the coordinate search. No successful raw
unconstrained or numeric-only record is syntactically valid.

Raw / projected Main / strongest attack

Constrained,

Dataset Detector Unconstrained Numeric-only Constrained max. padding

ToN-IoT ~ MLP 0.31/0.06 0.09/0.07 0.022/0.022 0.387 / 0.414
MLP+FGSM-AT 0.01 /0.01  0.01 /0.01 0.009 / 0.009 0.066 / 0.071
MLP+PGD-AT  0.01 /0.01  0.01 /0.0l 0.010 /0.010 0.112 / 0.122
XGBoost 1.00 /0.60  0.73 /0.65 0.008 /0.118 0.023 / 0.613

Edge-IIoTset MLP 0.30 / 0.04  0.24 /0.04 0.000 / 0.000 0.335 / 0.354
MLP+FGSM-AT 0.11 /0.06  0.09 / 0.06 0.000 / 0.000 0.098 / 0.143
MLP+PGD-AT  0.08 / 0.07  0.08 / 0.07 0.000 / 0.000 0.080 / 0.119
XGBoost 0.14 /0.13  0.14 /0.13 0.000 / 0.000 0.002 / 0.003
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Fig. 3 Attack success under the domain-constrained threat model as a function of the padding
budget (log scale; € = 1 allows each mutable field up to its training maximum). Points are 20-seed
means and error bars are seed standard deviations.

On ToN-IoT, the operating point reverses the apparent benefit of adversarial train-
ing. At their tuned thresholds the adversarially trained MLPs still detect 87-92% of
maximally padded attacks, but these thresholds imply a false-positive rate of about
7%. At the 1% budget, maximum padding leaves every MLP detecting at most 3%
of attacks. XGBoost detects 65% at this budget, but only 15% at 0.5% and 3% at
0.1%, so its advantage also depends on the alert budget. Against the unconstrained
attack, adversarial training roughly doubles detection at 1% (0.41 against 0.23), while
XGBoost detects nothing. On Edge-IToTset, detection under attack is nearly flat
across budgets. Adversarial training keeps its benefit against padding at matched false-
positive rates (0.73-0.75 against 0.54 for the clean MLP at 1%), and XGBoost detects
88%.

Threshold-free robustness and seed dependence. On ToN-IoT, the clean MLP’s
attack success at the tuned threshold is bimodal across seeds: seven of the 20 seeds
are evaded on 64-72% of attacks under the unconstrained model and the other 13
on 4-9%, although clean macro-F1 does not separate the two groups (0.971 versus
0.969). The vulnerable seeds settled on higher tuned thresholds (mean 0.43 against
0.037), so their median malicious record lies closer to the threshold (4.4 against 6.6
in log-odds). Two observations show that the threshold explains much, but not all,
of the bimodality. First, at a common 1% false-positive budget, unconstrained attack
success no longer separates the groups (0.70 against 0.76). Second, the threshold-free
measures still differ: the attack lowers the malicious log-odds by 6.6 on average for the
vulnerable seeds against 3.1 for the others, and the ROC-AUC between benign and
attacked malicious records is 0.81 against 0.93. The vulnerable training realisations
therefore respond more strongly to the attack, and their higher thresholds turn this
into a large difference in attack success at the tuned operating point. Edge-IToTset
shows no such bimodality (unconstrained success 0.24-0.41 over seeds).
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Fig. 4 Detection under attack (share of all records of the 2,000-record attack subset still flagged after
the attack) at thresholds matched to a validation false-positive rate (20 seeds; mean + SD; strongest
attack per record). Left: unconstrained, ¢ = 0.05; right: domain-constrained maximum padding.

4.4 Explanation faithfulness

Table 9 and Figure 5 report predicted-class comprehensiveness relative to the random-
ranking control (AComp) and the corresponding sufficiency difference (ASuff; more
negative is better) on clean records.

Evaluation target. When every record is scored by the malicious output and groups
are ranked by |¢| (with the median reference), 39-76% of records receive a negative
comprehensiveness score, depending on dataset, detector and explainer. Under the
predicted-class definition with the marginal reference, the share is 0-16% (at most
1.6% on ToN-IoT). Negative scores of the first kind arise because deleting features
that argue against the malicious class raises the malicious score; they do not show
that the explainers are unfaithful.

SHAP wversus LIME. SHAP identifies decision-relevant fields better than LIME
for every detector, dataset, view and reference. For P2 (marginal reference), all 52
SHAP-LIME comparisons are confirmatory in favour of SHAP: 20 of 20 seeds positive,
d, from 1.8 to 58, Holm p < 1.3 x 107°. The gap is small for the ToN-IoT MLPs
(AComp 0.37-0.41 against 0.31-0.32) and large elsewhere. On Edge-IloTset, LIME’s
ranking is barely better than random for every detector (AComp 0.03-0.06 against
0.28-0.34 for SHAP), and for XGBoost on attacked Edge-IloTset records it is worse
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Table 7 Detection under attack at matched false-positive budgets, and threshold-free
ROC-AUC (20 seeds, means; strongest attack per record). Clean = malicious recall without
attack at the 1% budget. Unc. = unconstrained, ¢ = 0.05 (raw / projected); pad. = constrained
maximum padding at the 1% budget and at the tuned threshold. AUC = ROC-AUC between
benign test records and clean / maximally padded malicious records.

Unc., 1% FPR Pad.

Dataset Detector Clean raw  proj. 1% FPR tuned AUC clean / pad.

ToN-IoT MLP 0.88 0.23 0.50 0.03 0.58 0.991 / 0.856
MLP+FGSM-AT 0.88 0.41  0.46 0.00 0.92 0.991 / 0.917
MLP+PGD-AT 0.88 0.41  0.49 0.00 0.87 0.991 / 0.899
XGBoost 1.00 0.00 0.51 0.65 0.39 1.000 / 0.960

Edge-IloTset MLP 0.88 0.60 0.87 0.54 0.64 0.991 / 0.813
MLP+FGSM-AT 0.88 0.75 0.82 0.73 0.85 0.991 / 0.948
MLP+PGD-AT 0.87 0.79 0.82 0.75 0.88 0.991 / 0.956
XGBoost 0.89 0.64 0.78 0.88 1.00 0.993 / 0.991

than random (—0.01 to —0.04; the only 4 of 104 explainer-versus-random comparisons
with a negative sign).

Reference choice. The reference changes the magnitude of AComp and, for LIME,
its interpretation. Under k-NN in-fill, LIME’s advantage over random almost vanishes
on every detector (AComp < 0.007), while SHAP retains 0.08-0.28. For the ToN-IoT
MLPs, the median reference makes LIME look nearly as faithful as SHAP (0.33 versus
0.36); under k-NN in-fill the ratio is more than tenfold. A single-reference evaluation
can therefore misrank explainers.

Ezxplainer configuration. Table 8 reports the configuration analysis (five seeds, 120
clean records). KernelSHAP, a single estimator for both model families, is as faithful as
the model-specific estimators under the marginal reference (AComp 0.33-0.39 against
0.27-0.40) and comparably faithful under k-NN in-fill (0.14-0.25 against 0.06-0.26).
LIME’s sample size and kernel width change its AComp by at most 0.05 under any
reference; 5,000 samples mainly make it more repeatable (call-to-call p of 0.30-0.84
with 1,000 samples and 0.52-0.95 with 5,000). Quartile discretisation is LIME’s best
configuration under the marginal reference (0.13-0.34), but under £-NN in-fill no LIME
configuration exceeds 0.09. In all 8 combinations of dataset and detector and under
all three references, no LIME configuration reaches the faithfulness of either SHAP
estimator. The SHAP-LIME ordering therefore does not depend on LIME’s settings,
on the SHAP estimator, or on the shared construction of the marginal reference and
the SHAP background. KernelSHAP is, however, much slower (60-75 ms per record for
the MLPs and 220-440 ms for XGBoost, against 6-19 ms for Deep and Tree SHAP).

Under attack. SHAP explanations of attacked records remain faithful to the
model’s behaviour on those records (AComp 0.21-0.53 across all attacked views),
whereas LIME’s faithfulness falls under the unconstrained attack on ToN-IoT (0.05—
0.10).
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Table 8 Explainer-configuration analysis (AComp on 60 benign and 60
malicious clean records, 5 seeds, means). SHAP = Deep SHAP (MLP) or Tree
SHAP (XGBoost) as in the main analysis; LIME default = 1,000 samples,
kernel width 0.75,/p, no discretisation; LIME best = the configuration with the
highest AComp under k-NN in-fill (last column; disc. = 1,000 samples with
quartile discretisation; 5k = 5,000 samples, kernel width 2,/p).

SHAP KernelSHAP LIME default LIME best
Dataset Detector marg. kNN marg. kNN marg. kNN marg. kNN LIME best
ToN-IoT MLP 0.402 0.089 0.380 0.143 0.314 0.001 0.339 0.056 disc.

MLP+FGSM-AT 0.378 0.064 0.381 0.146 0.307 0.001 0.324 0.014 disc.
MLP+PGD-AT 0.365 0.113 0.371 0.142 0.308 0.004 0.331 0.023 disc.
XGBoost 0.384 0.243 0.388 0.222 0.074 0.003 0.077 0.006 5k, 2/p

Edge-IToTset MLP 0.292 0.174 0.331 0.232 0.021 -0.007 0.132 0.016 disc.
MLP+FGSM-AT 0.267 0.217 0.332 0.238 0.037 -0.010 0.143 0.015 disc.
MLP+PGD-AT 0.285 0.250 0.341 0.234 0.005 -0.010 0.161 0.016 disc.
XGBoost 0.331 0.261 0.351 0.246 0.028 -0.005 0.225 0.083 disc.

Table 9 Faithfulness on clean records (20-seed means). AC = comprehensiveness AOPC
minus the random-ranking control (higher is better) under the median, marginal and
k-NN in-fill references; AS = sufficiency AOPC minus control under the marginal
reference (more negative is better). Seed standard deviations are < 0.045 in every cell.

SHAP LIME

AC AC AC AS AC AC AC AS
med. marg. kNN marg. med. marg. kNN marg.

ToN-IoT MLP 0.361 0.409 0.104 -0.317 0.332 0.319 0.004 -0.236
MLP+FGSM-AT 0.344 0.377 0.084 -0.312 0.315 0.310 0.005 -0.269
MLP+PGD-AT 0.340 0.370 0.123 -0.316 0.319 0.315 0.007 -0.274
XGBoost 0.383 0.389 0.264 -0.359 0.052 0.066 0.002 -0.058

Edge-11oTset MLP 0.383 0.310 0.191 -0.231 0.149 0.029 0.003 -0.051
MLP+FGSM-AT 0.368 0.281 0.223 -0.238 0.174 0.063 0.005 -0.083
MLP+PGD-AT 0.336 0.295 0.252 -0.264 0.128 0.027 0.003 -0.073
XGBoost 0.277 0.338 0.278 -0.326 0.107 0.032 0.007 -0.033

Dataset Detector

4.5 Explanation stability

Table 10 and Figure 6 compare four sources of attribution change, measured by the
Spearman correlation of absolute group attributions.

Variability without attack. LIME rankings already vary substantially between calls
on the same record and model (p = 0.51-0.82) and between retrained models (0.50—
0.80). SHAP rankings are far more reproducible: p = 0.89-0.94 between background
draws and 0.92-0.99 between seeds. The top-3 sets agree across seeds with Jaccard
0.64-0.91 for SHAP and 0.31-0.54 for LIME.

Change under realisable perturbations. Under the constrained attacks with e <
0.05, LIME’s clean-to-attacked agreement is indistinguishable from its own call-to-
call agreement (for example 0.83 against 0.82 for the ToN-IoT MLP, and 0.51 against
0.51 for Edge-IloTset XGBoost), so LIME’s apparent instability there is sampling
noise; the same holds under the numeric-only attack. At maximum padding, LIME’s
agreement falls below its call-to-call level by 0.07-0.09 on ToN-IoT and by at most
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Fig. 5 Comprehensiveness AOPC relative to the random-ranking control for SHAP and LIME under
the median (Med), marginal (Marg) and k-NN in-fill (kNN) references, on clean records (20 seeds,
mean + SD). FGSM-AT and PGD-AT denote the MLP with FGSM and PGD adversarial training.

0.03 on Edge-IToTset, so only there does part of its change reflect the perturbation.
SHAP is essentially unchanged by the small constrained perturbations (p > 0.98 at
e = 0.05, where few fields change) and stays at 0.84-0.99 under maximum padding.
Within the constrained threat model, SHAP is therefore more stable than LIME in
every comparison.

Change under invalid perturbations. Under the unconstrained attack, SHAP rank-
ings of the clean MLP change more (p = 0.27 on ToN-IoT, 0.56 on Edge-IToTset) than
LIME rankings (0.41, 0.72), and the same holds under the numeric-only attack on
Edge-IToTset (0.73 against 0.78). These are the only three of the 44 P3 comparisons
in which LIME is confirmatorily more stable. Because these attacked records are not
valid inputs (Section 4.2), we do not draw conclusions about explanation quality from
them: they show only that SHAP responds more strongly than LIME to inputs outside
the data domain. The signed cosine reveals a further effect that rank measures miss:
on ToN-IoT, black-box evasion of XGBoost reverses the sign of the attribution vector
(signed cosine —0.24 and —0.28 under the numeric-only and unconstrained attacks)
while the Spearman correlation of absolute values stays at 0.94 and 0.66.

4.6 Seed-level inference and sensitivity analyses

With 20 seeds, all 52 P2 comparisons and all 44 P3 comparisons are confirmatory;
the P3 comparisons favour SHAP in 41 cases and LIME in the three invalid-input
cases above. All adversarial-training and threat-model contrasts in Table 6 are con-
firmatory except where values are identical by construction (zero constrained attack
success on Edge-TToTset), four ToN-TIoT constrained-versus-numeric contrasts for the
adversarially trained MLPs (Holm p = 0.50; both attacks near zero) and the numeric-
versus-unconstrained contrast for XGBoost on Edge-IIoTset (p = 0.06). None of the
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Table 10 Stability of absolute group attributions (Spearman p). Call/bg. = repeated
LIME calls with different sampling seeds, or SHAP with resampled background sets (5
seeds, 100 records); seed = same clean record under different training seeds (190 seed
pairs); pad. = clean versus maximally padded record (constrained); unc. = clean versus
unconstrained adversarial record (e = 0.05, invalid inputs).

SHAP LIME
Dataset Detector call/bg. seed pad. unc. call/bg. seed pad. unc.
ToN-IoT MLP 094 096 0.84 0.27 0.82 0.80 0.75 0.41

MLP+FGSM-AT 093 0.97 087 0.75 079 0.76 0.70 0.53
MLP+PGD-AT 0.93 097 090 077 0.79 0.76 0.69 0.57
XGBoost 092 099 097 066 0.71 0.71 0.62 0.60

Edge-1IoTset MLP 093 0.99 097 056 0.75 0.73 0.77 0.72
MLP+FGSM-AT 090 0.95 0.95 062 0.60 0.57 0.58 0.57
MLP+PGD-AT 0.89 0.92 0.95 0.63 0.59 0.56 0.56 0.54

XGBoost 093 096 0.99 0.95 0.51 0.50 0.50 0.51
8 ToN-IoT Edge-IloTset
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Fig. 6 Sources of attribution change. Spearman correlation of absolute group attributions between
repeated explainer calls (LIME) or background draws (SHAP), between training seeds, and between
clean and attacked records under maximum constrained padding, the numeric-only attack and the
unconstrained attack (e = 0.05). Points are seed means; error bars are seed standard deviations.

clean-performance differences between adversarial and clean training is significant
(95% intervals within £0.006 macro-F1).

Other stratified partitions. Mean macro-F1 differs between partitions by at most
0.006, the SHAP-over-LIME ordering of AComp holds on every partition, dataset
and detector, and the attack-success patterns of Table 6 repeat. For ToN-IoT MLP
unconstrained attack success, the between-partition variance component is zero and
the between-seed variance is 0.077: seed 29 is vulnerable on the primary partition
(0.68) but not on the others (0.10, 0.07), whereas seed 41 is vulnerable only on the
third (0.72). The bimodality is thus a property of individual training realisations, not
of a seed value or a partition.

23



Label conflicts retained. The conflicting rows are highly duplicated: the 7,122 con-
flicting ToN-IoT rows and 17,982 conflicting Edge-IIoTset rows reduce to 26 and 558
additional unique records once each feature vector is kept with each of its labels.
Retaining them therefore changes the data little, and clean performance changes by
at most 0.003 in macro-F1 and 0.013 in false-positive rate (Table 11). Removing the
conflicts does not inflate the reported performance.

Temporal partitions. Neither dataset supports a clean global chronological split.
The ToN-IoT train—test table has no time-stamp column, and its rows are grouped by
attack type, so ordering by row places only attack records, three of whose families never
occur in training, in the test partition. The Edge-IloTset frame time is parseable for
90% of rows but records only the year and time of day, so its ordering is chronological
within a day at best; ordering by it also places no benign records in the test partition.
Both global variants therefore cannot measure false positives and are not interpreted.
The within-family variants are informative. On Edge-IloTset, training on the earlier
and testing on the later traffic of each family lowers macro-F1 by about 0.01 (0.940
and 0.942 against 0.951 and 0.953) and raises the false-positive rate from 14.5% to
17.8% at the tuned threshold, while attack success and the SHAP-LIME ordering are
unchanged. On ToN-IoT, where only row order is available, a contiguous-block split
within each family leaves clean performance unchanged. Attack success on the MLP
varies more between data variants than clean performance does (for example 0.41 and
0.14 under the unconstrained attack on ToN-IoT with conflicts retained and in row
order, against 0.30 on the primary partition with the same five seeds), consistent with
the seed and realisation dependence described above, and the SHAP-LIME ordering
of AComp holds in every variant.

Table 11 Sensitivity to data preparation (5 seeds, means; validation-tuned
threshold). ASR: clean MLP under unconstrained PGD (e = 0.05) and
maximum padding, XGBoost under 300-query random search at maximum
padding. AComp: marginal reference, clean records, SHAP / LIME, averaged
over detectors. “ToN-IoT has no time stamps; contiguous blocks in row order
within each family. ®Chronological within each family by frame time (time of
day).

Macro-F1 FPR ASR

Dataset Partition MLP XGB MLP xgp MLP MLP XGB .\,
unc. pad. pad.

ToN-ToT primary (stratified) 0.969 0.995 0.057 0.009 0.30 0.42 0.017 0.38 / 0.25
conflicts retained 0.972 0.996 0.044 0.006 0.41 0.64 0.174 0.39 / 0.25
row order, per family® 0.969 0.995 0.053 0.006 0.14 0.19 0.090 0.37 / 0.28
Edge-IloTset primary (stratified) 0.951 0.953 0.145 0.144 0.29 0.31 0.004 0.30 / 0.03
conflicts retained 0.948 0.950 0.155 0.153 0.27 0.27 0.001 0.30 / 0.03
temporal, per family? 0.940 0.942 0.178 0.178 0.30 0.28 0.004 0.29 / -0.02
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4.7 Answers to the research questions
RQ1 (faithfulness under evasion).

SHAP explanations remain faithful to the model’s behaviour on attacked records under
all three threat models and for both model families (AComp 0.21-0.53), and SHAP
is more faithful than LIME in all 52 primary comparisons. The ordering holds for
every masking reference, for KernelSHAP as a common estimator and for every LIME
configuration tested. The masking reference strongly affects the magnitudes: under
conditional in-fill, LIME is barely better than random.

RQ2 (stability).

Under realisable (constrained) perturbations, SHAP rankings barely change (p > 0.84
even at maximum padding), whereas LIME’s change under attack is mostly no larger
than its own call-to-call variability and exceeds it clearly only at maximum padding
on ToN-IoT. Changes under invalid feature-space perturbations are larger for SHAP
but are not used to judge explanation quality. Signed metrics expose sign reversals
that rank metrics miss.

RQ3 (seed-level effects).

With 20 seeds, all primary explainer comparisons and almost all training-condition
and threat-model contrasts are confirmatory, conditional on the primary partition.
The training seed is the dominant source of variation in ToN-IoT MLP robustness.
Its bimodality is largely, though not entirely, a threshold effect, and it is invisible in
clean metrics.

RQ4 (trade-offs at realistic operating points).

At a 1% false-positive budget, no detector is robust to maximum padding on ToN-
ToT: the MLPs detect at most 3% of padded attacks, with or without adversarial
training, and XGBoost detects 65% once a tree-aware attack is used. On Edge-IToTset,
adversarial training keeps its benefit at matched false-positive rates and XGBoost
remains robust. Adversarial training costs no clean accuracy. Unconstrained feature-
space attack success overstates realisable risk, mostly through invalid values for the
MLPs, but projection shows that the tree ensemble’s feature-space vulnerability is not
purely an encoding artefact.

5 Discussion

5.1 Operational implications

The operating point is as consequential as the model. On Edge-IToTset, the validation-
tuned threshold gives a test false-positive rate of 14.3-14.5% (Table 5), that is, about
1,430-1,450 alerts per 10,000 benign flows, while detecting 99.6-99.9% of attacks. At
the 1% validation budget, the test false-positive rate is 0.8-1.3% (Section 4.3), that is,
about 80-130 alerts per 10,000 benign flows, and 87-89% of attacks are still detected.
Alert volumes of the first kind would overwhelm an analyst team [61]. Robustness
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should therefore be reported at fixed false-positive budgets: at the detectors’ own tuned
thresholds, robustness and alert volume are confounded, and on ToN-IoT the ranking
of detectors changes with the operating point. No detector is robust in every setting.
XGBoost has the highest clean accuracy and resists padding on Edge-IloTset, but on
ToN-IoT a tree-aware attack evades it on 35% of padded attacks at the 1% budget,
and a 300-query random search would have missed this almost entirely. Robustness
claims for tree ensembles therefore need attacks that exploit the tree structure. Input
validation at the flow-parsing stage can reject the syntactically invalid records that
dominate feature-space attack success against the MLPs, but it would not stop the
projected, syntactically valid records that still evade XGBoost. SHAP is preferable to
LIME on every criterion measured here, including cost (Supplementary Section S5).

5.2 What the threat models do and do not establish

The constrained threat model encodes conditions that every realisable evasion must
satisfy on a flow or packet record: which fields the sender controls, the direction in
which they can change, and integer granularity. It does not establish that a modified
record can be produced by a real attack tool while preserving its malicious function,
because adversarial records were neither regenerated as packets nor replayed through
the original feature extractors (Zeek for ToN-IoT, tshark for Edge-IToTset) [7, 8]. Sev-
eral side effects of padding are also not modelled (Table 3): coupled length fields that
should rise together (including the header-overhead relation between IP bytes, pay-
load bytes and packets, which holds in only 98.8% of ToN-IoT training flows and was
therefore not enforced), checksums, sequence numbers of later packets, and timeouts
of the flow monitor. The ToN-IoT feature set contains no rate features, so a longer
duration changes no other retained field, but a feature set with rates would couple
duration to them. Constrained attack success is therefore an estimate of evasion that
satisfies the stated necessary conditions, not a measured end-to-end evasion rate. It
can err in both directions: unmodelled side effects can make some constrained records
unrealisable, and an attacker who can change fields we froze (for example by switching
protocol or splitting a flow) has options we did not evaluate. The projection results
show how much of the feature-space attack success depends on syntactically invalid
values; they do not turn projected records into realisable ones, since projected records
still change immutable fields.

5.3 Evaluating explanations

Deletion-based faithfulness has two failure modes that our results separate. The first
is the target: scoring every record by the malicious output and ranking by absolute
attribution produces negative comprehensiveness for 39-76% of records, which evalu-
ating the predicted class with evidence-signed rankings reduces to 0-16%. The second
is the reference: random rankings achieved comprehensiveness of 0.12-0.17 under the
marginal reference, a large part of the raw explainer scores, and conditional in-fill
removes most of LIME’s advantage over random. We recommend reporting predicted-
class AOPC relative to a random control under at least one distribution-preserving
reference, and checking that explainer rankings agree across references before drawing
conclusions.
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Two caveats limit what these scores show. First, the marginal reference and inter-
ventional SHAP share the same construction, which may favour SHAP; the k-NN
reference does not, and the explainer-configuration analysis (Section 4.4) shows that
the ordering also holds for KernelSHAP and for every LIME configuration tested. The
k-NN in-fill only approximates the conditional distribution locally, with eight neigh-
bours from a pool of 5,000 records, so dependencies that this pool does not represent
remain unmodelled. Second, comprehensiveness and sufficiency measure the model’s
response to masking. They do not establish that a feature causes the attack to be
detected in the data-generating sense, and they say nothing about whether analysts
find the explanations useful; neither causal relevance nor human interpretability was
evaluated.

5.4 Explanations as an attack surface

All attacks in this study target the detector’s decision; none targets the explainer. An
adaptive adversary could instead search for records that keep the decision but change
the explanation, or use exposed attributions to find the fields with the most leverage
[45, 46]. Our results bound only part of this risk. Under the constrained model, SHAP
attributions changed little even when the decision changed, so an analyst would see
the same leading fields for a padded and an unpadded record, while LIME attributions
changed by about as much as LIME’s own sampling noise, and somewhat more only at
maximum padding on ToN-IoT. Whether exposing SHAP attributions to an attacker
accelerates evasion, and whether explanation-targeted attacks succeed under the same
constraints, are open questions that require attacks designed for that purpose.

5.5 Limitations

Datasets and generalisation. Two public testbed datasets are used, one flow-based and
one packet-based, both recorded in controlled environments. They do not represent the
heterogeneity of operational IoT/IIoT deployments, and no live or cross-environment
traffic was evaluated. Temporal generalisation could be tested only partly: ToN-IoT’s
train—test table has no time stamps, Edge-IIoTset’s frame time records only the time
of day, and neither supports a global chronological split with benign test traffic.
The within-family partitions (Section 4.6) test drift within families; evolving attack
behaviour across deployments and cross-environment transfer, which the different
record formats of the two datasets prevent, are not tested. Architectures. The audit
covers an MLP and gradient-boosted trees. Convolutional, recurrent, transformer and
attention-based detectors, which operate on packet sequences or other representations,
are not evaluated, and our conclusions about model families should not be extended
to them without testing. Ezplanation subset. Explanations are computed for 300 mali-
cious and 300 benign records per seed, stratified by family with at least one record per
family. Rare families are therefore represented by few records (the rarest families have
1-4 explained malicious records per seed: ransomware and MITM in ToN-IoT, MITM,
fingerprinting and DDoS-UDP in Edge-IIoTset), and per-family explanation results
would be imprecise; the seed-level aggregates are the basis of inference. Deployment.
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Runtime and memory were measured on a cloud machine with recorded data; feasi-
bility on a specific embedded device and under continuous industrial traffic was not
measured. Scope of the contribution. The paper contributes an evaluation methodology
and evidence obtained with it; it does not propose a new detector, explainer or defence.
Statistical conclusion validity. Inference is conditional on the primary partition, and
comparisons smaller than the minimum detectable effect may remain non-significant;
such results are reported as descriptive rather than as evidence of no difference.

6 Conclusion

This paper presents a seed-level audit of explanation quality under evasion for
IoT/IToT intrusion detection, covering two de-duplicated datasets, 20 training seeds,
neural and tree-based detectors, three threat models with a validity audit, faithfulness
under three masking references against a random control, and four separately mea-
sured sources of explanation instability. Feature-space attack success largely reflects
syntactically invalid records for neural detectors, but not for the tree ensemble, part of
whose vulnerability survives projection onto valid records. Under domain constraints,
small budgets rarely evade any detector, but large padding budgets evade every MLP
on ToN-IoT at a 1% false-positive budget, with or without adversarial training, and
a tree-aware attack evades XGBoost on 35% of padded ToN-IoT attacks where ran-
dom search found almost none. SHAP was more faithful than LIME in all 52 primary
comparisons, a result that held for every masking reference, for KernelSHAP and for
every LIME configuration, and SHAP attributions were stable under realisable per-
turbations while LIME’s change under attack was mostly within its own sampling
noise.

Two findings concern evaluation practice. Neural-detector robustness on ToN-IoT
varied bimodally across training seeds and was invisible in clean metrics, so single-seed
or few-seed robustness claims are unreliable; and comparisons of detectors at their own
tuned thresholds confound robustness with alert volume. Future work should regen-
erate and replay constrained adversarial flows through the original feature extractors
to test end-to-end realisability, evaluate sequence and attention-based detectors and
further datasets, and study attacks that target the explanations themselves.

Supplementary information. The online Supplementary Information reports the
full experimental configuration, the effect of individual preprocessing choices, an
adversarial-training sweep, a multiclass attack-family analysis and resource profiling.
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