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Abstract

Outdoor terahertz (THz) communication links suffer severe, time-varying degra-
dation from rain and atmospheric attenuation, yet most prior work including
our earlier study evaluates this impairment at fixed, discrete rain rates rather
than forecasting it as a dynamic process. This paper proposes a real-weather-
driven THz channel and Link Quality Index (LQI) forecasting framework: a
composite, application-relevant metric combining channel, reliability, and hard-
ware margins, computed by a physics-based simulator (ITU-R P.838-3 rain
attenuation, ITU-R P.676 gaseous attenuation, and a modified Friis link bud-
get) driven by six years of hourly meteorological observations (51,888 records)
from Sylhet , Bangladesh. We benchmark seven forecasting models and these
are persistence, linear regression, random forest, XGBoost, GRU, LSTM, and a
Transformer across four forecast horizons (1, 3, 6, and 12 hours) under a leak-free
chronological 70/15/15 split, with hyperparameter sensitivity, multi-seed robust-
ness, Diebold—Mariano significance testing, Monte Carlo Dropout uncertainty
calibration, SHAP explainability, a feature-group ablation, and a degradation-
conditioned stratified evaluation. Results show forecast skill of 21.5%-31.4% over
persistence, well-calibrated but progressively overconfident uncertainty at longer
horizons, and substantially higher error during rain and low-LQI conditions.
To further validate the framework, we apply the identical pipeline to a second,
climatically contrasting site (Rajshahi, Bangladesh) and find that the central
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conclusions, including that aggregate metrics hide severe forecast failures under
degraded conditions, hold consistently across both sites.

Keywords: Terahertz communications, rain attenuation, link quality prediction,
machine learning, uncertainty quantification, explainable Al

1 Introduction

Terahertz (THz) communication (0.1-10 THz) is a leading candidate physical-layer
technology for sixth-generation (6G) wireless networks [1, 19, 28], offering enormous
bandwidth to satisfy the terabit-per-second data-rate, sub-millisecond-latency, and
ubiquitous-connectivity targets envisioned for 6G [12, 54, 60, 63, 66, 67]. This enor-
mous bandwidth, however, comes at the cost of severe free-space path loss and
atmospheric attenuation, of which rain is the most critical impairment: it can drive the
bit error rate (BER) to unacceptable levels within a few metres of propagation and is a
key open challenge identified across recent THz channel surveys [21, 33, 55]. Artificial
intelligence is increasingly positioned as a native design principle for 6G physical layers
rather than an external add-on [37, 47, 57], motivating the forecasting-first approach
taken here.

Our earlier conference study characterized this impairment using the ITU-R P.838-
3 rain attenuation model [27] combined with a modified Friis equation, evaluating link
performance at fixed, discrete rain-rate snapshots [32]. While informative, that charac-
terization — and the great majority of related THz rain-attenuation literature is static
and reactive: it reports what happens if a given rain rate occurs, rather than fore-
casting weather-driven degradation ahead of time. A parallel body of work has begun
exploring machine-learning-based forecasting of weather-driven link degradation in
adjacent bands, including deep-learning rain-fade prediction for satellite links [16]
and microwave-link attenuation forecasting [31], camera-imagery-driven link-quality
prediction for millimeter-wave/THz handover [30], LSTM-based wireless link-quality
estimation [34], and Al-driven predictive gateway-diversity switching for rain-affected
satellite systems [10]; however, these efforts either operate at lower frequencies, rely
on non-meteorological sensing modalities, or do not couple a physically grounded,
standards-based THz channel model with a rigorous, leak-free forecasting benchmark,
uncertainty quantification, and explainability analysis in a single pipeline. Composite
link-quality metrics have likewise been explored primarily for lower-frequency wireless
sensor networks [42] rather than as a forecastable, physically anchored quantity for
outdoor THz links, and explainable Al has seen growing adoption elsewhere in wireless
system design [20, 35] but not yet for weather-driven THz link forecasting specifically.
Table 1 summarizes this positioning against the most closely related prior studies.

This paper moves from a static, reactive characterization toward a predictive
one: can machine learning forecast weather-driven THz link degradation ahead of
time, using real meteorological time series rather than fixed scenarios? We intro-
duce the Link Quality Index (LQI), a composite, normalized, forecastable metric
distinct from the field’s prevailing focus on predicting raw BER or signal-to-noise



Table 1 Positioning against the most closely related prior work. Columns: Dyn. Input = dynamic, time-varying
sensing input (weather, imagery, or signal history); Comp. = composite QoS metric; ML Fc. = ML forecasting (vs.
static); M-H = multi-horizon (1-12 h); UQ = uncertainty quantified; XAI = explainability (SHAP/LIME).

Study Band/Domain Dyn. Input Comp. ML Fe. M-H uQ XAI
Jahan and Islam [32] THz, 300 GHz No (fixed No (raw No No No No
(prior work) rain) BER/SNR)
Hossain and Islam [26] Satellite, EHF  No (fixed No No No No No
rain)
Ferdowsi and Whitefield Satellite, Ka- Yes No Yes No No No
[16] band
Jacoby et al. [31] Microwave link Yes No (atten. Yes No No No
only)
Itahara et al. [30] mmWave/THz Yes (camera) No Yes No No No
handover
Kanto and Watabe [34] General wire- Yes (RSSI) Partial (LQE)  Yes No No No
less
This work THz, 300 GHz  Yes (6-yr, Yes Yes (7mod- Yes Yes (MCD) Yes (SHAP)
hourly) (Ch.+Rel.+HW) els)

ratio (SNR) in isolation, and benchmark a full forecasting pipeline — from a naive per-
sistence baseline through gradient-boosted trees and recurrent/attention-based deep
sequence models with uncertainty quantification via Monte Carlo (MC) Dropout [18]
and explainability via SHAP [43], together with a set of robustness studies (hyper-
parameter tuning, multi-seed variance, a Diebold-Mariano point-wise significance
test, an attention-based Transformer baseline [62], a feature-group ablation, and a
degradation-conditioned stratified evaluation).

1.1 Contributions
The contributions of this paper are as follows.

e A real-weather-driven THz channel and LQI dataset (six years, hourly resolu-
tion, Sylhet, Bangladesh) — a reusable artefact distinct from the fixed-scenario
characterizations common in prior work [32].

e The Link Quality Index (LQI): a composite, application-relevant, physically
anchored metric combining channel, reliability, and hardware margins, with a
transparently documented and corrected collinearity issue.

® A six-model forecasting benchmark (persistence, linear regression, random forest,
XGBoost [11], GRU [13], LSTM [24]) across four horizons under a strictly leak-free
chronological split, supported by hyperparameter tuning, multi-seed robustness, and
a Diebold—Mariano point-wise significance test.

e A lightweight attention-based Transformer baseline [62], trained under an identical
protocol to the recurrent models, to test whether attention-based sequence modeling
offers additional forecast skill at this problem scale.

® Uncertainty-aware (MC Dropout [18]) and explainable (SHAP [43]) prediction,
including an honest report of calibration degradation with forecast horizon.

® A feature-group ablation isolating the marginal value of weather history versus LQI
autocorrelation, and a degradation-conditioned stratified evaluation showing that
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Fig. 1 Weather-aware LQI forecasting pipeline. The flow reads left to right along the top row and
continues right to left along the bottom row.

aggregate metrics substantially understate forecast error during the rain/degraded
conditions that motivate this research.

e Cross-site validation (Section 5.2) applying the identical pipeline, unchanged, to a
second, climatically contrasting site (Rajshahi), confirming that the central findings
generalize beyond a single location.

We emphasize at the outset that the contribution here is methodological rigor
and system-level integration — a physics-grounded, leak-free, uncertainty-aware, and
explainable forecasting pipeline built on a genuine multi-year weather record rather
than a new learning algorithm; all forecasting models used are established archi-
tectures. We view this as the right contribution for a physical-layer/systems venue:
Section 5 explains why simpler, off-the-shelf models are the correct engineering choice
at this problem scale, and why the sequence-model and uncertainty-quantification
machinery is nonetheless retained.

The remainder of this paper is organized as follows. Section 2 describes the THz
channel simulator based on physics and the definition of the LQI. Section 3 details the
forecasting methodology, feature engineering, and the evaluation protocol. Section 4
reports the forecast results, robustness studies, uncertainty and explainability analysis,
ablation, and degradation-specific evaluation. Section 5 discusses the key findings and
limitations, and Section 6 concludes the paper.

2 System Model: THz Channel Simulator and the
Link Quality Index

Rather than driving the channel model with arbitrarily chosen fixed rain rates as in
[32], the simulator used in this work is driven by real, time-stamped meteorological
variables (namely rain rate, humidity, temperature, and pressure) sourced from an
Open-Meteo reanalysis series [68] for Sylhet, Bangladesh (24.92°N, 91.84°E), spanning
51,888 hourly records (~6 years, 2020-2025).These variables are propagated through a
physics-based simulator combining ITU-R P.838-3 rain attenuation [27], ITU-R P.676
gaseous attenuation [29], and a modified Friis link budget to produce a time series of
channel conditions and the derived LQI. The overall pipeline is summarized in Fig. 1.



Table 2 Link budget and system parameters.

Parameter Value

Operating frequency 300 GHz

Link distance 200 m

TX power 13 dBm

TX / RX antenna gain 35 / 35 dBi

Noise figure 8 dB

Bandwidth 10 GHz

Pointing-loss impairment N (1.5,1.0) dB, clipped [0, 4]
Polarization / elevation 45° (circular) / 0° (horizontal)

2.1 Link Budget and System Parameters

Table 2 summarizes the link-budget and system parameters used by the simulator.

Each parameter reflects a plausible, currently reportable outdoor THz link rather
than an idealized or arbitrarily chosen one. The 300 GHz carrier sits in one of the
low-absorption windows actively targeted for 6G THz research and matches our own
prior work [32], allowing direct comparison. A 200 m span represents a realistic short-
range fixed link, such as a last-mile or inter-building backhaul hop. It is long enough
for weather to matter, yet short enough for THz to remain viable.In addition outdoor
300 GHz links of this length and longer are already demonstrated in practice, includ-
ing a 200 m, 2 x 2 MIMO 300 GHz link at over 200 Gb/s [9]. 13 dBm TX power is
representative of what current THz front-end amplifiers can deliver; THz hardware
remains power-limited relative to lower-frequency RF, so this figure was not chosen
to make the link look better than today’s components allow. The 35 dBi TX/RX
antenna gains reflect the high-gain directional antennas, such as phased-array or lens
antennas, that are essentially mandatory at this band to overcome the enormous free-
space path loss. In fact, this value is conservative compared to demonstrated 300 GHz
Cassegrain antennas, which reach as high as 40 dBi[39]. The 8 dB noise figure, by
contrast, sits at the optimistic edge of current state-of-the-art hardware. For instance,
the best reported standalone low-noise amplifiers near 300 GHz achieve 10.5 dB [65],
so the chosen value reflects a near-term achievable target for an integrated receiver
chain rather than today’s median demonstrated performance. 10 GHz of bandwidth is
a deliberately conservative slice of the many-GHz windows THz makes available, cho-
sen to illustrate the bandwidth advantage without assuming an unrealistically wide
channel. The stochastic pointing-loss model captures unavoidable beam-misalignment
jitter in a narrow, highly directional beam, independent of weather. Circular polariza-
tion at 45° reduces sensitivity to transmitter/receiver rotational misalignment, and 0°
elevation reflects the horizontal, ground-level, fixed point-to-point geometry assumed
throughout.

Rain-induced attenuation is computed from the ITU-R P.838-3 specific-attenuation
model [27], in which the specific attenuation vg (dB/km) follows a power law in the
rain rate R (mm/h), with frequency- and polarization-dependent coefficients k and a:

Yr =k - R". (1)



The total rain attenuation over the link is obtained by scaling the specific attenuation
by the link distance d (km):

Arain =79R" d. (2)
For this link geometry at 300 GHz, the fitted ITU-R P.838-3 coeflicients are k = 1.629
and o = 0.628, giving a rain-attenuation range of 0.000-3.318 dB across the six-year
sample.

Gaseous (water-vapour and oxygen) attenuation follows ITU-R P.676 [29], driven
by temperature, relative humidity, and pressure. Water-vapour density p, (g/m?) is
obtained from the Magnus formula for saturation vapour pressure es (hPa) and actual
vapour pressure e:

17.625T
65—6.1094exp<T+243.04> : (3)
RH .
po =267 n . S (4)

100 T +273.15°

where T is air temperature (°C) and RH is relative humidity (%). The resulting
gaseous attenuation Ag,s is obtained from the ITU-R P.676 terrestrial-path model
using p,, pressure, and link distance, giving a range of 0.711-4.522 dB across the
sample (total attenuation Ayain + Agas = 0.711-6.463 dB).

Free-space path loss follows the standard Friis relation for distance d (m) and
frequency f (Hz), with ¢ the speed of light:

4
FSPL = 20log,o(d) + 20log;,(f) + 201og;, (:) : (5)

Received power is given by a modified Friis link-budget equation in which the free-
space term is augmented by the rain, gaseous, and pointing-loss impairments:

Prx = Prx + Grx + Grx — FSPL — Avain — Agas — Ly, (6)

with L, the stochastic pointing/misalignment loss (Table 2).

Thermal noise power N (dBm) and the resulting SNR follow the standard relations,
with kp Boltzmann’s constant, Ty the system temperature (290 K), B the bandwidth,
and N F' the receiver noise figure:

N =10log,,(ksTx B - 1000) + NF, (7)
SNR = Prx — N. (8)

Bit error rate is evaluated per modulation scheme from the resulting SNR
(per-symbol, E;/Ny) using the standard additive white Gaussian noise (AWGN)
expressions for on-off keying (OOK), quadrature phase-shift keying (QPSK), and
M-ary quadrature amplitude modulation (QAM, log, M bits/symbol):

BERooK = 3 erfc\/SNR/4, 9)



BERqgpsk = %erfc\/ SNR/2, (10)

4 1
BER - = 1-—
Rar-qanm logy, M ( V M)

| 3SNR
1 Eidacahiehill
X 5 erfc ST} (11)

The transmitter adaptively selects the highest-order scheme whose predicted BER
still satisfies a target BER of 1076, falling back to OOK when no scheme meets
the target. Across this link’s observed SNR range (11.3-20.4 dB over both six-year
records), QPSK’s BER clears this target almost everywhere, giving it the practical
role of the link’s workhorse scheme; 16-QAM’s own threshold (/20.4 dB) is missed by
only ~0.3 dB at the single best moment in either record, a near-miss rather than a
structural impossibility, so it is retained as a candidate scheme even though it is never
actually selected in the resulting dataset; 64-QAM’s threshold (/26.6 dB) is roughly
6 dB beyond anything observed and is excluded from the candidate list entirely on
that basis.

2.2 The Link Quality Index (LQI)

Most THz rain-attenuation studies, including [32], report BER or SNR in isolation.
In a deployed system, however, engineers care whether the link can reliably support
the running application, so the LQI is defined as a weighted, normalized composite
of three physically anchored margins: a channel margin (received power relative to a
fixed outage point and a fixed clear-sky reference), a reliability margin (QPSK BER
relative to fixed log-scale anchors), and a hardware margin (pointing/misalignment
loss relative to its defined maximum, independent of weather).

Each raw quantity x is mapped to a component margin via fixed min—max
normalization against its worst and best physical anchors, clipped to [0, 1]:

norm(z) = clip(swwom, 0, 1) , (12)

Thest — Lworst

with the reliability margin computed on the log-BER scale so that the many-orders-
of-magnitude spread in BER is compressed to a usable numeric range:

Mreliability = norm(— loglo(BERQPSK)) : (13)

The three normalized margins are combined into the composite LQI via a fixed
weighted sum:

LQI = waChannel + wereliability + thhardware7 (14)
with weights w. = 0.45, w,. = 0.40, wy, = 0.15 (Table 3). All anchors are fixed physical

reference points rather than sample percentiles, so LQI values computed on any subset
of years are bit-for-bit identical to the same rows extracted from the full six-year run.



Table 3 LQI component weights and anchors.

Component Weight Worst Anchor Best Anchor
Channel margin 0.45 —53.165 dBm —46.544 dBm
Reliability margin 0.40 BER = 103 BER = 10—1°
Hardware margin 0.15 4 dB 0dB

Table 4 LQI weight sensitivity: alternative weight schemes.

Scheme (we/wy/wp) corr(rain) corr(LQI,) Spearm. p
Original (.45/.40/.15) —0.490 1.000 1.000
Equal (.33/.33/.34) ~0.370 0.900 0.901
Channel-heavy (.60/.30/.10) —0.489 0.990 0.989
Reliab.-heavy (.30/.60/.10) ~0.530 0.990 0.996
Hardware-heavy (.35/.35/.30) —0.398 0.931 0.933

A companion column, LQLyeather-only (identical formula with the hardware term
dropped and renormalized), is retained in the released dataset. It represents the ceil-
ing a purely weather-driven forecaster could ever reach, since approximately 11% of
full-LQI variance originates from pointing-loss noise that no weather-only model can
predict; this is revisited as a limitation in Section 5.

2.3 Weight Sensitivity

The weights w, = 0.45, w, = 0.40, wy, = 0.15 are physically motivated rather than
fit to the data, but a composite index’s specific weighting can still appear arbitrary
without a sensitivity check. Table 4 recomputes LQI under four alternative weight
schemes directly from the simulator’s stored channel, reliability, and hardware margins,
and reports each variant’s correlation with rain rate and total attenuation, its Pearson
correlation with the original LQI, and the Spearman rank correlation of its hourly
ordering against the original.

When only the channel and reliability weights are adjusted, and the hardware
weight is kept at or below its original 0.15, the hourly LQI ordering barely changes
(Spearman p > 0.989). Both the Channel-heavy and Reliability-heavy schemes stay
nearly identical to the original in rank and in their correlation with rain rate. The pic-
ture changes, however, once a scheme inflates the hardware weight instead: the Equal
and Hardware-heavy schemes both show weaker rain-rate correlation and weaker rank
agreement. This happens because the hardware margin is, by construction, weather-
independent pointing-loss noise, so giving it more weight simply dilutes the weather
signal the index is meant to carry. This result is the quantitative basis for keeping wy,
low: the exact value 0.15 is not what matters, but keeping it small relative to w. and
w, is. All forecasting results in Section 4 are computed using the original, physically
motivated weighting throughout. In short, w. = 0.45, w,. = 0.40, and wy, = 0.15 reflect
a deliberate design choice rather than a fitted one. Channel and reliability margins
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Fig. 2 Simulator validation: LQI vs. rain rate across the full six-year sample (correlation = —0.49)
and the most severe rain event on record, showing LQI tracking rain intensity in time.

are weighted comparably and dominate the index because they most directly deter-
mine whether the link can sustain a target application, while the hardware margin
is given a smaller weight since pointing/misalignment loss is weather-independent by
construction and should influence, but not dominate, a weather-forecasting-oriented
metric. Table 4 establishes the quantitative robustness of this choice, but it is worth
being precise about what that robustness check does and does not show: no forecast-
ing model was retrained under the alternative weightings, so no claim is made about
how a model would perform under them. The check is limited to the index’s own inter-
nal consistency, meaning how stable its correlations and rankings are, which is exactly
what Table 4 reports.

2.4 LQI Validation: Why the Hardware Margin Matters

Including the hardware margin in the final weighted sum, rather than letting the
channel and reliability margins alone determine LQI, keeps the correlation between
LQI and total attenuation at —0.925; without it, LQI would be little more than a
rescaling of total attenuation (p = —0.999), leaving the forecasting task in Section 4
correspondingly less interesting. The reliability margin’s “excellent” BER anchor is
likewise set at 10~ rather than a looser threshold such as 1079, which would leave it
saturated near 1.0 for over 99% of the sample and contributing little useful information.

Fig. 2 confirms that LQI tracks rain intensity in time, including during the most
severe rain event on record in the sample, and Fig. 3 confirms monotonic, physi-
cally sensible relationships between LQI and each intermediate physical quantity (rain
rate, received power, SNR, BER, and total attenuation), validating that the simulator
behaves as the underlying physics dictates.

2.5 Resulting Dataset Summary

Table 5 summarizes the resulting six-year dataset. The LQI spans the full [0.31,1.00]
range with mean 0.816 (std. 0.106), is correlated with rain rate at —0.49 and with
total attenuation at —0.925, and induces an adaptive-modulation distribution in which
QPSK covers the overwhelming majority of hours (51,406), with OOK reserved for
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Fig. 3 Physical-consistency diagnostic suite: rain rate vs. attenuation/received power/SNR/BER,
and LQI vs. each intermediate physical quantity. Monotonic, physically sensible relationships through-

out confirm the simulator behaves as the underlying physics dictates.

Table 5 Resulting dataset summary.

Statistic

Value

Rows (hourly)

LQI range

LQI mean (std.)

corr(LQI, rain rate)
corr(LQI, total attenuation)

Adaptive modulation (QPSK/OOK)

51,888 (~6 years)
0.3138-1.0000
0.8161 (0.1062)
—0.490

—0.925

51,406 / 482

the most degraded conditions (482 hours); 16-QAM is never selected within this link’s
observed SNR range, for the physical reasons discussed above.
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3 Forecasting Methodology

3.1 Feature Engineering

From the LQI dataset, three feature groups are engineered for every forecast horizon
h € {1,3,6,12} hours. The first is instantaneous weather and cyclical time (8 features):
rain rate, temperature, humidity, pressure, and sine/cosine encodings of hour-of-day
and day-of-year. The second is weather history (14 features): rain and humidity lags at
{1,3,6,12,24} h, plus rolling mean/max statistics over {3, 6,24} h windows. The third
is LQI history (5 features): LQI lags at {1,3,6,12,24} h. Together these give a total
of 27 features for the classical/XGBoost models [11, 17]. The GRU [13], LSTM [24],
and Transformer [62] sequence models instead consume a 24-hour lookback window
of five raw channels (rain rate, temperature, humidity, pressure, LQI) per timestep,
following standard lag/rolling-window feature-engineering practice for weather-driven
time-series forecasting [4, 14].

3.2 Leak-Free Chronological Split

All experiments use a strict 70%,/15%/15% chronological split (train/validation/test)
with no shuffling which is a standard practice for time-series forecasting, since ran-
dom shuffling would let a model see future information during training and inflate
its apparent skill [3]. The test set is touched exactly once per experiment, at final
evaluation; all model and hyperparameter selection uses validation-set performance
only. The StandardScaler [49] used for the GRU/LSTM/Transformer’s continuous
channels is fit on the training split only, never on validation or test data.

3.3 Models and Evaluation Protocol

Six baseline models are benchmarked — persistence (a naive “value stays the same”
forecast), linear regression, random forest [7, 8], XGBoost [11], GRU [13], and LSTM
[24] and each was trained independently per horizon, together with the attention-
based Transformer baseline introduced in Section 4.2.1 below. GRU and LSTM are
chosen as the recurrent baselines following their established effectiveness for time-series
forecasting broadly [50] and for wireless-channel forecasting specifically [59]. XGBoost
uses early stopping on the validation set (500 estimators, depth 6, learning rate 0.05,
subsample/colsample 0.8); default hyperparameters are validated against a grid search
in Section 4.3. GRU and LSTM each use a single 32-unit recurrent layer, the Adam
optimizer [36] (learning rate 10~3), batch size 512, and up to 15 epochs with early
stopping (patience 3) on validation loss; implementation uses PyTorch [48].

For N test points with true value y and forecast g, three standard regression metrics
are reported, together with forecast skill relative to the persistence baseline:

RMSE = \/w (15)

1 .
MAE:NZ\%—%L (16)
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Table 6 Full model comparison (seed= 42), all four horizons.

h (h) Model RMSE MAE Skill
1 Persistence 0.0620 0.0473 0.0%
1 Linear Regression 0.0514 0.0393 17.0%
1 Random Forest 0.0502 0.0385 19.0%
1 XGBoost 0.0487 0.0371 21.5%
1 GRU 0.0491 0.0373 20.8%
1 LSTM 0.0493 0.0377 20.5%
3 Persistence 0.0712 0.0548 0.0%
3 Linear Regression 0.0551 0.0421 22.6%
3 Random Forest 0.0546 0.0416 23.3%
3 XGBoost 0.0538 0.0409 24.4%
3 GRU 0.0538 0.0410 24.3%
3 LSTM 0.0546 0.0417 23.3%
6 Persistence 0.0769 0.0589 0.0%
6 Linear Regression 0.0567 0.0433 26.2%
6 Random Forest 0.0560 0.0426 27.2%
6 XGBoost 0.0554 0.0421 28.0%
6 GRU 0.0553 0.0421 28.0%
6 LSTM 0.0561 0.0426 27.1%
12 Persistence 0.0814 0.0618 0.0%
12 Linear Regression 0.0567 0.0433 30.3%
12 Random Forest 0.0563 0.0429 31.0%
12 XGBoost 0.0558 0.0425 31.4%
12 GRU 0.0566 0.0431 30.5%
12 LSTM 0.0562 0.0431 31.0%
e o1 il ) (17)
i -9
Skill = 1 — ——4Smode (18)
RMSEpersistence
4 Results

4.1 Model Comparison Across Horizons

Table 6 gives the full six-model comparison at all four horizons (seed= 42). XGBoost
and GRU are consistently the top two performers and are essentially tied; skill over
persistence rises from about 21% at h = 1 to about 31% at h = 12, because the
persistence baseline itself degrades faster than the learned models as the horizon grows.

Fig. 4 shows RMSE and skill across horizons for all six models, Fig. 5 overlays
actual and forecast LQI time series for persistence and XGBoost at h = 1 and h = 12 h,
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Fig. 4 RMSE and skill vs. persistence across horizons, all six models.
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Fig. 5 Actual vs. forecast LQI time series, persistence and XGBoost overlaid, at h = 1 h and
h =12 h.

and Fig. 8 shows predicted-vs-actual calibration scatter for XGBoost at all four hori-
zons: predictions compress toward the mean at longer horizons and for extreme (very

low) LQI values, a limitation revisited directly in the degradation-specific evaluation
(Section 4.8).

4.2 Feature Importance and Training Behaviour

Fig. 6 shows XGBoost’s global feature importance at h = 1 h: 1qi_lagl dominates
by a wide margin, followed by 1qi_lag3/lag6, cyclical day-of-year terms, and rain
rate. Fig. 7 confirms GRU/LSTM converge cleanly within a handful of epochs with
no train/validation divergence, i.e., no overfitting under the chosen architecture and
early-stopping regime.
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XGBoost top-15 feature importance (horizon=1h)
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Fig. 6 XGBoost top-15 feature importance, horizon = 1 h.
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Fig. 7 GRU and LSTM training/validation loss curves (log scale), horizon =1 h.

4.2.1 An Attention-Based (Transformer) Baseline

A lightweight Transformer encoder [62] (2 layers, dmoder = 32, 4 attention heads, 17,313
parameters — comparable capacity to the GRU/LSTM baselines) was trained under
an identical protocol: the same 24-h lookback window, the same five raw channels,
the same TRAIN-only StandardScaler, and the same chronological 70/15/15 split,
following the general Transformer-for-time-series-forecasting formulation of Lim et al.
[40]. No causal mask is needed, since the full lookback window is historical/known at
forecast time.
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Table 7 Transformer RMSE alongside the Table 6 models (seed= 42).

h (h) Persist. XGBoost GRU LSTM Transformer
1 0.0620 0.0487 0.0491 0.0493 0.0490
3 0.0712 0.0538 0.0538 0.0546 0.0532
6 0.0769 0.0554 0.0553 0.0561 0.0554
12 0.0814 0.0558 0.0566 0.0562 0.0574

XGBoost, h=1h XGBoost, h=3h XGBoost, h=6h XGBoost, h=12h
09 09 o 0.9 09 £
E v 3 =
— 0.8 3 g = 08 & 3 0. = 08 i e
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Fig. 8 Predicted-vs-actual calibration scatter for XGBoost at all four horizons.

The Transformer does not meaningfully beat the existing models at any horizon
(Table 7): it is roughly tied with XGBoost/GRU/LSTM at h = 1-6 h and is notice-
ably worse at h = 12 h (RMSE 0.0574 vs. 0.0558-0.0566). This negative result fits
with the ablation finding of Section 4.7: with a 24-h fixed window and roughly 36K
training sequences, attention’s main advantage (modelling long-range dependencies)
has limited room to help, since the model already relies mostly on recent LQI history
and current weather rather than distant context.

4.3 Hyperparameter Sensitivity

Every result above used hand-picked defaults (XGBoost depth= 6, learning rate=
0.05; GRU hidden size= 32). A grid search over max_depth x learning rate for
XGBoost, and hidden_size x dropout_p for GRU, was scored on the validation set
only, with the test set touched once at the end. This checks whether those defaults
were actually near-optimal, following standard hyperparameter-search practice[6].

At h =1 h, the best XGBoost configuration (max_depth= 8, learning rate= 0.05,
validation RMSE= 0.0481; final test RMSE= 0.0488) is within 0.0007 RMSE of the
hand-picked default (validation RMSE= 0.048135 at depth 6). At h = 12 h the best
configuration (depth= 8, learning rate= 0.01, validation RMSE= 0.055501) is similarly
close to the default (depth= 6, learning rate= 0.05, validation RMSE= 0.055519). For
the GRU architecture grid, the best configuration (hidden_size= 32, dropout= 0.0) is
exactly the original hand-picked default. The conclusion for both models is that the
originally chosen defaults were already close to optimal; the tuning study is reported
for methodological completeness not because it meaningfully changes the headline
numbers.
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Table 8 Multi-seed robustness (5 seeds), XGBoost vs. GRU.

h (h) Model Mean RMSE Std. RMSE CV%
1 XGBoost 0.0507 0.0002 0.3%
1 GRU 0.0518 0.0004 0.7%
12 XGBoost 0.0590 0.0001 0.2%
12 GRU 0.0602 0.0002 0.3%

Table 9 Diebold—Mariano test, XGBoost vs. GRU, all four horizons.

h (h) XGB RMSE GRU RMSE DM stat. p-value Sig. (5%)
1 0.0487 0.0491 —1.89 0.058 No
3 0.0538 0.0538 —0.22 0.827 No
6 0.0554 0.0553 +0.13 0.897 No
12 0.0558 0.0566 —2.30 0.021 Yes

4.4 Multi-Seed Robustness

Every result above used a single seed (42). Table 8 reruns XGBoost and GRU across
five seeds (model-internal randomness only; the chronological split itself is never
reshuffled) at horizons 1 h and 12 h.

At both horizons the XGBoost-GRU gap (~0.0012 RMSE) exceeds the combined
standard deviation of the two models, suggesting the gap is likely real rather than
run-to-run noise, giving statistical backing to the claim that XGBoost is the stronger
classical /sequence-model comparator at this scale of data. (Absolute RMSE values
differ slightly from Table 6 because that table used seed= 42 specifically, while Table 8
averages seeds 1-5; the ordering and conclusion are unaffected.)

4.4.1 Point-Wise Significance: Diebold—Mariano Test

Multi-seed robustness asks whether the XGBoost-vs-GRU ranking holds under
re-initialization; it does not test whether the two models’ forecast errors are distin-
guishable on a point-by-point basis for a given trained pair. The Diebold—Mariano
test [15] answers exactly that: for each horizon, the two models’ squared forecast
errors are compared on the identical set of test timestamps (seed= 42), using a loss
differential d; = e%GB’t — eQGRU)t under Hj: equal predictive accuracy. Variance is esti-
mated with a Newey—West (HAC) correction using a truncation lag of h — 1, following
Diebold and Mariano’s own recommendation for h-step-ahead forecasts, together with
the Harvey—Leybourne-Newbold small-sample correction [22].

The XGBoost-GRU gap is statistically significant only at A = 12 h (DM= —2.30,
p=0.021); at h = 1,3, and 6 h the two models are statistically indistinguishable (all
p > 0.05), despite the multi-seed test above suggesting the gap was likely real at both
horizons it checked. Table 9 reports the full test statistics and p-values at all four
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Table 10 MC Dropout coverage (target: ~95%).

h (h) RMSE MAE R? 95% CI Coverage
1 0.0507 0.0388 0.7660 92.9%
3 0.0555 0.0428 0.7189 90.0%
6 0.0563 0.0430 0.7111 90.3%
12 0.0571 0.0439 0.7031 89.8%

horizons. This sharpens, rather than contradicts, the multi-seed finding: the two tests
ask different questions (re-initialization robustness vs. point-wise error significance),
and the precise, honest claim is that XGBoost and GRU perform comparably at short-
to-medium horizons, with XGBoost’s advantage only becoming statistically confirmed
at the longest horizon tested.

4.5 Predictive Uncertainty: Monte Carlo Dropout

An explicit dropout layer [58] (p = 0.2) is added before the GRU’s output head, nec-
essary because PyTorch’s built-in RNN dropout is a silent no-op for a single-layer
recurrent module. At inference, dropout is kept active and T' = 100 stochastic for-
ward passes f;(z) are run per test point [18], giving a predictive mean and standard
deviation:

1 T
fe) = 5 ) fulw), (19)

1 T
63(z) = 1 > (fula) — ) (20)

from which the approximate 95% predictive interval follows directly, Clgsy, = [i +
1.966. Table 10 reports coverage (target: ~95%) at all four horizons; ensemble-based
alternatives [38] and broader uncertainty-quantification approaches [23] are discussed
as future directions in Section 5.3. Fig. 9 illustrates this behavior for two representa-
tive horizons, plotting the 95% uncertainty band together with the actual and mean
forecast LQI.

Fig. 10 shows the more informative, honest finding on its right-hand panel: 95%
CI coverage drops from ~93% to ~90% as horizon grows, meaning the model becomes
progressively overconfident even as RMSE visibly rises over the same horizons — a
genuine, reportable limitation for any risk-aware downstream controller.

4.6 Explainability: SHAP

SHAP (TreeExplainer) [43, 44] attributes each XGBoost prediction to individual fea-
ture contributions, going beyond the global importance ranking of Fig. 6 to show
direction and per-prediction attribution; LIME [53] and broader explainable-AI frame-
works [5] offer complementary perspectives not pursued here. Fig. 11 (beeswarm,
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Fig. 10 Left: predictive std. stays roughly flat across horizons. Right: 95% CI coverage drops from
~93% to ~90% as horizon grows — the model becomes progressively overconfident.

h =1 h, n = 3000 sampled test points) shows 1qi_-lagl as the dominant driver in
both magnitude and consistency, with humidity, temperature, and rain rate contribut-
ing meaningfully in the expected directions. Fig. 12 shows a single-prediction waterfall
for a high-rain example (rain= 3.3 mm/h), decomposing the forecast from the base-
line expectation E[f(X)] = 0.822 down to the final prediction f(x) = 0.654; rain rate
and 1gi_lagl are the two largest negative contributors for this degraded-conditions
forecast.
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Fig. 11 SHAP summary (beeswarm) plot — global feature impact and directionality across 3,000

sampled test predictions, horizon =1 h.

Table 11 Skill vs. persistence (%) by feature set and horizon.

h (h) S1 weather_raw S2 weather_hist. S3 lgi-hist. S4 full

1 +22.4% +21.6% +21.9% +21.6%
3 +25.0% +24.6% +24.7% +24.4%
[ +27.4% +28.2% +27.4% +28.0%
12 +30.0% +31.0% +31.0% +31.4%

4.7 Feature-Group Ablation

SHAP explains a single trained model’s internal attributions but does not answer a
different question: what happens if a feature group had never been given to the model
at all? Four nested XGBoost feature sets isolate this: S1 weather_raw (instantaneous
weather and time only, n = 8), S2 weather_history (S1 + rain/humidity lags and
rolling statistics, n = 22), S3 lgi_history (S1 + LQI lags only, n = 13), and S4 full (all
combined, n = 27, matching the main pipeline).

Remarkably, S1 (instantaneous weather alone, only 8 features, no history of any
kind) already captures most of the achievable skill at every horizon — adding weather
history (S2) or LQI autocorrelation (S3) individually, or both together (S4), yields
only marginal further gains (roughly 0-1.5 percentage points). The model is not sim-
ply riding LQI’s own autocorrelation like a disguised persistence model (S3 barely
beats S1), and engineered history features add real but modest value over the current
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Fig. 13 Ablation study: RMSE and skill-vs-persistence by nested feature set, across all four horizons.

instantaneous weather reading — a pattern also observed in weather-driven renewable-
energy forecasting, where instantaneous meteorological inputs likewise capture most
of the achievable skill [4, 14]. Fig. 13 visualizes this pattern across all four horizons,
plotting both RMSE and skill-vs-persistence by nested feature set.

This finding raises a fair question for a venue focused on advanced signal processing
and learning methods: if instantaneous weather alone is nearly sufficient, why pursue
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Table 12 Stratified regression metrics, horizon =1 h.

Stratum n RMSE R? Skill

Overall 7,780 0.0487 0.784 21.5%
No rain at target 5,081 0.0402 0.765 24.3%
Rain at target 2,699 0.0615 0.417 19.0%
Worst LQI quartile 1,945 0.0643 —0.591 18.7%
Event window (£2 h) 4,034 0.0567 0.566 19.8%
Outside event window 3,746 0.0382 0.753 25.1%

history-aware sequence models and deep learning at all? A few points are worth making
explicitly.

The marginal value of history is not static. It is essentially flat-to-negative at h = 1
(S1 +22.4% vs. S4 +21.6%) but grows to a consistent +1.4 percentage-point advantage
for the full feature set by h = 12 (S1 +30.0% vs. S4 +31.4%, Table 11), suggesting
that history and sequence modeling become more rather than less valuable as the
forecasting task hardens: a trend that would plausibly continue beyond the 12-hour
horizon tested here.

There is also value in the negative result itself. Establishing that a simple, cheap,
interpretable model is sufficient at this problem scale is an operationally useful finding,
not a reason to abandon the comparison: it directly informs deployment choice for
resource-constrained outdoor THz hardware, where a lightweight XGBoost model is
preferable to a recurrent network of comparable accuracy.

The recurrent and attention-based architectures earn their place for a different
reason, they natively support the sequence-based Monte Carlo Dropout uncertainty
quantification of Section 4, which a single-point gradient-boosted regressor does not
provide without additional machinery, not for a marginal RMSE edge. A key limita-
tion of single-site data is that it caps how much value weather history can add beyond
the current reading, since rain events at one location tend to follow similar temporal
patterns. To test whether learned temporal dynamics genuinely outperform instanta-
neous snapshots, Section 5.2 extends the analysis to a second, climatically different
site (Rajshahi), precisely the setting where such dynamics should matter most.

4.8 Degradation-Specific Evaluation

Every metric so far is computed over the entire test set. But 68% of this dataset has
zero rain and a mean LQI of 0.82, i.e., the test set is dominated by benign, easy-to-
forecast conditions. A model can post an excellent aggregate RMSE while forecasting
badly during exactly the rain events that motivate this research question, and the
aggregate number would never reveal it: a general risk noted in weather-driven and
precipitation-forecasting evaluation [52, 56]. Table 12 stratifies evaluation by condition
at h = 1 h (representative; all four horizons follow the same pattern). Fig. 14 visualizes
this stratified RMSE pattern by condition across all four horizons.
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0.075 A 9
0.070 A @
0.065 1
S 0.060 -
T -
s 0.055 A A 4
o
e — — no_rain_at_target
0.045 A e =@ rain_at_target
il =@= worst_lgi_quartile
0.040 - - —@— overall
1 3 6 12

Forecast horizon (hours)

Fig. 14 Stratified RMSE by condition (no-rain / rain / worst-LQI-quartile / overall) across all four
horizons.

Table 13 Binary degradation detection: LQI < 25th-percentile(train).

h (h) Model P/R/F1 Persist. P/R/F1

1 0.741 / 0.829 / 0.782 0.721 / 0.721 / 0.721
3 0.680 / 0.813 / 0.741 0.655 / 0.655 / 0.655
6 0.667 / 0.810 / 0.731 0.616 / 0.616 / 0.616
12 0.669 / 0.804 / 0.730 0.571 / 0.571 / 0.571

The worst-LQI-quartile R? is negative at h = 1 h (—0.591) and gets worse at longer
horizons (down to about —1.17 at h = 12 h), meaning in exactly the conditions this
research is meant to serve, the model performs worse than simply predicting the mean
of that stratum. This is the single most important honest finding in the whole pipeline.

Reframing the regression forecast as a binary question: will LQI at ¢+ h drop below
a degradation threshold, fixed at the 25th percentile of TRAINING LQI (= 0.7345,
leak-free), is arguably the more operationally relevant framing for a downstream con-
troller, since it only needs an early warning, not the exact LQI value. Table 13 reports
precision/recall/F1 for the model versus persistence. Fig. 15 plots precision, recall, and
F1 against horizon for both the model and the persistence baseline, and Fig. 16 shows
the corresponding confusion matrices at the shortest (h = 1 h) and longest (h = 12 h)
horizons, illustrating the precision/recall trade-off underlying these aggregate scores.

The model beats persistence on F1 at every horizon, and the gap widens with
horizon (persistence F1 falls from 0.721 to 0.571; model F1 stays around 0.73-0.78).
This is an encouraging counterpoint to the regression-stratified result above: even
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Binary degradation-detection: LQI < 25th-percentile(train) threshold
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Fig. 15 Degradation-detection precision, recall, and F1 vs. horizon, model vs. persistence.
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Fig. 16 Confusion matrices for degradation detection at h =1 h and h = 12 h.

though exact-value forecasting degrades badly in worst-quartile conditions, the binary
early-warning signal that a downstream controller would actually consume remains
meaningfully better than the naive baseline throughout. Both results belong in this
paper; together they give a fuller, more honest picture than either alone.

5 Discussion

5.1 Key Findings Summary

Forecast skill grows steadily with horizon, from 21.5% at h = 1 to 31.4% at h = 12,
mainly because persistence degrades faster than any of the learned models as the
window lengthens. XGBoost and GRU track each other closely at short and medium
horizons (1-6 h), and the Diebold-Mariano test confirms they are statistically indis-
tinguishable there (all p > 0.05). Only at h = 12 does XGBoost pull ahead with
statistical backing (DM= —2.30, p = 0.021), and it does so while being far cheaper to
train and tune. Adding a Transformer baseline does not change this picture: it fails
to beat the simpler models at any horizon, which fits with what the ablation study
already suggests: instantaneous weather alone gets most of the way there. Hand-picked
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hyperparameters also turned out to be close enough to optimal that a full grid search
barely moved the numbers; we ran it anyway, mainly for methodological completeness.

Where the picture gets less comfortable is uncertainty and worst-case behaviour.
MC Dropout intervals are reasonably well calibrated at short horizons but grow over-
confident as the horizon extends, which matters for any downstream controller trying
to act on these forecasts. SHAP and the ablation study agree on the same underlying
story: LQI’s own recent history (1qi-lagl especially) carries the most signal, though
instantaneous weather alone already captures most of the achievable skill. The most
consequential result, however, is not a positive one: aggregate metrics look fine, but
they hide a real collapse in performance, with regression skill turning R?-negative
in exactly the worst-LQI-quartile and rain conditions this work is meant to address:
even though reframing the problem as a binary degradation alarm rather than an
exact-value forecast still beats persistence comfortably in those same conditions.

The ablation results raise a fair question about the role of deep learning in this
pipeline: instantaneous weather alone (S1, 8 features) already captures most of the
achievable skill, and GRU, LSTM, and the Transformer all fail to beat XGBoost
by any practically meaningful margin. The recurrent and attention-based models are
nonetheless retained here for a few reasons.

First, they establish a fair comparison. Without GRU, LSTM, and Transformer
baselines run under an identical protocol, the claim that simple features are enough
would remain an untested assumption rather than a demonstrated finding.

Second, the sequence models are also not dead weight. MC Dropout uncertainty
quantification needs a differentiable, stochastic model with an active dropout layer
at inference, and XGBoost does not offer that natively. The GRU is what makes the
calibrated predictive intervals possible at all, independent of whether its point forecasts
beat XGBoost’s.

There is a site-specific angle worth flagging too. Sylhet’s test period is 68% rain-
free (Section 4.8), so recent LQI history and current weather may simply dominate
here because sustained, multi-hour degradation episodes do not come up often in this
particular sample. A site with more persistent frontal rain, or a horizon longer than
the 12 h tested here, could give a sequence model’s temporal modelling more room to
matter, and the recurrent architectures built here are a reasonable starting point for
testing that rather than something to discard.

Finally, XGBoost’s own top feature, 1qi_lagi, is itself a one-step temporal depen-
dency. That a tree exploiting a single lag can match a recurrent network working with
a full 24-hour window says something about the temporal structure of this particular
dataset; it does not mean temporal modelling is pointless in general.

Taken together, the fair conclusion is not that deep learning was wasted effort,
but something more specific: for this site, this climate, and this range of horizons,
a well-tuned gradient-boosted tree is a cheaper, sufficient point-forecaster, while the
sequence-model machinery earns its place through uncertainty quantification and as
groundwork for testing whether temporal modelling pays off elsewhere.
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Table 14 Cross-site comparison: XGBoost forecast skill vs. persistence (%), by horizon.

h (h) Sylhet Rajshahi
1 21.5% 23.0%
3 24.4% 25.0%
6 28.0% 28.1%
12 31.4% 32.5%
Ablation: weather-only vs.
XGBoost forecast skill full feature set
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Fig. 17 Cross-site comparison. Left: XGBoost forecast skill vs. persistence, Sylhet vs. Rajshahi.
Right: the ablation finding (instantaneous weather alone, S1, vs. the full feature set, S4) replicated
at both sites.

5.2 Cross-Site Validation: Sylhet vs. Rajshahi

Every result reported so far comes from a single site (Sylhet). To check whether these
findings are a Sylhet-specific artefact or hold more generally, we re-ran the identi-
cal physics simulator, feature engineering, and seven-model benchmark (Sections 2-3,
unchanged) on an independent six-year weather record for Rajshahi, Bangladesh
(24.37°N, 88.60°E), a north-western district with a noticeably drier climate than Syl-
het, covering the identical date range (2020-01-01 to 2025-12-01, 51,888 hourly rows)
for a fair comparison. No model architecture, hyperparameter, or evaluation protocol
changed between sites; only the weather record did. Rain rate is far more strongly
coupled to LQI at Sylhet than at Rajshahi (corr(LQI,rain) = —0.490 vs. —0.358),
which fits Rajshahi’s drier profile, while both sites show comparably strong coupling
to total attenuation (—0.925 vs. —0.924) — a sign that the physics simulator behaves
consistently across climates.

The central findings hold up. XGBoost remains the best or joint-best model at
every horizon at both sites, and the two sites land on closely comparable forecast skill
(Table 14, Fig. 17): if anything, Rajshahi comes out slightly ahead despite its weaker
rain—LQI coupling. The ablation pattern repeats as well: instantaneous weather alone
(S1) captures most of the achievable skill at both sites, and the advantage of the full
feature set (S4) is flat or slightly negative at h = 1 (Sylhet: +22.4% vs. +21.6%;
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Rajshahi: +23.1% vs. +22.7%) before growing into a real, comparably sized edge by
h =12 (Sylhet: +30.0% vs. +31.4%; Rajshahi: +29.4% vs. +32.5%). Even the SHAP
rankings agree: 1qi_lagl, humidity_pct, and temperature_c top the list at h =1 at
both sites.

So does the weakest result — and it is somewhat worse at Rajshahi. The
worst-LQI-quartile stratum is R?-negative at both sites, and gets worse with horizon:
—0.591 at h = 1 rising to —1.169 at h = 12 for Sylhet, versus —0.711 and —1.229
for Rajshahi. Binary degradation detection still beats persistence at both sites (F1
at h = 12: 0.730 vs. 0.571 for Sylhet; 0.665 vs. 0.530 for Rajshahi). If there is one
piece of evidence in this paper that the worst-case forecast failure is a property of the
LQI-forecasting problem itself, rather than something specific to Sylhet’s data, this is
it.

Two secondary results do not carry over as cleanly, and we report that plainly
rather than quietly setting them aside. The Diebold—Mariano significance at h = 12
is site-dependent: XGBoost’s edge over GRU is significant at Sylhet (DM= —2.30,
p = 0.021) but not at Rajshahi (DM= —1.40, p = 0.161), and the multi-seed check
agrees — the gap is “likely real” at Sylhet but “within noise” at Rajshahi. The Trans-
former’s long-horizon weakness is also site-dependent: noticeably worse than the other
models at & = 12 for Sylhet (RMSE 0.0574 vs. 0.0558-0.0566) but fully competitive
at Rajshahi (RMSE 0.0528, tied with LSTM). Both discrepancies point the same way:
XGBoost’s specific edge at the longest horizon is real at Sylhet but not something we
can promise elsewhere, while the broader claims — that simple weather features carry
most of the skill, and that aggregate metrics hide serious degraded-condition failure —
hold up across both climates.

Two smaller differences are worth mentioning as context rather than concern. MC
Dropout calibration is actually better at Rajshahi (95% CI coverage starts at 95.7%
and only falls to 93.3% by h = 12) than at Sylhet (92.9% falling to 89.8%), plausibly
because lower rain variance makes the forecasting problem less chaotic there. The
best XGBoost tree at Rajshahi is also shallower and learns faster (depth= 4, learning
rate= 0.10) than at Sylhet (depth= 8, learning rate= 0.05), consistent with a simpler,
less rain-driven LQI structure at the drier site.

5.3 Limitations

The simulator is physics-model-derived, driven by real weather observations, but is
not a direct THz field measurement, consistent with the broader literature’s reliance
on channel measurement campaigns for full validation [2, 41, 45, 51, 61, 64]; this is
stated plainly rather than implied. Weather data resolution (hourly) may be coarser
than ideal for rain-rate-sensitive THz attenuation. Approximately 11% of LQI vari-
ance is attributable to a weather-independent hardware/pointing-loss term by design,
so R? against weather-only LQI is worth reporting as an honest ceiling metric in future
extensions of this work. MC Dropout’s predictive standard deviation stays roughly flat
across horizons rather than growing with genuine forecast difficulty, likely reflecting
model/architecture uncertainty more than data-driven uncertainty; ensemble-based
[38] or conformal-prediction approaches to uncertainty quantification [23] are a direc-
tion for future refinement rather than a flaw to hide. Finally, while Section 5.2 shows
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the central findings replicate at a second, climatically contrasting site (Rajshahi),
both sites are located in Bangladesh; broader geographic and climatic generalization
(e.g., temperate, arid, or maritime tropical regions), consistent with the scope of prior
Bangladesh-specific rain-attenuation studies at other frequency bands [25, 26], remains
future work.

5.4 Toward Field Validation: A Concrete Roadmap

The absence of a THz field measurement campaign is the most consequential limita-
tion of this study, and it is worth being concrete about how the present framework
is intended to be validated rather than leaving this as an open-ended remark. The
physics-based simulator itself rests on internationally standardized, independently val-
idated propagation models (ITU-R P.838-3 and P.676) rather than on an ad hoc
channel assumption, so the forecasting layer built on top of it is validated against
a physically grounded, if not field-measured, channel. The natural next experiment
would be a short-range (tens to a few hundred metres), fixed 300 GHz link with a
commercial or university-hosted THz transceiver pair, co-located with an automatic
weather station, allowing direct comparison of measured received power and BER
against the simulator’s predictions under real rain events; this requires hardware access
beyond the scope of the present simulation-based study, but not new theory, only
instrumentation and time. Before such a campaign is feasible, the framework can
be partially cross-validated against publicly available THz/sub-THz outdoor channel
measurement datasets reported elsewhere in the literature [2, 51, 61], by checking
whether the fitted ITU-R coefficients and attenuation ranges used here fall within the
envelopes those campaigns report; this literature cross-check is flagged as a concrete,
low-cost next step. The multi-site extension identified as the highest-priority action in
an earlier version of this roadmap has, in fact, already been carried out: Section 5.2
re-runs the identical pipeline on Rajshahi, a climatically contrasting site, and finds
that the central conclusions replicate. The natural continuation is to extend this same
near-zero-cost approach beyond Bangladesh, to sites with genuinely different climate
regimes such as temperate, arid, or maritime ones, which would test the bound-
aries of generalization more aggressively than two same-country sites can. These are
reported as concrete, prioritized next steps precisely so that the absence of field data
is read as a deliberate, resource-bounded scoping decision for the present contribution
rather than an oversight. In parallel, the trained forecasting engine will be extended
to drive predictive adaptive-modulation and reconfiguration strategies, benchmarked
against reactive baselines, drawing on reinforcement-learning-based resource allocation
approaches recently explored for adjacent wireless domains [46].

6 Conclusion

This work puts together a complete, methodologically careful weather-aware LQI fore-
casting pipeline for outdoor THz links: a physics-based, standards-compliant, leak-free
simulator; a composite, physically anchored Link Quality Index with a transparently
corrected flaw; a seven-model forecasting benchmark, including an attention-based
Transformer, backed by hyperparameter tuning, multi-seed robustness checks, and
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point-wise significance testing; uncertainty quantification and explainability; and,
most importantly, a degradation-conditioned evaluation that shows exactly where and
by how much the aggregate numbers overstate real-world performance. Section 5.2
shows that these findings, including the most consequential one that aggregate met-
rics hide severe worst-case failure, hold up on an independent, climatically different
site (Rajshahi), suggesting they are properties of the LQI-forecasting problem rather
than quirks of one location’s data. Building on the roadmap in Section 5.4, the next
steps in order of priority are extending the cross-site evaluation beyond Bangladesh
to climate regimes that test generalization more aggressively, checking the simula-
tor’s fitted attenuation ranges against published outdoor THz/sub-THz measurement
campaigns as an interim, literature-based validation step, and pursuing a short-range
fixed THz link measurement campaign, co-located with weather instrumentation, to
directly validate the simulator against field data as resources allow.
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