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Abstract11

High-resolution oceanographic fields are critical for resolving mesoscale and12

sub-mesoscale coastal dynamics, yet their generation remains constrained by13

both computational cost and observational sparsity. We present OcDiffSR, a14

conditional denoising diffusion probabilistic model (DDPM) for oceanographic15

super-resolution that reconstructs high-resolution sea-surface fields from coarse-16

resolution reanalysis inputs. The model is trained on ten years (2011–2020) of17

paired low-resolution (GLORYS12V1, 1/12°) and high-resolution (Mediterranean18

Sea Physics Reanalysis, Med MFC, 1/24°) data, and evaluated on an independent19

test year (2009) over the Adriatic Sea. OcDiffSR employs a conditional U-Net20

augmented with multi-scale low-resolution encoders, cross-attention bottleneck21

layers, and sinusoidal seasonal embeddings via Feature-wise Linear Modulation22

(FiLM), enabling joint super-resolution of sea-surface temperature (SST), salin-23

ity (SSS), and horizontal velocity components with visually coherent circulation24

patterns. Benchmarked against bilinear interpolation and the state-of-the-art25

residual diffusion model CorrDiff, OcDiffSR achieves substantially lower recon-26

struction errors for scalar fields (RMSESST=0.477°C, RMSESSS=0.346 psu),27

near-unity Pearson correlation (PCC ≥ 0.999), and high structural similarity28

(SSIM ≥ 0.964). For dynamical vector fields, OcDiffSR outperforms both base-29

lines in absolute error and spatial coherence, though moderate correlation (PCC30

= 0.64) reflects the intrinsic stochasticity of oceanic velocity fields. Daily and31

monthly evaluations confirm temporal robustness across all seasons. These results32
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establish OcDiffSR as a reliable framework for high-fidelity oceanographic down-33

scaling and reanalysis enhancement, producing fields that are visually consistent34

with known ocean dynamics.35

Keywords: Denoising diffusion probabilistic models, oceanographic super-resolution,36

statistical downscaling, Mediterranean Sea, Adriatic Sea, reanalysis enhancement,37

generative deep learning, coastal ocean dynamics38

1 Introduction39

Advances in data-driven machine learning and artificial intelligence have substan-40

tially improved our ability to characterise complex ocean dynamics such as mesoscale41

eddies, submesoscale filaments, fronts, and boundary currents, with broad implica-42

tions for civilian and scientific applications [1]. Ocean dynamics govern the transport43

of heat, salt, and nutrients, exerting direct influence on the marine ecosystem, biogeo-44

chemical cycles, and regional climate variability. To predict such complex phenomena,45

data-driven machine learning tools and AI techniques require high-resolution oceano-46

graphic datasets. Generating such high-resolution datasets accurately is therefore47

critical for operational oceanography, climate modelling, and coastal management.48

However, global reanalysis products are typically constrained to coarse spatial resolu-49

tions owing to the prohibitive computational cost of high-resolution ocean modelling.50

While coarse-resolution reanalysis products adequately represent large-scale circula-51

tion patterns, they systematically fail to resolve fine-scale structures. These small-scale52

structural patterns are crucial for understanding regions such as the Adriatic Sea,53

which exhibit strong spatial heterogeneity, complex bathymetry, and dynamically rich54

circulation.55

Oceanic processes exhibit pronounced multiscale and nonlinear behavior, spanning56

a wide range of spatial and temporal scales and involving high-dimensional, cou-57

pled state variables. As a result, obtaining high-resolution representations of oceanic58

parameters remains a significant challenge for both observational systems and numer-59

ical models. Machine learning approaches, particularly generative frameworks such60

as diffusion models, offer a powerful paradigm for super-resolving oceanic fields by61

capturing complex spatial dependencies and quantifying uncertainty across scales.62

To obtain a high-resolution oceanographic dataset, super-resolution techniques63

must be applied. The conventional methods for downscaling includes bilinear, bicubic,64

and spline-based interpolation methods that are simple and computationally inexpen-65

sive [2]. However, these techniques cannot capture complex non-linear ocean dynamics,66

high-frequency variability and fine spatial structures inherent in oceanic systems [3].67

Variational and statistical downscaling methods can improve accuracy but typically68

require domain-specific assumptions about physical processes and often struggle to69

generalize to unseen dynamical regimes. Dynamical downscaling represents a more70

physically grounded alternative, whereby a high-resolution regional ocean model is71

nested within, or forced at its lateral boundaries by, a coarser global reanalysis or cli-72

mate projection [4, 5]. In the oceanographic context, regional configurations of models73
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such as NEMO [6] and ROMS [7] have been widely employed to dynamically downscale74

global reanalysis products over semi-enclosed basins, including the Mediterranean and75

Adriatic Seas [4, 8]. By explicitly resolving sub-grid processes through the numerical76

integration of the governing primitive equations, dynamical downscaling can faithfully77

represent mesoscale eddies, coastally trapped waves, and density-driven circulation78

features that are absent in coarse global products [5, 8]. Nevertheless, dynamical down-79

scaling carries substantial computational costs, as the integration of high-resolution80

regional models requires significant HPC resources and introduces sensitivity to lateral81

boundary conditions, bathymetric representation, and atmospheric forcing fields [4].82

Furthermore, systematic biases inherited from the driving global model can propagate83

into the regional solution, limiting the accuracy of downscaled fields particularly in84

dynamically complex regions such as the Adriatic Sea [5, 8]. These limitations moti-85

vate the development of complementary data-driven approaches capable of delivering86

high-resolution oceanographic fields at a fraction of the computational cost, while87

retaining the physical coherence achieved by dynamical methods.88

Generative modeling has become a significant and advancing area of research in89

recent years. Key model types, including generative adversarial networks (GANs) [9],90

variational autoencoders (VAEs) [10], autoregressive models [11], flow models [12][13],91

and diffusion models [14][15], have driven substantial advances in generative mod-92

elling. These models have been successfully applied to a variety of tasks, such as93

realistic image generation [16][17][18], image super-resolution [19][20][21], image edit-94

ing [22][23], and text-to-image generation [24][25][26]. Among these, denoising diffusion95

probabilistic models (DDPMs) have emerged as particularly compelling, providing a96

principled probabilistic framework for high-fidelity data reconstruction. In contrast to97

standard convolutional neural networks (CNNs), diffusion models iteratively remove98

noise from a perturbed sample, learning the underlying data distribution through99

a stochastic forward-reverse process. The forward diffusion process gradually intro-100

duces Gaussian noise in the input data, while the reverse process removes the noise101

and reconstructs the original field using a U-Net. Conditional extensions of DDPMs102

allow auxiliary inputs, such as coarse-resolution ocean state fields, to guide the reverse103

process and improve the reconstruction fidelity. These characteristics make diffusion104

models well-suited for reconstructing the highly nonlinear, multi-scale features of105

a high-resolution physics-informed dataset. Prior to the diffusion era, foundational106

CNN-based super-resolution methods shaped the field. SRCNN pioneered the use of107

convolutional neural networks for single-image super-resolution, establishing the base108

for learned upscaling methods [27]. Building on this, EDSR demonstrated that deep109

residual networks could further improve reconstruction quality by enabling very deep110

architectures without the vanishing-gradient degradation associated with very deep111

networks [28]. ESRGAN later leveraged adversarial training to produce sharper and112

more realistic high-resolution images, highlighting the benefit of perceptual losses113

compared to purely pixel-wise optimization [29]. These works collectively provide114

the conceptual basis for modern diffusion-based super-resolution models. Beyond the115

general super-resolution and diffusion-model literature discussed above, several stud-116

ies have specifically targeted ocean super-resolution and downscaling. [30] compared117
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CNN- and GAN-based single-image super-resolution architectures (SRCNN, ESR-118

GAN, RRDBNet) for sea surface temperature reconstruction, while [31] applied a119

dilated multi-scale convolutional network to super-resolve Mediterranean Sea surface120

temperature fields, the same basin considered in this study. Closer to the present121

testbed, [32] proposed a UNet-based deep learning approach for coastal downscaling122

of the northern Adriatic Sea, incorporating river-forcing information to reconstruct123

physical and ecosystem variables. For vector fields, [33] used a convolutional resid-124

ual network to downscale sea surface height and depth-averaged currents in a coastal125

domain. Most closely related in methodology, [34] introduced a conditional generative126

diffusion model to downscale observed sea surface height over the Kuroshio Extension,127

demonstrating the applicability of diffusion-based generative modelling to ocean fields.128

These prior studies each target a single scalar or vector variable in isolation, and,129

with the exception of [34], rely on deterministic CNN/GAN architectures rather than130

a probabilistic diffusion formulation. To the best of our knowledge, no prior work has131

applied a diffusion-based model to jointly reconstruct multiple coupled scalar and vec-132

tor oceanographic fields, nor has a diffusion-based approach previously been applied133

to the Adriatic Sea; OcDiffSR addresses both gaps.134

The present study proposes a conditional denoising diffusion probabilistic model135

for oceanographic super-resolution (OcDiffSR). The approach overcomes the limita-136

tions of traditional interpolation and conventional CNN-based methods by exploiting137

the iterative and probabilistic nature of diffusion models. Conditional diffusion models,138

when properly configured, provide improved fidelity in high-resolution reconstructions139

of complex oceanographic variables [35]. OcDiffSR captures small-scale spatial struc-140

tures and sub-mesoscale variability that are systematically lost at coarser scales. The141

approach also preserves circulation patterns in both scalar and vector fields that are142

visually consistent with the underlying ocean dynamics, though a rigorous quantitative143

assessment of physical consistency has not been performed in this study. In addition,144

the probabilistic generative formulation of OcDiffSR natively supports ensemble-based145

uncertainty quantification: independent high-resolution realisations can be obtained146

by repeated sampling of the reverse diffusion process from distinct Gaussian noise ini-147

tialisations, conditioned on the same low-resolution input. This capability provides an148

inherent mechanism for estimating reconstruction uncertainty, that is a feature absent149

from deterministic interpolation and CNN-based approaches and critical for opera-150

tional oceanography applications such as data assimilation and model validation. A full151

empirical characterisation of the ensemble spread and its calibration against reanalysis152

variability is left as a subject of future investigation. Furthermore, these models can153

also incorporate temporal and seasonal data through sinusoidal embeddings and con-154

ditional inputs, enabling more accurate and context-aware reconstructions that reflect155

the dynamic and cyclical nature of oceanographic processes.156

The OcDiffSR model uses high-resolution reanalysis data (Mediterranean Sea157

Physics Reanalysis, Med MFC) [36] as ground truth and coarse-resolution Global158

Sea Physics Reanalysis Data (GLORYS12V1) [37] as conditional inputs. The con-159

ditional U-Net architecture incorporates residual blocks, multi-scale conditioning,160

attention modules, and temporal embeddings, including sinusoidal month representa-161

tions, to model seasonal variability. The model reconstructs sea-surface temperature,162
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salinity, and zonal and meridional velocities, learning to capture fine-scale structures163

while preserving global coherence. Beyond the scientific contributions, OcDiffSR is164

designed as a modular and reproducible computational framework, addressing the165

informatics requirements of large-scale geoscientific data processing. The data pipeline166

is implemented in PyTorch with xarray-based [38] NetCDF-4 interfacing, support-167

ing efficient on-demand, memory-resident access to paired multi-resolution reanalysis168

datasets without requiring full dataset pre-loading. The preprocessing chain, com-169

prising temporal alignment, two-step z-score and min-max normalisation, land-sea170

masking, and sinusoidal temporal embedding, is fully parameterised and directly171

portable to other regional ocean domains and variable configurations. The distributed172

training configuration, deployed across four NVIDIA A100 GPUs on the Leonardo173

supercomputer at CINECA using the NCCL communication backend, demonstrates174

the scalability of conditional diffusion training for geoscientific applications at decade-175

scale reanalysis resolution. Together, these design choices position OcDiffSR as a176

transferable informatics tool for high-resolution oceanographic reconstruction, extend-177

able to other semi-enclosed basins and, prospectively, to three-dimensional subsurface178

field estimation.179

The present work makes five distinct contributions to the field of data-driven180

oceanographic downscaling. First, OcDiffSR introduces a joint conditional super-181

resolution framework for multiple coupled oceanographic state variables (sea surface182

temperature, salinity, and both horizontal velocity components) within a single end-183

to-end probabilistic model, thereby preserving dynamical consistency across scalar and184

vector fields rather than treating each variable independently. Second, the architecture185

incorporates a dedicated multi-scale low-resolution encoder that produces condition-186

ing feature maps at each of the four resolution levels of the main U-Net, ensuring187

that coarse-scale physical context is propagated across all spatial frequencies of the188

reconstruction. Third, temporal and seasonal variability is explicitly encoded through189

sinusoidal month embeddings injected via Feature-wise Linear Modulation (FiLM),190

enabling the model to adapt its reconstructions to the cyclical dynamics of ocean191

circulation and stratification without requiring explicit physical constraints. Fourth,192

the probabilistic generative formulation of the model enables ensemble-based uncer-193

tainty quantification of the reconstructed fields through repeated stochastic sampling,194

a capability absent from deterministic CNN-based or interpolation methods yet crit-195

ical for operational oceanography applications such as data assimilation and model196

validation. Fifth, the framework is evaluated on a demanding and scientifically relevant197

testbed: the Adriatic Sea, a semi-enclosed basin characterised by complex bathymetry,198

sharp frontal gradients, and active mesoscale dynamics, using a test period (2009) that199

strictly predates the training window (2011–2020), thereby precluding any temporal200

leakage from autocorrelated reanalysis fields.201

2 Background202

2.1 Denoising Diffusion Probabilistic Model (DDPM)203

Denoising Diffusion Probabilistic Models (DDPMs) [15] represent a class of latent204

variable generative models that learn a data distribution by modelling the reversal205
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of a gradual noise-corruption process. The framework comprises two complementary206

Markov chains: a forward process, which gradually corrupts a clean data sample with207

Gaussian noise, and a reverse process, which learns to recover the clean sample by208

iteratively removing that noise.209

In the forward process, a clean data sample x0 is progressively corrupted into near-210

isotropic Gaussian noise over T discrete steps. At each timestep t ∈ {1, . . . , T}, noise211

is injected according to the Gaussian transition:212

q(xt|xt−1) = N (
√

1− βtxt−1, βtI), (1)

where q denotes the forward transition distribution, βt is the noise variance at step t,213

and I is the identity matrix. For sufficiently large T , xT approximates a sample from214

the isotropic Gaussian N (0, I).215

The reverse process models the time-reversal of the forward chain, iteratively216

denoising xT to recover a clean sample x0. Each reverse step is modelled as a217

parameterized Gaussian transition:218

pθ(xt−1|xt) = N (µθ(xt, t), σ
2

t I), (2)

where µθ(xt, t) is the mean predicted by a neural network and σ2

t is a fixed scalar219

variance, typically set to βt or to the posterior variance β̃t =
1−ᾱt−1

1−ᾱt

βt [15]. The net-220

work is trained to predict the noise ϵθ injected at step t, by minimising the simplified221

variational objective:222

L(θ) = Ex0,t,ϵ ∥ϵ− ϵθ(xt, t)∥
2

(3)

This objective admits stable gradient-based optimisation and, at inference time,223

high-quality samples are generated by initialising xT ∼ N (0, I) and iteratively224

applying the learned reverse transitions over T steps.225

3 Methodology226

3.1 Study Area227

The study area considered in this work is the Adriatic Sea, which is a semi-enclosed228

basin in the northeastern Mediterranean. It divides the Italian and Balkan Peninsu-229

las (see Figure 1). This region is one of the most dynamically complex sub-basins230

in the Mediterranean region. It is elongated along a northwest-southeast axis with231

a pronounced north-south bathymetric gradient. The northern shelf, extending from232

the Gulf of Venice to Ancona, is exceptionally shallow (≈ 35m) and is strongly influ-233

enced by wintertime atmospheric cooling and freshwater discharge from the Po River234

and other Apennine rivers. The central basin averages ≈ 140m depth, with localised235

depressions at the Pomo (Jabuka) Pit exceeding 260 m. The southern Adriatic is dom-236

inated by the South Adriatic Pit (deeper than 1200m) and communicates with the237

Ionian Sea through the Strait of Otranto (sill depth ≈ 800m) [39, 40].238
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Fig. 1: Adriatic Sea bathymetry from EMODnet Digital Bathymetry [41]. Colour
shading indicates water depth (m)

3.2 Dataset239

High-resolution (HR) oceanographic fields were extracted from the Mediterranean240

Sea Physics Reanalysis (Med MFC) [36], which provides daily outputs on a 1/24°241

(≈ 4.5km) horizontal grid with 141 unevenly spaced vertical levels. The dataset is242

generated by the NEMO hydrodynamic model combined with the OceanVAR varia-243

tional assimilation scheme, which ingests vertical profiles of temperature and salinity244

together with satellite sea level anomaly observations. Corresponding low-resolution245

(LR) data were extracted from the Global Ocean Physics Reanalysis (GLORYS12V1),246

a CMEMS global eddy-resolving product at 1/12° (≈ 8km) horizontal resolution with247

50 vertical levels. GLORYS12V1 assimilates along-track altimeter data, satellite sea248

surface temperature, sea ice concentration, and in situ temperature and salinity pro-249

files using a reduced-order Kalman filter and 3D-VAR bias correction scheme. Four250

sea-surface variables are considered: temperature, salinity, zonal and meridional veloc-251

ity components. For model training, HR reanalysis data and LR conditioning data252

spanning 1 January 2011 to 31 December 2020 were used, while data from 2009253

were reserved for evaluation. This temporal split, in which the test year predates the254

training period, ensures strict independence from any temporal autocorrelation in the255

reanalysis products.256

3.3 Data Preprocessing and Loading257

A dedicated data loader was implemented in PyTorch to handle paired HR and LR258

datasets efficiently, interfacing directly with xarray datasets in NetCDF-4 format to259

enable on-demand, memory-efficient access during training.260
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Temporal consistency is enforced by selecting only timestamps common to both261

HR and LR datasets (Med MFC and GLORYS12V1). For each valid timestep, the262

four oceanographic variables are standardized through a two-step normalization pro-263

cedure: (i) z-score normalization based on the combined mean and standard deviation264

computed across both HR and LR fields to preserve inter-resolution scale consistency,265

followed by (ii) min-max scaling to the range [−1, 1]. Missing values are replaced with266

zeros to maintain uniform tensor dimensions and numerical stability.267

A binary ocean mask, derived from the HR fields, is applied to restrict training and268

evaluation to valid ocean grid cells, excluding land areas from all metric computations.269

Seasonal variability is represented by a sinusoidal embedding of the month index,270

providing cyclic temporal context to the learning process.271

The loader returns HR reanalysis tensors (ground truth), LR conditioning tensors,272

temporal embeddings, and ocean masks in a channel-first tensor shape, as summarized273

in Fig. 2. Data are supplied through a multi-threaded data loader, allowing parallel274

I/O operations and efficient GPU utilization. This modular pipeline is designed to275

support training of conditional diffusion architectures for sub-grid-scale oceanographic276

reconstruction.277

Fig. 2: Schematic of the data loading and preprocessing pipeline used for paired high-
resolution (HR) and low-resolution (LR) oceanographic datasets.
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3.4 Conditional U-Net for Spatiotemporal Super-Resolution278

We adopt a conditional convolutional U-Net architecture as the noise-prediction279

network to reconstruct high-resolution oceanographic fields from corresponding low-280

resolution inputs while incorporating temporal and seasonal information with sinu-281

soidal embeddings. The model follows a classical encoder-decoder design, enhanced282

with residual blocks, attention mechanisms, and multi-scale conditioning to capture283

both fine-scale structures and large-scale spatial coherence. The encoder progressively284

downsamples the high-resolution input through a series of residual blocks with group285

normalization and SiLU activations. Skip connections preserve intermediate feature286

maps for later use in the decoder, enabling precise reconstruction of spatial details. At287

the bottleneck, a cross-attention module captures long-range dependencies, enabling288

the network to represent coherent large-scale structures such as basin-wide thermo-289

haline gradients and mesoscale circulation patterns. In the decoder, feature maps are290

successively upsampled and merged with corresponding encoder representations via291

skip connections. This combination of residual processing and feature fusion ensures292

that both global context and local structure are effectively retained during recon-293

struction. A distinguishing design element is the multi-scale conditioning pathway:294

a dedicated low-resolution encoder processes the LR input and produces condition-295

ing feature maps at each of the four block levels of the main U-Net. The resulting296

conditioning features are spatially aligned and concatenated with the main U-Net297

activations at each level, guiding the reconstruction with coarse-scale physical con-298

text. Temporal information is incorporated through sinusoidal timestep embeddings299

and month embeddings, projected via lightweight multilayer perceptrons (MLPs),300

and injected into the network using Feature-wise Linear Modulation (FiLM). This301

allows the model to adapt its activations according to the temporal context, effectively302

capturing seasonal variability in oceanographic fields. Formally, the diffusion process303

begins from pure Gaussian noise xT ∼ N (0, I), and the conditional U-Net learns the304

mapping305

ϵ̂t = fθ(xt, c, t,d), (4)

where xt represents the high-resolution field at a given diffusion step, c denotes306

the low-resolution conditioning input, t encodes the diffusion step, and d repre-307

sents the month embedding. By iterating the learned reverse transitions over T308

steps, OcDiffSR maps the initial Gaussian noise xT back to the high-resolution data309

distribution, yielding the reconstructed field x̂0. Overall, the proposed conditional U-310

Net (presented in Fig. 3) provides a framework for spatiotemporal super-resolution311

of oceanographic parameters, linking low-resolution conditional inputs with high-312

resolution reconstructions that retain both local detail and large-scale coherence.313

314

3.5 Evaluation Metrics315

The performance of the OcDiffSR model has been assessed using seven statistical316

image-based evaluation metrics between the model output and the reanalysis data317

which serves as ground truth. These metrics quantify the accuracy, reliability, and318

structural similarity of the generated oceanographic variables, namely the sea surface319
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Fig. 3: Schematic of the Conditional U-Net architecture used for spatiotemporal
super-resolution of oceanographic parameters.

salinity (s), sea surface temperature (ϑ), and velocity components (u,v). The metrics320

are described below in detail.321

3.5.1 Root Mean Square Error (RMSE)322

The RMSE measures the mean squared deviation between the output of the model323

and reanalysis [42, 43].324

RMSE =

⌜

⃓

⃓

⎷

1

N

N
∑

i=1

(Gi −Ri)2, (5)

where Gi and Ri represent the generated and reanalysis data points, respectively,325

and N is the total number of data points (pixels). Lower values indicate better326

reconstruction accuracy, with RMSE = 0 denoting perfect agreement.327

3.5.2 Mean Absolute Error (MAE)328

The MAE measures the average absolute difference between generated and reanalysis329

data.330

MAE =
1

N

N
∑

i

|Gi −Ri| (6)

MAE is less sensitive to outliers than RMSE and provides a direct measure of the331

mean prediction error magnitude. A lower value of MAE indicates better performance.332
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3.5.3 Pearson Correlation Coefficient (PCC)333

The PCC measures the linear correlation between the model output and reanalysis334

datasets [44].335

PCC =
Cov(G,R)

σGσR

=

∑N

i=1
(Gi − Ḡ)(Ri − R̄)

√

∑N

i=1
(Gi − Ḡ)2

∑N

i=1
(Ri − R̄)2

, (7)

where Ḡ and R̄ are the means of the model output and reanalysis data and σG336

and σR are their standard deviations. The PCC values range from −1 to +1; values337

above 0.9 indicate excellent spatial agreement, between 0.7 and 0.9 good agreement,338

and below 0.7 poor agreement [44].339

3.5.4 Coefficient of Determination340

The coefficient of determination quantifies how well the generated data explain the341

variance of the reanalysis data [44].342

R2 = 1−

∑N

i=1
(Ri −Gi)

2

∑N

i=1
(Ri − R̄)2

, (8)

R2 = 1 indicates perfect agreement; values near zero indicate that the model343

performs no better than the climatological mean, and negative values indicate perfor-344

mance worse than the mean predictor. In oceanographic datasets, R2 values greater345

than 0.9 indicate excellent explanatory performance [44].346

3.5.5 Structural Similarity Index Measure (SSIM)347

The SSIM evaluates the perceived similarity between two images based on structural348

information [43].349

SSIM(G,R) =
(2µGµR + C1)(2σGR + C2)

(µ2

G + µ2

R + C1)(σ2

G + σ2

R + C2)
, (9)

where µG, µR are the local mean, σ2

G and σ2

R are the variances, σGR is the covari-350

ance, C1 and C2 are small constants to stabilize the division. The SSIM values range351

from 0 to 1, with 1 indicating perfect structural similarity. Typically, SSIM> 0.9 indi-352

cates excellent structural similarity, between 0.7−0.9 good, and below 0.5 is considered353

poor similarity.354

3.5.6 Peak Signal-to-Noise Ratio (PSNR)355

The PSNR measures the ratio between the maximum possible signal power and the356

noise introduced by reconstruction errors [45][46].357

PSNR = 10 log
10

(

MAX2

MSE

)

(10)
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where MSE is the mean squared error between the reconstructed and reference358

fields, and MAX denotes the maximum possible value of the signal in the represen-359

tation used for evaluation. In this work, all oceanographic fields undergo a two-step360

normalisation before model training and evaluation: first, z-score standardisation361

based on the combined mean and standard deviation computed across both HR and362

LR fields, followed by min-max scaling to the range [−1, 1] (Section 3.3). Consequently,363

the peak signal value is fixed at MAX = 1, corresponding to the upper bound of the364

normalised range, and this value is adopted uniformly across all variables and all PSNR365

computations reported in this study. For oceanographic data, PSNR > 30 dB indicates366

high fidelity, between 20 dB and 30 dB moderate, and less than 20 dB poor. These367

generic fidelity bands are conventionally calibrated to data referenced against the full368

non-negative dynamic range (e.g. [0, 1]); under the [−1, 1] convention with MAX = 1369

adopted here, an equivalent reconstruction error yields PSNR values approximately370

6 dB lower than under that convention, so the PSNR values reported in this study371

are, if anything, conservative relative to these literature benchmarks.372

3.5.7 Normalized Root Mean Square Error (NRMSE)373

The NRMSE normalizes RMSE by the data range, providing a scale-independent374

measure of performance [44].375

NRMSE =
RMSE

(Rmax −Rmin)
(11)

NRMSE values closer to 0 indicate better agreement, while values greater than 0.2376

generally represent poor correspondence between the generated and reference data.377

3.6 Bilinear interpolation378

Bilinear interpolation is a non-learnable rescaling technique widely used in image379

processing and numerical modelling to increase the spatial resolution of gridded fields380

[46]. The method estimates the intensity value of a new pixel as the weighted average of381

the four nearest-neighbor pixels in the input grid. While it preserves spatial continuity,382

bilinear interpolation cannot recover sub-grid variability or nonlinear structures and383

is used here solely as a non-parametric baseline.384

Mathematically, for a 2D input I(x, y), the interpolated pixel value I ′(x′, y′) at385

fractional coordinate (x′, y′) within a normalized unit square, where (x′, y′) ∈ [0, 1], is386

defined as:387

I ′(x′, y′) =

1
∑

i=0

1
∑

j=0

wijI(xi, yj) (12)

where (xi, yi) represent the coordinates of the four nearest pixels surrounding the388

point (x′, y′), and wij are the interpolation weights given by:389

wij = (1− |x′ − xi|)(1− |y′ − yj |) (13)
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These weights are valid under the assumption that the local coordinates (x′, y′)390

and (xi, yj) are normalized within a unit square cell, ensuring that the interpo-391

lated value transitions smoothly between the known pixel intensities. Compared to392

nearest-neighbor interpolation, bilinear interpolation provides smoother and more393

visually coherent outputs by accounting for both horizontal and vertical variations394

from surrounding pixels.395

Fig. 4: Schematic representation of bilinear interpolation on a normalized unit square.

Figure 4 illustrates the computation of the interpolated value I ′(x′, y′) within a396

unit square defined by the corner coordinates (x0, y0), (x0, y1), (x1, y0), and (x1, y1).397

The point (x′, y′) lies inside this square, and its interpolated intensity is determined398

as a weighted average of the four neighboring pixel values, with weights w00, w01,399

w10, and w11 corresponding to the four corners. The dashed lines indicate the relative400

distances from (x′, y′) to each corner in the x- and y-directions, which determine the401

interpolation weights wij .402

3.7 Residual corrective diffusion modeling (CorrDiff)403

The Residual Corrective Diffusion (CorrDiff) model [47] is a two-stage generative404

downscaling framework that combines a U-Net-based regression model with a con-405

ditional diffusion model to represent the distribution of high-resolution atmospheric406

fields conditioned on coarse-resolution inputs. The method is specifically designed407

to address multiscale challenges inherent in atmospheric downscaling, including the408

representation of fine-scale variability and extreme weather phenomena. CorrDiff409

decomposes the target field into a deterministic conditional mean and a stochastic410

residual. In the first stage, a convolutional UNet is trained using a regression objective411

to approximate the conditional expectation of the high-resolution state, effectively cap-412

turing large-scale and quasi-deterministic physical relationships. In the second stage, a413

conditional diffusion model is applied to the residual between the target field and the414

predicted mean, enabling stochastic generation of unresolved small-scale structures415
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and physical processes. By modeling the residual rather than the full field, CorrDiff416

reduces the variance and complexity of the generative task, yielding improved training417

stability, more efficient sampling, and enhanced representation of small-scale variabil-418

ity. Final high-resolution realizations are obtained by combining the regressed mean419

with samples drawn from the residual diffusion model, yielding probabilistic and phys-420

ically consistent downscaled outputs. To ensure a fair and rigorous comparison with421

OcDiffSR, CorrDiff was retrained from scratch on the same oceanographic dataset422

used in this study, rather than relying on its original atmospheric pre-trained weights.423

Specifically, the atmospheric data loader in the original CorrDiff implementation was424

replaced with the same oceanographic data loader used in OcDiffSR, which inter-425

faces directly with paired GLORYS12V1 low-resolution and Med MFC high-resolution426

NetCDF-4 reanalysis fields over the Adriatic Sea. This substitution ensures that both427

models ingest identical training samples, the same four oceanographic variables (sea428

surface temperature, salinity, zonal and meridional velocity components), the same429

temporal split (training on 2011–2020, evaluation on 2009), the same two-step normal-430

isation procedure (z-score followed by min-max scaling to [−1, 1]), and the same binary431

ocean mask excluding land grid cells from all computations. The CorrDiff model archi-432

tecture and training objective were otherwise kept identical to the original formulation433

[47], with no modifications to the diffusion backbone, regression stage, or residual434

decomposition strategy. This retraining procedure guarantees that any observed differ-435

ences in reconstruction performance between CorrDiff and OcDiffSR are attributable436

solely to architectural and methodological design choices, rather than to differences in437

training data, preprocessing, or domain coverage.438

3.8 Model Architecture and Training Configuration439

OcDiffSR model is implemented using a Conditional U-Net architecture with an440

explicit channel configuration of [64, 128, 256, 512], enabling a progressive increase in441

feature dimensionality across resolution levels, with a maximum of 512 channels. Each442

resolution level consists of two residual blocks, and conditional super-resolution is443

achieved by incorporating low-resolution input fields as conditioning channels. Tempo-444

ral information is encoded using 128-dimensional diffusion time embeddings together445

with 2-dimensional date embeddings, resulting in a total of 49.9 million trainable446

parameters. Training was performed in a distributed data-parallel configuration across447

four NVIDIA A100 GPUs using the NCCL communication backend on the Leonardo448

supercomputer at CINECA, Italy.449

The CorrDiff model employs a diffusion U-Net architecture with a base channel450

width of 128 and channel scaling defined by channel multipliers [1, 2, 2], yielding451

a maximum of 256 channels. Temporal conditioning is provided through diffusion452

time embeddings, and self-attention is applied at a spatial resolution of 16×16 to453

capture long-range spatial dependencies. The CorrDiff architecture contains 41.99454

million trainable parameters. The parameter counts of OcDiffSR (49.9 million) and455

CorrDiff (41.99 million) are comparable, ensuring a fair model-capacity compari-456

son. CorrDiff’s other hyperparameters, including the learning rate, training schedule,457

noise schedule, and the relative allocation between the regression and diffusion stages,458

were kept at their originally published values [47]; the parameter-count matching459
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described above was the only tuning performed for this comparison, and no additional460

oceanography-specific hyperparameter search was carried out for CorrDiff.461

Unless otherwise stated, all high-resolution reconstructions reported in this study,462

including the quantitative results in Table 1 and the daily/monthly evaluation met-463

rics, are generated by running the full T = 1000-step reverse diffusion process at464

inference time, matching the number of forward-process steps used during training.465

Each reported reconstruction corresponds to a single sampled realisation of the reverse466

process rather than an average over multiple independent samples; characterising the467

spread across repeated stochastic samples for a fixed conditioning input is left to future468

work.469

4 Results and Discussion470

The OcDiffSR model was trained for 2000 epochs on daily oceanographic fields span-471

ning 1 January 2011 to 31 December 2020 (10 years), achieving a final training loss of472

5×10−4. Model evaluation was then performed on the independent test year 2009. To473

characterise the full range of reconstruction quality exhibited by OcDiffSR across the474

test year, qualitative results are presented for two representative days selected based475

on the mean Normalised Root Mean Square Error (NRMSE) averaged across all four476

oceanographic variables (sea surface salinity, sea surface temperature, zonal velocity,477

and meridional velocity): the best-performance day, 7 August 2009 (mean NRMSE478

= 0.0243; Figure 5), and the worst-performance day, 27 May 2009 (mean NRMSE479

= 0.0516; Figure 6). These two cases bracket the reconstruction quality of OcD-480

iffSR over the entire 365-day evaluation period and provide a physically interpretable481

account of the conditions under which the model excels and where it faces the greatest482

challenge. For both days, the high-resolution Mediterranean Sea Physics Reanalysis483

(Med MFC) dataset is treated as the reference ground truth, while the low-resolution484

Global Ocean Physics Reanalysis (GLORYS12V1) dataset serves as the conditional485

input to the super-resolution models. The evaluation is conducted for four oceano-486

graphic variables (sea surface temperature (ϑ), sea surface salinity (s), zonal velocity487

(u), and meridional velocity (v)) over the Adriatic Sea. Results are benchmarked488

against bilinear interpolation as a non-parametric baseline and the state-of-the-art489

residual diffusion model CorrDiff[47] as a reference method.490

Figure 5 presents the qualitative comparison for 7 August 2009, the day on which491

OcDiffSR achieves its lowest single-day mean NRMSE across all four variables (mean492

NRMSE = 0.0243). This date falls in the peak summer season, when the Adriatic Sea493

is characterised by strong thermal stratification, well-defined mesoscale structures, and494

relatively stable large-scale circulation patterns — conditions that are well-represented495

in the ten-year training climatology and are therefore most amenable to accurate496

reconstruction.497

Sea surface salinity (shown in the first row of Figure 5) is particularly challenging to498

reconstruct owing to its highly localised sources and sinks (evaporation, precipitation,499

and runoff). The dominant salinity patterns are faithfully reproduced by OcDiffSR,500

as confirmed by the error map (HR − Diffusion SR), which shows spatially compact,501

low-magnitude residuals across the basin. Notably, errors remain relatively small near502
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Fig. 5: Qualitative comparison of super-resolution results for oceanographic variables
on 7 August 2009 — the best-performance day of OcDiffSR over the 2009 test year
(mean NRMSE averaged across all four variables = 0.0243) — over the Adriatic Sea
domain. From left to right, each row shows: high-resolution reanalysis (ground truth),
low-resolution conditional input, OcDiffSR output (our model), bilinear interpolation,
and regression-plus-diffusion (CorrDiff). The last three columns report absolute error
maps with respect to the reanalysis for the OcDiffSR, bilinear interpolation and Cor-
rDiff models, respectively. Rows correspond to (top to bottom) salinity (psu), sea
surface temperature (◦C), zonal velocity (m s−1), and meridional velocity (m s−1).
Colorbars beneath each row indicate the physical value ranges (left) and the corre-
sponding error magnitudes (right).
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the coastline, where strong gradients and land-sea masking effects usually make super-503

resolution the most difficult. In contrast, bilinear interpolation and CorrDiff both504

exhibit structurally larger and more spatially heterogeneous errors on this date.505

For sea surface temperature, the low-resolution input exhibits a broad, smooth506

thermal gradient, whereas the reanalysis data reveal a high-resolution thermal struc-507

ture with sharp frontal features and mesoscale gradients. The OcDiffSR model508

effectively reconstructs these fine-scale SST patterns, producing realistic spatial dis-509

tributions with minimal absolute error across the open basin. A slight cold bias is510

nonetheless evident in the immediate vicinity of the coastline. This artefact is a direct511

consequence of the land-sea masking strategy adopted during preprocessing: missing512

values at land grid cells are replaced with zero prior to normalisation (Section 3.3),513

introducing a sharp discontinuity at the land-sea boundary that the model learns to514

partially reproduce. Importantly, this bias is spatially confined to the coastal fringe and515

does not affect open-ocean reconstructions; furthermore, since the binary ocean mask516

explicitly excludes all land cells from metric computations (Section 3.3), the reported517

quantitative scores are not inflated by this boundary effect. Addressing this limitation518

through physically motivated coastal fill strategies, such as nearest-ocean-neighbour519

extrapolation or climatological boundary padding, is identified as a priority for future520

refinement of the preprocessing pipeline. Nevertheless, the model maintains excellent521

agreement with the high-resolution Med MFC reanalysis data across all ocean grid522

cells.523

The third row represents zonal velocity. OcDiffSR successfully reconstructs coher-524

ent flow structures, including localised jets absent from the coarse GLORYS12V1 input525

but present in the Med MFC reanalysis. The zonal velocity field generated from OcD-526

iffSR recovers these features, displaying spatially coherent flows. The difference map527

(HR - OcDiffSR) shows low-magnitude residuals, suggesting minor phase or amplitude528

errors rather than missing flow. Similarly, in the case of meridional velocity (fourth529

row), the conditional low-resolution data are smoothed, with minimal representation530

of north-south currents. The OcDiffSR model reconstructs the meridional velocity in531

good agreement with the high-resolution Med MFC reanalysis dataset, demonstrating532

strong generalization for directionally anisotropic flow. The error map shows residuals533

concentrated along dynamic boundaries, suggesting that OcDiffSR tends to underes-534

timate small-scale vorticity and exhibits phase errors consistent with those observed535

for the zonal component.536

Overall, OcDiffSR successfully reproduces high-resolution oceanographic structures537

across all four variables on 7 August 2009. The model reconstructs coherent ther-538

mal and haline patterns with exceptional sharpness and physical realism in the case539

of scalar variables (sea surface temperature and salinity). In the case of zonal and540

meridional velocities, OcDiffSR generates coherent data similar to that of the high-541

resolution reanalysis dataset. It shows dynamically consistent circulation patterns that542

align with the mesoscale features observed in the reanalysis. The difference maps (HR543

- OcDiffSR) confirm that the residual errors are small, spatially structured and are544

mainly due to feature displacement (phase errors) rather than missing information.545

Figure 5 also presents a qualitative comparison of different super-resolution models,546

taking bilinear interpolation as a baseline and CorrDiff [47] as a reference method for547
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the OcDiffSR model. As expected, bilinear interpolation produces spatially smooth548

fields but fails to recover fine-scale structures and sharp gradients. This behavior is549

evident across all variables, particularly in coastal regions and frontal zones, where550

interpolation excessively smooths spatial variability and leads to large, structured551

errors relative to the high-resolution reanalysis.552

The OcDiffSR model shows a clear improvement over bilinear interpolation for553

all variables. For salinity and sea surface temperature, OcDiffSR better reconstructs554

coastal gradients and mesoscale features that are largely absent in the interpolated555

fields. The residual map (HR - OcDiffSR) shows substantially lower error magnitudes556

and improved spatial coherence when compared to the baseline interpolation model,557

indicating better agreement with the reanalysis.558

The OcDiffSR model also demonstrates similar or superior performance to Cor-559

rDiff, particularly in terms of spatial consistency and error distribution. Although560

the CorrDiff model can recover some fine-scale variability better than that of inter-561

polation, it frequently introduces amplified errors and localized artifacts, particularly562

in areas with strong gradients and close proximity to coastlines. The error magni-563

tudes in the CorrDiff absolute error maps are systematically higher and more spatially564

heterogeneous than those of OcDiffSR.565

The limitations of bilinear interpolation are more noticeable for the dynamical566

variables (meridional and zonal velocities), as it is unable to reconstruct small-scale567

variability and coherent current structures. The CorrDiff model also struggles to568

reproduce coherent filamentary structures, resulting in higher-magnitude and more569

fragmented residuals relative to the high-resolution Med MFC reanalysis. In contrast,570

OcDiffSR more effectively recovers coherent velocity features and yields smoother,571

physically consistent fields, resulting in the lowest error levels among the three572

methods.573

Overall, relative to bilinear interpolation and CorrDiff, the OcDiffSR model574

produces fields that are visually closer to the high-resolution reanalysis, with575

sharper structures, improved representation of mesoscale dynamics, and systematically576

reduced errors.577

Figure 6 presents the qualitative comparison for 27 May 2009, the day on which578

OcDiffSR achieves its highest single-day mean NRMSE across all four variables (mean579

NRMSE = 0.0516). This date falls in the late-spring transitional period, when the580

Adriatic Sea undergoes the breakdown of winter vertical mixing and the onset of581

summer stratification, producing transient mesoscale structures and dynamically com-582

plex circulation that are intrinsically more challenging to reconstruct than the stable583

summer conditions observed on the best-performance day.584

Sea surface salinity (first row of Figure 6) remains broadly well-reproduced by585

OcDiffSR, which still captures the dominant large-scale salinity distribution; however,586

the error map reveals modestly larger residuals compared to 7 August, particularly587

along the western coastal shelf where freshwater runoff from Apennine rivers interacts588

with offshore water masses during this transitional season. Despite this degradation,589

OcDiffSR continues to exhibit lower and more spatially compact errors than both590

bilinear interpolation and CorrDiff on this date.591
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For sea surface temperature (second row of Figure 6), the transitional thermal592

structure of late May characterised by partially formed fronts and heterogeneous593

surface warming poses a greater reconstruction challenge than the fully stratified sum-594

mer conditions of August. OcDiffSR recovers the broad thermal gradient and major595

mesoscale features, but fine-scale frontal sharpness is somewhat reduced relative to596

the best-performance day, as reflected in modestly elevated error magnitudes visible597

in the difference map. A slight cold bias near the coastal fringe remains present, aris-598

ing from the same land-sea masking artefact described in the context of 7 August.599

Nevertheless, OcDiffSR maintains lower SST errors than both bilinear interpolation600

and CorrDiff; the latter introduces amplified artifacts near frontal zones, leading to601

systematically larger and more spatially heterogeneous error magnitudes.602

The third row of Figure 6 represents the zonal velocity. The late-spring circulation603

in the Adriatic is characterised by enhanced mesoscale eddy activity and transi-604

tional current reversals driven by changing wind forcing and buoyancy fluxes. These605

transient, high-variability flow structures are the most challenging features for any606

super-resolution model to reconstruct, as they involve fine-scale spatial patterns with607

limited low-resolution precursors in the GLORYS12V1 conditioning input. The zonal608

velocity error map shows increased residual magnitudes relative to August, concen-609

trated along dynamically active boundaries and mesoscale eddy margins. Nonetheless,610

OcDiffSR continues to outperform both baselines: bilinear interpolation fails to recover611

any coherent current structures, while CorrDiff produces the highest error magni-612

tudes and most spatially fragmented residuals among the three methods. In the case613

of meridional velocity (fourth row), the increased spatial intermittency of north-south614

flow during the transitional season leads to larger phase errors in the OcDiffSR out-615

put, with residuals visible along the western boundary current and within mesoscale616

eddy margins. The error map shows residuals concentrated along dynamic bound-617

aries, consistent with the phase error behaviour observed for the zonal component.618

Nevertheless, the OcDiffSR error magnitudes remain substantially lower than those of619

CorrDiff, which exhibits the largest and most spatially heterogeneous residuals among620

all three methods on this date.621

Overall, OcDiffSR successfully reproduces high-resolution oceanographic structures622

across all four variables on 27 May 2009, even under the most dynamically challenging623

conditions encountered in the test year. The model maintains physically coherent fields624

and lower errors than both bilinear interpolation and CorrDiff across all four variables,625

confirming the robustness of the model across the full range of Adriatic Sea dynamical626

regimes.627

The contrast between the 7 August and 27 May results reveals that OcDiffSR per-628

formance is modulated primarily by the dynamical complexity of the ocean state rather629

than by scalar field amplitude. Summer conditions, characterised by stable stratifica-630

tion and well-organised mesoscale structures, yield the most accurate reconstructions631

(mean NRMSE = 0.0243). Late-spring transitional periods, when the ocean simultane-632

ously supports residual winter mixing, emergent stratification, and energetic mesoscale633

activity, present the greatest reconstruction challenge (mean NRMSE = 0.0516). The634

ratio between the worst- and best-day mean NRMSE is approximately 2.1, indicat-635

ing that model degradation is bounded and physically interpretable. Crucially, even636
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on the worst-performance day, OcDiffSR produces fields that are visually closer to637

the high-resolution reanalysis than both bilinear interpolation and CorrDiff, with638

sharper structures, improved representation of mesoscale dynamics, and systematically639

reduced errors.640

To complement the qualitative analysis, a comprehensive statistical evaluation was641

conducted across all 365 days of the test year. Performance metrics were computed642

for the outputs generated by OcDiffSR, the interpolation baseline, and the CorrDiff643

model and were compared against the high-resolution Med-MFC reanalysis dataset for644

the whole year (inference dataset year 2009). The evaluation was performed for key645

oceanographic variables, including sea surface salinity, sea surface temperature, and646

zonal and meridional velocities. The performance was assessed using standard image-647

based metrics: MAE, NRMSE, PCC, PSNR, R2, RMSE, and SSIM. These metrics648

provide complementary insights: RMSE and MAE quantify absolute errors; NRMSE649

accounts for scale-independent error; PCC and R2 indicate linear correlation and650

variance explained; SSIM evaluates spatial-structural similarity; and PSNR measures651

overall reconstruction fidelity. The results are summarized in Table 1.652

For sea-surface salinity (Table 1), OcDiffSR achieves the best performance among653

all three methods. The NRMSE= 0.0089 further confirms that errors are negligible654

relative to the range of salinity values. The Pearson correlation coefficients obtained655

by OcDiffSR are 0.9999 and R2 = 0.9996, indicating near-perfect linear correlation656

and explained variance, showing that the model reproduces the overall spatial pat-657

tern almost exactly. SSIM= 0.995 confirms that spatial structures such as fronts and658

salinity gradients are preserved. The PSNR of 41.0 dB, the highest among the three659

models, indicates high-fidelity reconstruction with low noise relative to the reanalysis660

field.661

CorrDiff outperforms bilinear interpolation but does not reach the performance of662

OcDiffSR on any of the reported metrics. The RMSE and MAE of the CorrDiff model663

are 0.883psu and 0.375psu, respectively, and its PCC= 0.9990 and SSIM= 0.983 indi-664

cate good correlation and structural preservation. However, these values are slightly665

lower than those of OcDiffSR, suggesting that some fine-scale features are smoothed.666

Bilinear interpolation performs the worst, with RMSE= 4.397psu, MAE= 1.308psu,667

PCC= 0.9711 and SSIM= 0.884, reflecting strong smoothing and loss of small-scale668

variability. Overall, OcDiffSR preserves both accuracy and spatial coherence better669

than CorrDiff and interpolation.670

For sea surface temperature, OcDiffSR achieves RMSE= 0.477°C and MAE=671

0.242°C, showing minimal absolute error. The low NRMSE= 0.023 confirms scale-672

independent accuracy. PCC= 0.9991 and R2 = 0.9970 indicate almost perfect673

correlation and variance capture, while SSIM= 0.964 demonstrates excellent preserva-674

tion of thermal fronts and mesoscale gradients, signifying strong structural consistency.675

The PSNR of 32.8dB further confirms high-fidelity reconstruction, exceeding the 30dB676

threshold. Bilinear interpolation produced RMSE= 2.147°C, MAE= 0.686°C, and677

SSIM= 0.870. The method exhibits oversmoothing of sharp fronts, resulting in slightly678

reduced spatial coherence and correlation with the reference field (PCC= 0.9724). Cor-679

rDiff performs better than interpolation with RMSE= 0.813°C, MAE= 0.394°C and680
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Fig. 6: Qualitative comparison of super-resolution results for oceanographic variables
on 27 May 2009 — the worst-performance day of OcDiffSR over the 2009 test year
(mean NRMSE averaged across all four variables = 0.0516) — over the Adriatic Sea
domain. From left to right, each row shows: high-resolution reanalysis (ground truth),
low-resolution conditional input, OcDiffSR output (our model), bilinear interpolation,
and regression-plus-diffusion (CorrDiff). The last three columns report absolute error
maps with respect to the reanalysis for the OcDiffSR, bilinear interpolation, and Cor-
rDiff models, respectively. Rows correspond to (top to bottom) salinity (psu), sea
surface temperature (◦C), zonal velocity (m s−1), and meridional velocity (m s−1).
Colorbars beneath each row indicate the physical value ranges (left) and the corre-
sponding error magnitudes (right).
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Table 1: Quantitative comparison of evaluation metrics across oceanographic vari-
ables for OcDiffSR, interpolation baseline, and CorrDiff model.

Metric OcDiffSR Interpolation CorrDiff

Sea surface salinity (s)

MAE 0.1718 1.3078 0.3752

NRMSE 0.0089 0.1138 0.0228

PCC 0.9999 0.9711 0.9990

PSNR 41.0223 18.8727 32.8809

R2 0.9996 0.9429 0.9976

RMSE 0.3455 4.3972 0.8832

SSIM 0.9946 0.8840 0.9827

Sea surface temperature (ϑ)

MAE 0.2420 0.6862 0.3944

NRMSE 0.0234 0.1023 0.0435

PCC 0.9991 0.9724 0.9960

PSNR 32.8014 19.8074 28.2435

R2 0.9970 0.9447 0.9873

RMSE 0.4769 2.1473 0.8134

SSIM 0.9639 0.8700 0.9373

Zonal velocity component (u)

MAE 0.0197 0.0256 0.0883

NRMSE 0.0514 0.0659 0.2506

PCC 0.6456 0.3205 0.5788

PSNR 25.9449 23.7468 12.6387

R2 0.3994 0.0226 -14.3573

RMSE 0.0439 0.0568 0.2083

SSIM 0.6962 0.6259 0.5860

Meridional velocity component (v)

MAE 0.0208 0.0275 0.0524

NRMSE 0.0553 0.0700 0.1471

PCC 0.6363 0.3456 0.5458

PSNR 25.2720 23.2065 17.0186

R2 0.3743 0.01375 -3.6188

RMSE 0.0463 0.0590 0.1205

SSIM 0.6946 0.6176 0.6166
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SSIM= 0.937, thus capturing overall patterns and some gradients; however, finer ther-681

mal structures are less accurately reproduced. OcDiffSR, therefore, provides superior682

accuracy, correlation, and structural fidelity.683

The zonal (u) and meridional (v) velocity components, inherently more dynamic684

and less spatially coherent than scalar variables [48], display relatively lower met-685

ric values. The OcDiffSR model yields RMSE= 0.043 m s−1 and MAE= 0.019 m s−1
686

values for the zonal velocity (u). PCC= 0.645 and R2 = 0.399 obtained from OcD-687

iffSR indicate only a moderate and poor linear correlation with the reanalysis data.688

SSIM= 0.696 points to fair structural similarity, suggesting that while the overall689

flow direction and major current features are preserved, finer-scale velocity fluctua-690

tions are more challenging for the model to reconstruct. The PSNR (25.94dB) remains691

above the moderate-poor fidelity threshold, and the NRMSE= 0.051 implies slightly692

higher relative error. These results reflect the intrinsic difficulty of resolving vector693

fields characterized by high spatial variability and sensitivity to noise [49]. Bilinear694

interpolation produces slightly higher absolute errors (RMSE= 0.057 m s−1, MAE=695

0.026 m s−1) and fails to capture coherent flow patterns, as reflected by PCC= 0.321696

and SSIM= 0.626. The CorrDiff model performs worst among the three methods for697

zonal velocity, exhibiting the highest error magnitudes, i.e., RMSE= 0.2083 m s−1 and698

MAE= 0.0883 m s−1.699

The performance of OcDiffSR for the meridional component (v) is compara-700

ble to the zonal velocity (u), with RMSE= 0.046 m s−1 and MAE= 0.020 m s−1
701

slightly higher, indicating modestly greater reconstruction error. The PCC= 0.636702

and R2 = 0.374 suggest moderate to poor correlation strength. SSIM= 0.694 indi-703

cates moderate structural preservation of meridional flow features. PSNR= 25.2 dB704

and NRMSE= 0.055 indicate weaker performance compared to scalar variables. Simi-705

lar to the zonal velocity, the evaluation metrics for meridional velocity (v), predicted706

by the interpolation, perform better than those of CorrDiff, i.e., CorrDiff predicted707

values are RMSE= 0.1205 m s−1, MAE= 0.0524 m s−1, PCC= 0.546, SSIM= 0.617,708

and the interpolation model values for meridional velocity are RMSE= 0.0590 m s−1,709

MAE= 0.0275 m s−1, PCC= 0.3456, SSIM= 0.618. These results confirm that velocity710

reconstruction is inherently more challenging than scalar field reconstruction, likely711

owing to the anisotropic dynamics and high spatial intermittency of oceanic vec-712

tor fields [49]. Nevertheless, OcDiffSR better preserves dominant flow directions and713

mesoscale circulation structures than either baseline.714

Overall, OcDiffSR outperforms both the interpolation and the CorrDiff model [47],715

demonstrating strong generalization and reconstruction capability, particularly in the716

case of the scalar oceanographic fields (sea surface temperature and sea surface salin-717

ity). In contrast, for velocity components (u, v), while the error magnitudes remain718

small, the correlation coefficients PCC≈ 0.64 and SSIM≈ 0.69 suggest that improve-719

ment is needed in reproducing fine-scale vector flow structures. These differences likely720

arise from the more nonlinear and turbulent nature of oceanic velocity fields compared721

to scalar tracers.722

Figure 7 presents the daily MAE for all four oceanographic variables throughout723

the test year, together with 95% confidence intervals (CIs), providing insight into the724

temporal stability and reliability of the methods.725
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Fig. 7: Daily Mean Absolute Error (MAE) comparison between OcDiffSR, bilinear
interpolation, and Corrdiff model for four key oceanographic variables: salinity, tem-
perature, zonal velocity, and meridional velocity.

OcDiffSR maintains consistently lower salinity MAE≈ 0.15-0.20 psu throughout726

the year. This indicates a stable and accurate reconstruction of salinity fields with727

minimal seasonal sensitivity. In contrast, bilinear interpolation exhibits errors roughly728

six to eight times higher, with MAE values increasing from 1.2−1.4 psu over the whole729

year. The narrow CI band of the OcDiffSR model indicates stable performance with730

minimal temporal variability. The CorrDiff model shows a clear improvement over731

bilinear interpolation, reducing the MAE to approximately 0.30–0.45 psu; however, its732

mean absolute error remains higher than that of the OcDiffSR model, which indicates733

larger temporal fluctuations, particularly during mid-year periods.734

A similar pattern holds for SST: bilinear interpolation exhibits strongly season-735

ally dependent MAE, exceeding 1◦C during summer (approximately days 150–250,736

corresponding to late May through early September). In the case of OcDiffSR, MAE737

maintains lower and more stable errors around 0.2−0.45° C, with a narrow CI envelope738

across the entire year. The CorrDiff model performs better than bilinear interpolation739

with MAE approximately 0.25 − 0.75° C. Nevertheless, CorrDiff exhibits noticeable740

seasonal variability and wider confidence intervals compared to OcDiffSR, suggesting741

comparatively lower temporal stability.742

In the case of zonal velocity, OcDiffSR performs better than the bilinear inter-743

polation, achieving MAE values between 0.016 − 0.022 m s−1, compared to 0.025 −744
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0.040 m s−1 for interpolation. It can be seen that OcDiffSR suppresses the large745

error spikes observed in bilinear interpolation, indicating improved reconstruction of746

dynamic velocity structures. The small CI envelope further reflects higher temporal747

consistency and reduced uncertainty. The CorrDiff model performance is inferior com-748

pared to both the interpolation and OcDiffSR models, with MAE values typically in749

the range of 0.07-0.12 m s−1. The CorrDiff model exhibits larger temporal variability750

and a broader CI envelope, particularly during summer periods.751

The meridional velocity shows similar results to the zonal velocity (u). OcDiffSR752

maintains low MAE values around 0.015-0.035 m s−1, outperforming bilinear interpola-753

tion, which ranges between 0.02 and 0.04 m s−1 and has frequent high-amplitude peaks.754

Although both methods experience occasional peaks associated with energetic flow755

events, the OcDiffSR model effectively mitigates these extremes, resulting in smoother756

temporal error evolution and narrower confidence intervals. The CorrDiff model again757

demonstrates inferior performance over both the interpolation and OcDiffSR models758

in the case of meridional velocity, with MAE values around 0.04− 0.07 m s−1.759

We also evaluated the performance of the OcDiffSR model against conventional760

bilinear interpolation and the reference CorrDiff model using four standard met-761

rics—SSIM, PCC, NRMSE, and R2 computed daily for the entire year of 2009. These762

metrics jointly assess structural fidelity, spatial pattern agreement, relative error mag-763

nitude, and variance explained with respect to the high-resolution reanalysis dataset.764

SSIM is highlighted as the primary indicator of mesoscale structural preservation,765

while PCC and R2 assess dynamical consistency and variance explanation. NRMSE766

provides a scale-independent measure of reconstruction error in different oceano-767

graphic variables. Figures 8-11 illustrate the temporal evolution of these metrics for768

the four oceanographic variables: salinity, sea surface temperature, zonal velocities,769

and meridional velocities.770

For salinity (Figure 8), OcDiffSR consistently achieves SSIM values near unity771

(0.99−1.0) throughout the year. Bilinear interpolation yields substantially lower SSIM772

(≈ 0.88-0.89), consistent with the oversmoothing of spatial features and loss of fine-773

scale structure inherent to kernel-based upsampling. However, the CorrDiff model774

performs better than bilinear interpolation, with SSIM≈ 0.98.775

OcDiffSR achieves the lowest normalised errors (NRMSE < 0.01) with only minor776

seasonal fluctuations. The CorrDiff model shows intermediate performance, with777

NRMSE values in the range (0.02−0.03), and with temporal fluctuations, particularly778

during mid-year periods. Bilinear interpolation has larger errors with NRMSE≈ 0.11,779

showing its inability to recover accurate amplitudes at finer scales.780

The Pearson correlation coefficient (PCC) of OcDiffSR remains close to unity (≈781

0.999 − 1.0) throughout the year, indicating excellent spatial alignment between the782

predicted and reference salinity fields. CorrDiff also achieves high PCC values (≈783

0.998 − 0.999), which is slightly lower than that of OcDiffSR, with slightly larger784

temporal variability. Bilinear interpolation shows a noticeably lower correlation (≈785

0.972).786

R2 values from OcDiffSR are near unity throughout the year, indicating that the787

model explains nearly all variance in the reference reanalysis with negligible temporal788

degradation. CorrDiff explains slightly less variance, with R2 values marginally below789

25



unity and small seasonal declines, indicating a partial loss of variability at certain790

times of the year. Bilinear interpolation shows lower values R2 ≈ 0.94, representing791

a large fraction of salinity variability that is not recovered. Overall, these results792

emphasize that OcDiffSR not only reduces errors but also preserves the correct spatial793

phase of salinity variability, and its performance is superior to that of CorrDiff and794

interpolation.795

Fig. 8: Comparison of four evaluation metrics (SSIM, NRMSE, PCC, and R2) between
OcDiffSR, bilinear interpolation, and CorrDiff model for daily salinity data.

Figure 9 presents the evaluation metrics predicted by OcDiffSR, interpolation, and796

CorrDiff in the case of sea surface temperature. SSIM values for sea surface tempera-797

ture obtained from OcDiffSR are in the range 0.94−0.98, which indicates the model’s798

capability to preserve temperature gradients and spatial structures. A seasonal peak799

in SSIM is observed during mid-year, coinciding with the period of strongest thermal800

gradients and most spatially coherent SST patterns in the Adriatic Sea. Bilinear inter-801

polation shows lower SSIM values (≈ 0.86), representing smoothing of thermal fronts802

and a reduced representation of mesoscale features. The CorrDiff model performs bet-803

ter than bilinear interpolation, with SSIM values in the range 0.90−0.97, particularly804

during mid-year. However, CorrDiff shows degradation during winter and transition805

seasons, indicating reduced robustness under varying thermal regimes.806
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The NRMSE panel shows that the OcDiffSR model maintains low normalized807

errors, between 0.015 and 0.04. The CorrDiff shows intermediate performance, with808

NRMSE values decreasing to 0.02 during mid-year but increasing to greater than809

0.06 during winter. Bilinear interpolation consistently exhibits the highest NRMSE810

values (≈ 0.10), demonstrating its limited capability to accurately reconstruct SST811

amplitudes across all seasons.812

Further, Figure 9 shows that OcDiffSR achieves close to perfect correlation with the813

reference reanalysis, with PCC values remaining above 0.998 throughout the year. This814

indicates excellent spatial alignment of temperature. The CorrDiff also demonstrates815

high PCC values (≈ 0.998), particularly during mid-year, but it exhibits noticeable816

declines during winter and transition periods. Bilinear interpolation shows the lowest817

correlation (≈ 0.975), confirming that while large-scale patterns are preserved, finer-818

scale spatial alignment is degraded.819

Also, R2 values achieved by OcDiffSR are close to 1, with slight temporal vari-820

ability, indicating that both large-scale seasonal cycles and mesoscale variability are821

effectively captured. The CorrDiff shows substantial seasonal dependence, with R2
822

increasing to near-unity during mid-year but dropping to ≈ 0.96 during winter peri-823

ods. Bilinear interpolation yields the lowest R2 values (≈ 0.94), suggesting a persistent824

loss of variance across all seasons. Overall, the OcDiffSR model provides the most825

consistent and structurally accurate SST reconstructions.826

For zonal velocities (Figure 10), the OcDiffSR model again provided superior per-827

formance compared to bilinear interpolation and the CorrDiff model. The OcDiffSR828

model achieves SSIM values ranging between 0.65 and 0.80, with noticeable temporal829

variability. The moderate SSIM values reflect the inherent difficulty of reconstructing830

fine-scale velocity gradients and coherent current structures at this spatial resolution.831

However, the SSIM values of OcDiffSR are higher than those obtained from the bilinear832

interpolation (≈ 0.63) and CorrDiff model (≈ 0.6) with the lowest SSIM values.833

The NRMSE results further emphasize the robustness of OcDiffSR. Normalized834

errors remain relatively low (≈ 0.05) compared to that of interpolation (≈ 0.08) and835

CorrDiff (in the range 0.15− 0.5).836

The PCC panel reveals that OcDiffSR achieves low-to-moderate correlations (≈837

0.45−0.85), but it still maintains positive and physically meaningful correlations. How-838

ever, bilinear interpolation exhibits weaker and highly unstable correlations, including839

periods of near-zero or even negative PCC, indicating incorrect spatial alignment and840

phase errors in velocity anomalies. CorrDiff performs slightly better than bilinear841

interpolation but underperforms in comparison to the OcDiffSR model.842

The R2 values obtained by OcDiffSR for zonal velocities are low, i.e., near-zero but843

still positive throughout the year, indicating that it captures a meaningful fraction844

of the velocity variance without catastrophic failure. Similarly, bilinear interpolation845

exhibits near-zero R2 values, reflecting limited but stable variance representation. In846

contrast, CorrDiff produces strongly negative R2 values, particularly during dynami-847

cally active periods of mid-year. Such negative values indicate that CorrDiff performs848

substantially worse than a climatological mean predictor, failing to represent the849

dominant variability of the zonal velocity field.850
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Fig. 9: Comparison of four evaluation metrics (SSIM, NRMSE, PCC, and R2) between
OcDiffSR, bilinear interpolation, and CorrDiff model for daily sea surface temperature.

Lastly, meridional velocities (Figure 11) exhibit trends that closely mirror those of851

the zonal component. The SSIM values obtained from OcDiffSR for meridional veloc-852

ity throughout the year range between 0.6 and 0.75, showing moderate preservation of853

meridional flow structures with noticeable temporal variability reflecting the dynamic854

nature of meridional currents, which are hard to capture by OcDiffSR. Bilinear inter-855

polation shows lower SSIM values (≈ 0.55 − 0.70) indicating smoothing of velocity856

gradients. CorrDiff yields SSIM values (≈ 0.58-0.68) comparable to those of bilinear857

interpolation, with pronounced temporal fluctuations.858

The NRMSE panel shows that OcDiffSR maintains relatively low normalized errors859

(≈ 0.04 − 0.07) throughout the year, with only modest seasonal fluctuation. Bilin-860

ear interpolation produces higher NRMSE values (≈ 0.06 − 0.09) in comparison to861

OcDiffSR, while the CorrDiff model performs worse with significantly elevated and862

highly variable errors, and NRMSE frequently exceeds 0.10, peaking above 0.30 during863

mid-year.864

In the case of meridional velocity, the OcDiffSR model shows low to moderate865

PCC values (in the range 0.3−0.8), indicating partial alignment of meridional velocity866

relative to the reference reanalysis data. However, the bilinear interpolation exhibits867
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Fig. 10: Comparison of four evaluation metrics (SSIM, NRMSE, PCC, and R2)
between OcDiffSR, bilinear interpolation, and CorrDiff model for daily zonal veloci-
ties.

weaker and more unstable correlations, including intervals of near-zero and occasion-868

ally negative PCC, reflecting frequent phase errors and incorrect anomaly placement.869

The CorrDiff performs better than bilinear interpolation during some periods but still870

shows pronounced temporal instability and reduced correlations during dynamically871

active phases.872

The R2 values achieved by OcDiffSR are above zero across most of the year, indi-873

cating that it captures a meaningful fraction of meridional velocity variance without874

severe degradation. The bilinear interpolation exhibits similar but slightly more vari-875

able behavior, with small positive or near-zero R2 values. In contrast, CorrDiff gives876

negative R2 values, which indicate worse performance than the mean predictor.877

Further, to assess the model’s performance, we computed the monthly aggregated878

evaluation metrics, which reduce the short-term variability and highlight the seasonal879

consistency and long-term robustness of the model, and presented them in Figures 12880

- 15.881

The monthly evaluation metrics of salinity (Figure 12) reveal that OcDiffSR882

achieves near-perfect structural similarity (SSIM> 0.99), spatial coherence PCC close883
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Fig. 11: Comparison of four evaluation metrics (SSIM, NRMSE, PCC, and R2)
between OcDiffSR, bilinear interpolation, and CorrDiff model for daily meridional
velocities.

to unity, and minimal normalized error (NRMSE< 0.01), indicating stable and accu-884

rate reconstruction of large-scale and mesoscale salinity patterns in comparison with885

the high-resolution reanalysis data across all months of the year 2009. CorrDiff886

exhibits slightly reduced SSIM (≈ 0.98) and increased seasonal variability in NRMSE887

(≈ 0.02−0.03), particularly during late spring and summer, while bilinear interpolation888

shows substantially lower SSIM (≈ 0.88), higher NRMSE (≈ 0.11), and weaker spa-889

tial correlation (PCC≈ 0.97). Consistent with the above trends, the OcDiffSR model890

explains nearly all variance in the reference field (R2 ≈ 1), outperforming CorrDiff891

and bilinear interpolation across seasons.892

As shown in Figure 13, the OcDiffSR model substantially improves the tempera-893

ture field reconstruction over CorrDiff and bilinear interpolation. OcDiffSR achieves894

SSIM≈ 0.96 across all months, indicating superior preservation of spatial struc-895

tures and thermal fronts relative to bilinear interpolation (SSIM≈ 0.86) and CorrDiff896

(SSIM≈ 0.93). Error-based evaluation shows that the OcDiffSR model maintains the897

lowest NRMSE≈ 0.02 throughout the year, whereas bilinear interpolation exhibits898

persistently higher errors (NRMSE≈ 0.09) and limited seasonal sensitivity. However,899

CorrDiff demonstrates improved performance during mid-year months (NRMSE≈900
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Fig. 12: Comparison of four evaluation metrics (SSIM, NRMSE, PCC, and R2)
between OcDiffSR, bilinear interpolation, and CorrDiff model for monthly salinity
data.

0.03) but degrades toward winter (≈ 0.04−0.08), suggesting reduced robustness under901

weaker thermal gradients. Correlation metrics further highlight the advantage of the902

OcDiffSR model, with near-unity PCC and R2 values across all months, reflecting sta-903

ble temporal coherence and variance preservation. In contrast, bilinear interpolation904

systematically underestimates variability (R2 ≈ 0.94), while CorrDiff exhibits seasonal905

instability (R2 ≈ 1 in summer, while R2 ranges between 0.97− 0.99 in winter).906

Figure 14 presents the monthly evaluation metrics for zonal velocities.907

The OcDiffSR model shows the highest SSIM (in the range ≈ 0.65 − 0.72) with908

seasonal fluctuations compared to bilinear interpolation and CorrDiff. In terms of accu-909

racy, OcDiffSR maintains the lowest NRMSE (≈ 0.05) across all months, while bilinear910

interpolation shows a slightly higher NRMSE than OcDiffSR. The CorrDiff exhibits911

the highest error (NRMSE ranging in 0.15− 0.35) with a pronounced mid-year error912

amplification, suggesting sensitivity to intensified summer circulation. Correlation-913

based metrics show that OcDiffSR achieves higher PCC values, reflecting reliable914

temporal coherence, whereas bilinear interpolation shows weak and intermittent cor-915

relations. Notably, CorrDiff yields strongly negative R2 values during summer months,916

indicating a failure to reproduce variance in periods of enhanced dynamical complexity.917
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Fig. 13: Comparison of four evaluation metrics (SSIM, NRMSE, PCC, and R2)
between OcDiffSR, bilinear interpolation, and CorrDiff model for monthly sea surface
temperature.

Figure 15 illustrates the monthly performance of the OcDiffSR model, the bilin-918

ear interpolation, and the CorrDiff model for meridional velocity. Across all months,919

OcDiffSR achieves the highest SSIM (in the range ≈ 0.67 − 0.74) relative to bilinear920

interpolation and CorrDiff. OcDiffSR shows its weakest reconstruction performance921

during summer, when meridional flow structures are most energetic. OcDiffSR main-922

tains the lowest NRMSE (≈ 0.06) throughout the year, whereas CorrDiff exhibits923

substantially elevated errors during late spring and summer, coinciding with periods of924

enhanced meridional variability. Correlation analysis shows that OcDiffSR consistently925

yields higher PCC values, while bilinear interpolation demonstrates weak correlations926

and pronounced degradation during transitional months. Notably, CorrDiff produces927

strongly negative R2 values over most of the year, indicating an inability to reproduce928

variance in meridional currents.929

Across all evaluated variables, the OcDiffSR model consistently outperforms bilin-930

ear interpolation and the CorrDiff model in daily and monthly metrics. OcDiffSR931

achieves lower reconstruction errors and higher statistical consistency, demonstrating932

its robustness and adaptability to diverse oceanic properties. These results confirm933

that OcDiffSR effectively leverages the spatial context provided by the low-resolution934
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Fig. 14: Comparison of four evaluation metrics (SSIM, NRMSE, PCC, and R2)
between OcDiffSR, bilinear interpolation, and CorrDiff model for monthly zonal veloc-
ities.

conditioning input, enabling realistic high-resolution reconstructions that maintain935

dynamical coherence across all variables and seasons. Its performance across both936

scalar (salinity, temperature) and vector (velocity) variables shows its potential937

as a generalized super-resolution tool for ocean reanalysis and model downscaling938

applications.939

5 Conclusion940

This study has introduced OcDiffSR, a conditional denoising diffusion probabilistic941

model for oceanographic super-resolution in the Adriatic Sea. Trained on a decade of942

paired GLORYS12V1 and Med MFC reanalysis data and evaluated on the indepen-943

dent test year 2009, the framework integrates multi-scale low-resolution conditioning,944

cross-attention bottleneck layers, and sinusoidal seasonal embeddings via FiLM to945

jointly reconstruct sea-surface temperature, salinity, and horizontal velocity compo-946

nents. The temporal split, in which the test year predates the training period, ensures947

strict independence from reanalysis autocorrelation and provides a rigorous basis for948

generalisation assessment.949
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Fig. 15: Comparison of four evaluation metrics (SSIM, NRMSE, PCC, and R2)
between OcDiffSR, bilinear interpolation, and CorrDiff model for monthly meridional
velocities.

For scalar oceanographic fields, OcDiffSR consistently outperforms both bilinear950

interpolation and the reference CorrDiff model across all evaluated metrics. The model951

achieves near-perfect spatial correlation (PCC ≥ 0.999), near-unity coefficient of deter-952

mination (R2 ≥ 0.997), and high structural similarity (SSIM ≥ 0.964) for sea-surface953

salinity and temperature, with RMSE values of 0.346 psu and 0.477°C respectively.954

Daily and monthly evaluations confirm temporal stability across all seasons, with955

narrow confidence intervals and no significant seasonal degradation. These results956

demonstrate the model’s ability to recover fine-scale gradients, mesoscale structures,957

and coherent circulation patterns that are absent in low-resolution inputs and inad-958

equately captured by conventional downscaling methods. For vector fields, OcDiffSR959

achieves the lowest absolute errors among all three methods (RMSE = 0.044 m s−1
960

for zonal velocity), preserves dominant flow directions and mesoscale circulation struc-961

tures, and suppresses the large error spikes and negative R2 values exhibited by962

CorrDiff during dynamically active periods. However, moderate correlation coefficients963

(PCC ≈ 0.64) and structural similarity (SSIM ≈ 0.69) reflect the intrinsic difficulty of964

reconstructing highly intermittent and anisotropic oceanic velocity fields, and indicate965

that further improvement is needed for operational vector field downscaling.966
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Future work will address two principal directions. First, physics-informed regular-967

isation, such as geostrophic balance constraints or divergence-free penalties, will be968

incorporated to improve the dynamical consistency of reconstructed velocity fields,969

complemented by quantitative physical-consistency diagnostics (e.g. divergence, vor-970

ticity, or power-spectral-density analysis), since the present study assesses physical971

plausibility only qualitatively through visual inspection of the reconstructed fields.972

Second, while OcDiffSR natively supports ensemble-based uncertainty quantification973

through repeated stochastic sampling of the reverse diffusion process, a rigorous empir-974

ical characterisation of ensemble spread, spread-error consistency, and calibration975

against independent observations is deferred to a dedicated subsequent study. Such976

analysis will further establish the operational readiness of the framework for probabilis-977

tic oceanographic downscaling, ensemble-based data assimilation, and transferability978

to other semi-enclosed basins and three-dimensional subsurface field estimation.979

Beyond these two directions, systematic ablation studies isolating the contribution of980

individual architectural components, such as the multi-scale low-resolution encoder,981

the FiLM-based seasonal conditioning, and joint versus per-variable training, were982

not performed in this study and are identified as a further priority for disentangling983

the sources of the reported performance gains. Additionally, the 365-day evaluation984

reported here characterises robustness across differing dynamical conditions (between-985

day variability) through descriptive statistics and 95% confidence intervals, but it986

does not, by itself, quantify the stochastic sampling variance associated with repeated987

sampling of a fixed conditioning input (within-day variability, to be addressed by the988

ensemble-spread characterisation noted above), nor does it include formal statistical-989

significance testing, such as paired tests across the 365 daily values, between OcDiffSR990

and the baseline methods; such analysis is left to future work.991
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