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Abstract

Visible-infrared object detection has attracted increasing attention due to the
complementary characteristics of visible and infrared modalities under complex
imaging conditions. Nevertheless, effective cross-modal feature fusion remains
challenging because visible and infrared images usually suffer from spatial mis-
alignment, modality-specific appearance discrepancy, and redundant feature
interaction. In this paper, we propose a visible-infrared object detection net-
work based on dual-stream feature extraction, spatial alignment, and Swin
Transformer-based cross-modal feature fusion. Specifically, a dual-stream back-
bone is first constructed to extract modality-specific representations from visible
and infrared images. Inspired by existing wavelet-based feature modeling strate-
gies, wavelet transform is adopted as an auxiliary frequency-domain operation
in the backbone and neck to preserve structural and detail information during
feature extraction and aggregation. To alleviate feature-level spatial misalign-
ment, a spatial alignment module, termed OffsetNet, is introduced to predict
task-oriented sampling offsets and align visible features to the infrared reference
feature space. After spatial alignment, a Swin Transformer-based cross-modal
feature fusion module, termed SwinFusion, is designed to perform intra-modal
feature modeling and inter-modal feature fusion, enabling effective exploitation



of complementary information between the two modalities. Experimental results
on public visible-infrared datasets show that the proposed method consistently
improves detection accuracy over the baseline. Comprehensive ablation studies
further demonstrate the effectiveness of OffsetNet and SwinFusion.

Keywords: Visible-infrared object detection, Dual-stream network, Spatial
alignment, Cross-modal feature fusion, Swin Transformer

1 Introduction

Object detection has been widely studied and applied in many real-world scenarios,
such as autonomous driving, remote sensing, intelligent surveillance, and unmanned
aerial perception [1-3]. Although visible images can provide rich color, texture, and
structural details, their imaging quality is easily affected by illumination changes, shad-
ows, haze, and nighttime environments. In contrast, infrared images are less sensitive
to visible illumination and can highlight objects according to thermal radiation differ-
ences, making them more reliable under low-light or adverse imaging conditions [4].
Therefore, visible-infrared object detection has attracted increasing attention because
it can exploit the complementary characteristics of the two modalities to improve
detection robustness in complex scenes [5].

Despite the advantages of visible-infrared fusion, effectively integrating the two
modalities remains challenging. First, visible and infrared images are usually captured
by different sensors, which may have different viewpoints, focal lengths, resolutions,
fields of view, and temporal synchronization errors. As a result, the paired images
are often weakly aligned rather than strictly registered, leading to unreliable feature
correspondence during fusion [6]. Second, visible and infrared modalities have different
imaging mechanisms. Visible images mainly describe surface appearance, color, and
texture, whereas infrared images mainly reflect thermal radiation and object contours.
Such modality discrepancy makes direct feature addition or concatenation insufficient
for extracting complementary information [7]. Third, during feature extraction and
aggregation, conventional convolutional operations may cause the loss of structural
and detail information, especially for small objects and object boundaries. Therefore, it
is necessary to improve feature representation while maintaining effective cross-modal
alignment and fusion.

Prior research has explored various approaches for visible-infrared feature fusion.
Liu et al. [8] adopted a two-stream network architecture for RGB-T pedestrian detec-
tion and investigated different fusion strategies, including early fusion, halfway fusion,
and late fusion. Their experimental results showed that halfway fusion achieves better
performance than other fusion strategies. Although simple operations such as fea-
ture concatenation, addition, and network-in-network (NIN) fusion are efficient, they
lack the ability to explicitly model fine-grained cross-modal relationships. Various
attention-based methods have subsequently been proposed to achieve more adaptive
feature fusion [9-12].



Fig. 1 Examples of visible-infrared image pairs. (a) and (b) show two representative visible-infrared
image pairs. Visible images provide rich color, texture, and appearance information, while infrared
images highlight thermal responses and object contours under complex imaging conditions, demon-
strating the complementary characteristics of the two modalities.

Recently, attention-based and Transformer-based methods have been introduced to
enhance cross-modal interaction. Cross-attention mechanisms have been widely used to
capture complementary information between visible and infrared features [5, 7]. Mean-
while, alignment-aware methods have been proposed to alleviate weak alignment by
learning adaptive feature correspondence or feature-level offsets [6, 13, 14]. In addition,
frequency-domain modeling based on wavelet transform has shown the potential to
preserve structural and detail information for multimodal representation learning [15—
17]. However, robust visible-infrared detection still requires a unified framework that
can simultaneously consider modality-specific feature extraction, feature-level spatial
alignment, and effective cross-modal feature fusion.

To address the above issues, this paper proposes a visible-infrared object detec-
tion network based on dual-stream feature extraction, spatial alignment, and Swin
Transformer-based cross-modal feature fusion. The proposed framework first con-
structs a dual-stream backbone to extract multi-scale features from visible and infrared
images, respectively. In addition, inspired by WaveMamba [17], wavelet-based fea-
ture modeling is adopted as an auxiliary frequency-domain operation in the backbone
and neck to preserve structural and detail information during feature extraction and
aggregation.



For cross-modal interaction, a spatial alignment module, termed OffsetNet, is intro-
duced before feature fusion. OffsetNet predicts task-oriented sampling offsets to align
visible features to the infrared reference feature space, thereby reducing local spatial
discrepancies between the two modalities. It should be noted that the predicted offsets
are not intended to represent a strict physical registration field between visible and
infrared images. Instead, they serve as feature-level sampling offsets optimized for the
detection task, which helps alleviate misalignment before cross-modal fusion [6, 13].

After spatial alignment, a Swin Transformer-based cross-modal feature fusion mod-
ule, termed SwinFusion, is further designed to exploit complementary information
between visible and infrared features. Motivated by previous multispectral detec-
tion studies that model intra-modality and inter-modality relationships for feature
fusion [7, 9], SwinFusion adopts an Intra-Inter Swin Fusion design. Specifically, the
aligned visible feature and infrared feature are first independently processed for
intra-modal feature modeling, and then inter-modal feature fusion is performed to
enhance cross-modal complementary representation. In this way, the network avoids
directly mixing unaligned features and obtains more discriminative bimodal features
for detection.

The main contributions of this paper are summarized as follows:

® A unified dual-modal detection framework is proposed for visible-infrared object
detection, which integrates a feature-level spatial alignment module and a cross-
modal feature fusion module into a dual-stream detection network. By performing
alignment-before-fusion interaction at multiple detection scales, the framework
can reduce cross-modal feature inconsistency and obtain more reliable multimodal
representations.

® A spatial alignment module, termed OffsetNet, is introduced to alleviate feature-
level misalignment between visible and infrared modalities. Instead of performing
strict image-level registration, OffsetNet predicts task-oriented sampling offsets and
aligns visible features to the infrared reference feature space before cross-modal
fusion.

® A Swin Transformer-based cross-modal feature fusion module, termed SwinFu-
sion, is designed to strengthen visible-infrared feature interaction. By adopting an
Intra-Inter Swin Fusion strategy, the module first models intra-modal contextual
information and then performs inter-modal feature fusion, enabling more effective
exploitation of cross-modal complementary information.

2 Related Work
2.1 Visible-Infrared Object Detection

Visible-infrared object detection aims to improve detection robustness by exploit-
ing complementary information from visible and infrared modalities. Visible images
usually contain rich color, texture, and appearance details, but they are sensitive to
illumination changes and may suffer from severe degradation under low illumination
or adverse weather conditions. In contrast, infrared images capture thermal radiation



information and can highlight object contours under poor lighting conditions. There-
fore, visible-infrared detection has been widely investigated in challenging scenarios
such as nighttime perception, autonomous driving, surveillance, and remote sensing.
Early multispectral detection methods mainly extended single-modal detectors to
dual-stream architectures, in which visible and infrared features are extracted sepa-
rately and fused at different stages. Liu et al. [8] investigated early fusion, halfway
fusion, and late fusion strategies for RGB-T pedestrian detection, showing that halfway
fusion can achieve better performance than other fusion stages. Subsequent works
further explored feature-level fusion because it can preserve modality-specific rep-
resentations while enabling end-to-end optimization for detection. Zhang et al. [9]
proposed a guided attentive feature fusion method, which introduces intra-modality
and inter-modality attention to dynamically weigh and fuse multispectral features.
Dasgupta et al. [10] designed a spatio-contextual deep network with graph attention
and contextual refinement for multimodal pedestrian detection in autonomous driv-
ing scenarios. Fang and Wang [11] proposed a cross-modality attentive feature fusion
module for multispectral remote sensing object detection, which enhances modality-
specific features and selects useful modality-shared features. Li et al. [12] introduced
confidence-aware fusion based on Dempster-Shafer theory to dynamically integrate
multispectral information according to modality confidence. These methods demon-
strate that adaptive feature fusion is effective for visible-infrared detection, but robust
cross-modal interaction and spatially consistent feature fusion remain challenging.

2.2 Cross-modal Feature Fusion

Feature fusion is a key component in visible-infrared object detection. Simple fusion
operations, such as feature addition, concatenation, and network-in-network (NIN)
fusion, are efficient and have been widely used in early dual-stream detectors. However,
these operations usually treat features from different modalities in a fixed manner and
lack the ability to explicitly model fine-grained cross-modal relationships. To address
this issue, attention-based fusion methods have been proposed to dynamically select
or enhance useful information from different modalities.

Guided attentive feature fusion (GAFF) introduces intra-modality and inter-
modality attention to adaptively weigh multispectral features under different condi-
tions [9]. Confidence-aware fusion further estimates the reliability of each modality
and fuses detection results according to modality confidence, improving the reliabil-
ity of multispectral pedestrian detection [12]. Cross-modality attentive feature fusion
(CMAF) decomposes modality features into common and differential components,
aiming to retain modality-specific features while selecting useful shared features [11].

Recently, Transformer-based fusion methods have been introduced to strengthen
global cross-modal interaction. CFT employs Transformer-based feature fusion to
model long-range dependencies between RGB and thermal features [5]. ICAFusion
proposes an iterative cross-attention guided fusion framework to capture complemen-
tary information from different modalities while reducing model complexity through
parameter sharing [7]. JTMDet combines Transformer and Mamba structures to cap-
ture useful multispectral information while maintaining high inference efficiency [18].



EI’Det designs a cross-modal interaction module with visible-priority and infrared-
priority multi-head cross-attention, and further introduces illumination-aware and
edge-guided mechanisms for robust visible-infrared detection [19]. These methods show
that attention-based and Transformer-based interaction can effectively enhance cross-
modal feature fusion. However, directly fusing features may still introduce feature
interference when visible and infrared features are locally misaligned or have large
modality discrepancies.

2.3 Weakly Aligned Cross-modal Feature Alignment

Cross-modal misalignment is another important challenge in visible-infrared object
detection. Since visible and infrared images are usually captured by different sensors,
the paired images may suffer from inconsistent viewpoints, focal lengths, resolutions,
imaging time, or field of view. Such weak alignment causes feature mismatch between
corresponding regions, which may degrade fusion quality and detection performance.

AR-CNN is one of the representative methods for weakly aligned multispectral
pedestrian detection. It points out that real color-thermal image pairs may suffer from
position shift, and proposes a Region Feature Alignment module to adaptively align
region features from two modalities [6]. For UAV-based RGB-IR object detection,
OAFA further argues that strict image-level alignment is difficult and costly in real-
world scenarios. Instead of enforcing strict registration, it estimates feature-level offsets
and performs offset-guided deformable alignment and fusion for detection-oriented
multimodal feature interaction [13]. DACFusion further emphasizes the importance of
spatial correspondence between multispectral images and proposes a dual asymmetric
cross-attention fusion strategy to interactively process features according to positional
correspondence and modality characteristics [14].

These works show that task-driven alignment-aware feature interaction is more
practical than strict physical registration for weakly aligned visible-infrared detection.
Inspired by this observation, the proposed method adopts feature-level offset predic-
tion before cross-modal fusion. Instead of performing strict image-level registration,
the alignment module predicts task-oriented sampling offsets to align visible features to
the infrared reference feature space, thereby reducing local spatial discrepancy before
feature fusion.

2.4 Frequency-domain Feature Modeling

Frequency-domain modeling provides an effective auxiliary perspective for visual
feature representation. Wavelet transform can decompose feature maps into low-
frequency structural components and high-frequency detail components, making it
suitable for separating global object structures from local edge and texture infor-
mation. WaveMamba introduces a wavelet-driven fusion strategy for RGB-infrared
object detection, demonstrating that wavelet-based frequency-domain modeling can
effectively support multispectral feature representation [17]. WtCAFNet further intro-
duces wavelet transform and cross-attention modality-adaptive fusion for multispectral
object detection, where wavelet-related operations are used to enhance feature rep-
resentation and reduce redundant information during cross-modal fusion [15]. These



studies indicate that wavelet-based feature modeling can help preserve structural and
detail information in multimodal feature extraction and aggregation.

Based on the above observations, this work adopts the wavelet-driven feature mod-
eling strategy from WaveMamba [17] as an auxiliary frequency-domain operation in the
backbone and neck, rather than treating wavelet transform itself as the main method-
ological novelty. The proposed network mainly focuses on three aspects: constructing
a dual-stream detection framework for visible and infrared modalities, introducing an
OffsetNet module to reduce feature-level spatial misalignment, and designing a Swin
Transformer-based cross-modal feature fusion module to strengthen intra-modal rep-
resentation and inter-modal information interaction. In this way, the adopted wavelet
operations provide frequency-aware feature representations, while the task-specific
alignment and fusion modules further improve the effectiveness of visible-infrared
object detection.

3 Method

This section introduces the proposed visible-infrared object detection network. Over-
all, the proposed method is built upon a dual-stream YOLO detection framework.
To address modality discrepancy, spatial misalignment, and insufficient cross-modal
interaction between visible and infrared images, we construct a unified dual-modal
detection network that integrates feature extraction, wavelet-based feature model-
ing, feature-level spatial alignment, and cross-modal feature fusion. Specifically, a
dual-stream backbone is first used to extract multi-scale features from visible and
infrared images, respectively. Inspired by WaveMamba [17], the discrete wavelet trans-
form (DWT) and inverse discrete wavelet transform (IDWT) are adopted as auxiliary
frequency-domain operations in the backbone and neck to preserve structural and
detail information during feature extraction and aggregation. In the cross-modal inter-
action stage, the four wavelet subbands at each feature scale are processed by an
alignment and fusion pipeline with parameters shared within that scale. Different fea-
ture scales use separate module instances with independent parameters. The alignment
module, termed OffsetNet, predicts task-oriented spatial sampling offsets to align vis-
ible subband features to the infrared reference feature space. Then, the fusion module,
termed SwinFusion, performs intra-modal feature modeling and inter-modal feature
fusion between the aligned visible subband features and infrared subband features.
Finally, the fused wavelet subbands are fed into the neck, where low-frequency pro-
cessing and cross-scale aggregation are combined with IDWT reconstruction before
detection.

3.1 Overall Architecture

The overall architecture of the proposed network is shown in Fig. 2. Given a pair of vis-
ible image 18" and infrared image I'*, the network extracts multi-scale features from
the two modalities through a dual-stream backbone. In our implementation, the visi-
ble and infrared branches are instantiated with YOLOv8 and YOLOv11, respectively.
This setting is used as an implementation configuration within the dual-stream detec-
tion framework to extract modality-specific multi-scale features before cross-modal



alignment and fusion. It should be noted that this work does not regard the back-
bone configuration itself as an independent methodological contribution. Instead, the
main focus of this paper is on feature-level spatial alignment and Swin Transformer-
based cross-modal feature fusion. Therefore, all ablation studies are conducted under
the same backbone configuration to fairly evaluate the effectiveness of OffsetNet and
SwinFusion. Let B'8" and B denote the visible and infrared branches, respectively.
The multi-scale feature extraction process can be formulated as:

rgb __ rgb rgb rgb | __ argh rgb
F _{F3 »t4 545 =B (I )’

1

fir _ {F§r7Fir,Fgr} — Bir (Iir) ) ( )
where F'8P and F'* denote the three-level feature sets extracted from the visible and
infrared branches, respectively.

Since intermediate fusion has been widely verified to be effective in visible-infrared
detection, this work also adopts an intermediate fusion strategy and mainly performs
cross-modal interaction on the last three feature scales used for detection. As shown
in Fig. 2 and Fig. 3, after DWT-based feature decomposition, the proposed Wavelet-
Guided Alignment and Fusion (WGAF) module is applied to the wavelet subbands
of visible and infrared features. Different from conventional methods that directly
concatenate or add features from two modalities, the proposed method first aligns
the visible subband feature to the infrared reference feature space and then performs
cross-modal feature fusion.

For a selected feature scale, DWT first decomposes the visible and infrared features
into four wavelet subbands:

{FLL, Fiy, Fie, Fin} = DWT (F™), 2)
m € {rgb,ir}.
where F]; denotes the low-frequency structural subband, while F[%, Fi';, and Fii'y
denote the high-frequency directional subbands.
Let s € {LL,LH,HL,HH} denote one of the four wavelet subbands. Within a
given feature scale, the visible and infrared features from each subband are processed
by the same alignment and fusion pipeline with shared parameters:

Freb-alisn — OffsetNet (F;rgba F;r) ) ®)

F'¢ = SwinFusion (FI8P-ien Fir) | (4)
Here, the parameters of OffsetNet and those of SwinFusion are each shared across
the four wavelet subbands within the same feature scale. Separate OffsetNet and
SwinFusion instances are used at different feature scales, without cross-scale parameter
sharing. For notational simplicity, both the scale index and the subband index are
omitted in the following single-subband derivations. Therefore, 8> and F'* are used
to denote an arbitrary pair of visible and infrared subband features from a selected

feature scale, and the same operations are applied to all selected scales and all wavelet
subbands.
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Fig. 2 Overall architecture of the proposed network with Wavelet-Guided Alignment and Fusion
(WGAF). WGAF parameters are shared across subbands within each scale and are independent
across scales. In the neck, low-frequency features undergo convolutional and cross-scale aggregation
before IDWT reconstruction with the corresponding high-frequency features.

The fused low-frequency and high-frequency features are passed to the wavelet-
based neck. Let L; = Ff“fi and H; = {F}F5, Fl5%, Fi5% ) for i € {3,4,5}. These
correspond to F} and Fj in Fig. 2. The neck combines low-frequency processing,

cross-scale aggregation, and IDWT reconstruction to produce the detection features:

(B, ek ey = N ({(La i)Y ) ®)
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Fig. 3 Structure of WGAF for one wavelet subband. OffsetNet predicts sampling offsets for bilinear
resampling of visible features, followed by SwinFusion with the infrared reference features.
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Fig. 4 Architecture of the proposed OffsetNet. OffsetNet takes the concatenated visible-infrared
subband feature as input and predicts the spatial offset field through a Main Branch and an Auxiliary
Branch. The Main Branch performs gated cross-modal feature weighting, while the Auxiliary Branch
computes a local correlation volume within a 3 X 3 neighborhood to provide local matching guidance.
The outputs of the two branches are concatenated and projected by a 1 x 1 convolution to generate
the final offset field Ap.

Finally, the detection head takes the aggregated neck features and predicts object
categories, bounding boxes, and confidence scores:

Y =D ({F??CCk, F;CCk7 F5ncck}) , (6)

where N () denotes the neck, D(-) denotes the detection head, and Y denotes the final
detection results.
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Fig. 5 Architecture of the proposed SwinFusion module. The module first performs intra-domain
feature modeling for aligned visible and infrared features from the same wavelet subband, and then
conducts inter-domain feature fusion to enhance cross-modal complementary representation. The
enhanced features from the two modalities are concatenated and projected by a 1 X 1 convolution to
generate the final fused subband feature.
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Fig. 6 Swin unit redrawn based on the Swin Transformer block [20]. The illustrated W-MSA and
SW-MSA operations apply to intra-modal self-attention. In the inter-modal stage, they are replaced
by regular-window and shifted-window cross-attention: queries and residual connections come from
the branch being updated, while keys and values come from the complementary modality.

3.2 Dual-stream Backbone with Wavelet-based Feature
Modeling

The proposed network adopts a dual-stream backbone to extract visible and infrared
features separately. The visible and infrared branches generate multi-scale feature
maps, which are subsequently processed by wavelet-based feature modeling opera-
tions and cross-modal alignment and fusion modules. In our implementation, the
two branches are instantiated as described in the overall architecture, and the same
backbone configuration is kept fixed in all ablation experiments.

11



Following the wavelet-driven feature modeling strategy in WaveMamba [17], DWT
is introduced as an auxiliary frequency-domain operation in the backbone. For an
intermediate feature F™, where m € {rgb,ir}, DWT decomposes it into one low-
frequency subband and three high-frequency directional subbands:

{FFLvFFH»F;?L’FﬁnH}:DWT<Fm)- (7>

The LL subband mainly contains low-frequency structural information, such as object
contours, semantic layout, and coarse appearance cues. The LH, HL., and HH subbands
mainly contain high-frequency details, such as edges, textures, and local variations
along different directions.

By adopting wavelet decomposition in the backbone, the network can explicitly
access different frequency components during feature extraction, reducing the loss of
structural and detail information caused by conventional convolutional downsampling.
In our implementation, the four wavelet subbands are processed by the same align-
ment and fusion pipeline. Specifically, the LL, LH, HL, and HH subbands within each
feature scale are fed into shared OffsetNet and SwinFusion modules for feature-level
alignment and cross-modal fusion. The module parameters are independent across
feature scales. Since the processing procedure of the four subbands is identical, the
following OffsetNet and SwinFusion derivations use F*8® and F™ to denote an arbi-
trary pair of visible and infrared subband features, and both the scale index and the
subband index are omitted for clarity. It should be noted that the wavelet operation
is used as an adopted frequency-domain feature modeling tool in this work, while the
main task-specific designs focus on feature-level spatial alignment and cross-modal
feature fusion.

3.3 Spatial Alignment Module

In practical acquisition scenarios, visible and infrared images are usually captured
by different sensors, and they may have differences in viewpoint, focal length,
installation position, resolution, and temporal synchronization. Therefore, even after
preprocessing, local misalignment may still exist at the feature level. Directly fus-
ing unaligned features may cause inconsistency between object textures, edges, and
thermal responses, thus affecting detection performance.

To mitigate this problem, a spatial alignment module, termed OffsetNet, is
designed before cross-modal feature fusion. Given a visible subband feature F"8" and
an infrared subband feature F'* from the same feature scale and wavelet subband,
OffsetNet predicts the spatial sampling offsets of the visible feature with respect to
the infrared reference feature space and generates the aligned visible feature FraP-alisn
through offset-guided backward sampling. Within each feature scale, the same Off-
setNet instance is applied to all four wavelet subbands. Different feature scales use
independent OffsetNet instances.

The two subband features are first concatenated along the channel dimension to
obtain a bimodal joint feature:

Frat = Concat (F™8", F'Y) (8)
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where Fiy, € REX2CXHXW qanotes the concatenated bimodal subband feature.

As shown in Fig. 4, OffsetNet consists of a Main Branch and an Auxiliary
Branch. The Main Branch is motivated by recent attention-based visual representation
methods such as TransNeXt [21], which emphasize adaptive feature aggregation for
enhancing discriminative visual responses. Based on this motivation, the Main Branch
performs gated cross-modal feature weighting to adaptively emphasize informative
visible and infrared feature responses for offset prediction. The Auxiliary Branch is
inspired by the cost-volume-based matching mechanism in PWC-Net [22], where local
feature similarities are used to estimate dense correspondences. Different from optical
flow estimation, the Auxiliary Branch in OffsetNet only computes a local correlation
volume to provide explicit local matching cues for detection-oriented feature align-
ment. The outputs of the two branches are concatenated and projected by a 1 x 1
convolution to generate the final spatial offset field.

In the Main Branch, the concatenated feature is first processed by a linear mapping
layer and a 3 x 3 group-wise convolution. Then, a Sigmoid function is used to generate
a spatially adaptive gating weight:

a = o (GWConv (Linear (Feat))) , (9)

where a € REXCXHXW "and (-) denotes the Sigmoid function. Since the input feature
has 2C' channels, the group-wise convolution can model local cross-modal channel
relationships with low computational cost.

Meanwhile, the concatenated feature is split into visible and infrared feature parts:

(X, X = Split (Fuu). "

Then, the gating weight and its complementary weight are used to adaptively combine
visible and infrared features:

Xigse = O X8 4+ (1 —a)® X, (11)

where ® denotes element-wise multiplication. This gated weighting strategy enables
OffsetNet to adaptively emphasize informative modality responses at different spatial
positions for offset estimation.

The weighted feature is further processed by depth-wise convolution, group
normalization, and SiLLU activation to generate the output of the Main Branch:

M = SiLU (GN (DWConv (Xtuse))) , (12)

where M denotes the output feature of the Main Branch.

In the Auxiliary Branch, a local correlation volume is introduced to provide local
spatial correspondence information between visible and infrared subband features.
Different from the Main Branch, which learns adaptive feature weighting, the Auxiliary
Branch explicitly compares the infrared reference feature with neighboring visible
source features within a local search region.
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The visible and infrared subband features are first normalized along the channel
dimension:

Fr8® — L2Norm (Frgb) ,  F" =12Norm (Fir) , (13)
where L2Norm(-) denotes channel-wise L2 normalization.

For each spatial position p = (x,y) in the infrared reference feature map, the local
correlation volume measures the similarity between the infrared feature at position p
and the visible features within a local neighborhood around p. In this work, a 3 x 3
local neighborhood is adopted. Therefore, the local displacement set is defined as:

D, = {(U,U) | u,v € {71703 1}}7 (14)

which contains 9 local displacement candidates.

For each displacement d = (u,v) € Dy, the local correlation response is computed
by the channel-wise inner product between the normalized infrared feature at position
p and the normalized visible feature at the shifted position p + d:

C

Clp,d) =Y Fi'(p) - F=(p + d). (15)
c=1

Since both features are L2-normalized along the channel dimension, this inner product
can be regarded as the local cosine similarity between the infrared reference feature
and the neighboring visible source feature.

By enumerating all displacement candidates in the 3 x 3 neighborhood, the corre-
lation responses are stacked along the channel dimension to form the local correlation
volume:

C = Concat ({C(-,d) | d € D1}), (16)

where C € REXIXHXW denotes the local correlation volume. It encodes the local
matching relationship between the infrared reference feature and the visible source
feature under nine neighboring displacement candidates.

The local correlation volume is further processed by depth-wise convolution,
group normalization, and SiLU activation to generate the auxiliary correlation-guided
feature:

A = SiLU (GN (DWConv (C))), (17)
where A denotes the output feature of the Auxiliary Branch. This auxiliary feature pro-
vides explicit local matching evidence for offset prediction, helping OffsetNet estimate
more stable task-oriented sampling offsets under cross-modal spatial discrepancy.

Finally, the outputs of the Main Branch and the Auxiliary Branch are concatenated
and projected by a 1 x 1 convolution to generate the spatial offset field:

Ap = Convy 1 (Concat (M, A)), (18)
where Ap € REX2XHXW denotes the predicted spatial offset field. For each spatial

position p = (x,y) in the feature map, Ap(p) = (Ax,Ay) represents the sampling
offset in the horizontal and vertical directions.

14



After obtaining the spatial offset field Ap, the infrared subband feature F'" is used
as the reference coordinate space, and offset-guided backward sampling is performed
on the visible subband feature F™8" to obtain the aligned visible feature Freb-alien
Specifically, for an arbitrary spatial position p = (z,y) in the infrared reference feature
map, the aligned visible feature does not directly take the response from the same
position in the original visible feature map. Instead, it samples the corresponding
response from the original visible feature map at the offset position p + Ap(p):

FrEbalEn () _ FTED (3 4 Ap(p)). (19)
In coordinate form, this can be written as:
Frgb,align(x, y) _ Frgb (l’ + ASE, Y+ Ay) . (20)

Since the sampling position p+Ap(p) is usually a continuous coordinate rather than
an integer grid point, bilinear interpolation is adopted to obtain the corresponding
feature response from the original visible feature map:

JFrreb-align (p) = Z G (q,p+ Ap(p)) Frgb(q)’ (21)
gEN (p+Ap(p))

where N (p + Ap(p)) denotes the set of neighboring grid points around the sampling
position, and G(¢,p + Ap(p)) denotes the bilinear interpolation weight.

This alignment process can be regarded as a feature-level resampling strategy using
infrared features as the reference. For each position in the infrared feature map, the
network adaptively extracts feature responses from the corresponding offset positions
in the original visible feature map according to the predicted offsets, thereby con-
structing a spatially more consistent aligned visible feature. It should be noted that
the proposed method does not physically translate visible feature points. Instead, it
regenerates the aligned visible feature map through backward sampling. Therefore,
the predicted offsets are more suitable to be interpreted as task-oriented feature sam-
pling offsets rather than a strict image-level geometric registration field. Although the
above formulation omits the scale and subband indices, the same alignment procedure
is applied at all selected feature scales. OffsetNet parameters are shared only across
the four subbands within each scale and are independent across scales.

3.4 Swin Transformer-based Cross-modal Feature Fusion
Module

After spatial alignment by OffsetNet, the aligned visible subband feature FrsP-alisn
and the infrared subband feature F'' are spatially more consistent. However, spatial
alignment alone is insufficient to fully exploit the complementary information between
the two modalities. Therefore, a Swin Transformer-based cross-modal feature fusion
module, termed SwinFusion, is further introduced to model intra-modal contextual
information and perform inter-modal feature fusion. SwinFusion first performs intra-
modal feature modeling for the aligned visible subband feature and infrared subband
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feature, and then performs inter-modal feature fusion. Within each feature scale, the
same SwinFusion instance is applied to all four wavelet subbands, while different scales
use independent instances.

The proposed SwinFusion adopts an Intra-Inter Swin Fusion design, which is
motivated by previous multispectral detection studies that model intra-modality and
inter-modality relationships for feature fusion [7, 9]. Specifically, the aligned visible
and infrared features are first independently fed into Swin units for intra-modal fea-
ture modeling, and then cross-modal feature fusion is performed between the two
modality-specific representations.

The intra-modal feature modeling process can be formulated as:

ngb = Srgb (Frgbiahgn) ’ F‘iillitra = Siirl;tra (Fir) ’ (22>

intra intra

where S50 (-) and S,
features, respectively.

In the intra-modal stage, the query, key, and value are all derived from the
same modality. Thus, visible self-attention aggregates contextual information within
the aligned visible representation, while infrared self-attention independently models
the infrared representation. This stage strengthens modality-specific features before
information is exchanged between modalities.

In the second stage, inter-modal feature fusion is performed between the two
modality-specific representations. The visible branch uses infrared features as comple-
mentary information, while the infrared branch uses visible features as complementary
information:

() denote the intra-modal Swin units for visible and infrared

zreb = sreb (F”gb Fir

inter intra’ mtra) ’

(23)

inter

i i i b
er = Sin (Fjilrrltrav F};gtra) ) (24)
where S8 (-) and S, (-) denote the inter-modal Swin fusion units.

Unlike intra-modal self-attention, inter-modal cross-attention derives the query
from the modality being updated and the key and value from the complementary
modality. Let X™" and X'* denote the token representations of Fi;gt?a and Fj, . within
a pair of spatially corresponding windows. For a single attention head, the projections
are written as

Q" = X"Wg,
K™ =X"Wg, (25)
vm = X", m € {rgb,ir},
where W¢', Wi, and Wy are learnable projection matrices. Head indices are omitted
for clarity. The two directions of cross-modal attention are expressed as

. rgb ir\T . .
Areber — Softmax(Q \(/[3{ L Rrngr) v, (26)
. ir rgb\T .
Alrereb — SoftmaX(Q (53 L R“Hgb) Ve, (27)
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where d is the key dimension of one attention head, and R denotes the relative posi-
tional bias together with the attention mask when applicable. Softmax is applied
over the key tokens. In the visible update, each visible query retrieves a weighted
combination of infrared value tokens; in the infrared update, each infrared query
retrieves complementary visible information. The outputs of multiple heads are con-
catenated and projected within the corresponding inter-modal Swin unit to produce
the enhanced branch representations Z'8" and Zi*. The two directions therefore pre-
serve their respective query coordinate systems while exchanging modality-dependent
information.

According to the structure shown in Fig. 5, the enhanced features from the two
modalities are concatenated and projected by a 1 x 1 convolution to generate the fused
subband feature:

Ffuse — Convy (Concat (ngb7 Zir)) . (28)

The window mechanism is used in both stages, but the sources of the query, key,
and value differ: the intra-modal stage uses window-based self-attention, whereas the
inter-modal stage uses window-based cross-attention between the two modalities. In
the inter-modal stage, the visible and infrared features follow the same window par-
tition so that each query window interacts with its spatially corresponding key and
value window. For shifted-window attention, both modalities use the same spatial
shift, and an attention mask prevents invalid interactions introduced by cyclic shift-
ing. The shift is reversed when the window outputs are restored to the feature-map
layout. Alternating regular and shifted windows enables information exchange across
neighboring windows while avoiding attention over all spatial tokens at once.

This design separates the roles of alignment and fusion. OffsetNet first resamples
visible features into the infrared reference coordinate space, whereas cross-attention
subsequently aggregates complementary information according to learned feature
affinities within the corresponding windows. The attention weights describe feature
interactions rather than explicit geometric displacements. By first modeling intra-
modal context and then performing bidirectional inter-modal interaction, SwinFusion
provides a structured mechanism for combining the aligned visible and infrared
representations.

Although the above formulation omits the scale and subband indices, a sepa-
rate SwinFusion instance is used at each selected feature scale. Within that scale,
its parameters are shared across the LL, LH, HL, and HH subbands to generate the
corresponding fused subband features; parameters are not shared across scales.

In the ablation study, several Swin-based fusion variants are compared to verify the
effectiveness of the proposed Intra-Inter Swin Fusion strategy. The compared variants
include Intra Swin Fusion, Inter Swin Fusion, Inter-Intra Swin Fusion, and the pro-
posed Intra-Inter Swin Fusion. Their detailed structures and quantitative comparisons
are presented in the ablation study.

3.5 Wavelet-based Neck and Detection Head

After cross-modal alignment and feature fusion, the fused wavelet subbands are passed
to the neck shown in Fig. 2 for multi-scale feature aggregation. The neck integrates
IDWT reconstruction with feature aggregation and produces three detection features,
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denoted by Fpeck  pheck and Fpeck. These features are then fed into the YOLO
detection head to predict object categories, bounding boxes, and confidence scores:

Y =D ({F;eCk, FileCk, Fgleck}) ) (29)

4 Experiments

This section presents the experimental validation and result analysis of the proposed
visible-infrared object detection network. We first introduce the datasets and imple-
mentation details used in the experiments. Then, the proposed method is compared
with existing visible-infrared object detection methods to verify its overall detection
performance. Furthermore, ablation studies are conducted to analyze the effectiveness
of OffsetNet alignment network, and SwinFusion cross-modal feature enhancement
module. Finally, detection results and offset visualizations are provided to further
analyze the alignment and fusion effects of the proposed method.

4.1 Datasets

To comprehensively evaluate the effectiveness of the proposed method in different
scenarios, experiments are conducted on four public visible-infrared object detection
datasets, namely FLIR, LLVIP, VEDAI, and DroneVehicle. These datasets cover typ-
ical application scenarios such as autonomous driving, low-light pedestrian detection,
aerial small-object detection, and UAV-based vehicle detection. In addition, the visi-
ble and infrared images in different datasets vary in imaging conditions, object scales,
background complexity, and spatial alignment degree. Therefore, these datasets can
comprehensively evaluate the effectiveness of the proposed method in cross-modal
feature fusion, spatial alignment, and object detection under complex scenarios.

1) FLIR: The FLIR ADAS dataset is a commonly used visible-infrared object detec-
tion dataset for autonomous driving scenarios, containing paired visible and infrared
images. The dataset covers complex scenes, including daytime, nighttime, and var-
ious road environments. Since the visible and infrared images in the original FLIR
dataset are not strictly aligned, the manually aligned FLIR dataset is adopted in this
work [23]. This dataset contains 4129 image pairs for training and 1013 image pairs
for testing, including only three object categories: person, car, and bicycle.

2) LLVIP: The LLVIP [24] dataset is a visible-infrared pedestrian detection dataset
designed for low-light scenarios, mainly collected at night and under weak illumina-
tion conditions. It contains 15488 visible-infrared image pairs, including 12025 pairs
for training and 3463 pairs for testing, with pedestrian annotations. Under low-light
conditions, visible images usually suffer from insufficient brightness, low contrast, and
blurred details, while infrared images can provide relatively stable thermal radiation
responses. Therefore, this dataset is suitable for evaluating the ability of the model
to exploit infrared information for improving pedestrian detection performance in
low-light environments.

3) VEDAI: The VEDAI [25] dataset is an aerial visible-infrared vehicle detection
dataset, containing 1210 paired visible and infrared images, including 1089 pairs for
training and 121 pairs for testing. Different from ground-view datasets, the objects in
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VEDALI are usually small and are easily affected by complex backgrounds, viewpoint
variations, and dense object distributions. The dataset contains eight vehicle-related
categories, including car, truck, tractor, pickup, van, boat, camping car, and plane.
4) DroneVehicle: The DroneVehicle [26] dataset is a large-scale UAV-view visible-
infrared object detection dataset, containing 28439 paired visible and infrared images
collected by UAV platforms, including 19459 pairs for training and 8980 pairs for test-
ing. This dataset has the characteristics of significant viewpoint variations, large object
scale differences, complex backgrounds, and diverse illumination conditions. It con-
tains five vehicle categories: car, truck, bus, van, and freight car. Due to UAV motion
and the imaging differences between different sensors, certain spatial discrepancies
may exist between visible and infrared images.

4.2 Implementation Details

Haar wavelets are used for feature decomposition and reconstruction. SwinFusion uses
4 x 4 attention windows with eight heads and an MLP expansion ratio of 2. Each
modality-specific intra-modal stage and the bidirectional inter-modal stage contain
two successive attention blocks, using regular windows followed by shifted windows
with a shift size of 2. One Intra-Inter fusion group is used at each feature scale.
Layer normalization and GELU activation are used in the Swin blocks, and dropout,
attention dropout, and stochastic depth are set to zero. Module parameters are shared
across the four subbands within each scale and are independent across scales.

The proposed method is implemented based on PyTorch and the YOLO detection
framework, and all experiments are conducted on a single NVIDIA RTX 4090 GPU.
All input images are resized to 640 x 640, and the batch size is set to 8. The model
is trained for 100 epochs using the SGD optimizer with an initial learning rate of
1 x 1072 and a weight decay of 5 x 10~%. In addition, warm-up and cosine annealing
learning rate scheduling are adopted during training. Data augmentation strategies,
including random scaling, random translation, random flipping, color jittering, and
Mosaic augmentation, are used to improve the generalization ability of the model.
Except for the settings explicitly specified above, all remaining training settings follow
the default configuration of the YOLOv11 implementation used in this work. Unless
otherwise specified, the same training configuration is adopted for experiments on
different datasets. In ablation studies, only the module to be evaluated is changed,
while the other training settings remain unchanged to ensure fair comparisons.

The original YOLOv11 detection loss and its default weighting are used without
modification. OffsetNet and SwinFusion are optimized end-to-end through this detec-
tion objective. No additional alignment loss, offset regularization term, or separate
supervision for the Auxiliary Branch is introduced.

Inference time is measured on the same NVIDIA RTX 4090 GPU using an inference
batch size of 4. Apart from the settings explicitly specified in this work, inference uses
the default configuration of the YOLOv11 implementation.
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4.3 Comparison With Existing Methods

To verify the overall effectiveness of the proposed method, we compare the pro-
posed visible-infrared object detection network with representative multimodal object
detection methods in recent years. The compared methods include typical dual-
stream fusion detection methods, attention-based cross-modal fusion methods, and
visible-infrared detection methods based on Transformer or Mamba structures. Specif-
ically, CMAF, CFT, ICAFusion, and WaveMamba are retrained and evaluated under
the experimental settings used in this work and are marked with { in Tables 1-4.
Results for the other comparison methods are taken from their corresponding publica-
tions. Comparisons with these published results provide context, but may also reflect
differences in the original training and evaluation protocols.

Experiments are conducted on four public datasets, including FLIR, LLVIP,
VEDAI, and DroneVehicle. The main evaluation metrics are mAP5y and mAP. mAP5g
denotes the mean average precision at an IoU threshold of 0.5, while mAP denotes
the average mAP under IoU thresholds from 0.5 to 0.95 with a step size of 0.05. The
quantitative comparison results on each dataset are presented as follows.
Quantitative results on the FLIR dataset: Table 1 presents the quantitative com-
parison between the proposed method and existing methods on the FLIR dataset. It
can be observed that the proposed method achieves competitive detection performance
in terms of both mAP5;y and mAP. Compared with simple feature concatenation or
convolution-based fusion methods, the proposed method performs feature-level spa-
tial alignment on visible features through OffsetNet before fusion, alleviating the
negative influence of cross-modal spatial misalignment. Furthermore, the SwinFusion
module models intra-modal contextual relationships and inter-modal complementary
relationships, making the fused features more discriminative.

Table 1 Quantitative results for the FLIR dataset

Method Year | mAPso (%) | mAP (%)

GAFF [9] 2021 72.7 37.3
CFT [5]t 2022 75.2 39.7
CMAF [11]f 2022 75.8 41.1

UA-CMDet [26] | 2022 78.6 -
CSSA [27] 2023 79.2 41.3

MFPT [28] 2023 80.0 -
ICAFusion [7]* 2024 76.5 41.2
CrossFormer [29] | 2024 79.3 42.1
WaveMamba [17]T | 2025 79.4 42.4
Ours - 80.9 42.8

1 denotes results reproduced in this work; unmarked com-
parison methods use results reported in the corresponding
publications. “-” denotes an unavailable entry. Bold values
indicate the best results in each metric column.

Quantitative results on the LLVIP dataset: Table 2 shows the experimental
results on LLVIP. The proposed method achieves 97.5% mAPs5o and 66.1% mAP,
matching WaveMamba in mAP5p and exceeding it by 0.1 percentage points in mAP.
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These results indicate comparable performance to WaveMamba on this low-light
pedestrian detection dataset. The small numerical difference should not be interpreted
as evidence of a statistically significant improvement without repeated-run evaluation.

Table 2 Quantitative results for the LLVIP dataset

Method Year | mAPso (%) | mAP (%)

GAFF [9] 2021 94.0 55.8
CFT [5]f 2022 96.9 65.1

UA-CMDet [26] 2022 96.3 -
CMAPF [11]t 2022 97.1 65.8
CSSA [27] 2023 94.3 59.2
ICAFusion [7]* 2024 97.3 65.3

M?2FNet [30] 2024 96.9 -
CrossFormer [29] | 2024 97.4 65.1
WaveMamba [17]T | 2025 97.5 66.0
Ours - 97.5 66.1

1 denotes results reproduced in this work; unmarked com-
parison methods use results reported in the corresponding
publications. “-” denotes an unavailable entry. Bold values
indicate the best results in each metric column.

Quantitative results on the VEDAI dataset:

Table 3 presents the comparison results of different methods on the VEDAI dataset.
VEDALI is an aerial visible-infrared dataset in which objects are usually small and
easily affected by complex backgrounds and viewpoint variations. As shown in Table 3,
the proposed method achieves the best mAP5q of 78.2%, outperforming WaveMamba
by 0.3 percentage points. This indicates that the proposed spatial alignment and cross-
modal fusion strategy is effective for detecting aerial small objects under the IoU
threshold of 0.5.

However, the mAP of the proposed method is 49.8%, which is lower than that
of WaveMamba. This indicates better detection performance at an IoU threshold of
0.5, but lower performance when averaged over IoU thresholds from 0.5 to 0.95. The
difference alone does not identify separate changes in recall or confidence, and sug-
gests room for improving localization at stricter IoU thresholds. One possible reason
is that small objects in VEDAI are more sensitive to slight localization deviations,
and feature-level alignment may introduce local sampling variations when the origi-
nal visible-infrared image pairs are already relatively well aligned. Nevertheless, the
results demonstrate that the proposed method has competitive performance on aerial
visible-infrared object detection, especially in terms of mAP5.

Quantitative results on the DroneVehicle dataset: Table 4 shows the quan-
titative comparison results of different methods on the DroneVehicle dataset. The
DroneVehicle dataset has significant object scale variations, complex viewpoints,
strong background interference, and cross-modal spatial discrepancies, providing an
additional evaluation of the proposed method in UAV-based multimodal object detec-
tion scenarios. It can be seen that the proposed method still achieves favorable
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Table 3 Quantitative comparison of different methods
on the VEDAI dataset

Method Year | mAPso (%) | mAP (%)
CFT [5]7 2022 71.7 43.3
CMAF [11]f 2022 71.6 46.4
SuperYOLO (3] 2023 73.6 -
ICAFusion [7]t 2024 76.6 44.9
WaveMamba [17]T | 2025 77.9 51.3
Ours - 78.2 49.8

1 denotes results reproduced in this work; unmarked com-
parison methods use results reported in the corresponding
publications. “-” denotes an unavailable entry. Bold values
indicate the best results in each metric column.

detection performance under complex UAV-view scenarios. Compared with conven-
tional dual-stream fusion methods, the proposed method adaptively resamples visible
features through OffsetNet, making them better match the infrared feature space
at the feature level. Meanwhile, SwinFusion further enhances the complementary
information between the two modalities through intra-modal fusion and inter-modal
interaction. Therefore, the proposed method can maintain strong detection capability
in scenarios with large object scale variations and complex backgrounds.

Table 4 Quantitative comparison of different methods
on the DroneVehicle dataset

Method Year | mAPso (%) | mAP (%)
CFT [5]f 2022 82.5 63.0
CMAF [11]t 2022 82.0 62.5
ICAFusion [7]t 2024 82.4 63.1
DEYOLO [31] 2024 81.8 61.4
WaveMamba [17]T | 2025 82.8 63.5
Ours - 83.4 64.0

1 denotes results reproduced in this work; unmarked com-
parison methods use results reported in the corresponding
publications. “-” denotes an unavailable entry. Bold values
indicate the best results in each metric column.

Figure 7 compares representative detections from CFT, CMAF, ICAFusion, and
the proposed method on FLIR, DroneVehicle, LLVIP, and VEDAI. In the selected
examples, the proposed method detects objects missed by some comparison methods
and produces bounding boxes that more closely match the ground truth in several
regions. These examples illustrate the detection behavior of the proposed framework
across the evaluated scenarios; they do not constitute a cross-dataset generalization
experiment.

Overall, the experimental results on the four datasets show that the proposed
method achieves favorable detection performance in different scenarios. For datasets
with cross-modal spatial discrepancies, OffsetNet can alleviate the inconsistency
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Fig. 7 Qualitative detection results on multiple visible-infrared object detection datasets. The
columns correspond to ground truth, CFT, CMAF, ICAFusion, and the proposed method, respec-
tively. The rows show representative samples from FLIR, DroneVehicle, LLVIP, and VEDALI.

between visible and infrared features through feature-level resampling. For small-
object and complex-background scenarios, the adopted wavelet-based feature modeling
operation helps preserve object edges and local details. For scenarios with strong
modality complementarity, SwinFusion further enhances intra-modal contextual rep-
resentation and inter-modal information interaction. These results demonstrate that
the proposed network can effectively improve visible-infrared object detection perfor-
mance.

4.4 Ablation Studies

To further verify the effectiveness of each component, overall component and feature-
fusion ablations are conducted on FLIR, while OffsetNet ablations are conducted
on both FLIR and VEDAI. The baseline is defined as a dual-stream YOLO detec-
tor with conventional cross-modal feature fusion, without the adopted wavelet-based
feature modeling operation, OffsetNet, and SwinFusion. On this basis, the adopted
WaveMamba-inspired wavelet-based feature modeling operation, OffsetNet, and Swin-
Fusion are gradually introduced to analyze their influence on detection accuracy and
computational complexity. It should be noted that the backbone configuration is kept
fixed for all ablation variants, and only the evaluated component is changed. Unless
otherwise specified, all ablation experiments adopt the same dataset split, input size,
training epochs, and optimization strategy to ensure fair comparisons.

4.4.1 Overall Component Ablation

To verify the contribution of each component in the proposed framework, a step-
by-step ablation study is conducted on the FLIR dataset. It should be noted that
the wavelet-based feature modeling operation used in this work is inspired by Wave-
Mamba [17] and is not regarded as the main methodological novelty of this paper.
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Nevertheless, since DWT and IDWT are integrated into the overall detection frame-
work, this operation is included in the overall ablation study to analyze its influence
on detection performance. The main task-specific modules proposed in this work are
OffsetNet and SwinFusion. In addition to detection accuracy, the number of parame-
ters and inference time are also reported to analyze the accuracy-complexity trade-off
of different model variants. The backbone configuration is kept unchanged for all vari-
ants, so the comparison mainly reflects the influence of the adopted wavelet operation,
OffsetNet, and SwinFusion.

As shown in Table 5, the baseline model achieves 74.3% mAP5¢ and 39.1% mAP,
with 54.48M parameters and 35.0 ms inference time. After introducing the adopted
wavelet-based feature modeling operation, the detection performance improves to
76.7% mAP5o and 40.5% mAP. This indicates that wavelet-based decomposition and
reconstruction are beneficial for preserving structural and detail information during
feature extraction and aggregation. Meanwhile, the inference time increases from 35.0
ms to 44.3 ms, showing that the adopted wavelet operation introduces additional
computational overhead.

When OffsetNet is further introduced, the model achieves 78.0% mAP5q and 40.9%
mAP, demonstrating that feature-level spatial alignment can alleviate local misalign-
ment between visible and infrared features. Compared with the wavelet-based variant,
OffsetNet increases the parameter number from 50.01M to 53.24M and the inference
time from 44.3 ms to 71.0 ms. The additional learnable parameters arise from the
convolutional and projection layers, together with other trainable components intro-
duced in the alignment module. Local correlation computation and bilinear feature
sampling do not themselves introduce learnable parameters, but they contribute to the
computational overhead alongside the learnable layers and thus affect inference time.

When SwinFusion is added without OffsetNet, the model achieves 78.6% mAPs5
and 41.6% mAP, indicating that Swin Transformer-based intra-modal modeling and
inter-modal interaction are effective for enhancing cross-modal feature representations.
However, SwinFusion also brings a larger computational cost, increasing the parameter
number to 116.17M and the inference time to 112.8 ms.

Finally, when the adopted wavelet-based feature modeling operation, OffsetNet,
and SwinFusion are jointly used, the model obtains the best detection performance,
with 80.9% mAP5 and 42.8% mAP. The complete model contains 119.40M param-
eters and requires 158.3 ms inference time. Although the full model introduces
additional computational overhead, it achieves the highest detection accuracy among
all variants. These results demonstrate that the adopted wavelet operation provides
useful frequency-domain representations, while the proposed OffsetNet and SwinFu-
sion further improve feature-level alignment and cross-modal feature fusion. Overall,
the complete framework achieves the highest detection accuracy among the evaluated
variants at the cost of increased parameter count and inference time.

To further provide an intuitive comparison, qualitative visualization results of dif-
ferent component variants are shown in Fig. 8. The baseline variant in Fig. 8(b)
fails to detect the overlapping pedestrians. After introducing OffsetNet, the variant
in Fig. 8(c) successfully detects one of the overlapping pedestrians, and its predicted

24



bounding box is more consistent with the object contour among the compared vari-
ants. This indicates that the feature-level spatial alignment provided by OffsetNet
helps improve localization under local cross-modal misalignment. Although the result
in Fig. 8(d) is less accurate than that in Fig. 8(c), the model with SwinFusion can
still detect one overlapping pedestrian, benefiting from enhanced cross-modal feature
interaction. Finally, the complete model in Fig. 8(e), which jointly employs OffsetNet
and SwinFusion, produces a more complete and stable detection result among these
variants.

Table 5 Overall component ablation results on the FLIR dataset.

Baseline %i;viﬁif OffsetNet SwinFusion méy’l:’)m H(IQ)P Pag\ir)ns ’Il‘ilriecre(rrlr?:)
v 74.3 39.1 54.48 35.0
v v 76.7 40.5  50.01 44.3
v v v 78.0 40.9 53.24 71.0
v v v 78.6 41.6 116.17 112.8
v v v v 80.9 42.8 119.40 158.3

“Adopted Wavelet” denotes the adopted WaveMamba-inspired wavelet-based
feature modeling operation rather than a newly proposed module. Params and
inference time are reported to analyze the accuracy—complexity trade-off of dif-
ferent model variants. Inference time is measured with batch size 4 on an NVIDIA
RTX 4090; other unspecified inference settings follow the YOLOv11 defaults.

4.4.2 Ablation on the OffsetNet Alignment Network

To verify the role of OffsetNet in cross-modal feature alignment, different alignment
strategies are compared on the FLIR and VEDAI datasets. These two datasets are
selected because they present different degrees of cross-modal spatial misalignment.
FLIR contains visible-infrared image pairs with relatively obvious local discrepancies,
while VEDALI is relatively well aligned. Therefore, experiments on these two datasets
can evaluate the effectiveness and robustness of OffsetNet under different alignment
conditions.

Specifically, four settings are considered: without the alignment module, OffsetNet
without the auxiliary branch, OffsetNet without the Main Branch, and the complete
OffsetNet for feature-level spatial alignment. The experimental results are shown in
Table 6.

Table 6 shows that retaining only the Main Branch improves FLIR performance
relative to the variant without alignment, but reduces VEDAI performance from 74.3%
to 73.5% mAP5q and from 46.8% to 45.6% mAP. This suggests that offset prediction
without local correlation guidance may introduce unnecessary feature perturbations
when the image pairs are relatively well aligned. The Auxiliary Branch supplies match-
ing cues rather than imposing an explicit constraint on the range or direction of the
predicted offsets.

When only the Auxiliary Branch is retained, the model improves over the variant
without alignment on both FLIR and VEDAI. On FLIR, it performs slightly below
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Fig. 8 Qualitative visualization of the overall component ablation on the FLIR dataset. (a) Ground
truth. (b) Baseline with the adopted wavelet-based feature modeling. (c) Baseline with the adopted
wavelet-based feature modeling and OffsetNet. (d) Baseline with the adopted wavelet-based feature
modeling and SwinFusion. (e) Baseline with the adopted wavelet-based feature modeling, OffsetNet,
and SwinFusion.

Table 6 Ablation results of the OffsetNet alignment network on the FLIR and VEDAI datasets.

Method Main Aux. Align. FLIR VEDAI

w/o Alignment 78.6 41.6 74.3 46.8
w/o Auxiliary Branch v v 79.6 42.0 73.5 45.6
w/o Main Branch v v 79.2 41.8 75.1 48.7
OffsetNet v v v 80.9 42.8 78.2 49.8

“Main”, “Aux.”, and “Align.” denote the main branch, auxiliary branch, and offset-guided feature align-
ment, respectively. Bold values indicate the best results.

the Main-Branch-only variant, whereas on VEDALI it performs better. These results
suggest that the two branches provide different cues for offset prediction. Neither
single-branch variant matches the complete OffsetNet on these datasets.

To further analyze the behavior of OffsetNet, offset visualization results are shown
in Fig. 9. At each spatial position of the P3 subband feature grid, the predicted offsets
are averaged arithmetically across the four subbands before color mapping:

_ 1 - 1
da(p) =3 D_d (), dy(p)= 7> dy’(p), S={LL,LH HL,HH}. (30)
sES sES
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Fig. 9 Offset visualization at the P3 scale, using the arithmetic mean across the four wavelet sub-
bands. (a)—(c): FLIR; (d)—(f): VEDAL (a), (d): RGB-IR overlays; (b), (e): mean horizontal offsets
dg; (), (f): mean vertical offsets dy. The shared color bar gives signed offsets in feature-grid units,
with the same numerical mapping for both datasets.

The two heatmaps show the signed mean horizontal and vertical offsets, respectively.
Values are expressed in feature-grid units, without clipping, and the same numerical
color mapping is used for FLIR and VEDAI. To overlay the maps on the original
images, only the heatmaps are spatially interpolated; offset values are not rescaled
into original-image pixel units. These plots summarize the mean subband responses
rather than the offset field of an individual subband. Oppositely signed offsets can
cancel during averaging, so a weak mean response does not imply small offsets in every
subband. Accordingly, the color values should not be interpreted as the magnitude
of the two-dimensional offset vector. Instead, the sign indicates the sampling direc-
tion along the corresponding axis, and the absolute value reflects the displacement
strength of that component. The spatial variation of d, and d, shows that OffsetNet
learns location-dependent, task-oriented feature sampling offsets rather than applying
a uniform translation or performing strict image-level geometric registration.

More specifically, the RGB-IR overlay of the selected FLIR sample suggests that
the visible cross-modal discrepancy is predominantly horizontal. The d, map exhibits
a stronger response than the d, map, which is qualitatively consistent with this obser-
vation. For the selected VEDAI sample, the image pair appears relatively well aligned,
and the combined offset responses are comparatively weak, especially in d,. These
sample-level observations describe the learned sampling behavior, but do not establish
the geometric accuracy of the offsets.
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Noticeable offset responses also occur in some background regions. Such responses
do not by themselves demonstrate an alignment error, because background struc-
tures may also exhibit genuine cross-modal displacement. In addition, the offsets
are learned through the detection objective without explicit pixel-wise correspon-
dence or optical-flow supervision, so background context useful for detection may
influence the sampling locations. Modality-specific appearance differences, repetitive
textures, edges, and shadows may introduce ambiguous matching cues, while convo-
lutional receptive-field aggregation and heatmap interpolation may spread localized
responses into neighboring regions. These are possible explanations rather than mech-
anisms established by the visualization alone. Pixel-level registration accuracy cannot
be determined from these heatmaps and would require correspondence or displace-
ment ground truth. Accordingly, the maps should be interpreted as detection-oriented
feature-sampling responses.

Finally, the Main Branch and the Auxiliary Branch are jointly designed to form the
complete OffsetNet. The Main Branch is used to extract local response discrepancies
and complementary information from bimodal features, while the Auxiliary Branch
provides local correlation guidance to improve the stability of offset prediction. Their
combination achieves the best detection results among the alignment variants on both
datasets, supporting the usefulness of combining gated feature weighting with local
correlation guidance. Nevertheless, OffsetNet is designed for task-oriented feature-
level alignment rather than precise pixel-level registration. Therefore, the predicted
offsets should be interpreted as adaptive feature sampling offsets for improving object
detection, instead of accurate geometric displacement fields. The experimental results
verify the effectiveness of the complete OffsetNet in feature-level spatial alignment.

4.4.3 Ablation on Different Feature Fusion Methods

To verify the effectiveness of the proposed SwinFusion module, different cross-modal
feature fusion methods are compared on the FLIR dataset. Five fusion strategies are
considered in this ablation study, including Concat, Intra Swin Fusion, Inter Swin
Fusion, Inter-Intra Swin Fusion, and the proposed Intra-Inter Swin Fusion.

Concat directly stacks visible and infrared features along the channel dimension
and serves as the basic fusion baseline. Intra Swin Fusion independently feeds visi-
ble and infrared features into Swin units for modality-specific contextual modeling,
and then concatenates the two enhanced features followed by a 1 x 1 convolution to
generate the fused feature. Inter Swin Fusion directly performs cross-modal feature
interaction between visible and infrared features. Inter-Intra Swin Fusion first conducts
inter-modal feature interaction and then performs intra-modal contextual modeling.
In contrast, the proposed Intra-Inter Swin Fusion first enhances modality-specific
contextual representations and then performs inter-modal feature fusion.

Figure 10 illustrates these four Swin-based variants, and Table 7 reports their
detection performance together with the Concat baseline.

As shown in Table 7, the proposed Intra-Inter Swin Fusion achieves the best detec-
tion performance among all compared fusion strategies, with 80.9% mAP5q and 42.8%
mAP. Compared with the simple Concat baseline, Intra-Inter Swin Fusion improves
mAP5y from 78.0% to 80.9% and mAP from 40.9% to 42.8%, demonstrating the
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Fig. 10 Swin-based fusion variants: (a) Intra, (b) Inter, (c¢) Inter-Intra, and (d) Intra-Inter. Variant
(d) is used in the proposed SwinFusion module.

Table 7 Ablation results of different Swin-based
feature fusion methods on the FLIR dataset

Fusion Method mAPs50 (%) | mAP (%)
Concat 78.0 40.9
Intra Swin Fusion 79.8 42.3
Inter Swin Fusion 79.3 41.6
Inter-Intra Swin Fusion 78.7 41.3
Intra-Inter Swin Fusion 80.9 42.8

29



effectiveness of Swin Transformer-based feature interaction for visible-infrared feature
fusion.

Compared with Intra Swin Fusion, the proposed Intra-Inter Swin Fusion further
improves mAPs5y from 79.8% to 80.9% and mAP from 42.3% to 42.8%. This indi-
cates that intra-modal contextual modeling alone is insufficient to fully exploit the
complementary information between visible and infrared modalities. Compared with
Inter Swin Fusion, which directly performs cross-modal interaction, the proposed
method also achieves better performance, suggesting that directly conducting inter-
modal fusion without sufficient intra-modal feature enhancement may lead to less
discriminative cross-modal representations.

In addition, Inter-Intra Swin Fusion obtains 78.7% mAPsy and 41.3% mAP.
Reversing this order to Intra-Inter improves the two metrics by 2.2 and 1.5 percent-
age points, respectively. This comparison supports performing intra-modal modeling
before inter-modal interaction in the evaluated framework. A possible explanation
is that modality-specific contextual modeling provides more informative features for
subsequent cross-attention. The observed accuracy difference supports the selected
ordering but does not directly measure feature stability.

5 Conclusion

In this paper, we propose a dual-stream visible-infrared object detection network with
spatial alignment and Swin Transformer-based cross-modal feature fusion. The pro-
posed method extracts multi-scale features from visible and infrared images through
a dual-stream backbone. Inspired by WaveMamba, wavelet-based feature modeling
is adopted as an auxiliary frequency-domain operation in the backbone and neck to
preserve structural and detail information during feature extraction and aggregation.
To alleviate feature-level spatial misalignment between visible and infrared modal-
ities, OffsetNet is introduced to predict task-oriented sampling offsets and align visible
features to the infrared reference feature space. Furthermore, SwinFusion is designed
to perform intra-modal feature modeling and inter-modal feature fusion, enabling
effective exploitation of complementary information between the two modalities.
Experimental results on multiple visible-infrared object detection datasets demon-
strate that the proposed method achieves competitive detection performance compared
with existing methods. Ablation studies further verify the effectiveness of Offset-
Net and SwinFusion, while visualization results show that the proposed method can
produce more accurate detections and meaningful feature-level offset responses.
Although the proposed method achieves competitive performance, several limita-
tions remain. First, OffsetNet focuses on task-oriented feature-level alignment rather
than explicit global geometric registration, and its robustness under severe cross-
modal displacement still needs further improvement. Second, the complete model has
a relatively large number of parameters due to the dual-stream backbone and Swin
Transformer-based fusion structure. Although SwinFusion improves cross-modal fea-
ture interaction, it inevitably introduces additional parameters and computational
cost compared with simple convolutional fusion modules. This may limit the deploy-
ment of the proposed method in resource-constrained real-time scenarios. Third, the
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experiments are mainly conducted on public visible-infrared datasets, and further val-
idation under more diverse sensor settings and real-world deployment scenarios is still
required. Nevertheless, the proposed framework demonstrates an effective alignment-
before-fusion paradigm and achieves superior or competitive performance compared
with existing visible-infrared object detection methods.

In future work, we will further improve the robustness of the alignment mod-
ule under severe cross-modal misalignment and investigate more lightweight fusion
designs, model compression strategies, and efficient backbone configurations to reduce
the parameter size and computational cost for real-time deployment.
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