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Abstract

Floods remain a major natural disaster that causes loss of life,
infrastructure damage, and economic losses worldwide . Although
machine learning has improved flood prediction, most existing models
cannot effectively adapt to changing environmental conditions caused
by concept drift. Therefore, this study sought to develop an adap-
tive model capable of maintaining accurate and reliable flood pre-
dictions under evolving hydrological conditions. An XGBoost-Based
Optimal Transport Dataset Distance (OTDD)-Guided Temporal Do-
main Transfer Learning Model was developed using a publicly avail-
able flood prediction dataset obtained from Kaggle, integrated Ex-
treme Gradient Boosting as the primary prediction model, Adap-
tive Windowing for automatic concept drift detection, and OTDD
for measuring distributional differences between historical and incom-
ing environmental data to facilitate temporal domain transfer learn-
ing. The developed model was subsequently evaluated using the per-
formance metrics of accuracy, precision, recall, Fl-score, ROC-AUC,
Root Mean Squared Error (RMSE), OTDD alignment score, and com-
putational execution time. The experimental evaluation demonstrated
that XGBoost-OTDD Temporal Domain Transfer Model achieved su-
perior predictive performance compared with the baseline models.



The model attained an accuracy of 88.7%, precision of 82.9%, re-
call of 91.6%, and an Fl-score of 87.1%, outperforming both Logistic
Regression and Static XGBoost across all evaluated metrics.

Keywords: Machine learning; Concept drift; Optimal Transport
Dataset Distance; Flood prediction.

1 Introduction

Flooding is one of the most destructive natural hazards worldwide [1], causing
substantial loss of life, displacement, infrastructure damage, and economic
disruption. The challenge is particularly significant in developing regions
where rapid urbanization, changing rainfall patterns, limited drainage in-
frastructure, and inadequate hydrological monitoring increase community
vulnerability to flood events [2]. In Uganda and the wider East African
region, recurrent floods and landslides continue to affect vulnerable commu-
nities, highlighting the need for reliable and timely flood prediction systems
capable of supporting early warning and disaster preparedness [2].

Flood prediction has progressively evolved from conventional statistical and
hydrodynamic approaches toward data-driven machine learning (ML) and
deep learning techniques [3-5]. Machine learning models can learn complex
nonlinear relationships among hydro-meteorological variables such as rainfall,
river discharge, soil moisture, temperature, humidity, and atmospheric pres-
sure, making them increasingly useful for flood forecasting [6-8]. Algorithms
including Logistic Regression, Random Forest, Support Vector Machines, Ar-
tificial Neural Networks, and gradient boosting methods have consequently
been investigated for flood prediction with promising results [9-12].

Among these techniques, Extreme Gradient Boosting (XGBoost) has demon-
strate strong predictive capability [11] because of its regularization, compu-
tational efficiency, ability to model nonlinear interactions, and robustness on
structured data. Recent flood prediction studies have reported competitive
performance from XGBoost and related ensemble methods [13-16]. How-
ever, high predictive accuracy obtained under static experimental conditions
does not necessarily guarantee reliable performance after deployment. Most
conventional models assume that training and future observations follow ap-
proximately the same probability distribution [17,18]. Hydrological environ-
ments violate this assumption because rainfall regimes, temperature, soil con-
ditions, land use, river discharge, and other environmental processes change



over time [19].

These temporal changes can produce concept drift, where the statistical
properties of incoming observations or the relationship between predictors
and flood occurrence differ from those represented by the historical train-
ing data [20]. Under such conditions, static prediction models may expe-
rience decision-boundary degradation and increasing classification error [?].
Although complete model retraining can restore predictive performance, fre-
quent retraining is computationally expensive and may discard useful knowl-
edge learned from historically relevant hydrological periods. Adaptive mech-
anisms that determine when distributional change has occurred and which
historical knowledge remains transferable are therefore required [21].

Concept-drift detection methods provide one approach for identifying changes
in evolving data streams [22]. Adaptive Windowing (ADWIN), for example,
automatically compares sub-windows of streaming observations and signals
drift when statistically significant differences are detected [23,24]. Detecting
drift alone does not determine how knowledge should be transferred from
historical data to a new hydrological regime [25]. Transfer learning and do-
main adaptation address this problem by exploiting knowledge acquired from
a source domain to improve learning in a related target domain [26]. Their
effectiveness, however, depends strongly on the similarity between source and
target distributions; transferring knowledge from a poorly matched domain
can result in negative transfer [26,27].

Optimal Transport (OT) provides a principled mathematical framework for

quantifying differences between probability distributions [28-30]. Wasserstein-
based optimal transport measures preserve the geometry of distributions and

have therefore become increasingly important in domain adaptation and dis-

tribution alignment [29,31]. Optimal Transport Dataset Distance (OTDD)

extends this principle to dataset-level comparison by incorporating feature

and label information when measuring the distance between datasets [32].

This property makes OTDD particularly suitable for temporal flood predic-

tion, where historical hydrological periods differ in their relevance to current

environmental conditions.

Despite these advances, existing flood prediction studies predominantly opti-
mize predictive performance under static data distributions [33]. Other stud-
ies such as [34] address concept-drift detection, domain adaptation, transfer
learning, or distributional alignment independently. Consequently, limited



attention has been given to a unified flood prediction framework that detects
temporal concept drift, quantitatively measures the similarity between his-
torical and incoming hydrological domains, and selectively transfers relevant
knowledge to an adaptive predictor. This limitation is especially important
in non-stationary hydrological environments where indiscriminate use of his-
torical observations may reduce prediction reliability.

To address this gap, this study develops an XGBoost-Based Optimal Trans-
port Dataset Distance (OTDD )-Guided Temporal Domain Transfer Model for
Flood Prediction under Concept Drift. The proposed framework integrates
XGBoost as the primary flood classifier, ADWIN for automatic concept-drift
detection, and OTDD for measuring temporal distributional divergence and
guiding knowledge transfer between historical and incoming hydrological do-
mains. Rather than repeatedly rebuilding the prediction model from scratch,
the framework identifies distributionally relevant historical information and
uses it to adapt learning when environmental conditions change.

2 Methods

2.1 Research Design and Experimental Framework

This study adopted an experimental machine learning design to develop and
evaluate an XGBoost-Based Optimal Transport Dataset Distance Guided
Temporal Domain Transfer Model for flood prediction under concept drift.
The framework combined three principal components: Extreme Gradient
Boosting (XGBoost) as the predictive learner, Adaptive Windowing (AD-
WIN) for concept drift detection, and OTDD for quantifying distributional
divergence between historical and incoming temporal domains. The experi-
mental procedure comprised data acquisition and preprocessing, chronologi-
cal temporal partitioning, baseline model development, concept drift detec-
tion, OTDD-based domain comparison, temporal knowledge transfer, adap-
tive XGBoost prediction, and performance evaluation.

2.2 Dataset Description and Preprocessing

The proposed model was developed and evaluated using a publicly available
flood prediction dataset obtained from Kaggle ! containing historical hydro-

https://www.kaggle.com/datasets/farahfirdausa/flood-prediction-dataset
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logical, meteorological, and environmental observations associated with flood
occurrence. The target variable represented the occurrence of floods and was
used for supervised binary classification.

Prior to modelling, the dataset was subjected to an integrity audit to iden-
tify missing values, duplicate observations, inconsistent data types, and in-
valid records. Numerical variables were converted to appropriate numeric
formats, while the date attribute was transformed into a standard date-
time representation to preserve the temporal ordering of observations. Ex-
ploratory and descriptive analyses were subsequently performed to examine
variable distributions, class frequencies, correlations, and potential distribu-
tional changes.

To prevent information leakage between historical and future observations,
the cleaned dataset was ordered chronologically rather than randomly shuf-
fled. The resulting observations were then organized into sequential temporal
blocks representing evolving hydrological periods.

2.3 Development of the Model

The complete flood prediction dataset was represented as;

D = {(x, yi)}ij\il ; (2.1)

Where; D denoted the complete dataset, x; represented the predictor vari-
ables, y; denoted the flood occurrence label, and N was the total number of
observations.

Each predictor vector was represented as;
T
T; = @1, Tig, Tigs - -+, Ti) (2.2)

Where; m denoted the number of predictor variables including rainfall, river
discharge, humidity, temperature, pressure, wind speed, soil moisture, ele-
vation, and other environmental characteristics. The study employed a 70%
training and 30% testing split.

2.3.1 ADWIN

ADWIN was employed to detect concept drift within the continuous stream
of environmental observations. Unlike conventional methods that use a fixed-
size window, ADWIN automatically adjusts the window size according to the



statistical characteristics of the incoming data. This enabled the model to
detect significant environmental changes while ignoring insignificant fluctu-
ations caused by random noise. Adaptive window was represented by;

W ={z,x9,...,2,} (2.3)

Where; n denoted the current window size.
The adaptive window was divided into two sub windows,

W =W,UuW; (2.4)

Where; W), contained historical observations, while W; contained the most
recent observations.

The average values of the two windows were computed as

and

The difference between the two means was then calculated as;

Ap = |po — (2.7)

To determine whether the observed difference was statistically significant,
ADWIN employed the Hoeffding Bound

() o8

_ [Wa| [

Wl + [
And ¢ denoted the confidence level selected by the researcher. Concept drift
was declared whenever

Where;
(2.9)

1o — | > € (2.10)

If Equation 2.10 was satisfied, the historical window W} was discarded while
the recent window W; became the new adaptive window.
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The updated adaptive window therefore became
W =W, (2.11)

This adaptive mechanism enabled the proposed flood prediction model to
continuously respond to changing environmental conditions while avoiding
unnecessary retraining whenever no significant drift exists.

2.3.2 OTDD

After ADWIN detects concept drift, OTDD measures the similarity between
historical and new environmental data. The model transfers previous knowl-
edge when similarity is high and updates itself when significant changes occur.
The historical dataset (source domain) was represented as;

Dy ={(«}, )} (2.12)

Where; z} represented the feature vector in the source domain, y; represented
the corresponding flood label, and n, denoted the number of observations in
the historical dataset.

Similarly, the newly arriving environmental dataset (target domain) was rep-
resented as

D= {(& )}, (213)

Where; n; denoted the number of observations in the target dataset. The
OTDD between the two datasets was defined as

OTDD(D, D;) = min ic(xs, xt 2.14

(D D) = min Y3 e ) (214

Where; 7;; denoted the transport plan, and c¢(z$, xz) represented the trans-
portation cost between the two observations. The transportation plan satis-

fied the following marginal constraints
71 =a

and

1 =0
Where; a and b represent the probability distributions of the source and
target datasets respectively.



The transportation cost was computed using the Euclidean distance
2
ez, xj) = || — 2|5 (2.15)

The computed OTDD value was then compared with a predefined similarity
threshold

OTDD(D,,D;) < 7 (2.16)

Where; 7 denote the transfer threshold selected during experimentation. If
Equation 2.16 was satisfied, the source knowledge was transferred directly
to the target domain without retraining. Otherwise, a new learning process
was initiated to accommodate the observed environmental changes.

2.3.3 Temporal Domain Transfer

Temporal Domain Transfer reuses knowledge from historical flood data when
OTDD identifies sufficient similarity with new environmental conditions. It
adapts previously learned model parameters instead of fully retraining, reduc-
ing computational cost while improving generalization. The source domain
feature representation was denoted as

Fs:{f1>f27---7fm} (217)

while the adapted target feature representation became

F,=F+A (2.18)

Where; A represent the temporal adaptation learned from newly arriving
environmental observations. The adaptation function was expressed as

A = ¢(Dy) — ¢(Ds) (2.19)

Where; ¢() represent the learned feature transformation.
The transferred prediction model was therefore represented as

M, = M, + AM (2.20)

Where; M, denote the previously trained flood prediction model, and AM
represent the model adjustment after concept drift.
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2.3.4 XGBoost

The adapted dataset from concept drift detection and temporal domain
transfer was used to train an XGBoost classifier for accurate flood prediction.
Hyperparameter optimization and cross-validation improved generalization
while reducing overfitting and prediction bias.

For each observation, the predicted flood occurrence was expressed as

K

b= ful) (2.21)

k=1

Where; f;, represent the k" regression tree, and K denote the total number
of trees.
The XGBoost objective function was defined as

K

L= 3 U ) + Y 0() (2:22)

k=1

Where; [() represents the prediction loss function, and Q(fy) is the regular-
ization term controlling model complexity.
The regularization function was given by

Q(f) =T + %AZw? (2.23)

Where; T' represent the number of terminal nodes, w; denote the weight
associated with the j'* leaf, while v and \ are regularization parameters that
minimize model overfitting.

During each boosting iteration, the objective function was approximated
using second-order Taylor expansion as

i=1

Where; g; and h; represent the first-order and second-order derivatives of the
loss function respectively.



The final flood prediction is obtained using the sigmoid transformation

1
P(Flood) = - 2.25
(Flood) = +—— (2:25)
Where; P(Flood) denote the probability of flood occurrence if
P(Flood) > 0.5 (2.26)

the observation was classified as a flood event; otherwise, it was classified as
a non-flood event.

2.4 Model Architecture

Fig. 1 presents the complete adaptive flood prediction architecture from data
preprocessing to final prediction. ADWIN continuously monitors environ-
mental data streams to detect concept drift and trigger model adaptation
when necessary. OTDD measures distributional similarity between histori-
cal and incoming observations to guide temporal knowledge transfer. Based
on similarity, the framework either adapts existing knowledge or incremen-
tally updates the model for new environmental conditions. XGBoost then
models nonlinear environmental relationships and generates binary flood or
no-flood predictions. Performance is evaluated using Accuracy, Precision,
Recall, F1-Score, AUC-ROC, and computational efficiency.
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Fig. 1: XGBoost-Based OTDD-Guided Temporal Domain Transfer Model
Architecture for Flood Prediction

2.5 Model Simulation

The experiments were implemented in Python using a computing environ-
ment equipped with an Intel Core i5 processor, 16 GB RAM, Windows 11,
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and a 512GB SSD. Pandas and NumPy were used for data manipulation
and numerical processing, Scikit-learn for preprocessing and model evalua-
tion, XGBoost for gradient-boosted classification, River for ADWIN-based
concept drift detection, and the Python Optimal Transport (POT) library for
optimal transport computations. Matplotlib and Seaborn were used for ex-
ploratory and performance visualization. Model development was conducted
using Google Colab 2.

3 Results and Discussion

3.1 Distribution of the Target Variable

The target variable was analyzed to determine the representation of flood
and non-flood observations in the dataset. The target was binary-coded,
where 0 represented no flood and 1 represented flood occurrence as seen
in Table 1 . The results showed that the dataset was highly imbalanced.
Non-flood observations accounted for approximately 95.48% of the dataset,
whereas flood observations represented only 4.52%. This meant that the
model encountered considerably more non-flood cases than actual flood cases
during learning. Such an imbalance could cause a conventional classifier to
favor the majority class and achieve high overall accuracy while failing to
correctly identify the comparatively rare flood events.

Table 1: Distribution of the Target Class

Target class | Description | Frequency | Proportion
0 No flood 979,446 95.4811%

1 Flood 46,355 4.5189%
Total 1,025,801 | 100.0000%

3.2 Correlation analysis

The correlation analysis further showed that most predictors had weak linear
relationships, suggesting limited multicollinearity. As shown in Fig. 2, the

Zhttps://colab.research.google.com/drive/1ikv067TWdZVedwjXEAv31LEFq4q6BwPo#
scrollTo=qW7pGgvQNbbw
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strongest relationship occurred between NDVI and NDWI (r = 0.64), while
one-day and three-day precipitation exhibited a moderate positive relation-
ship (r = 0.49). Elevation and TWI showed generally weak associations with
the remaining predictors. These results indicate that the variables capture
complementary dimensions of the environmental conditions associated with
flood occurrence.

Table 4.2 Correlation Heatmap Matrix

0.49 -0.10 -0.05 0.01

0.75

0.50

precip_3d precip_1d

NDVI

NDWI

-0.25

TWI

-0.50

-0.75

0.06 0.01 -0.07

elevation

-1.00
precip_1d  precip_3d NDVI NDWI TWI elevation

Fig. 2: Correlation matrix of selected flood prediction variables.

3.3 Concept Drift and OTDD-Based Distributional Align-
ment

Fig. 3 presents the temporal behavior of ADWIN and the OTDD alignment
measure across six chronological hydrological eras. Eras 0-2 remained stable,
with OTDD values at or close to zero and no corresponding drift alerts. This
indicates that the early temporal blocks remained distributionally similar to
the historical reference domain.

A substantial change emerged in Era 3, where the OTDD value increased
sharply to approximately 73.18. The increase coincided with an ADWIN drift
alert, providing evidence of a major change in the incoming environmental
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distribution.

Objective 3 Validation: Distributional Alignment vs. ADWIN Alerts
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Fig. 3: Distributional alignment and ADWIN concept drift alerts across hy-
drological eras

Following adaptive updating, OTDD decreased to approximately 28.54 in
Era 4 and 16.74 in Era 5. Although ADWIN continued to detect changes
in these later eras, the progressive reduction in OTDD indicates decreasing
distributional divergence after adaptation. The two mechanisms therefore
provided complementary information: ADWIN identified when statistically
significant change occurred, whereas OTDD quantified the magnitude of the
temporal distribution shift.

This finding is particularly important for temporal flood prediction because
it demonstrates that a model trained on historical observations cannot be
assumed to remain representative as environmental conditions evolve. The
OTDD-guided adaptation mechanism provides a means of responding to such
changes by transferring knowledge from distributionally relevant historical
domains.

3.4 Prediction Error and Computational Efficiency

The effect of concept drift on predictive performance is shown in Fig. 4. Pre-
diction error remained negligible during the initial stable eras but increased
sharply in Era 3, where RMSE approached 1.0. This deterioration occurred
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simultaneously with the largest OTDD value and the first major ADWIN
drift alert, demonstrating the adverse effect of distributional change on a
model operating under a previously learned environmental regime.

Objective 4 Validation: Predictive Accuracy & Execution Efficiency Trade-off
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Fig. 4: Predictive error and execution-efficiency trade-off across hydrological
eras.

After temporal adaptation, RMSE decreased sharply to approximately 0.03
in Era 4, indicating substantial recovery of predictive capability without com-
plete model retraining. A slight subsequent increase in Era 5 suggests that
the environmental process continued to evolve, reinforcing the need for con-
tinuous rather than one-time adaptation.

The computational cost of this adaptation remained relatively low. Pro-
cessing time stayed below approximately one second for most hydrological
eras, with only modest increases during drift-response operations. Thus, the
improvement in distributional alignment and prediction error was achieved
without substantial computational overhead, supporting the feasibility of the
framework for near-real-time flood prediction.

3.5 Spatial Distribution of Flood Prediction Variables

The spatial distributions of precipitation, NDWI, elevation, and flood obser-
vations showed substantial geographical variability across the study area as
show in Fig. 5. Areas with higher rainfall and moisture and lower elevation
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exhibited conditions associated with greater flood susceptibility, highlighting
the combined influence of multiple environmental predictors.

Spatial Distribution of Flood Prediction Variables

a) All Flood Dataset Observations b) Three-Day Precipitation
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Latitude
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120 121 120 121
Longitude Longitude

c) Normalized Difference Water Index d) Elevation
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Fig. 5: Spatial distribution of flood prediction variables showing (a) observa-
tion locations, (b) three-day accumulated precipitation, (¢) NDWI, and (d)
elevation.

3.6 Discussion

The results demonstrate that temporal distribution change is an important
source of predictive degradation in flood forecasting. The simultaneous rise
in OTDD and RMSE during Era 3 provides direct experimental evidence that
increasing divergence between historical and incoming environmental distri-
butions adversely affects prediction performance. The subsequent decline in
both OTDD and prediction error after adaptation indicates that selective
temporal knowledge transfer can restore predictive capability.
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These findings are consistent with previous studies showing that ensemble
learners such as XGBoost are effective for modelling complex nonlinear flood
relationships [35]. They also support concept-drift research showing that
static machine learning models can lose predictive reliability when the un-
derlying data-generating process changes [36]. However, the present study
extends these approaches by integrating drift detection and distribution-
distance measurement within the same adaptive prediction framework. The
framework provides a mechanism for identifying when adaptation is required
through ADWIN and estimating how much distributional change has oc-
curred through OTDD. The decreasing OTDD values from approximately
73.18 in Era 3 to 28.54 and 16.74 in Eras 4 and 5, respectively, together with
the reduction of RMSE to approximately 0.03 after adaptation, provide evi-
dence that the proposed temporal transfer mechanism responded effectively
to evolving environmental conditions.

The results indicate that integrating XGBoost, ADWIN, OTDD, and tem-
poral domain transfer provides a more adaptive approach to flood predic-
tion than relying exclusively on a static classifier. The low computational
overhead further suggests that the model has potential for continuous flood-
monitoring and early-warning applications where environmental distributions
evolve over time.

4 Conclusion

This study developed an XGBoost-Based Optimal Transport Dataset Distance-
Guided Temporal Domain Transfer Model for adaptive flood prediction under
concept drift. The model integrates XGBoost for nonlinear flood prediction,
ADWIN for automatic concept drift detection, and OTDD for quantifying
distributional differences and guiding the transfer of relevant historical knowl-
edge to changing hydrological conditions.

The experimental results demonstrated that temporal distribution shifts can
substantially degrade the performance of static flood prediction models. A
major concept drift was observed in Era 3, where the OTDD distance in-
creased sharply and was accompanied by a corresponding increase in predic-
tion error. Following adaptive temporal transfer, the distributional distance
and prediction error decreased considerably in subsequent eras. These find-
ings demonstrate that OTDD provides useful information on the magnitude
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of environmental change, while ADWIN identifies when such change requires
model adaptation. Importantly, this adaptation was achieved with relatively
low computational overhead, with processing remaining below approximately
one second for most temporal eras.

The model provides a unified mechanism for detecting concept drift, measur-
ing temporal distributional divergence, and adapting an XGBoost predictor
to evolving environmental conditions. The results indicate that combining
OTDD-guided temporal transfer with concept drift detection can improve
the robustness and adaptability of machine-learning-based flood prediction
compared with relying solely on static learning. The framework therefore pro-
vides a promising foundation for continuous flood monitoring and data-driven
early-warning applications in dynamic hydrological environments.

The study was evaluated using a publicly available historical flood dataset,
and its performance under live operational data streams and different geo-
graphical regions remains to be established. Future research should there-
fore validate the model using real-time hydrological and meteorological sen-
sor streams, evaluate its generalizability across multiple flood-prone regions,
and incorporate additional spatial information such as remote-sensing and
soil-moisture observations. Further investigation of spatio-temporal domain
adaptation may also extend the model from temporal distribution shifts to
simultaneous spatial and temporal environmental changes.

Abbreviations
ADWIN Adaptive Windowing
ML Machine Learning
NDVI Normalized Difference Vegetation Index
NDWI Normalized Difference Water Index
oT Optimal Transport
OTDD Optimal Transport Dataset Distance
RMSE Root Mean Squared Error
ROC-AUC Receiver Operating Characteristic-Area Under the Curve
TWI Topographic Wetness Index

XGBoost Extreme Gradient Boosting
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