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Abstract 
Reliable plant-disease segmentation depends on evaluation images being independent of the data used for 

training. We audited PlantSeg, a large in-the-wild semantic-segmentation benchmark, to determine whether 

visually related image families cross its released partitions and whether such exposure changes the evidence 

produced by standard segmentation models. The audit combined multiple similarity signals with human 

adjudication, followed by contamination-aware re-evaluation, class-count-matched Monte Carlo controls, a two-

seed training-exposure experiment, long-tail analysis, and group-disjoint benchmark reconstruction. Verified 

cross-split visual families involved about 10.7% of the released images. Across four canonical architectures, 

released-split evaluation was consistently more favorable than contamination-aware evaluation, and the main 

shifts persisted after controlling for disease-class composition. The training side exposure had very limited effect 

in the independent clean test cases but was seen to have an estimated 11–15% advantage in related contaminated 

test cases in both seeds. Deletion of family ties improved independence at the cost of rare class support; while the 

group-disjoint reconstruction kept all 115 disease classes intact while removing known family ties. This illustrates 

that benchmark contamination can be overestimated and family-aware split construction is a viable solution. 

Keywords: Plant disease segmentation; benchmark integrity; cross-split contamination; data leakage; semantic 

segmentation; duplicate-family exposure;  group-disjoint splitting 



1. Introduction 
Plant disease semantic segmentation supports lesion localization, severity estimation, phenotyping, and 

precision agriculture, but field imagery remains difficult because symptoms vary in size, shape, contrast, 

occlusion, illumination, and background context. Recent reviews describe these sources of variability as persistent 

challenges for automated plant-disease analysis [25]. Convolutional neural network (CNN) approaches such as 

modified U-Net remain widely used for lesion delineation [16], while DeepLab-based models have incorporated 

attention mechanisms for more difficult field scenes [6]. Transformer-based designs have also been introduced to 

capture broader spatial context [13]. These advances improve representation, but their reported performance still 

depends on the validity of the benchmark split on which they are evaluated. 

PlantSeg provides 7,774 image-mask pairs covering 115 plant diseases and 34 host plants under in-the-wild 

imaging conditions [1]. It has already supported model development on the released benchmark. PlantFormer 

targets blurred lesion boundaries and anisotropic symptom spread [2], STAR-Net combines morphology-aware 

attention with a dynamic loss for imbalanced data [3], and ReLeaf-SAM adapts the Segment Anything Model 

(SAM) with reliability and local-detail compensation [4]. As PlantSeg becomes a comparative benchmark, 

independence between its training and evaluation partitions becomes as important as architectural performance. A 

score obtained on a contaminated split may remain useful for historical comparison while still overstating 

generalization to independent visual families. 

Benchmark leakage is well documented outside plant pathology. SelfClean uses self-supervised 

representations to identify near-duplicates and label problems in visual datasets [38]. Ramos et al. showed that 

visual leakage can occur at different levels of similarity and can alter downstream evaluation [39]. In geospatial 

segmentation, de-duplication and split redesign have changed estimates of model performance when related 

imagery crossed partitions [40]. Similar findings were reported for geographically disjoint online-mapping 

benchmarks [41]. This suggests that repeated crops, frames, scenes, or even transformed images should be 

considered correlated records as opposed to the assumption that file-level uniqueness equates to independence in 

evaluation. 

The presence of plant diseases introduces yet another challenge. Disease distributions tend to be highly 

imbalanced. Long-tailed structures have been observed in large agricultural data collections [23] and also in long-

tailed semantic segmentation research has shown that class support impacts optimization and evaluation [45]. 

Pixel-wise long-tail objectives have also tackled this issue from another angle [46]. Removal of contaminated 

records may improve split independence, but at the cost of making estimates for rare diseases less stable. It is 

important to disentangle these two effects in benchmark auditing. 

This work considers four interrelated questions: Does PlantSeg feature cross-split visual families, Is the 

evaluation different from contamination-aware evaluation in terms of disease distribution, Are the duplicate 

family exposures better for test cases compared to independently clean ones,and can disease coverage be 

maintained by group-disjoint reconstruction. The segmentation architectures are used as measurement tools for 

these questions rather than as objects of architecture ranking. 

1.1 Key contributions 

 

• A human-validated audit of PlantSeg that identifies cross-split visual families and separates label-consistent 

exposure from semantic conflicts. 

• A multi-model released-versus-clean re-evaluation with exactly class-count-matched Monte Carlo controls to 

separate contamination effects from changes in test-set size and disease composition. 

• A two-seed matched training-exposure experiment that isolates duplicate-family exposure using an equal-

size, disease-class-matched control. 

• A long-tail analysis and three group-disjoint benchmark reconstructions that preserve all 115 disease classes 

and eliminate verified family crossings. 

• A reproducible audit-to-repair workflow linking visual-family validation, controlled effect estimation, 

exposure analysis, uncertainty assessment, and benchmark reconstruction. 

Figure 1 summarizes the complete frozen workflow from audit through repaired-split validation. 



 

Figure 1. Overall PlantSeg benchmark-integrity workflow 

2. Related Work 

2.1 Plant-disease segmentation and in-the-wild benchmarks 

Plant-disease segmentation has progressed through several modeling families. Convolutional approaches include 

modified U-Net for leaf-lesion segmentation [16] and an attention residual U-Net for multiclass leaf analysis [17]. 

DeepLab-based designs have been adapted to difficult field scenes [6] and to lightweight cotton-wilt 

segmentation [12]. Other work has used adversarial feature fusion for tomato disease segmentation [7] and 

lightweight transformers for grape disease segmentation [13]. Hybrid transfer-learning approaches [20] and 

attention-enhanced U-Net variants [22] extend the same line of work to combined segmentation and 

classification. These studies improve lesion representation and delineation, but they generally evaluate 

performance on the partitions supplied with the dataset. 

Other crop-specific studies illustrate the diversity of downstream goals. Cross-modal fusion has been used to 

combine complementary signals for disease segmentation [5]. Lesion segmentation has been linked directly to 

severity estimation in natural field imagery [11], and mango pipelines combine segmentation with disease-

severity analysis [21]. Few-shot segmentation has also been explored for annotation-efficient pest and disease 

analysis in field imagery [10]. Large-scale crop disease and pest datasets exhibit strong class imbalance [23]. 

These settings motivate evaluation protocols that account for both image dependence and long-tail support. 

2.2 Transformers, foundation models, and annotation-efficient segmentation 

Transformer and foundation-model approaches have expanded plant-disease analysis through global context 

modeling, parameter-efficient adaptation, and promptable segmentation. PD-TR applies transformer-based end-

to-end disease detection [18], while parameter-efficient transformer adapters have been studied for plant-leaf 

disease recognition [19]. A broader survey summarizes the role of Vision Transformers in semantic segmentation 

[34]. Leaf Only SAM demonstrated zero-shot use of the Segment Anything Model for leaf segmentation [14], and 

later work adapted SAM to multi-disease field imagery [15]. Enhanced multi-scale SAM variants have also been 

proposed for leaf-disease segmentation [8], as have unsupervised prompt-learning strategies [9]. Independent 

evaluations show that SAM performance varies substantially across real-world applications [36], and domain-

specific adaptation has also been necessary in medical-image segmentation [37]. These findings reinforce the 

need to evaluate pretrained models on independent benchmark partitions. 

Recent reviews consistently identify data quality and generalization as unresolved issues in plant-disease AI. 

Broad surveys cover the expanding range of deep-learning methods and their deployment challenges [26], while 

architectural trends are reviewed separately across automated disease-detection systems [27]. Task-specific 



reviews narrow this discussion to semantic segmentation in apple disease [28] and integrated detection, 

segmentation, and classification in maize [29]. Other reviews emphasize persistent practical limitations, data 

quality, and generalization in plant-disease AI [30], with similar concerns reported in broader crop-disease and 

computer-vision surveys [32]. Challenges that remain important for deployment are discussed explicitly by Khan 

et al. [31], and Qadri et al. place them within the wider development of computer-vision methods for plant disease 

analysis [33]. Domain shift remains a parallel concern in semantic segmentation [35]. Benchmark leakage and 

training exposure to duplicate visual families, however, remain much less studied experimentally in agricultural 

segmentation. 

2.3 Benchmark integrity, data leakage, and duplicate auditing 

Benchmark-integrity studies show why file-level de-duplication is insufficient. SelfClean treats data auditing as a 

retrieval and scoring problem for near-duplicates and label errors [38]. Ramos et al. distinguish several forms of 

visual leakage and show that both obvious and subtle overlap can alter downstream reliability [39]. Earlier work 

on CIFAR likewise showed that near-duplicate purging can change evaluation outcomes [42]. In PlantSeg’s case, 
these works imply that similarity-derived signals are helpful for candidate identification; however, benchmark 

claims should be backed by image relationships rather than mere similarity scores. 

In addition to the presence of identical pixels, structured dependence is possible without it. De-duplication 

research on geospatial imagery implies that related images yield overly positive segmentation estimates [40]. 

Similarly, geographically disjoint evaluation has affected results in online mapping benchmarks [41]. As such, 

cross-validation guidelines suggest clustering of correlated samples before splitting [43]. Bias-aware data 

management guidelines make the same general statement: correlations induced during data collection can be 

reflected in the evaluation process if these correlations are not considered [44]. Correlation family, in plant 

imagery case, would include samples from the same image, leaf, lesion, scene, acquisition session, or crop. This 

work formalizes that idea by constructing a family graph and disjoint group reconstruction based on it. 

2.4 Long-tailed evaluation and cost of benchmark cleaning 

Plants and diseases datasets suffer from imbalance, and benchmark cleaning may decrease support for less 

frequent classes.DLCPD-25 illustrates the long-tailed character of large crop disease and pest collections [23]. 

Diffusion-based augmentation has been proposed specifically to improve long-tailed pest classification [24]. 

Frequency-Based Matcher deals with class imbalance using frequency-aware matching for semantic segmentation 

[45], while AUCSeg considers pixel-level long tail problem [46].These results make class support part of 

benchmark-integrity analysis rather than a separate issue. 

A contamination-aware benchmark therefore cannot be repaired by deleting related images without checking the 

resulting class distribution. Macro-averaged segmentation metrics can become unstable when support for tail 

classes is reduced, so repair should preserve category coverage wherever possible.The same concern appears in 

other long-tailed diagnostic settings. Large-scale radiology benchmarks show that rare-category support affects 

evaluation reliability [47], and challenge analyses of long-tailed chest X-ray classification reach similar 

conclusions [48]. The relevant lesson for PlantSeg is that decontamination should improve independence without 

needlessly sacrificing semantic coverage. 

2.5 Research gap and study rationale  

The literature leaves three practical gaps for a benchmark such as PlantSeg. First, no published evaluation has 

established a human-validated cross-split visual-family audit of the released partitions. Second, the effect of 

verified contamination on semantic-segmentation scores has not been separated from changes in class 

composition. Third, training-side exposure and group-disjoint benchmark repair have not been evaluated together 

in the same long-tailed plant-disease setting. 

This study addresses those gaps through an audit-to-repair design: verified visual-family detection, 

contamination-aware re-evaluation, disease-class-matched composition controls, a matched T1orT2 exposure 

experiment, and group-disjoint reconstruction. Table 1 positions these elements relative to representative plant-

disease and benchmark-integrity studies. 

The primary object of study is the evaluation protocol itself. The segmentation models provide independent 

measurement channels for assessing how benchmark structure changes the evidence of generalization. 

Table 1. Comparative positioning of representative studies relevant to benchmark integrity in plant-disease semantic 

segmentation. 

Study Focus Integrity audit Human validation Controlled 

effect 

Exposure or 

repair 



Wei et al. [1] PlantSeg 

benchmark 

No dedicated 

family audit 

Not reported Not reported Benchmark 

creation 

Feng et al. [2] PlantFormer on 

PlantSeg 

Not reported Not reported Not reported Model-focused 

evaluation 

Fan et al. [3] STAR-Net on 

PlantSeg 

Not reported Not reported Not reported Imbalance-

aware training 

Liu et al. [4] ReLeaf-SAM Not reported Not reported Not reported Released-split 

model 

evaluation 

Ge et al. [10] Few-shot field 

segmentation 

Not reported Not reported Not reported Annotation-

efficiency 

focus 

Keshavarzi et 

al. [28] 

Plant 

segmentation 

review 

Data 

limitations 

discussed 

Not reported Not reported No controlled 

leakage study 

Groger et al. 

[38] 

General visual-

data auditing 

Yes Issue inspection Cleaning 

reliability 

No task-

specific 

exposure test 

Ramos et al. 

[39] 

Visual-leakage 

analysis 

Yes Not plant-specific Reliability 

impact 

No matched 

exposure 

design 

Adimoolam et 

al. [40] 

Geospatial de-

duplication 

Yes Not plant-specific Seenorunseen 

comparison 

No class-

matched 

exposure 

control 

Lilja et al. [41] Geographically 

disjoint 

mapping 

Structured 

overlap audit 

Not reported Yes Disjoint-split 

remedy 

Barz & Denzler 

[42] 

CIFAR near-

duplicate 

purging 

Yes Manualoralgorithmic Yes Duplicate-free 

replacement 

Li et al. [45] Long-tailed 

segmentation 

No Not reported Not reported Tail-focused 

evaluation 

Han et al. [46] Pixel-level 

long-tail 

segmentation 

No Not reported Not reported Tail-focused 

evaluation 

Zheng et al. 

[47] 

Long-tailed 

diagnosis 

Not family-

focused 

Not reported Not reported Rare-category 

evaluation 

Present study PlantSeg 

integrity 

evaluation 

Yes; visual-

family graph 

Two-reviewer 

adjudication 

Multi-model 

composition 

control 

T0orT1orT2 

exposure + 

group-disjoint 

repair 

3. Materials and Methods 

3.1 Study design and analytical scope 

The benchmark-reliability design was organized around four questions: whether verified cross-split visual 

families are present; whether released and contamination-aware evaluations differ; whether training-side family 

exposure benefits related evaluation cases; and whether group-disjoint reconstruction can preserve semantic 

coverage. 



3.1.1 Problem definition and evaluation framework  

Let each record contain image x_i, mask y_i, semantic disease label c_i, and released split s_i. Let M(f,E) denote 

class-macro mean Intersection over Union (mIoU) for model f on cohort E. Equations (1)-(5) define the visual-

relation graph, cross-split families, contamination fraction, and semantic conflict used throughout the audit. 

 𝒟 = ௜ݔ)} , ௜ݕ , ܿ௜ , ௜)}௜=1ேݏ ௜ݏ  , ∈ {tr, val, te} (1) 

௜௝ܣ  = 1 ⇔ (݅, ݆) is accepted as a verified visual relation;  ܩ = (ܸ, ܧ ,(ܧ = {(݅, ݆): ௜௝ܣ = 1} (2) 

 ࣝcross = :௞ܥ} :௜ݏ}| ݅ ∈ |{௞ܥ > 1} (3) 

contߩ  = | ⋃಴ೖ∈ࣝcross஼ೖ|ே  (4) 

(ܿ)௞ݍ  = ૚(|{ܿ௜: ݅ ∈ |{௞ܥ > 1) (5) 

A connected component C_k of the verified visual-relation graph defines one visual family. Cross-split 

components contribute to the conservative contamination estimate, and disease, class, and host-plant conflicts are 

tracked separately. Algorithm 1 links these definitions to the evaluation, exposure, and repair analyses. 

Algorithm 1. Integrity-aware benchmark evaluation and repair framework. 

1. Input & graph construction. Start from released records D. Retrieve candidate cross-split relations using MD5, 

pHash, structural/deep similarity and provenance cues; accept a relation only after the frozen automated/human 

validation rule. Build G=(V,E), with connected components C_k defining verified visual families. ܣ௜௝ = :௜ݏ}|  ,1 ݅ ∈ |{௞ܥ > 1 [Eqs. (1)-(3)]. 

2. Integrity quantification. Compute the conservative lower-bound contamination fraction and flag components 

with semantic, disease, or host-plant conflict. Contradictory components are quarantined from the primary 

exposure-mechanism analysis. ߩcont = | ⋃಴ೖ∈ࣝcross஼ೖ|ே (ܿ)௞ݍ  , = 1(|{ܿ௜: ݅ ∈ |{௞ܥ > 1) [Eqs. (4)-(5)]. 

3. Canonical task & clean cohorts. Apply the frozen 116-output semantic mapping, retain the earliest partition 

member of each verified family for contamination-aware evaluation, and construct official/clean conflict-free 

cohorts. ܯ(݂, (ܧ = mIoU(ܧ) over supported classes [Eqs. (6)-(9)]. 

4. Evaluation-side contrast. For each frozen model/seed, quantify the released-to-clean shift and compare it with 

exactly class-count-matched random removals so that test-size and disease-composition changes are controlled. ߂eval = ,݂)ܯ (officialܧ − ,݂)ܯ MC݌ ;(cleanܧ = 1+∑ 1ಳ್=1 [௱null(್) ≥௱eval]஻+1 ܤ  , = 5,000 [Eqs. (10)-(12)]. 

5. Training-side exposure contrast. Construct T1 by removing the 273 label-consistent duplicate-family-exposed 

training images and T2 by removing 273 ordinary images with exactly matched semantic-class counts. Train 

under identical protocols and replicate across seeds 42 and 123. 1࣮ = 0࣮ ∖   ,ܮ 2࣮ = 0࣮ ∖ |ܮ|  ,ܴ = |ܴ|, ݊௖(ܴ) = ݊௖(ܮ). Estimate Δclean and Δfam [Eqs. (13)-(15)]. 

6. Exposure-by-cohort interaction. Test whether retaining duplicate-family exposure benefits related 

contaminated cases more strongly than independent clean cases; preserve controlled/quasi-experimental 

wording. ߂int = fam߂ +  .clean [Eq. (16)]߂

7. Uncertainty. Use paired image bootstrap for clean cases and leakage-component clustered bootstrap for 

contaminated cases; carry all members of a verified family together in each clustered resample. CI95%(߂) =  .B=5,000 [Eq. (17)] ,[(boot߂)0.975ܳ ,(boot߂)0.025ܳ]

8. Long-tail & repair. Quantify support lost after cleaning, then create G42/G123/G2024 group-disjoint 

reconstructions that preserve all disease classes while constraining each verified family to one partition. ∀ܥ௞ :௜ݏ}|  , ݅ ∈ |{௞ܥ = 1; target proportions ≈ 0.70/0.10/0.20 [Eq. (18)]. 



9. Feasibility validation. Run the prespecified DeepLabV3+–ResNet50 seed-42 validation on G42 using the same 

canonical training recipe. Interpret the resulting score only as repaired-protocol feasibility. 

Output: zero verified group crossings, all 115 disease classes retained, G42 test mIoU=23.21% (95% image-

bootstrap CI 21.67–25.04%). 

3.2 Dataset and semantic segmentation task 

The audited dataset was PlantSeg v7 (Zenodo 10.5281orzenodo.17719108; accessed 15 September 2026), 

containing 7,774 image-mask pairs, 115 disease categories, and 34 host plants [1]. The released split contained 

5,367 training, 846 validation, and 1,561 test images. Background was class 0 and disease classes were mapped to 

IDs 1-115, giving 116 output channels. The archive version and checksum were fixed before analysis so every 

audit relation and split reconstruction remained release specific. 

The mask audit found 7,762 samples consistent with the verified semantic identity and 12 that required in-

memory disease-ID correction. Source files were not modified. These corrections prevented target-ID 

inconsistencies from being mistaken for model or contamination effects; the complete cohort and loader 

definitions are given in Supplementary Tables S2-S3. 

3.3 Cross-split integrity audit 

The integrity audit combined exact matching with perceptual and structural retrieval. Message Digest 5 

(MD5) hashes identified exact matches; perceptual hash (pHash) distance, Structural Similarity Index Measure 

(SSIM), color-histogram correlation, keypoint evidence, and Random Sample Consensus (RANSAC) geometry 

were used to retrieve transformed duplicates and same-scene or cropped candidates. These signals generated 

candidates for review rather than serving as ground-truth labels. 

A relation entered the verified graph only when the evidence supported a common image or acquisition identity, 

including modified versions or another frameorcrop of the same recognizable plant, leaf, lesion, or scene. 

Visually similar but independent images were excluded, and provenance matches were treated as supporting 

evidence only. The test of expansion pHash<=12 on novel cross-split pairs used the stored descriptors for each 

pair. Visual families were generated through connected components; since the recall of retrieval is not exhaustive, 

the contamination rate is stated as a lower bound. 

3.4 Human validation and candidate triage 

Two reviewers independently assessed 100 substantive image-pair cases plus six attention checks, 

assigning both a binary leakage decision and a relation taxonomy. Disagreements were adjudicated. A Random 

Forest (RF) triage model was then fitted to 94 human-consensus cases using pHash, SSIM, keypoint, and 

RANSAC features. Model discrimination was assessed with out-of-fold (OOF) predictions. Operational 

thresholds were fixed at p>=0.51 for leakage and p<=0.49 for non-leakage, with manual review between them; 

details are provided in Supplementary Methods Note S1 and Tables S6-S7. 

The RF used 500 trees, equal class weights, minimum leaf size 2, median imputation, and a fixed random state. 

Thresholds were locked before the targeted 90-pair expansion. More stringent thresholds were examined only as 

sensitivity analyses and did not alter the accepted graph decisions materially. ߢ = ௢ܲ − ௘ܲ1 − ௘ܲ ,   ௘ܲ = yes,2݌yes,1݌ +  no,2݌no,1݌

AC1 = ௢ܲ − ௘ܲ,AC11 − ௘ܲ,AC1 ,   ௘ܲ,AC1 = 1)‾݌2 − ‾݌  ,(‾݌ = yes,1݌ + yes2,2݌  

The frozen Random-Forest decision rule was: ݀(݌) = {leakage, ݌ ≥ 0.51,
non-leakage, ݌ ≤ 0.49,
manual review, 0.49 < ݌ < 0.51, 

3.5 Contamination-aware split construction 

For contamination-aware evaluation, later-partition members of verified cross-split families were removed with 

priority given to retaining training members, yielding clean validation and test cohorts of 718 and 1,290 images. 

Components with contradictory semantic labels were quarantined separately, producing conflict-free official and 

clean cohorts. Label-consistent exposed training images were retained for the T1orT2 experiment. This separation 

allowed visual-family exposure and contradictory supervision to be analyzed as distinct integrity problems. 



3.6 Semantic segmentation benchmarking 

Four established architectures were evaluated with segmentation_models_pytorch 0.5.0: DeepLabV3+-

ResNet50, U-Net++-EfficientNet-B0, SegFormer-MiT-B0, and UPerNet-ResNet50. DeepLabV3+ was trained 

with seeds 42 and 123; the other models used seed 42. The experiment tested whether the released-versus-clean 

direction was consistent across architectures, not whether one architecture was more susceptible to contamination. 

Images and masks were resized with aspect-ratio preservation and zero padding to 512x512; the full configuration 

is given in Supplementary Table S3. 

All canonical runs used the same preprocessing and augmentation policy. Horizontal flips, scale changes, and 

modest intensity perturbations were applied during training. Background was class 0, disease classes were 1-115, 

and label 255 was reserved as the ignore index. Padding used background 0, so padded pixels contributed to 

background loss and metric counts. 

Models were optimized with multiclass cross-entropy and stochastic gradient descent (SGD), using the same 

polynomial learning-rate schedule, effective batch size, epoch budget, and early-stopping rule. Mixed-precision 

training was used on the graphics processing unit (GPU). Checkpoints were selected only by cleanorconflict-free 

validation mIoU, ensuring that model selection did not use the contaminated official validation score. Exact 

hyperparameters are reported in Supplementary Table S3. 

As a plausibility check, DeepLabV3+-ResNet50 seed 42 reached 24.30% mIoU on the released test set, close to 

the 25.08% value reported with the PlantSeg reference implementation [1]. The comparison was used only to 

confirm task consistency because the present implementation used a different software stack. 

The optimization objective and polynomial learning-rate schedule are given below for reproducibility. Pixels 

assigned the reserved ignore index are excluded; zero-valued padding remains part of the background 

class.ߗvalid = ݌} ∈ :ߗ (݌)ݕ ≠ ܿ)ఏ݌{255 ∣ ,ݔ  (݌
 ℒCE(ߠ) = − 1|ఆvalid|∑ ∑ ૚115௖=0௣∈ఆvalid (݌)ݕ] = ܿ] log݌ఏ(ܿ ∣ ,ݔ  (6) (݌

௧ߟ  = minߟ + 0ߟ) − (minߟ (1 − ௧்)ఊ 0ߟ  , = minߟ ,0.01 = ߛ ,10−4 = 0.9 (7) 

3.7 Evaluation metrics 

Intersection over Union (IoU) was computed from pixel-level confusion counts. Mean IoU (mIoU) was the class-

macro average over classes present in either predictions or references; disease-only mIoU excluded background. 

Mean class accuracy (mAcc) and aggregate pixel accuracy (aAcc) were secondary measures. Pixels with label 

255 were excluded from metric accumulation, while zero-valued padding contributed to the background class. 

 IoU௖ = TP೎TP೎+FP೎+FN೎ (8) 

 mIoU(ܧ) = 1|ࣥಶ|∑ IoU௖௖∈ࣥಶ  (9) 

(݉)eval߂  = )ܯ ௠݂, (officialܧ − )ܯ ௠݂,  clean) (10)ܧ

The primary evaluation-side estimand was the difference between released and contamination-aware mIoU 

for the same frozen checkpoint. Using the identical checkpoint under both evaluations isolates the effect of 

evaluation-set composition from training stochasticity. 

3.8 Class-matched Monte Carlo control 

An exactly class-count-matched Monte Carlo test was used to determine whether the released-to-clean 

shift could be explained by the smaller test set or altered disease composition. Cleaning removed 271 of 1,561 test 

images. In each of 5,000 draws, the same number of images was removed within every affected disease class, so 

the observed disease-specific removal profile was preserved while image identity varied. 

The resulting null distribution answers whether the observed shift is unusual relative to other removals with the 

same disease composition. The plus-one correction sets the minimum attainable Monte Carlo probability at 

1or(B+1). 

For each draw, mIoU was recomputed from stored per-image intersectionorunion arrays and compared with 

the observed shift using the plus-one Monte Carlo probability: 



null(௕)߂  = ,݂)ܯ (officialܧ − ,݂)ܯ officialܧ ∖ ܴ(௕)),  ܾ = 1,… ,  (11) ܤ

MC݌  = 1+∑ ૚ಳ್=1 [௱null(್) ≥௱eval]஻+1 ܤ  , = 5,000 (12) 

Each Monte Carlo sample preserved the observed disease-specific removal counts exactly; only the identity of the 

removed images changed. 

The 97.5th null percentile was used as a reference threshold. Common-class and disease-only decompositions 

were also computed to check whether the observed shift depended on classes disappearing after cleaning. 

The five modelorseed composition-control tests were treated as one multiplicity family and adjusted with the 

Holm procedure. The T1orT2 exposure analyses addressed a separate mechanism question and were reported with 

bootstrap intervals rather than included in this family. 

Formally, for ordered probabilities (1)݌ ≤ ⋯ ≤ (௠)݌ , the Holm step-down rule compares ݌(௜) ≤ ఈ௠−௜+1 
sequentially and stops at the first non-rejection. Here m=5 because the five cross-modelorseed composition-

control tests formed one prespecified family. 

3.9 Training-side duplicate-family exposure experiment 

Training-side exposure was evaluated with DeepLabV3+-ResNet50 under three training sets: T0, the released 

training split (5,367 images); T1, after removing 273 label-consistent duplicate-family-exposed images; and T2, 

after removing 273 ordinary images with exactly the same disease-class removal counts. T1 and T2 therefore 

contained the same number of images and the same class-removal profile. 

The principal comparison was T1 versus T2. Seed 42 was replicated with seed 123 using the same T1orT2 

image sets and training protocol, changing only training stochasticity. 

Three candidate T2 controls were generated before freezing one control set. Disease-class removal counts were 

identical by design, while foreground fraction, component count, and mask-morphology distributions were 

checked as secondary balance diagnostics. Because these covariates were only approximately balanced, the 

experiment is described as controlled or quasi-experimental rather than fully randomized. 

Secondary balance was evaluated with foreground fraction, component count, and a frozen nine-feature mask-

morphology descriptor; definitions and Gaussian-mixture details are reported in Supplementary Table S10. 

Across the candidate controls, standardized mean difference (SMD) and total variation (TV) diagnostics indicated 

modest residual imbalance. These diagnostics were used to characterize the matched control rather than to claim 

randomization; full values are reported in Supplementary Table S12. SMD = ௫‾ಽ−௫‾ೃ√(௦ಽ2+௦ೃ2)or2TV(ܲ, ܳ) = 12∑௞| ௞ܲ − ܳ௞| 
Two prespecified evaluation channels separated independent generalization on the clean test set from 

performance on related contaminated, conflict-free cases. A selective advantage on the latter would indicate 

family-specific exposure rather than a stable general training benefit. 

Let L denote the 273 label-consistent duplicate-family-exposed training images and R the frozen matched-random 

control set: 

 0࣮ = o࣮fficial,   1࣮ = 0࣮ ∖   ,ܮ 2࣮ = 0࣮ ∖ ܴ (13) 

|ܮ|  = |ܴ| = 273,  ݊௖(ܴ) = ݊௖(ܮ),  ∀ܿ (14) 

clean߂  = ்݂)ܯ 1 , (cleanܧ − ்݂)ܯ 2 , fam߂  ,(cleanܧ = ்݂)ܯ 2 , (contamܧ − ்݂)ܯ 1 ,  contam) (15)ܧ

int߂  = fam߂ + clean߂ = ்݂)ܯ] 2 , (contamܧ ்݂)ܯ− 1 , [(contamܧ − ்݂)ܯ] 2 , (cleanܧ − ்݂)ܯ 1 ,  clean)] (16)ܧ

Equation (16) is positive when retaining duplicate-family exposure benefits related contaminated cases more than 

independent clean cases. The interaction is interpreted as a controlled mechanism contrast because T1 and T2 

match training size and disease-class removal profile. 



3.10 Bootstrap analysis of training-side exposure 

Bootstrap inference used stored per-image intersection and union counts without rerunning the models. Clean 

T1-T2 differences used 5,000 paired-image resamples. Contaminated-cohort differences used 5,000 visual-family 

clustered resamples so all members of a verified family remained together. 

Pairing preserved the within-image T1orT2 comparison on clean cases, while clustering accounted for 

dependence among contaminated cases from the same verified family. 

Percentile confidence intervals (CIs) were calculated separately for each seed. Empirical bootstrap tail 

probabilities were one-sided for the prespecified contaminated-cohort direction and two-sided for clean effects. 

Two-seed summaries are descriptive because two fitted seeds do not estimate population-level training variance. 

 CI95%(߂) = [ܳ0.025 boot(௕)߂}) }௕=1஻ ) , ܳ0.975 boot(௕)߂}) }௕=1஻ )] (17) 

The same cohort-specific resampling was applied to the exposure-by-cohort interaction in Equation (16); 

Supplementary Table S1 summarizes the estimands and inference scheme. 

3.11 Long-tail support analysis 

Long-tail effects were quantified from test-set class support before and after cleaning using median class support 

and counts of classes with fewer than 10 and fewer than 5 images. Spearman correlation assessed the relationship 

between class support and class IoU. 

3.12 Group-disjoint benchmark reconstruction 

After contradiction quarantine, each label-consistent visual family was assigned wholly to one partition under 

approximate 70or10or20 trainorvalidationortest proportions. Reconstructions were generated with seeds 42, 123, 

and 2024 and checked for zero verified family crossings and retention of all disease classes. 

:௜ݏ}|  ,௞ܥ∀  ݅ ∈ |{௞ܥ = 1,  target split proportions ≈ (0.70,0.10,0.20) (18) 

Equation (18) defines the group-disjoint constraint. Feasibility was evaluated with one prespecified 

DeepLabV3+-ResNet50 seed-42 run on G42 using the canonical training recipe. G42 contained 

5,262or756or1,503 trainorvalidationortest images, retained all 115 disease classes in every partition, and had zero 

verified family crossings. 

Checkpoint selection used G42 validation mIoU only. Because validation performance was still improving at 

epoch 30, the resulting test score is treated as evidence that the repaired protocol is trainable rather than as an 

optimized performance ceiling. 

4. Results 
Results revolve around the verified audit, evaluation side shift, training exposure, long-tail effects, and group-

disjoint fix. 

4.1. Cross-split contamination and human validation 

The verified graph consisted of 358 cross-split elements that included 829 out of 7,774 images, resulting in 

the conservative contamination lower bound of 10.664%. Semantic conflicts were found in 105 elements; 

conflicting images were isolated from the primary exposure analysis. The more extended provenance-sensitive 

screening identified additional images, although they were not included into the verified graph without any visual 

evidence. Human validation confirmed the audit choices. In 100 representative examples, binary agreement 

between reviewers was 94.0% (Cohen’s kappa=0.864; Gwet’s AC1=0.892), and resolved positive validation 
stratum consisted of 48 confirmed contamination cases.Detailed matrices and confidence intervals are reported in 

Supplementary Table S8. 

The Random Forest triage model showed high out-of-fold discrimination on the 94 human-consensus cases, with 

receiver operating characteristic area under the curve (ROC-AUC) 0.9979 and precision-recall area under the 

curve (PR-AUC) 0.9991. These values describe calibration-stage diagnostics rather than external validation. 

Threshold-sensitivity results are given in Supplementary Table S7. 

More stringent triage thresholds primarily transferred cases to manual review instead of reversing accepted 

decisions, indicating that the verified graph was not driven by marginal classifier probabilities. 



Conflict structure is summarized in Table 2, and Figure 2 shows representative exact, transformed, same-scene, 

and excluded visually independent relationships. 

Table 2. Final contamination audit and human-validation outcomes. 

Outcome Result Interpretation 
Dataset size 7,774 images Canonical audited image–mask pairs 
Cross-split components 358 Verified cross-split connected components spanning released splits 
Implicated images 829 (10.664%) Conservative lower-bound contamination 
Class-conflicting components 105 Component contains conflicting semantic class labels 
Disease-conflicting components 101 Component contains conflicting disease labels 
Plant-conflicting components 59 Component contains conflicting host-plant labels 
Binary human agreement 94.0%; κ=0.864; 

AC1=0.892 
Independent reviewer validation 

Resolved positive precision 48or48 = 100% 95% Wilson CI: 92.59–100% 
RF triage classifier Accuracy 98.94%; 

precision 100%; 

recall 98.44% 

Out-of-fold discriminationorprobability diagnostics; n=94 substantive 

consensus cases 

 

Figure 2. Representative PlantSeg audit relationships: exact duplicate, modified duplicate, same-sceneorsame-

subject relation, and a provenance-matched but visually independent negative example. The examples distinguish 

verified leakage identity from visualorprovenance similarity alone. 

4.2. Contamination effects across segmentation models 

All four seed-42 models scored higher on the released evaluation than on the contamination-aware clean 

evaluation. DeepLabV3+, SegFormer, and UPerNet exceeded the 97.5th percentile of the disease-class-matched 

Monte Carlo null; U-Net++ showed the same direction but did not reach the prespecified significance threshold. 

Holm adjustment retained the four modelorseed results with raw p=0.00020. 



The released-to-clean shift ranged from +0.20 to +2.83 percentage points across the seed-42 architectures. Model 

ordering was unchanged between the two evaluation protocols, indicating that contamination affected absolute 

evidence more clearly than relative ranking in this experiment. Complete model-wise values are reported in Table 

3. 

DeepLabV3+ seed 42 decreased from 24.30% released to 21.47% clean mIoU, a +2.83-point released-minus-

clean shift. Seed 123 reproduced the pattern with a +2.05-point shift. Both exceeded their class-count-matched 

null thresholds (Monte Carlo p=0.00020), reducing reliance on a single training realization. 

Table 3 and Figure 3 summarize the cross-model and replicated DeepLabV3+ results. Between-architecture 

differences in shift magnitude are not interpreted as susceptibility rankings because the non-DeepLab models 

were evaluated with one training seed. 

Supplementary Figure S1 reports the frozen training histories and documents that some models were still 

improving near the 30-epoch limit. 

Table 3. Cross-model official-versus-clean mIoU and exactly class-count-matched Monte Carlo composition-control results. 

Here, pp denotes percentage points; null percentiles are reference thresholds, not confidence intervals (CIs) for observed 

shifts. 

Model Seed Official mIoU 

(%) 
Clean mIoU (%) Shift (pp) Shared null 

97.5% (pp) 
Monte Carlo p 

DeepLabV3Plus (resnet50) 42 24.30 21.47 +2.83 +1.0550 0.00020 
UnetPlusPlus (efficientnet-b0) 42 6.16 5.96 +0.20 +0.27 0.08098 
Segformer (mit_b0) 42 12.04 10.81 +1.23 +0.65 0.00020 
UPerNet (resnet50) 42 29.78 27.13 +2.65 +1.05 0.00020 
DeepLabV3Plus (resnet50) 123 24.94 22.89 +2.05 +0.92 0.00020 

 

Figure 3. Released-minus-clean mIoU shift for the five modelorseed evaluations relative to the shared class-count-matched 

Monte Carlo null. 

4.3. Training-side exposure on clean and contaminated cases 

T1 and T2 each contained 5,094 training images. On the independent clean test set, T1-T2 effects were small 

and changed direction across seeds: +0.40 percentage points for seed 42 and -1.32 for seed 123, with confidence 

intervals spanning or approaching zero. The experiment therefore did not show a reproducible clean-

generalization benefit from duplicate-family exposure. 

The pattern was different on related contaminated, conflict-free cases. Retaining family exposure in T2 produced 

advantages of +11.04 percentage points for seed 42 and +15.20 for seed 123; the visual-family clustered 

confidence intervals remained above zero for both seeds. Table 4 reports the corresponding cohort scores and 

uncertainty. 



The exposure-by-cohort interaction was also positive in both seeds (+11.44 and +13.88 percentage points), 

showing that the exposure advantage was concentrated in related contaminated families rather than independent 

clean cases. Figure 5 summarizes these contrasts. 

Table 4. Controlled T1 versus T2 training-side results and bootstrap uncertainty. Contam.-CF denotes the contaminated, 

conflict-free cohort; pp denotes percentage points. 

Seed Clean T1 

(%) 
Clean T2 

(%) 
Clean T1−T2 
(pp) 

Clean 95% CI (pp) Contam.-CF 

T1 (%) 
Contam.-CF 

T2 (%) 
Contam. T2−T1 (pp; 95% 
CI) 

42 22.44 22.04 +0.40 [-0.78, +1.45] 26.38 37.43 +11.04 [+6.34, +15.76] 
123 21.81 23.13 -1.32 [-2.36, +0.02] 25.37 40.57 +15.20 [+9.65, +19.60] 

 

Figure 4. Seed-wise DeepLabV3+ T1orT2 performance on clean and contaminated, conflict-free cohorts. 

 

Figure 5. Seed-specific clean and contaminated-cohort exposure effects with bootstrap intervals. 

4.4. Long-tail effects of contamination-aware cleaning 

Cleaning reduced the test set from 1,561 to 1,290 images while retaining the same 114 disease classes 

represented in the released test cohort. Median support fell from 11 to 9 images, and the number of classes with 

fewer than 10 test images increased from 48 to 61. Table 5 gives the full support distribution. 



Class support was positively associated with class IoU in both released and clean evaluations (Figure 6). 

Cleaning therefore improved split independence while increasing sparsity for rare classes, which motivates 

preserving the complete class-level decomposition in Supplementary Table S11. 

Table 5. Effect of contamination-aware cleaning on test-set class support. 

Metric Official test Clean test 
Number of images 1,561 1,290 
Disease classes represented 114 114 
Median images per disease class 11 9 
Classes with <10 images 48 61 
Classes with <5 images 20 26 
Support–IoU Spearman ρ 0.605 0.693 
Support–IoU p-value 9.71e-13 1.26e-17 

 

Figure 6. Relationship between per-class image support and class IoU under released and clean evaluation. 

4.5. Group-disjoint benchmark reconstruction 

The three group-disjoint reconstructions retained 7,521 images, all 115 disease classes in every partition, and 

zero verified family crossings. Their test sets contained about 1,500 images, substantially closer to the released 

test size than the deletion-only clean cohort. 

The prespecified DeepLabV3+-ResNet50 run on G42 reached 23.21% test mIoU, with a 95% image-

bootstrap confidence interval of 21.67-25.04%. Because the model was trained on a different partition, this result 

is used only to show that the repaired protocol is operational and trainable. Tables 6 and 7 report the split 

composition and secondary metrics. 

Table 6. Group-disjoint benchmark reconstruction outcomes. 

Seed Total Train Validation Test Classes in each split Group-leakage 

violations 
42 7521 5262 756 1503 115or115or115 0 
123 7521 5263 755 1503 115or115or115 0 
2024 7521 5263 753 1505 115or115or115 0 

Table 7. Canonical DeepLabV3+ validation of the primary G42 group-disjoint reconstruction. 

Item G42 validation result 
Architecture or encoder DeepLabV3+ or ResNet-50 
Training seed 42 
Train or validation or test images 5,262 or 756 or 1,503 
Disease classes in each split 115 or 115 or 115 



Item G42 validation result 
Verified duplicate-family crossings 0 
Maximum epochs or selected epoch 30 or 30 
Best validation mIoU 23.25% 
Test semantic mIoU 23.21% 
95% image-bootstrap CI for test 

mIoU 
21.67–25.04% (B=5,000) 

Disease-only mIoU 22.62% 
Mean class accuracy 33.82% 
Aggregate pixel accuracy 88.63% 

Interpretation 
Feasibility validation of the repaired benchmark; not a paired 

causal contrast with the released split. 

4.6. Robustness and diagnostic analyses 

4.6.1. Retrieval validation and targeted expansion 

Validation checks confirmed the reliability of the audit decisions across reviewed positive, negative, and difficult 

candidate strata. Detailed Wilson intervals, classifier diagnostics, and threshold sensitivity results are reported in 

Supplementary Tables S4 and S7. 

A targeted expansion of 90 previously unsurfaced pairs with pHash distance <=12 identified additional accepted 

relations across several perceptual-distance strata (Figure 7). The decreasing yield at larger distances supports 

using multiple similarity signals and human review rather than a single perceptual-hash cutoff. 

 
Figure 7. Accepted leakage relations across the targeted pHash-distance expansion. 

4.6.2. Composition-control decomposition and matched-control balance 

Composition-control decomposition showed that the released-minus-clean shift persisted when the comparison 

was restricted to common classes and when background was excluded. The class-level shift was larger in disease 

classes from which a greater fraction of test images had been removed; complete decompositions and T1orT2 

balance diagnostics are provided in Supplementary Table S12. 

For DeepLabV3+ seed 42, the observed released-minus-clean shift lay beyond the 97.5th percentile of the shared 

5,000-draw class-count-matched null (Figure 8). The same draw set was used across all modelorseed evaluations. 



 
Figure 8. Shared class-count-matched Monte Carlo null for the DeepLabV3+ seed-42 released-minus-clean shift. 

At class level, disease classes losing a larger fraction of test support tended to show larger released-minus-clean 

IoU differences (Figure 9). The relationship was heterogeneous and is treated as descriptive rather than causal; the 

full class-level analysis is provided in Supplementary Table S11. 

 
Figure 9. Class-level removed fraction versus released-minus-clean IoU difference across supported disease classes. 

4.6.3. Exposure-by-cohort interaction 

The exposure-by-cohort interaction was positive for both DeepLabV3+ seeds, providing a compact summary of 

the mechanism experiment: retained duplicate-family exposure benefited related contaminated cases much more 

than independent clean cases (Table 8). 



Table 8. Exposure-by-cohort interaction derived from the frozen T1orT2 predictions (Equation 16). pp denotes percentage 

points; CI denotes confidence interval. 

Seed Clean T2-T1 (pp) Contaminated-CF T2-T1 (pp) Interaction Delta_int (pp) 95% bootstrap CI (pp) 

Empirical 

one-sided 

tail 

probability 

42 -0.40 +11.04 +11.44 [+6.47, +16.44] 0.00020 

123 +1.32 +15.20 +13.88 [+8.18, +18.52] 0.00020 

5. Discussion 
The results establish a coherent benchmark-integrity pattern. Human-validated cross-split families were 

present in PlantSeg; released evaluation was more favorable than contamination-aware evaluation across several 

architectures; and the controlled exposure experiment localized the largest advantage to related contaminated 

cases. Group-disjoint reconstruction then showed that split independence can be improved without sacrificing 

disease-class coverage. 

5.1. Benchmark contamination as an evaluation problem rather than a simple duplication count 

The integrity problem extends beyond byte-identical duplication. Modified versions or same scene/crop 

images retain lesion appearance, spatial arrangement, and contextual background through partitioning despite 

having different pixel arrays. This therefore justifies the use of visual family-based grouping rather than file-level 

de-duplication, and is supported by general research into near-duplicates and visual leakage auditing [39]. In 

semantic segmentation, this reliance is particularly crucial since dense predictions can make use of spatial 

information alongside object appearances. Repeated scenes or crop images could retain the appearance, scaling, 

vein pattern, and structural background of the lesions such that the evaluation image is somewhat familiar but not 

a duplicate. 

Semantic conflict is an issue distinct from repeated exposure.Families with contradictory class, disease, or 

host-plant labels were quarantined before the exposure analysis so the training-side mechanism was not 

confounded by inconsistent supervision. Label-consistent families, by contrast, can be retained safely if all 

members are assigned to the same partition.The reported contamination fraction should be read as a verified lower 

bound because the retrieval stage was intentionally conservative; exhaustive recall cannot be established. 

Provenance-only matches were not counted as leakage without supporting visual evidence. 

5.2. Released versus contamination-aware evaluation 

The cross-model results show that benchmark contamination affected the absolute evidence of 

generalization. Every seed-42 architecture scored higher on the released evaluation, and the DeepLabV3+ result 

reproduced under a second seed. Disease-class-matched Monte Carlo controls showed that the main shifts were 

larger than expected from test-set size and composition changes alone.Relative model ordering remained stable, 

so the study does not support an architecture-susceptibility ranking. The more important point is that a model 

ranking can remain unchanged even when the absolute estimate of independent generalization is optimistic. The 

difference is significant when improvements on architecture are only few percentages. It is very useful for class-

dependent metrics since pixel accuracy for the background may be unchanged while disease metrics may change 

significantly. The common class and disease only breakdowns have the same benchmark level interpretation. 

5.3. Training side related cases exposure 

In the case of the T1orT2 experiment, we get additional information regarding the mechanism that goes 

along with the previous experiment. The experiment compares the effect on independent clean cases versus 

related contaminated cases when training sample size and disease-class exclusion are held constant. There was no 

significant clean effect in both seeds; however, there were significant replicated effects on related contaminated 

cases when duplicate family exposure was maintained. It indicates a specific family exposure effect and not a 

general improvement in representation of the images. The experiment reduces the interpretation of released-

versus-clean effect but it cannot prove the memorization or causation due to randomization. The residual 

morphological or acquisition difference might persist in the case of matched T1 and T2 controls. 

5.4. Long-tail costs of naïve cleaning 



Although cleaning increased independence, it decreased the level of support of rare classes. Median support levels 

decreased and the number of classes that had a low number of test images increased. Since support is positively 

correlated with IoU, it follows that the removal process results in reduced leakage bias and increased uncertainty 

about tail-class support. Group disjoint reconstruction provides a better solution to this problem. Both group 

disjoint reconstructions have all the classes present, preserve similar test sets in terms of size to the one that is 

publicly released and remove verified family crossings. Therefore, it makes sense to define families first and then 

allocate partitions as opposed to performing deletion post hoc. It should be noted that the released partitioning 

scheme can still be used for comparison purposes. 

5.5. Implications for benchmark design and reporting 

Three approaches flow from these findings. First, the process of constructing a benchmark should recognize the 

existence of exact and transformed duplicates, same-scene relations, and semantic contradictions prior to splitting. 

Second, visual family determinations that are ambiguous should use both automated searching and manual 

verification and not rely on hash comparisons alone. Third, studies that have been published should note the 

precise version of the dataset used as well as the definition of the splits and integrity-related filtering that is 

applied such that it can be revisited if new relations are discovered. In the case of existing benchmarks, 

contamination-insensitive and contamination-aware results can be reported separately. The former ensures 

continuity while the latter is a more defensible estimation of generalization to unrelated visual families. 

5.6. Scope and limitations 

There are five primary limitations to the study. Firstly, the results pertain to one benchmark, and generalization of 

the extent of contamination is not possible without audits on other datasets. Secondly, the exposure experiment 

was performed on two DeepLabV3+ training seeds, while other architectures were tested using only one seed. 

Thirdly, the retrieval audit was deliberately conservative and therefore did not give a global recall estimate; as a 

result, other related families might have been left undetected. Fourthly, the primary G42 repaired-split validation 

was performed using one model and one seed, hence serving to prove the feasibility of the protocol and not its 

superiority. Fifthly, the T1orT2 experiment involved one frozen matched T2 removal set; disease class numbers 

were exact, but secondary morphology and acquisition covariates were roughly balanced. 

6. Conclusion 
The PlantSeg dataset includes confirmed cross-split visual families which significantly influence the 

interpretation of the semantic-segmentation performance evaluation. In this audit, the contamination effect has 

been identified through setting up a contamination lower bound and it is shown that the released-split evaluation 

consistently favors the contamination-aware evaluation in multiple models. Also, a systematic experiment in the 

controlled training environment has pinpointed the source of the greatest benefit to the related contaminated 

images rather than the independent clean images. While direct deletion helps improve independence, it 

compromises the rare disease classification. Group-disjoint reconstruction helps achieve both with keeping 115 

disease classes intact. 
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