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Abstract

Behavior is a window into cognition, yet behavioral effects rarely map one-to-one onto
mechanisms: different mechanisms can produce the same effect, and the same mechanism
can produce opposing effects across contexts. Visual attention provides a test case. We
introduce the Shaped Priority Account, a neural-dynamical model in which salience and
target guidance are nonlinearly transformed, unfold on different timescales, and compete
within a recurrent selection field. With one fixed parameterization, the model reproduced
34 conditions from 12 experiments spanning seemingly distinct phenomena including
triple-conjunction search, task-irrelevant feature effects, attentional capture, resistance to
capture, and distractor-present benefits. These results show that apparently distinct
behavioral signatures can emerge from the same neural dynamics rather than from distinct
mechanisms. Behavioral effects are therefore not mechanistic fingerprints: before invoking
distinct processes for each effect, researchers must pursue a benchmark, interrogating

whether a neural process account can unify such effects under a single dynamical theory.
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Contrasting signatures of visual attention emerge from the same underlying

neural dynamics

A central ambition of cognitive neuroscience is to infer the brain’s hidden
computations from their observable consequences in behavior. Yet this enterprise often
rests on a fragile assumption: that a behavioral signature uniquely identifies the
mechanism invoked to explain it. This problem becomes especially acute when subtle
changes in sensory input or experimental context produce seemingly contradictory effects.
Such reversals are often interpreted as evidence for specialized mechanisms, latent control
states or qualitative shifts in strategy. But introducing new mechanisms to accommodate
each new effect risks replacing explanation with taxonomy. A more parsimonious, though
more demanding, possibility is that apparently distinct behavioral signatures emerge from
a common neural dynamical system.

Behavioral signatures provide essential empirical constraints, but they are not
themselves mechanisms. They are compressed summaries of neural processes unfolding
over time in different situations. Different neural trajectories may converge on the same
behavioral mean, while the same underlying dynamics may produce different outcomes as
sensory input changes. Under natural conditions, the brain is neither given the identity of
an experimental condition nor instructed which control state or mechanism to deploy.
Neural activity instead evolves in response to sensory input within a shared dynamical
architecture, from which behavior emerges. Rather than assigning distinct explanations to
each behavioral signature, the theoretical challenge is therefore to identify the minimal
neural dynamics capable of generating them all, including outcomes that appear
contradictory. This view offers a route toward theories that are parsimonious,
mechanistically unified and able to generalize across contexts.

Visual attention provides a stringent test of this possibility. Despite decades of
research under tightly controlled conditions, findings from visual search remain difficult to

reconcile within a unified theoretical framework. Small changes in stimulus features or
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display configuration can produce markedly different behavioral effects. A salient but
task-irrelevant distractor can slow responses to a target (Theeuwes, |1992)), produce little
measurable cost (Bacon & Egeth, |1994)), or even be associated with faster responses
(Gaspelin & Luck, |2018; Gaspelin et al., 2015; Lien et al., 2022)). Targets defined by
multiple features can sometimes be found efficiently even when surrounding objects share
many of those features, and search difficulty varies systematically with target-to-distractor
similarity and distractor arrangement (Nordfang & Wolfe, |2014)). Features irrelevant to the
target definition can likewise alter performance by changing local contrast or display
organization (Found, [1998; Proulx, [2007). These findings have motivated a wide range of
proposed mechanisms, including distractor suppression (Gaspelin et al., 2015, [2025]),
distinct attentional-control settings such as contingent orienting, singleton-detection and
feature-search modes (Bacon & Egeth, |1994; Folk et al., 1992)), preattentive binding and
grouping (Duncan & Humphreys, |1989; Found, |1998)), clump scanning and independent
parallel search (Liesefeld & Miiller, 2020; Theeuwes, [2023)), dimension weighting (Liesefeld
& Miiller, 2019)), attentional-window adjustment (Theeuwes, [2023), and selection-history or
implicit-learning components (Anderson et al., 2021; Gaspelin et al., 2025). The central
question is whether these diverse behavioral patterns require distinct control mechanisms,
or whether they can instead arise from a common set of neural dynamics.

Priority-map theories provide a natural starting point for such a unified account.
Visual salience, task goals, selection history, reward, emotion, statistical learning, social
relevance and related observer states can all contribute to a common spatial priority
representation that guides attentional selection (Anderson et al., 2021; Awh et al., 2012}
Bisley & Mirpour, 2019; Luck et al., 2021; Niu et al., 2025 Ptak, [2012; Treisman & Gelade,
1980; Wolfe, 1994, 2021} Zelinsky & Bisley, 2015). Neural dynamical implementations of
attentional priority have also been developed (Deco & Rolls, 2004; Grieben et al., 2020
Hamker, 2005, 2006; Wyble et al.,|2020). Yet priority-map accounts leave open a critical

mechanistic question: how signals contributing to priority interact and unfold through time
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to produce attentional selection and its sometimes contrasting behavioral consequences.

We addressed this question by testing whether a common neural dynamical
architecture could generate seemingly disparate behavioral effects across visual-search
contexts. We began with a neural priority-map model containing only two core components
of visual attention: bottom-up guidance by stimulus conspicuity (Itti & Koch, 2000) and
top-down guidance by target features (Wolfe, 2021; Wolfe et al., |[1989). The model
contained no task-specific mechanisms or parameters. We introduced only neurally
motivated operations needed to account for the demanding data of Nordfang and Wolfe
(2014)), which systematically manipulated bottom-up and top-down influences across
multiple search conditions. We then asked how far the same architecture could generalize
to other challenging and apparently contradictory findings without task-specific
mechanisms or retuning.

This led to the Shaped Priority Account which we present here, a neural dynamical
model of visual search grounded in Dynamic Field Theory (Schoner et al., 2016). The
model derives bottom-up salience from local feature contrast and top-down guidance from
target-defining feature values. Its only inputs are the search array, represented as a static
image, and the target-defining features, represented as numerical values. Crucially, the
model receives neither a label identifying the experimental paradigm nor any
condition-specific or benchmark-specific parameterization.

The account rests on three neural principles. First, each source of attentional
priority is transformed by a source-specific nonlinearity, such that equal changes in
unshaped activation need not produce equal changes in effective input. Nonlinear
transformations of neural input are common in neural models; here, we formalize a general
shaping operation and specify its form separately for salience and target-based guidance.
Second, different priority sources have distinct temporal profiles: salience becomes effective
earlier, whereas target-based guidance becomes available later, consistent with existing

theoretical and empirical proposals (Donk & Van Zoest, [2008; Wolfe, 2021). Third, priority
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is not represented in a separate static map. Instead, the summed input from all sources
continuously drives a selective neural dynamic field defined over visual space. Activity in
this field evolves through the interaction of external input, recurrent excitation and
inhibition, and noise, consistent with Dynamic Field Theory (Schoéner et al., 2016]).
Selection occurs when these dynamics stabilize a localized activity peak. Its timing is
constrained by empirical estimates of covert attentional shifts, on the order of 30-50 ms
(Bergen & Julesz, |1983; Buschman & Miller, [2009; Krose & Julesz, [1989)). Because
attentional selection unfolds rapidly, there can be intervals in which no peak stabilizes
before the next selection cycle, producing failed stabilization. Reaction time, therefore,
reflects the evolving trajectory of competition until the target is found, including peak
formation, failed stabilization, target verification, release, and inhibition of return.

Of these three commitments, nonlinear shaping yields the strongest qualitative
predictions because it changes how canonical behavioral signatures should be interpreted.
The same salient singleton that would receive uniformly high priority under a linear
account can produce a response cost, little or no cost, or even facilitation in the Shaped
Priority Account, depending on the surrounding features, despite the same nonlinear
transformation being applied in every case. The same principle applies to top-down
guidance: redistributing the same set of feature values across distractors can produce
shallow or progressively steeper search slopes. Yet nonlinear guidance cannot eliminate all
ambiguity. Items that closely resemble the target can remain viable candidates until they
are selected and verified. We refer to this limitation as the guidance diagnosticity
bottleneck: guidance can constrain the set of candidate locations, but cannot by itself
identify the target before selection. Search therefore proceeds through successive
verification until the target is found.

We tested this account across multiple paradigms. A single parameterization was
calibrated on the triple-conjunction conditions of Nordfang and Wolfe (2014) and then held

fixed across the remaining task-irrelevant feature manipulations (Found, [1998; Proulx,
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2007)) and capture- and suppression-related paradigms (Bacon & Egeth, |1994; Gaspelin &
Luck, 2018; Gaspelin et al., |2015; Lien et al., |2022; Theeuwes, 1992)). Across 12
experiments and 34 empirical conditions, the model captured the defining structure of all
three benchmark families of data. Supplementary analyses used a reduced diagnostic
surrogate model to isolate the contributions of nonlinear shaping, guidance timing,
stochastic competition and failed stabilization.

The resulting theoretical claim is constrained but consequential: canonical
signatures of capture, suppression and efficient triple-conjunction search can emerge as
distinct outcomes of a single evolving neural dynamical system, without condition-specific
or benchmark-specific retuning or separate mechanisms for individual effects. The account
therefore replaces one-signature-one-mechanism inference with a stronger novel benchmark
demand: to specify the neural dynamics that generate the behavioural signatures evident

in multiple data sets before postulating additional or special-purpose mechanisms.
The Shaped Priority Account

The Shaped Priority Account specifies how visual input, target goals and recurrent
neural interactions jointly produce attentional selection. Priority is treated as a dynamic
capacity rather than a fixed item value: a location has priority to the extent that its
activity can stabilize against competing activity elsewhere. Salience and target-feature
guidance bias this process, but their effects depend on nonlinear shaping, temporal
availability and the current state of the selection field.

Search emerges from the continuous evolution of coupled neural fields encoding
visual features, attentional selection, the active target template and the match between
selected information and the target. Selection occurs when recurrent excitation and
inhibition transform biased activation into a self-stabilizing localized peak. Local excitation
strengthens a candidate location, broader inhibition suppresses alternatives, and noise
makes stabilization probabilistic. A salient distractor may therefore perturb competition

without being selected, whereas a less conspicuous but target-compatible location may
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stabilize selection.

Search proceeds through successive cycles of selection and verification. Once an
attentional peak stabilizes, activation from that location is gated into match fields and
compared with the target template. A successful match terminates the trial; otherwise, the
peak is released and an inhibitory trace reduces the likelihood of immediate reselection.
Neural oscillators regulate these cycles, and some end before any usable selection emerges,
producing selection failures that add processing time without selecting an item.

The term shaped refers to how salience and target-feature guidance become
effective. Each source undergoes a source-specific nonlinear transformation before entering
the attentional selection field, such that activation may have little effect, fall within a
sensitive range or approach saturation. The shaped inputs also become available on
different time courses, with salience becoming effective earlier than guidance.

Figure [1| summarizes the architecture. Visual input generates salience- and
guidance-related signals that are shaped before entering the attentional selection field,
where recurrent competition, verification and oscillatory modulation determine the

trajectory toward selection, rejection or failed stabilization.
Feature Representations for Salience and Guidance
Feature maps

The visual display elicits activation profiles in neural fields, Fy(x,y, z,t), defined
jointly over visual space, (z,y), and feature value, z, with field activation evolving over
time, t. Separate fields encode color, orientation, size and shape, indexed by feature family
f. These fields represent distributed feature information in a coarse and uncertain form,
rather than already identified objects. Identification becomes possible only when an
attentional peak gates one location into attended-feature and match fields, preserving the
distinction between distributed feature representations and attention-dependent
identification (Treisman & Gelade, 1980)). Every represented feature family can contribute

to salience, whereas only target-relevant feature families contribute to guidance.
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Figure 1

Architecture of the Shaped Priority Account. The visual display elicits spatially organized
feature activation, which gives rise to salience- and guidance-related inputs. Nonlinear

coupling shapes these inputs before they enter the attentional selection field, where recurrent

interactions determine whether a localized peak stabilizes. Stabilized peaks are verified by
match dynamics; failed matches release the peak and update inhibition of return, while
oscillatory modulation creates successive opportunities for stabilization.

Salience map input

Salience-related activation emerges from local feature contrast within each feature

family. A center—surround projection produces local contrast (Itti & Koch, 2000):

Cylay.1) = ReL.U (max [Fy(z.y.2',£) + K1)

Here, % denotes convolution over all non-temporal dimensions. The kernel K is a

Difference-of-Gaussians kernel, and ReLU(v) = max(v, 0) retains positive contrast. The

maximum over feature value 2z’ then collapses the convolved feature field into the spatial
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contrast map C(z,y,t) for feature family f.
Contrast is summed across feature families, f, and scaled relative to the strongest

location:
Zf Cf (ZE, Y, t)
max, 0 > Cp(a!,y/ 1)

(2)

U5<l', Y, t) =

The resulting unshaped salience, ug(x,y,t), is the normalized sum of positive local feature
contrast across represented dimensions. Maximum scaling provides a compact
approximation to divisive normalization (Carandini & Heeger, 2012).

Unshaped salience is a coarse retinotopic measure of conspicuity that depends on
both an item’s features and the surrounding display configuration; it does not yet uniquely
specify an attentional selection decision. If raw contrast magnitude were to influence
selection proportionally, highly conspicuous items would dominate competition almost
deterministically even when unrelated to the current search goal. Yet such locations should
not be excluded from competition altogether: conspicuous events may carry behaviorally
relevant information and therefore require access to attentional selection even when they
are task-irrelevant in a particular search. Accordingly, ug(x,y,t) does not directly enter the
attentional selection field but provides input to the salience map field, whose nonlinear
sigmoid output bounds differences between strongly salient locations before entering the

attentional selection field and competing with top-down feature guidance.
Feature guidance map input

Guidance-related activation, G¢(z,y, z,t), emerges through coupling between the
feature fields, F¢(x,y, z,t), and the sustained target template, T¢(z,t). Locations (z,vy, 2)
in G that are consistent with the target value, tf, in feature family f are active, whereas

all other locations have zero activation (Wolfe, 1994, 2021). The unshaped feature guidance

ue(z,y,t) = zf:mjx [G(z,y,2,1)] . (3)
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represents the raw summed target-feature overlap at each location. It increases linearly
with the number of matching target features. This overlap does not imply that those
features have already been bound into an identified object or that the location has been
classified as the target. Rather, it indicates how strongly a region resembles the target
description, while finer-grained object identity remains unresolved. This distinction is
particularly important under natural viewing conditions in which noise, illumination
changes, shadows and occlusion further reduce the diagnosticity of raw feature overlap.
Accordingly, ug(z,y,t) does not directly enter the attentional selection field but provides
input to the feature guidance map field, whose nonlinear sigmoid output brings the raw
target-feature overlap into an operating range in which weak matches contribute little
while strong and near-target matches remain competitive for selection and verification in

the attentional selection field.
Priority Shaping as Nonlinear Field Output

Priority shaping determines how unshaped salience and feature guidance become
effective inputs to attentional selection. Each source drives a source-specific neural map
field whose sigmoid output transforms raw source activation before a delay node gates it
into the attentional selection field. Thus, shaping determines which differences within each
source remain consequential for recurrent competition rather than passing raw activation
proportionally into selection. For compactness, this pathway can be summarized by a
reduced input—output approximation that abstracts over the internal dynamics of the

source-specific map fields:

1
YT exp[=B; (g (w9, 1) — 05)]

(4)

Zj (LL’, Y, t) = aj (t)

Here, ¢;(x,y,t) is unshaped source activation, a;(t) captures temporal gating, ; rescales
source activation, ¢; locates the sensitive operating range, 3; controls its steepness, and w;

scales the resulting input to the attentional selection field.
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Figure 2] illustrates how the parameters of this transformation determine which
differences in raw source activation become effective for selection. The operating point
determines which source values fall within the sensitive range of the sigmoid, gain rescales
activation relative to that range, and slope controls how sharply differences are expressed.
Activation below the sensitive range contributes little, activation within it is strongly
differentiated, and sufficiently strong activation approaches saturation. Equal changes in

raw source activation therefore need not produce equal changes in effective input.

a) Operating point b) Gain c) Slope
shifts midpoint rescales support controls steepness
0=0.36 vy cevee =065 /"'
—_— =05 Pis —_— =10 |4
> === 0=0.64 " >||====15 >
§ e § /’ §
s e s . a
d 4
’ 4
- - ’ a‘
raw support raw support raw support

Figure 2

Generic properties of priority shaping. The operating point shifts the sensitive range of the
transformation, gain rescales raw source support relative to that range, and slope
determines how sharply differences within the range are expressed. Source activation may
therefore have little downstream influence, fall within a sensitive regime, or approach
saturation before entering attentional selection.

Shaping is mechanistically important because selection is highly sensitive to input
geometry. Selection probability depends approximately linearly on the spatial support, or
area, of a candidate but exponentially on its amplitude relative to competitors (see
Methods and Extended Data Figure . Small amplitude differences can therefore make
alternatives effectively unavailable. Nonlinear shaping places each source within an
operating range in which it can bias recurrent competition without determining its
outcome from raw source scale alone. Salience and feature guidance instantiate this

common principle differently.
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Shaped salience
Unshaped salience is transformed as

1
5T exp[—Bs (ysus(@, v, t) — 05)]°

Zs(x,y,t) = as(t) ()

Salience shaping combines a fixed operating point, 6, with strong rescaling, g, so that
weak contrast can become competitive while differences among strongly salient locations
are compressed by saturation. In the selection geometry described above, salience is
therefore predominantly area-dominant: conspicuous items broaden the region of elevated
input without acquiring a proportional height advantage. Strong local contrast can

consequently influence where and when peaks stabilize without guaranteeing selection.
Shaped feature guidance

Unshaped feature guidance is transformed as

]
YT exp[— B (ual(w, 4, t) — Og)]

(6)

Za(z,y,t) = ag(t)

Unlike salience, guidance is not additionally rescaled by a separate g term. Instead, its

operating point depends on the number of target-defining feature families, n:

Oc =0ac +nkg. (7)

This template-dependent operating point maps raw target-feature overlap into the narrow
amplitude range over which candidates remain competitively relevant (see Methods and
Extended Data Figure . Weak matches receive little effective support, whereas strong
and near-target matches remain competitive. Guidance is therefore predominantly
amplitude-dominant: target-feature overlap produces differences in candidate heights that
recurrent competition amplifies. This reduces competition from poor matches while

preserving uncertainty among highly similar candidates. Under noise, occlusion or
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illumination changes, such uncertainty may be beneficial because the target itself can be
represented imperfectly and overly selective guidance could otherwise exclude it. We refer
to this limitation as the guidance diagnosticity bottleneck: feature-based guidance can bias
selection toward target-like locations but cannot reliably distinguish the target from

sufficiently similar near-targets before attentional selection and verification.
Temporal Modulation and Attentional Peak Formation
Time-dependent coupling and oscillatory modulation

Temporal availability is implemented by delay nodes that gate the shaped outputs
of the salience and guidance maps before they enter the attentional selection field.
Salience-related input becomes effective before guidance-related input, moving the selection
field from an early regime dominated more strongly by local feature contrast to a later
regime increasingly shaped by the target template.

A neural oscillator gates selection-field excitability, alternating between windows
that permit recurrent activation to form an attentional peak and windows that release it.
Its timing follows empirical estimates of covert-attention shifts, approximately 30-50 ms
(Bergen & Julesz, 1983; Buschman & Miller, 2009; Krose & Julesz, [1989). The model
captures this range with state-dependent rhythms: 20 Hz at lower and 33 Hz at higher
feature-map activation. The oscillator does not select locations directly; its phase
modulates whether recurrent excitation can overcome inhibition. Reaction time is measured

from trial onset until a target-consistent attentional peak and match state stabilize.
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Attentional selection field

The attentional selection field evolves according to

Tu(z,y,t) = — u(z,y,t) + h+ wel(z,y, t)
+ ZS(xv y7t) + Zg(l',y,t)
— IOR(z,y,t) + Int(t) — CoD(t)

+o(u(x,y,t)) *w.

Here, u(z,y,t) is the selection-field state, T its time constant, h its resting level, and
we&(x,y,t) stochastic neural noise. The terms Zg(x,y,t) and Zg(x,y,t) are the shaped and
temporally gated salience and guidance inputs. The remaining terms represent inhibition
of return (IOR), oscillatory modulation (INT), reset-related input following an unsatisfied
selection (CoD), and recurrent interactions combining local excitation with broader
inhibition. Selection is not determined by the largest momentary input or by the pointwise
sum of salience and guidance. A location is selected only when its activation recruits
sufficient recurrent support to stabilize an above-threshold (>0) localized peak. Priority is
therefore expressed as a location’s capacity for stabilization within the evolving field state,

rather than as a value contained in the shaped inputs themselves.
Selection failures

Oscillatory excitability can recede before any region acquires sufficient recurrent
support to form a peak. This selection failure reflects unresolved field competition rather
than an imposed lapse. It becomes more likely when candidates have similar activation,
noise destabilizes an emerging peak, or the stabilization window is short, and it consumes

time without selecting an item.
Verification and inhibition of return

A stable attentional peak gates activation at one location into attended-feature and

feature-match fields. Target detection occurs only when the relevant match fields jointly
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stabilize, generating a Condition of Satisfaction (CoS) that terminates the trial
(Sandamirskaya & Schoner, [2010). If the selected feature pattern cannot sustain the
required match, a Condition of Dissatisfaction (CoD) triggers reset dynamics that release
the attentional peak. Verification is therefore itself a stabilization process within the
coupled system rather than a symbolic comparison appended to selection. A failed
verification leaves an inhibitory trace at the selected location (Klein, 1988), reducing its
capacity to stabilize again. This self-sustained inhibition-of-return field provides

within-trial memory without maintaining a symbolic record of previously inspected items.
Benchmark Evaluation of the Shaped Priority Account

We tested whether one fixed-parameter neural dynamic system could reproduce
benchmark effects commonly attributed to distinct attentional mechanisms. Across
simulations, only the reconstructed display and target template changed; equations and
parameters were fixed, and the model received no information about paradigm or
condition. The benchmark spanned 12 experiments across triple-conjunction search,
task-irrelevant feature effects and additional-distractor paradigms. Evaluation focused on
condition ordering, search slopes and distractor-present contrasts rather than absolute
reaction time because modeled trajectories terminate at target-consistent match
stabilization and omit detailed response, motor and participant-specific non-decision

processes. Representative reconstructed displays are shown in Figure [3]
Benchmark families

Triple-conjunction search examined whether efficient search for targets defined by
multiple features requires preattentive binding—the combination of features into
object-level conjunctions before selective attention—or can instead arise from guidance by
basic target features. The experiments of Nordfang and Wolfe (2014) varied how many of
three target features each distractor shared and how distractor classes were spatially
distributed. These displays require guidance to reduce support for weak matches while

keeping near-target locations competitive until selection and verification.
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Representative reconstructed displays from the three benchmark families. From left to right:

Nordfang and Wolfe (2014), triple conjunction (26D; red vertical target); Proulz (2007),
task-irrelevant feature (TSing; red right-tilted target and size singleton); Found (1998),
task-irrelevant feature (Big (cor); red right-tilted target in the size-correlated condition);
Theeuwes (1992), capture (green-circle target; red-diamond color singleton); Bacon and
Egeth (1994)), resistance to capture (green-circle target among heterogeneous shapes;
red-diamond color singleton); and Gaspelin et al. (2015), distractor-present benefit (fixed
diamond- or circle-shaped target; red-square color singleton).

Task-irrelevant feature structure tested whether a feature outside the target
template could nonetheless alter search. In Found (1998)) and Proulx (2007), size did not
define the target, but it changed local feature contrast and display organization. These
studies therefore test whether salience-related input from an irrelevant dimension can
reshape the selection trajectory within a concurrent guidance landscape.

Additional-distractor paradigms tested whether positive, near-zero and negative

distractor effects could arise from the same dynamics. The benchmark set included classic

capture costs, weak or absent costs, distractor-present advantages and nonsingleton
distractor configurations (Bacon & Egeth, 1994; Gaspelin & Luck, 2018; Gaspelin et al.,
2015; Lien et al., 2022; Theeuwes, [1992). For these studies, distractor effects were
summarized as the difference between distractor-present and distractor-absent reaction
times. Positive values indicate a distractor cost, values near zero indicate little mean

difference, and negative values indicate a distractor-present advantage.
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Figure [ compares empirical and model-generated behavior across benchmark

6 families. The Nordfang and Wolfe (2014) conditions were used for calibration; all
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Fized-parameter behavior of the Shaped Priority Account across benchmark conditions.
Empirical and model-generated results are shown as set-size functions for search conditions
(top) and distractor-present contrasts for additional-distractor conditions (bottom). The top
panels show triple-conjunction and task-irrelevant feature conditions; the bottom panels
show capture, no-capture, suppression and related distractor-interference conditions. Across
12 experiments, 34 reconstructed condition datasets comprised 60 empirical condition means
and yielded 27 quantitative summaries (19 search slopes and 8 distractor-present contrasts);
collapsing experimental replications left 21 unique benchmark and model conditions (seven
per family). Each model cell comprised 300 reconstructed display arrays, each simulated
five times with independent neural-noise seeds, yielding 1,500 stochastic trajectories per cell
and 75,000 trajectories overall. 1.77% of trajectories failed to reach a target-consistent
match within the simulation window and were excluded as error trials; remaining reaction
times were averaged within display array before computing condition-level summaries.
Shaded bands around model search regressions show 95% confidence intervals. Error bars
on model reaction-time bars in the additional-distractor panels show the standard error of
the mean across the 300 array-level means per cell; these quantify simulation variability
across reconstructed displays, not uncertainty across human participants.
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remaining conditions were generated with the same fixed equations and parameters. The
model captured the principal structure of all three benchmark families: it reproduced the
pattern of triple-conjunction search, including greater difficulty when all distractors shared
two target features (condition 3D(2)); reproduced the direction of task-irrelevant size
effects; and generated positive, near-zero and negative distractor-present contrasts across
additional-distractor paradigms. Table (1| summarizes agreement between empirical and

model-generated benchmark summaries, aggregated by behavioral summary type.

Table 1

Agreement between the Shaped Priority Account and empirical benchmarks. RMSE, R* and
Pearson r are reported by benchmark family; NRMSE is computed separately for search
slopes and distractor-present contrasts, with balanced NRMSFE weighting these two
summary classes equally.

Benchmark family N RMSE R? Pearson r NRMSE
Triple conjunction 12 0.8 ms/item 0.98 0.99 0.0909
Task-irrelevant feature 7 5.0 ms/item 0.65 0.81 '
Additional-distractor 8 3.2 ms 0.98 0.99 0.0427
Balanced NRMSE - - - - 0.0668

Overall agreement was strong (balanced NRMSE = 0.0668), with near-perfect
correspondence for triple-conjunction and additional-distractor benchmarks (R? = .98,
r = .99 for both) and weaker but still substantial agreement for task-irrelevant feature
effects (R? = .65, r = .81). More theoretically important, the same fixed system generated
qualitatively opposing signatures without changes in equations, parameters or control
states. [llustrative trials show how these contrasting outcomes emerge from different

trajectories through the same underlying dynamics.
Illustrative within-trial dynamics

Figure [5] shows single stochastic trajectories for two contrasting benchmark
conditions: a 3D(012) triple-conjunction display from Nordfang and Wolfe (2014) at set
size 54, in which distractors share zero, one or two of the target’s three features, and a

distractor-present suppression condition from Gaspelin et al. (2015) Experiment 2,
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Figure 5

Lllustrative single stochastic trajectories through the fixed neural dynamic system. Top:
3D(012) triple-conjunction search at set size 54. Bottom: a distractor-present trial from
Gaspelin et al. Ezperiment 2. Five successive snapshots are shown for each
condition. Upper rows show the momentary input to the attentional selection field; lower
rows show the corresponding search display, with a localized activation peak marking the
currently selected location. Column 1 precedes the arrival of effective salience input. In
column 2, shaped bottom-up salience is the sole input to selection, producing a bottom-up
selection in column 3 before target guidance is active. By column 4, delayed shaped guidance
combines with salience, reducing support for locations with no target-feature overlap while
retaining near-target locations as viable competitors. Subsequent stochastic selections
continue until the target is found. Activation is shown using the viridis scale, from dark
purple/blue (low activation), through green, to yellow (high activation). The trajectories
are individual stochastic realizations rather than trial averages; repeated simulations of the
same display can therefore yield different selection sequences and reaction times.
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containing a salient red-square singleton that shares no target features. The trajectories
are individual realizations, not trial averages. Because behavior emerges from noisy neural
dynamics rather than a deterministic stimulus-to-reaction-time mapping learned through
trialwise error minimization, repeated presentation of the same display can yield different
selection sequences and reaction times.

For each condition, five snapshots show the evolving input to the attentional
selection field (upper row) and the selected location as a localized peak on the search
display (lower row). In column 1, the field receives no effective input because shaped
salience is not yet available; search begins when salience arrives. In column 2, shaped
bottom-up salience is the sole input, producing a purely bottom-up selection in column 3
before target guidance becomes active. By column 4, delayed shaped guidance combines
with salience and reduces support for locations sharing no target features—the blue
horizontal ellipses in 3D(012) and the red-square singleton in the suppression
condition—while near-target distractors remain viable. Subsequent stochastic selections,
biased by this evolving input landscape, continue until the target is selected and verified.
Thus, the trajectories differ in their inputs and realized selection histories but follow the
same dynamics: early salience-driven selection, delayed guidance and stochastic
competition among remaining candidates. Nothing in the process identifies or invokes a
conjunction-search- or suppression-specific mechanism; the contrasting outcomes emerge

from the same fixed system operating on different inputs.
Discussion

Behavioral signatures are often used to infer the mechanisms that generated them.
The present results show why this inference can be misleading. Capture-like costs,
resistance to distraction, distractor-present advantages and efficient conjunction search all
emerged from the same fixed neural dynamics. In the Shaped Priority Account, these
effects arise as different trajectories through a shared recurrent selection process as visual

input and target information change, rather than from switches between paradigm-specific
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mechanisms.

Across 12 experiments spanning triple-conjunction search (Nordfang & Wolfe,
2014), task-irrelevant feature effects (Found, [1998; Proulx, 2007) and additional-distractor
paradigms (Bacon & Egeth, |1994; Gaspelin & Luck, [2018; Gaspelin et al., [2015; Lien et al.,
2022; Theeuwes, 1992), the model generated these contrasting signatures with one fixed
parameterization. After calibration on the Nordfang and Wolfe (2014)) conditions, only the
visual display and target definition changed. Illustrative single-trial trajectories showed the
common process underlying these outcomes: salience first biases competition, delayed
target guidance then constrains the viable candidates, and stochastic selection continues
until the target is verified. Reaction times, search slopes and distractor contrasts therefore
summarize distributions of underlying neural trajectories rather than uniquely identifying
the mechanisms that generated them.

The claim is one of sufficiency rather than uniqueness. Other architectures may
satisfy the same constraints, and additional processes may be required in tasks designed to
isolate learning, history or strategic control. The present results nevertheless shift the
explanatory burden: before inferring a distinct mechanism from a behavioral signature,
researchers must pursue a new benchmark — to test whether that signature can emerge
from the same dynamics that explain related, and even opposing, effects. More broadly,
behavioral diversity need not imply mechanistic diversity.

The additional-distractor results show how opposing behavioral effects can arise
from the same process. Shaped salience biases early competition, but a salient item is
selected only if activity at its location stabilizes before competing locations do. Because
shaped target guidance becomes effective later, a task-irrelevant distractor can influence
this early competition even when it shares no target features. Once guidance becomes
available, support shifts toward target-compatible locations and the distractor becomes less
competitive.

A distractor can nevertheless influence behavior without itself being selected. By
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altering local contrast, it reshapes the input to competition and can change when the
target is found. The same salient singleton can therefore produce a cost, little measurable
effect or a benefit depending on the surrounding display. Positive, near-zero and negative
distractor effects are thus compatible with different trajectories of the same dynamics and
do not, by themselves, uniquely diagnose capture, absence of processing or suppression.

Triple-conjunction search exposes a complementary limitation of target guidance.
Guidance reduces competition from poor matches but cannot necessarily distinguish the
target from highly similar distractors before selection. These near-target candidates can
therefore remain viable until they are selected and verified. This guidance diagnosticity
bottleneck permits efficient search while preserving uncertainty among similar items,
without requiring object-level identification of all items before selection. It also allows
shallow, steep and even negative search slopes to emerge from the same architecture as
target similarity and display structure change. Such slopes therefore need not imply
distinct serial or parallel search modes.

Task-irrelevant feature effects arise through the same coupled dynamics. Features
outside the target definition can alter local contrast and hence salience without
contributing to target guidance. Their behavioral consequences nevertheless depend on the
guidance landscape and recurrent competition into which that salience enters. Behavioral
effects therefore do not isolate bottom-up and top-down influences; their consequences
emerge from how those influences interact over time.

Fixed-parameter generalization is informative because the benchmark families
jointly constrain the same coupled dynamics rather than independent modules. All depend
on shaped salience, shaped guidance, their relative timing and recurrent competition,
although different conditions expose different vulnerabilities of this shared process.
Additional-distractor effects were especially sensitive to the timing of salience relative to
guidance, triple-conjunction search to guidance shaping and its target-dependent operating

point, and high-competition search conditions to successful stabilization among viable
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candidates. Generalization therefore required one dynamical configuration to satisfy these
interacting constraints simultaneously.

To identify which commitments carried this generalization, we used a reduced
diagnostic surrogate of the full neural model (see Methods). The surrogate closely
reproduced the benchmark-level behavior and selection geometry of the full system while
replacing its continuously evolving neural fields and coupled state variables with a
tractable approximation. It was not fitted as an alternative account of the behavioral data;
rather, it enabled targeted ablations and systematic sensitivity analyses that would be
difficult to isolate and interpret in the full neural system.

The ablations revealed a clear structure. Allowing salience to enter selection
without nonlinear shaping produced broad failures, while removing guidance shaping
collapsed most benchmark outcomes. Eliminating the delay between salience and guidance
selectively disrupted the additional-distractor results, destroying the characteristic pattern
of positive, near-zero and negative contrasts while leaving most conjunction and
task-irrelevant feature conditions intact. Fixing the guidance operating point instead
primarily disrupted triple-conjunction search, where several conditions lost their
characteristic set-size functions. Removing selection failures had a narrower effect,
concentrated in high-competition conditions, including the high-overlap Nordfang and
Wolfe (2014)) 3D(2) condition and several task-irrelevant feature conditions.

Sensitivity and stress tests converged on the same conclusion. Error concentrated
around guidance shaping, its target-dependent operating point, guidance timing, salience
shaping and competitive selection rather than being distributed diffusely across many
parameters. The model therefore generalized not because different parameters could
compensate freely, but because the same small set of dynamical commitments had to
satisfy multiple behavioral constraints simultaneously.

The Shaped Priority Account builds on central ideas from Feature Integration

Theory (Treisman & Gelade, [1980)), Guided Search (Wolfe, [2021; Wolfe et al., [1989)),
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saliency models (Itti & Koch, 2000) and biased-competition accounts (Desimone &
Duncan, [1995)). Across these traditions, visual features, stimulus-driven signals and task
goals have been used to explain how candidate locations become prioritized for selection.
The present account specifies how these influences become effective within one neural
process: salience and target guidance are nonlinearly shaped, become available on different
time courses and interact through recurrent competition. Priority is therefore not a fixed
score attached to an item, but a location’s capacity to stabilize selection within an evolving
competitive field. The behavioral consequence of salience or target match depends not only
on its raw magnitude, but on how it is shaped, when it becomes effective and the current
competitive state.

Among closely related neurally inspired process models, RAGNAROC provides an
informative comparison (Tam et al., |[2022; Wyble et al., |2020). RAGNAROC has accounted
for a subset of the phenomena included in our benchmark set, including attentional capture
in Theeuwes (1992) and suppression-related findings from Gaspelin and Luck (2018) and
Gaspelin et al. (2015)). These simulations specify salience and task relevance at the
experiment level. The Shaped Priority Account instead derives salience from the visual
display and guidance from the active target template, allowing reaction time to emerge
through successive stochastic selections. This enables a distinct generalization test:
whether one fixed neural architecture can generate these effects together with qualitatively
different search phenomena from changes in visual input and target definition alone.

Our conclusions are bounded by the scope of the present simulations. Displays were
reconstructed rather than pixel-exact, some empirical values were digitized from published
figures, and modeled trajectories terminate at target verification rather than including
detailed response and motor processes. Absolute reaction time was therefore not the
primary target of evaluation. The model also omits learning, reward and selection history,
strategic control settings and explicit feature- or location-specific suppression. These

omissions define the present sufficiency test rather than claims that such processes do not
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exist. Future tests against neural time courses and manipulations of learning, history and
strategic control will determine where the shared architecture is sufficient and where
additional mechanisms are required.

In summary, canonical visual-search signatures are not mechanistic fingerprints.
Capture-like costs, resistance to distraction, distractor-present advantages, task-irrelevant
feature effects and efficient triple-conjunction search can arise from the same neural
dynamics. More broadly, behavioral effects should be treated as constraints on mechanism
rather than direct readouts of it. The theoretical challenge is to determine how much
behavioral diversity can be generated by a common dynamical architecture before that

architecture must be extended.
Methods

The Shaped Priority Account Model

The Shaped Priority Account was implemented as a coupled neural dynamic system
in the Cedar framework (Lomp et al., 2016). The equations below specify its neural fields,
nodes and couplings. Model activation and spatial quantities are expressed in
dimensionless model units; time is expressed in milliseconds. Fields that differ only in
feature identity are represented as indexed families. Convolution is denoted by * and is
evaluated over all dimensions shared by a field and its kernel; inputs without a given field
dimension are broadcast uniformly along that dimension. Unless stated otherwise, maxima
and integrals are taken over the full indicated domains.

Calibration and Fixed-Parameter Evaluation. Calibration used the
triple-conjunction conditions from Nordfang and Wolfe (2014). Field and coupling
parameters were first set manually to establish the intended dynamical regimes of the
architecture: stable feature activation at stimulated locations, formation and release of
localized attentional peaks, reliable stabilization of target-match states, inhibition of return
following rejected selections, and repeated oscillator-regulated opportunities for attentional

stabilization. This step established the qualitative operation of the coupled neural fields
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rather than fitting condition-level behavioral outcomes. Six parameters were then tuned by
coarse and fine grid search: two parameters of the salience Difference-of-Gaussians
operation, the salience-to-selection coupling weight, the guidance-output slope, and the
resting level and noise amplitude of the attentional selection field. These fitted parameters
are indicated in the model equations by bold boxed values. All equations and parameters
were then held fixed.

Image preprocessing. The input image is zero-padded to 800 x 800 pixels. Let
sati,(z,y) € [0,255] and hue(x,y) € [0,360] denote the saturation and hue of the padded
image, respectively, and let saty(s,z,y) € [0, 1] denote the saturation template for stimulus
s. Define

Hy(v) = 1[v > 0], ReLU(v) = max(v,0). (9)

Let (-,-) and ||-]|2 denote the L? inner product and norm over (z’,3'). The

normalized template correlation for stimulus s is

<8(1/t5t(8, .1}'/, y/>, Satin(x + xla Yy + y,)>
|8atst(57 $/7 y/)H2 Hsa’tln('x + LC/, y+ 3/)”2 .

ps(x,y) = |

The detected spatial support of stimulus s is defined as

[Ho.gs(Ps) * satst(s)} (z,9) ) .

MaX, [thgg(ps) * satst(s)} (', )

bs<$> y) = Hy, (

For g € {size, shape, orientation}, the corresponding input map is

mg(x,y,2) = > bs(z,y). (12)

s:q(s)=z

For integer color bin z € {0,...,9}, define

hue(x,y)

p.(z,y) = Higo(sati(z,y)) 1182 < <18(z+1)]. (13)



28
53 'The color input map is then
mcolor<x> Y, Z) = H1.5 <pz<x7 y) + IHZ%X msize<$7 Y, Z/)) . (14)

ss« ' The four resulting feature maps are resized to 80 x 80 x 10.

555 Compact field notation. The activation functions used throughout the model are
1 Bu
Absg(v) = =14+ ——+— |,
o) =3 ( 1+ 5|v|>
1
_ 15
Exps(v) = et (15)

Hvd(v) = 1[v > 0].
s5s For r € RY, define
(16)

ss7 Thus, ® denotes an unnormalized Gaussian and ® denotes the corresponding unit-integral

sss  Gaussian. For compactness, define the kernels

Ky = 2‘5(1,1,0401) - 9&)(373,3)'

559

Ko = q)(1,1,0.01) — 0.9@(70‘01)-

Krs = ®.01,0.01)-

560

561

Kp = @(1,1,0.01)-
562
Kps = 0.690.01,0.01)-
563
K[ - 4.5(13(272) - ].5

564

Kpr =113 ).
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Kg =15%05,0.5)-
Ky =201
Ks = 1-53)(2,2,0.01) — 3&’(3,3,1.2).
Ky =150y, — 0.7.
K = $o5.

Feature and salience maps. Let Q = {size, shape, orientation, color} denote the
represented feature dimensions, and let F = {shape, orientation, color} denote the
dimensions that can be part of the target template. For each ¢ € Q, the feature field

ua,(z,y, 2z,t) evolves according to

5qu (,T, Y,z t) = T ua, (:B7 Y, %, t) —0.9
+ Absigoo (UAq (z,y, 2, t)) * K4 (17)
+ my(x,y, 2).

The field receives the preprocessed feature input m,(z,y, z), producing a spatially and
feature-value organized representation of the current display. Local feature contrast is then

computed across the feature fields:

Clz,y,t) =Y ReLU(mz}X {Abslooo (qu(:c, Y, 2, t)) * KCD . (18)
qeQ ?

For each feature dimension, convolution with the center—surround kernel K- emphasizes
local contrast. The maximum over feature value collapses the feature dimension, and

positive contrast is summed across represented dimensions to form the spatial contrast
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signal C(z,y,t). The salience field ups(x,y,t) evolves as

5UF2($>y,t) = — UF2($»yat) -5

+ EXplo(UFQ(fL"’ Y, t)) * KF2 (19)
C(z,y,t)
max, , C(2/,y',t)

-+ 100

The normalized contrast signal drives the salience field, whose recurrent interaction
transforms raw local contrast into the shaped salience representation that can subsequently

influence attentional selection. The salience-delay node upgys(t) is defined by

100UDSM<t) = — UDSM(t) - 09 —+ 05 Hvd(uDSM(t))
(20)
+ max Expyo(ur2(2', 9, 1)) -
Y

This node delays the point at which shaped salience can influence the attentional selection

field. The salience peak-detection node up4(t) evolves according to

+ ma‘}f EXPlO(UF2(1'/>y,7t)) (21)
'y
. HVd(UDSM(t)) .
The node becomes active when the salience field contains sufficiently strong activation after

the salience delay has elapsed. It provides a discrete control signal indicating that shaped

salience is available.
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Feature guidance. For each target-relevant feature dimension f € F, the

feature-guidance cue field up,(r,y, z,t) evolves as

5qu<x7y>Z7t) = - qu(x,y,z,t) — 1.7
+ Absioo(up, (2,9, 2,t)) * Kp
(0, ) (22)
+ Abs1000 (UAf (z,9, 2, t))

+ Absigg (qu(z, t)) )

The field combines the current feature representation u4, with the active target-template
field u;,. Locations whose represented feature value is compatible with the target receive
convergent support and therefore contribute to target-based guidance. The spatial

feature-guidance field upy(z,y,t) evolves according to

5UD4($ay7t) = - UD4($7yat> -5
+ Expg 75 (upa(z,y,t)) * Kpy

—+ Z mz}x AbSmQ (UDf (LL‘, Y, Zlv t)) (23)
fer ?

—04> HVd(Upf (t))

feF

+5 HVd<UJ7(t)) .

This field collapses target-feature support across feature values and dimensions into a
spatial guidance representation. The term involving up, shifts its operating point according
to the active target definition, representing the target-dependent guidance shaping

described in the main text. The guidance-delay node uppg(t) evolves according to

139ﬂppg(t) = — qug(t) — 09 + 05 HVd(qug(t))

+ max Expg 75(up4 (@', y,1)).
'y
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The node produces the delayed onset of target guidance relative to salience. The guidance

peak-detection node ups(t) is defined by

Ups(t) = — ups(t) — 0.5+ 0.5 Hvd(ups(t))
+ rilla;;( Expg 75(upa(z’,y', 1)) (25)

. Hvd(uDF(;(t)) .

The node becomes active when the guidance field contains sufficiently strong activation
after the guidance delay has elapsed. It provides a discrete control signal indicating that
shaped guidance is available.

Attentional selection and inhibition of return. The attentional selection field

ur(z,y,t) evolves according to

211[(1'7:%25) = —UI<CL’,y,t> —9.9/+[0.165 £I(x7y7t)

+ Expygo(ur(@, y, 1)) * K
+ 10 Exp(um(ac7 y, 1)) Hvd(uprg(t))
+ Expyg(ura(, y,t)) Hvd(upsn(t))

=+ 10 AbS5()0 (Uc5 (t))

(26)

- 4EXP100(UE($7 y,t)) * Kgg
— 10Hvd(ups(t)) — 200 Hvd(ueo(t))

—0.2 Hvd(uF4(t)) .

This field is the locus of attentional competition. It combines recurrent interaction and
neural noise with delayed shaped guidance and salience inputs, inhibitory input from the
inhibition-of-return field, and oscillator- and reset-related control signals. A location is

selected when these inputs and recurrent interactions stabilize a localized activation peak.
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The inhibition-of-return field ug(x,y,t) evolves according to

+ Expygo(up(z,y,t) * Kg (27)

+ Expygo(ur(,y,t)) -

Activation in the selection field drives a self-sustaining inhibitory trace at previously
selected locations. This trace feeds back negatively onto the attentional selection field (uy),
reducing the probability that a rejected location is immediately selected again.

Target template, attended features and matching. For each target-relevant
feature dimension f € F, let yuy denote the target value. The target-template field u,,(z,1)
evolves according to

Uy, (2,t) = —ug(2,t) =1
+ Absigg (qu(z, t)) * K (28)
+ Poo1(z — py)-
The Gaussian input centered on gy establishes a sustained representation of the target
value in feature dimension f. The corresponding template peak-detection node up, (1)

evolves as
p,(t) = — up,(t) — 0.5+ 0.5 Hvd (up, (1)) )
29
+ max Absigo (UJf(Z,, t)) )
This node indicates whether a stable target-template representation is active in feature

dimension f. Its state also contributes to the target-dependent operating point of the

guidance field. The cue-detection node uy7(t) evolves according to

ﬂ]7(t) = — UJ7(t) —0.540.5 HVd(UJ7(t))

+ Z m@X Ab8100 (UJf (Z/, t)) .
feF *
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This node pools activation across target-template dimensions and signals whether an active
target cue is present. Its input to the guidance field gates guidance formation, such that
guidance can evolve only when a target cue has been established. For each feature

dimension, the spatially gated attended-feature field u K?D(l‘, y, z,t) evolves according to

UK?D(m,y,z,t) = — uK?D(m,y,z,t) —-1.9

+AbSloo(UK?D($,y,Z,t)) *KS ( )
31
+ AbleOO (uAf (.T, Y, =<, t))

+ Expyoo(ur(z,y,t)) .

The field combines distributed feature activation with the current attentional-selection
peak. Their spatial convergence gates feature information from the selected location into
the attended-feature pathway. The attended-feature representation is then collapsed over

visual space into UK}D(Z, t):

’[LK}D(Z,t) = — UK}D (Z, t) -1+ 0.0ng}D(Z, t)
+ Absioo (UK}D (z, t)) * K (32)

+ max Absgg (UK3D (', 2, t)) .
'y’ f

This field represents the feature value extracted from the currently selected location while

discarding its spatial coordinates. The feature-match field uy, (2,t) evolves according to

Upg, (2,t) = —upg,(2,) — 1.9
+ Absigo (qu(z, t)) * Koy (33
+ Ab8100 (UK}D (Z, t))

+ Ab8100 (UJf (Z, t)) .
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Convergent input from the attended-feature representation and target template produces
activation when the selected feature value is compatible with the target value. The

corresponding match-detection node uq, (t) evolves as

g, (t) = — ug,(t) — 0.5+ 0.5 Hvd (ug, (1))
(34)
+ max Absigo (qu (7, t)) .

This node signals that a stable match has formed in feature dimension f. The Condition of

Satisfaction node ucr(t) integrates match signals across target-relevant dimensions:

’1107(1') = — UC7(t) —02+6 AbS500(U07(t))

+ Z Hvd(qu (t)) (35)

fer

-09> HVd(Upf (t)) :

feFr

The node compares the number of stabilized feature matches with the number of active
target-template dimensions. It becomes active when the selected location satisfies the
target definition and provides the target-detection signal that terminates the trial.

Neural oscillator. The oscillator is implemented by four coupled control nodes: a
Boost node that selects the fast oscillator regime, a Precondition node that signals the
availability of salience, an Intention node that transiently increases excitability of the
attentional selection field, and a slower Condition of Dissatisfaction (CoD) node that resets
the selection field and terminates the current intention state. The Boost node, ue (%),

evolves according to

ﬂcq(t) = — um(t) — 120+ 0.5 HVd(U01(t))

(36)
+ /// Meize(', 1y, 2') da! dy’ d2'.
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The node integrates total activation in the size input map. When this activation exceeds
threshold, the node becomes active and shifts the oscillator into its faster regime. The

Precondition node, ucy(t), evolves according to

Bica(t) = — uca(t) — 0.9+ 0.5 Hvd(uca(t))
(37)

The node becomes active once shaped salience is available and provides the precondition for

initiating an attentional selection cycle. The Intention node, ucs(t), evolves according to

Aucs(t) = — ues(t) — 10.5 + 11 Hvd (uc4(t))
— 10 Hvd(ucs(t)) (38)

— 10 AbS500(UC7(t)) .

Activation of the Precondition node drives the Intention node, which transiently boosts the
attentional selection field and thereby opens a window in which a localized attentional
peak can stabilize. The Intention state is suppressed by the CoD node and by successful

target detection. The CoD node, uco(t), evolves according to

20U (t) = — ues(t) — 1.86 + 0.5 Hvd (ucs(t))
+ 0.48 Hvd (ucq () (39)

=+ 2 AbS500(U05 (t)) .

The CoD node evolves on a slower timescale than the Intention node. Once active, it
suppresses Intention and resets the attentional selection field, terminating the current
selection opportunity. Boost input shifts the oscillator into its faster regime. Together, the
four nodes generate repeated windows of attentional excitability at approximately 20 Hz in

the slow regime and 33 Hz when Boost is active.
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Benchmark Set

The benchmark set comprised 12 experiments spanning three families of
visual-search findings: triple-conjunction search, task-irrelevant feature structure and
additional-distractor paradigms. The experiments were Nordfang and Wolfe (2014])
Experiments 1b, 4 and 6; Found (1998); Proulx (2007); Theeuwes (1992) Experiment 1A;
Bacon and Egeth (1994)) Experiment 3; Gaspelin et al. (2015) Experiments 2 and 3;
Gaspelin and Luck (2018) Experiments 1 and 2; and Lien et al. (2022)) Experiment 1.
Together, these experiments yielded 34 reconstructed condition datasets and 27
quantitative benchmark summaries: 19 search slopes and 8 distractor-present contrasts.

Triple-conjunction benchmarks tested whether the model could reproduce efficient
search and increased interference from near-target distractors without preattentive target
identification. Task-irrelevant feature benchmarks tested whether features outside the
target template could influence search through salience-related input. Additional-distractor
benchmarks tested whether positive, near-zero and negative distractor-present effects could
arise from the same fixed dynamics. Probe-report and electrophysiological measures from

the source studies were not fitted.
Display Reconstruction

Displays were reconstructed from published methods, figures and design constraints.
Reconstructions preserved set size, reported spatial organization, target—distractor
relations, grouping structure and singleton or triplet structure. Each reconstructed display
was provided to the model together with the target-defining features specified to observers
in the corresponding experiment. The display determined the model’s bottom-up feature
input, whereas the reported target features defined the active target template. No
additional information about the experimental condition or paradigm was provided.
Human values were taken from published tables when available and digitized from figures
otherwise. Digitized values were used to recover condition means, set-size slopes and

distractor-present contrasts when numerical source data were unavailable.



687

688

689

690

691

692

693

694

695

696

697

698

699

701

702

703

704

705

706

707

708

709

710

711

712

38

Trajectory Generation

The benchmark comprised 50 model cells: 35 set-size cells and 15
additional-distractor cells. For each cell, 300 reconstructed display arrays were each
simulated five times with independent neural-noise seeds, yielding 1,500 stochastic
trajectories per cell and 75,000 trajectories overall. Reaction time was defined as the time
from trial onset until a target-consistent match state stabilized; repeated simulations of the
same array could therefore produce different selection sequences and reaction times.
Trajectories were retained for analysis when reaction time was below 4,500 ms in set-size
studies or 1,000 ms in additional-distractor studies. These criteria excluded 1,328 of 75,000
trajectories (1.77%). Retained reaction times were averaged within display array before
condition-level summaries were computed. No display array was entirely excluded, yielding
300 usable array-level means per cell. Among the 10,500 arrays in set-size studies, 0.02%,
0.11%, 1.10%, 9.36%, and 89.41% retained one, two, three, four, or five trajectories,
respectively. Among the 4,500 arrays in additional-distractor studies, 0.04%, 1.49%, and
98.47% retained three, four, or five trajectories, respectively.

Cutoff-Sensitivity Analysis. A post hoc sensitivity analysis tested whether
benchmark results depended on the reaction-time exclusion thresholds. Set-size cutoffs of
3,000, 3,500, 4,000, 4,500, and 4,750 ms were crossed with additional-distractor cutoffs of
750, 875, 1,000, 1,125, 1,250, and 1,500 ms, yielding 30 combinations around the baseline
thresholds of 4,500 ms and 1,000 ms. The same trajectories and aggregation procedure
were used throughout. Results were stable across this range. All 15,000 display arrays
remained usable, and the signs of all search slopes and distractor contrasts were
unchanged. Relative to baseline, the largest absolute changes were 0.41 ms/item for search
slopes and 1.34 ms for distractor contrasts. Balanced NRMSE ranged from 0.06678 to
0.07007, compared with 0.06681 at baseline. Thus, the benchmark results were insensitive

to reasonable variation in the reaction-time exclusion thresholds.
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Behavioral Summaries and Descriptive Metrics

Model-generated reaction times were summarized using the behavioral measures
reported for the corresponding empirical experiments. For set-size studies, condition means
were computed at each set size, and search slopes were estimated by ordinary least squares
using retained array-level reaction times across set sizes. Each array contributed equally to
the regression. Slopes were expressed in milliseconds per item. For additional-distractor

studies, mean reaction times were summarized by the distractor-present contrast

Adist = ﬁpresent - ﬁabsent' (40)

Positive values indicate a distractor cost, values near zero indicate little mean difference,
and negative values indicate a distractor-present benefit. For each summary class k,
agreement between empirical and model-generated summaries was quantified by

root-mean-square error,

1 &k
RMSEy, = J — > (s — yw)”, (41)
M =1
where y;; is an empirical summary, ¥; is the corresponding model-generated summary, and

ny is the number of comparison pairs. RMSE was normalized by the empirical range:

RMSE}

max;(Yg;) — ming (yx;)

NRMSE; = (42)
A balanced index weighted pooled search slopes and distractor-present contrasts equally:

1
NRMSEbalanced - 5 (NRMSEslopes + NRMSEcontrasts) . (43)

The slope term pooled all 19 search comparison pairs, and the contrast term included all

eight capture comparison pairs. Pearson’s r assessed linear association between empirical
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and model-generated summaries:

Z?:kl (Ui — Qk) (Z?kz - ?k)

VS = S (= Te)

where 7, and 7, are the means of the empirical and model-generated summaries within
class k, respectively. Agreement in their numerical values was additionally assessed using

the residual-based coefficient of determination, R3:

2 2 (@k - yk')2 1 i
Rk =1- Zn: : - - ) Yp = — Yki - (45)
Sk (Ui — yk)2 Ng 55

Reduced Diagnostic Surrogate Model

To identify which theoretical commitments supported the fixed-parameter
benchmark performance, we derived a reduced diagnostic surrogate of the full neural model.
The surrogate is a process model of the algorithmic operations that approximate the neural
process model: it represents each oscillator-regulated selection episode using tractable
episode-level computations while preserving the full model’s core operations, including
shaped salience and guidance, their temporal asymmetry, stochastic competition, inhibition
of return, selection failures and target verification. It replaces the continuously evolving
neural fields and coupled state variables with an explicit sequence of computational steps,
making targeted ablations and systematic sensitivity analyses feasible. The surrogate was
parameterized against outputs of the full neural model, not independently fitted to the
human benchmark data. Extended Data Figure [1| presents the surrogate as a flow diagram
showing the sequence of operations from display input through feature processing, priority
computation, competitive selection, verification and trial termination or continuation.

Feature maps. The reduced model represents each display as a set of spatial
feature maps. Let  denote visual space, and let Fj*!(x) denote the activation of feature

family f at location x € (). For feature families that define the target, Gl}ed(x) denotes the
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activation at x that matches the target’s value for family f.

Unshaped salience and guidance. Let Fg = {size, shape, orientation, color}
denote the feature families contributing to salience, and let
F = {shape, orientation, color} denote the feature families available for target guidance.
Let T' C Fg be the subset defining the current target, with n = |T'|. For x € €, unshaped

salience is computed from local feature contrast. For each f € Fg,

CFY(x) = ReLU (Z K(z — w’)F}ed(x’)> : (46)

z'eQ

where ReLU(z) = max(z,0). Local contrast is computed with the center—surround kernel

K(u) = A, exp [— ”;;'ﬂ ~ A_exp [— ““”21 . (47)

il 202
Contrast is summed across feature families and normalized by the strongest location:

Y rers CF4(x)

maXg/c0 Zfe]—‘s C]rved(l./) '

(48)

The resulting v¥4(z) is the surrogate’s unshaped salience signal. Unshaped feature

guidance is computed by summing target-matching activation across the feature families

defining the target:
ug'(z) = D GFi(). (49)
fer

The resulting ui$4(z) increases with the amount of target-feature overlap at location .
Episode timing. Selection unfolds in discrete episodes. A display-level control

signal determines whether the trial uses the fast or slow oscillator regime:

Afast» Actrl Z ®shapea
A = (50)

Aslow; Actrl < @shape .
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Within a trial, A is fixed. Episode m is evaluated at its endpoint mA. The reduced model
preserves the temporal asymmetry between salience and feature guidance. Salience is
available from the first selection episode, whereas feature guidance becomes available only

after a guidance delay tq:
ass, =1,  ags, =1{mA > tg}. (51)
The number of purely salience-driven episodes is

M) = ||, (52)

This gives one salience-driven episode in the slow regime and three in the fast regime.

Shaped salience and shaped feature guidance. The shaped salience is

1
754, m) = asd w . 53
) = O S o s o () — 0] )
The shaped feature guidance is
red red 1
Zg(r,m) = ag5, wa (54)

1+ exp[—fe (ug'(z) — Oc)]

The guidance operating point increases with the number of target-defining feature families:

Oc = 0a + nkg. (55)

This preserves the guidance diagnosticity bottleneck in the reduced model.
Effective priority map. The effective priority map is an episode-level
approximation of the momentary competitive landscape in the full attentional selection

field; it is not an additional neural representation in the Shaped Priority Account. Before



e

778

779

780

781

782

783

784

785

786

43

inhibition of return is applied, the combined priority input is

Prd(x) = Zg%(x, m) + Z5% (z,m). (56)

The trial is initialized as

m =1, Ii(x) =0 forall zef. (57)

The effective priority map is

Eni(x) = (1= In(2) Py (). (58)

The reduced model approximates inhibition of return with a within-trial rejection mask.
Candidate regions and competitive sampling. At episode m, candidate

regions are the item-centered connected support regions in the effective priority map:

Coo = {Cims - Crcrm). (59)
Let
Mred — Ered
m = e By (z) (60)
$€Ck,m

be the maximum effective priority across candidate locations. The unnormalized selection

weight of candidate component £ is

s = 3 exp|A (Eit(a) — M), (61)

JJECkym
and the corresponding selection probability is

ared
med = __km (62)

k7m red
Ze 1% m
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The parameter A controls how decisively differences in effective priority influence selection.
This sampling rule is not proposed as an additional mechanism of attention; it provides a
compact approximation to the distribution of winners produced by stochastic recurrent
competition in the full attentional selection field.

Selection failures. The reduced model approximates the non-stabilization event

in the attentional selection field with a compact failure score. Let
Km
k=1

be the union of candidate support regions, and let

Hy= Y EX) (64)

.’EEDm

be the total effective priority over the candidate domain. For any criterion 7, define

xeck,m

N (1) = Hk max E'(z) > TH (65)

as the number of candidate components whose peak priority exceeds 7. The failure score is

o Nm (Tpk) Hm
Rm =" maX{]_, Nm(Thi>} + )2 f . (66)
The failure probability is
min(pmaxv Rm)7 A= Afausta
Ptailm = (67)

07 A= Aslow'

This captures the fact that selection failures are confined to the fast regime, where the field

has less time to stabilize before the oscillator resets the episode. Let Y,, € C,, U{@} denote
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the outcome of episode m, where Y,, = @ indicates a selection failure. Then
Pr(Y,, = @ | ERY) = Draitm, (683)
and, for candidate component k£,
Pr(Yy = Cm | ERY) = (1 = Draiim) Tho- (69)

A selection failure consumes one episode but does not trigger verification, rejection, or
inhibition of return.

Verification and inhibition of return. After a component is selected, the model
verifies whether it contains the target-defining features. A successful verification terminates

the trial. Otherwise, the component is rejected, inhibition of return is updated,

Lpii(x) = max {I,(x), 1{x € Cp=n}}, (70)

and the episode counter advances:

m < m+ 1. (71)

The next episode then begins with the updated effective priority map. If the target is

verified on episode M, the model-predicted reaction time is
RT = MA. (72)

Parameterization

The reduced model combined parameters inherited directly from the full neural
model, fixed structural quantities, and parameters optimized to reproduce the full model’s
benchmark outputs (Table . Some optimized parameters have direct counterparts in the

full model, but required re-estimation because the surrogate replaces recurrent neural-field
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Parameters of the reduced diagnostic surrogate model.
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Parameter Symbol Value Source

Salience DoG excitation Ay 10.2 neural model

Salience DoG excitation ot 1.0 neural model

spread

Salience DoG inhibition A 0.9 neural model

Salience DoG inhibition o_ 14.8 neural model

spread

Salience normalization gain  ~g 100 neural model

Salience sigmoid operating  fg 4.55 bounded multistart BOBYQA
point

Salience sigmoid slope Bs 28.2 bounded multistart BOBYQA
Guidance feature-count Kg 0.4 neural model

shift

Guidance bias e 0.394 bounded multistart BOBYQA
Guidance sigmoid slope Ba 20.0 bounded multistart BOBYQA
Guidance onset ta 95 ms bounded multistart BOBYQA
Salience weight in priority wg 0.2 neural model

map

Guidance weight in priority —wg 10 neural model

map

Slow cycle duration Aglow 50 ms literature and neural model
Fast cycle duration Apagt 30 ms literature and neural model
Fast-cycle criterion Oghape 120 neural model

Competition exponent A 45.7 bounded multistart BOBYQA
High-priority criterion Thi 10.10 fixed

Peak criterion Tok 10.198 fixed

Failure ratio term i 0.23 bounded multistart BOBYQA
Failure mass term Mo 0.15 bounded multistart BOBYQA
Failure mass scale 13 7000 fixed

Maximum failure Prmax 0.9 fixed

probability




814

815

816

817

818

819

820

821

822

823

824

825

826

827

828

829

830

831

832

833

834

835

836

837

838

47

interactions with simplified episode-level computations, changing their effective operating
values. The remaining optimized parameters are specific to the surrogate formulation. All
optimized parameters were estimated using a random multistart strategy with the
bound-constrained, derivative-free BOBYQA algorithm as the local optimizer (Powell,
2009)). Parameters were linearly transformed to the unit hypercube, and independent
BOBYQA runs were initialized from a projected baseline parameter vector and from
uniformly sampled pseudorandom points within the parameter bounds. The parameter

vector yielding the lowest objective value across all runs was retained.
Validation against the full neural model

The surrogate is informative only to the extent that it preserves the benchmark
structure generated by the full neural model. After parameterization against the full-model
outputs, all surrogate parameters were fixed. Agreement was then assessed for the same
behavioral summaries used in the main analysis: set-size slopes for search benchmarks and
distractor-present contrasts for additional-distractor benchmarks. Agreement with the full
neural model was high. For search slopes, » = .991, concordance correlation coefficient
=.990, RMSE = 1.2 and bias = —0.3; for distractor contrasts, » = .992, concordance
correlation coefficient = .990, RMSE = 2.9 and bias = —0.4. Extended Data Figure
shows that this summary-level agreement was accompanied by preservation of the broader
benchmark functions and condition ordering. As an external reference, the fixed surrogate
also retained close agreement with the human benchmark structure (balanced NRMSE
= 0.0673). This agreement is not an independent fit to the behavioral data: it follows from
approximating a neural model that was itself calibrated and evaluated against those
benchmarks. The relevant validation for the diagnostic analyses is the surrogate’s close
correspondence with the full neural model. This correspondence supports its use for

targeted ablations and parameter-sensitivity analyses.
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Selection-geometry analysis

The surrogate’s selection rule provides an analytically tractable approximation for
examining how the geometry of effective input influences competition (Extended Data
Figure . Suppose effective priority is approximately constant within candidate component

k, such that E™(z) = hy,,, for x € C,m, and let |Cy | denote its spatial support. Then
ajes, & Chml exp[A (ham — MEY)] . (73)

For two candidate components k and ¢, the selection-odds ratio is therefore approximately

Tem _ |Choml

med 7 |Coml

exp[A (him — hem)] - (74)

Spatial support therefore affects selection multiplicatively, whereas differences in
effective-priority height are amplified exponentially. A candidate can gain an advantage by
occupying a broader region of elevated input, by reaching a greater amplitude, or by both.
In the surrogate, shaped salience acts predominantly through spatial support because
saturation compresses height differences among strong contrasts. Shaped guidance acts
predominantly through amplitude because target-feature overlap differentiates candidate
heights, while its feature-count-sensitive operating point keeps near-target matches within
the competitive range. These tendencies are relative rather than exclusive and provide a
diagnostic description of the selection geometry generated by the full model.

The exponential dependence on height also produces an effective competitive cutoftf.
For two components with equal spatial support, if one peaks d > 0 below the other, its
selection probability is

1

Tiow(d; A) = T+ op(d)’ (75)

For a criterion ¢ defining effective noncompetition, the corresponding priority-distance
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threshold is

d.(\) = ilog<1;8> . (76)

For the reduced-model value A = 45.7, dy o5 = 0.064 and dy o, = 0.101 priority units. Thus,
relatively small differences in effective-priority height can move a candidate from
competitive to effectively unavailable. Nonlinear shaping prevents raw differences in
salience or target-feature overlap from producing such disproportionate effects by placing

both sources within an appropriate competitive range before selection.
Targeted Model Variants

Fixed-parameter generalization shows that the full neural dynamic model can
reproduce the benchmark structure, but not which theoretical commitments are responsible
for that success. We therefore used the reduced diagnostic surrogate to construct targeted
variants, each removing or simplifying one commitment while leaving the remaining
structure fixed. None of the variants was refitted. Broad failure indicates a commitment
that constrains performance across benchmark families; more selective failure identifies
conditions in which that commitment becomes especially consequential.

No delayed guidance. This variant removes the temporal separation between

early salience and later target guidance by setting
ta = 0. (77)

It tests whether an initial interval dominated by salience is required for the
additional-distractor effects.

Linear salience. This variant removes nonlinear salience shaping:

75z, m) = afgffn Wy ufged(:v). (78)
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It tests whether normalized local feature contrast can influence selection directly or must
first be transformed into the operating range of competition.
Linear guidance. This variant removes nonlinear guidance shaping:

uis(a)

maXyeq ug?d <y> .

(79)

Zg?d(il},m) = algin wa

It tests whether normalized target-feature overlap is sufficient as a linear guidance signal or
must be transformed before influencing selection.
Fixed guidance operating point. This variant retains nonlinear guidance but

removes its dependence on the number of target-defining features:

1

1+ exp[—B¢ (uid(z) — 0.5)] (80)

ZrGed(x, m) = arGef}n wa

It tests whether a single operating point is sufficient across target definitions.
No selection failures. This variant removes episodes in which no usable selection
stabilizes:

Drait,m = 0 for all m. (81)

It tests whether search costs can be explained entirely by selecting and rejecting nontargets
or also depend on unresolved competition that consumes time without producing a

selection.
Variant results

Variant outputs were evaluated relative to the fixed surrogate baseline. Search
benchmarks were assessed from their set-size functions and slopes; additional-distractor
benchmarks were assessed from their condition means and distractor-present contrasts. An
outcome was classified as preserved when its defining benchmark pattern remained intact
relative to baseline and collapsed otherwise.

Removing nonlinear shaping produced the broadest failures (Extended Data
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Figure . Linear salience increased balanced NRMSE from 0.0673 to 0.3263 and collapsed
14 of 21 benchmark outcomes. Linear guidance increased balanced NRMSE to 0.3335 and
collapsed 19 of 21. Thus, the benchmark structure cannot be reproduced by a simple
weighted combination of normalized local contrast and target-feature overlap; both inputs
must be shaped before entering competition. The remaining variants produced more
selective impairments. Removing delayed guidance caused all seven additional-distractor
outcomes to fail, while preserving all seven task-irrelevant feature outcomes and six of
seven triple-conjunction outcomes. The only triple-conjunction failure was 3D(0),
consistent with its dependence on the early salience-dominated phase. Fixing the guidance
operating point primarily impaired triple-conjunction search: five of seven outcomes failed,
whereas all task-irrelevant feature and additional-distractor outcomes were preserved. This
indicates that triple-conjunction performance depends strongly on guidance adapting to
the number of target-defining features. Removing selection failures had the narrowest
effect: all additional-distractor outcomes were preserved, whereas three task-irrelevant
feature outcomes and the high-overlap 3D(2) triple-conjunction condition failed.

Extended Data Figure |5 shows the corresponding condition-level changes. These
patterns reveal that the benchmark families do not isolate independent components of the
model. Rather, all depend on the same coupled dynamics, while particular conditions
expose different vulnerabilities within that shared process: additional-distractor effects are
especially sensitive to temporal asymmetry, triple-conjunction search to target-dependent
guidance, and high-competition search conditions to selection failures. The variant analysis
therefore strengthens the fixed-parameter generalization result. Cross-paradigm
performance depends on specific, interpretable commitments rather than unrestricted
flexibility: weakening a core component either produces broad failure across benchmarks or
selective failure where that component becomes most consequential. These variants are
diagnostic interventions within the present architecture, not an exhaustive comparison with

all possible models.
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Sensitivity Analysis and Local Stress Testing

The targeted model variants asked whether particular theoretical components were
necessary. The analyses here ask a complementary question: once those components are
retained, how far can the reduced model’s parameters move before benchmark performance
deteriorates? We used three diagnostics: Morris screening within a local £20%
neighborhood of the calibrated baseline, one-at-a-time perturbations of the most influential
parameters, and a joint nominal £10% stress test in which all 23 reduced-model
parameters varied simultaneously. Together, these analyses test whether performance
depends on a small, interpretable subset of parameters or on diffuse compensation across

many parameters.
Morris Screening

The Morris analysis (Campolongo et al., [2007; Morris, [1991)) screened all 23
reduced-model parameters around the fixed baseline. For most parameters, the sampled
range extended £20% from the calibrated value, with structurally bounded ranges
truncated accordingly. The screen used four levels, 15 trajectories and a fixed random seed;
timing parameters were treated as integer-valued quantities. These results describe local
sensitivity within the sampled neighborhood and should not be interpreted as posterior
uncertainty estimates or as characterizing the full feasible parameter space.

Extended Data Figure [6JA plots each parameter’s mean absolute elementary effect,
w*, against the variability of those effects, o. The guidance sigmoid slope B4 showed the
largest combination of average influence and variability, followed by the guidance bias 6,
salience excitation spread o, and guidance feature-count shift k5. The ordered ranking in
panel B similarly identified SBg, 0q, 04, kg, and guidance weight wg as the five most
influential parameters. Local dependence was therefore concentrated primarily around
guidance shaping and feature-count sensitivity, with additional contributions from salience
structure.

The one-at-a-time follow-up in panel C isolated the directional consequences of
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perturbing the highest-ranked parameters while holding all others fixed. The largest
penalties followed a lower (g, a higher 84, and a lower kg, whereas perturbations of equal
magnitude in the opposite direction were substantially less damaging. The
elementary-effect distributions in panel D showed corresponding variation across Morris
trajectories. Together, these results indicate both directional nonlinearity and dependence
on the surrounding parameter configuration rather than independent additive parameter
effects.

The family-specific rankings in panels E-G showed that the same parameters recur
across benchmark families but with different emphasis. Triple-conjunction outcomes were
especially sensitive to salience excitation spread o, guidance weight wq, and feature-count
shift kg, linking performance to both salience structure and target-dependent guidance.
Task-irrelevant feature outcomes were dominated by the guidance transform, particularly
Ba, 0a, and kg, showing that these effects cannot be explained by bottom-up salience
alone. Additional-distractor outcomes depended on both salience and guidance, with
strong contributions from o, B¢, and g, and a further contribution from guidance onset
tg. Thus, the benchmark families jointly constrain a common set of mechanisms rather

than mapping independently onto separate parameters.
Joint Local Stress Test

The Morris screen perturbs parameters along sampled local directions. The joint
stress test instead asks what happens when all parameters vary simultaneously. We
generated 500 joint random perturbations of the fixed reduced-model baseline by
independently drawing uniform coordinates on [0, 1) for all 23 parameters and mapping
them to local parameter bounds. Bounds were nominally +10%, clipped to the allowed
parameter ranges. Integer timing bounds were rounded outward and sampled timing values
were rounded to integer milliseconds, yielding ranges of 27-33 ms for fast-cycle duration
and 45-56 ms for slow-cycle duration. This analysis is a local stress test of the calibrated

mechanism, not an estimate of posterior uncertainty.
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Extended Data Figure [TA shows that the fixed baseline lies near the low-error edge
of the perturbation distribution. Some draws remained close to baseline performance, but
most increased error, and a distinct subset produced substantially broader benchmark
failure. The families did not deteriorate in lockstep (panel B): task-irrelevant feature
outcomes were the most frequently preserved, whereas additional-distractor outcomes failed
more readily and triple-conjunction outcomes showed an intermediate failure burden.

Panels C-E show that these failures were structured rather than simply noisier
versions of the baseline predictions. As triple-conjunction failures accumulated, predicted
search slopes increased disproportionately in several conditions, including 3D1, 12D1, and
3D2. In the task-irrelevant feature family, high-failure draws flattened the
condition-specific slope pattern toward zero. In the additional-distractor family, increasing
failure attenuated the negative contrasts. Different benchmark families therefore failed in
qualitatively different ways when the shared parameter configuration was perturbed.

Descriptive associations between sampled parameter values and failure counts
identified k¢ as the strongest overall correlate of joint failure (p = —0.53; panel F): lower
values were associated with more failed benchmark criteria. Other associations were
smaller and differed by family. Triple-conjunction failures were most strongly associated
with kg, with additional contributions from salience structure, weighting, and guidance
timing. Task-irrelevant feature failures were associated with feature-count sensitivity,
guidance bias and weight, guidance slope, and fast-cycle timing. Additional-distractor
failures were associated with feature-count sensitivity, guidance onset, slow-cycle timing,
and guidance bias. Because all parameters varied simultaneously, these associations are
descriptive and should not be interpreted as isolated causal effects.

Panel G makes the dominant overall relationship with kg explicit: draws below the
calibrated value generally produced more failed criteria, whereas failure decreased and then
leveled off at higher values. The remaining parameter trends were substantially weaker.

Joint performance was therefore not maintained by diffuse compensation among many
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equally influential parameters; local viability remained organized around
feature-count-sensitive guidance, with benchmark-specific contributions from guidance

shaping, timing, and salience structure.
Pairwise Local-Viability Geometry

Sensitivity rankings identify influential parameters but not how their values
interact. Extended Data Figure [§| therefore shows pairwise projections of the joint
perturbation sample for the leading parameters in each benchmark scope.

Across the overall and family-specific panels, low-error solutions form curved or
sloped regions rather than broad axis-aligned plateaus. The overall criterion shows
particularly clear interactions between kg and 6, slow-cycle timing, and salience
structure. Triple-conjunction viability depends on combinations of feature-count-sensitive
guidance, salience structure, salience weighting, and guidance timing. Task-irrelevant
feature viability is tightly structured by the guidance transform and fast-cycle timing,
whereas additional-distractor viability depends strongly on compatible combinations of
guidance strength, guidance onset, and slow-cycle timing.

The calibrated baseline is therefore not surrounded by a broad region in which
parameters can vary independently with little cost. Nearby parameter sets that preserve
benchmark performance do exist, but they occupy structured combinations: a change in
one parameter can be tolerated for some values of another parameter and damaging for
others. The calibrated solution thus lies within a constrained local viability region shaped
by interactions among the same mechanisms identified by the targeted variants and

sensitivity analyses.
Summary of Diagnostic Analyses

The diagnostic analyses converged on a common picture. Nonlinear shaping of both
salience and guidance was required broadly across the benchmark set, whereas temporal

asymmetry, target-dependent guidance and selection failures produced more selective

impairments when removed. The benchmark families therefore did not map onto
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independent model components; rather, they placed different constraints on the same
coupled dynamics.

The sensitivity analyses supported this interpretation from a complementary
direction. Local performance was concentrated around parameters governing guidance
shaping and feature-count sensitivity, with additional contributions from salience structure,
timing and competitive selection. Joint perturbations produced structured, family-specific
failures rather than uniform degradation, and low-error solutions occupied curved local
regions in parameter space rather than a broad plateau of independently tolerated values.

Together, these results indicate that the fixed-parameter generalization is not
sustained by diffuse parameter flexibility. It depends on a constrained set of interacting
dynamical commitments whose importance is expressed across multiple benchmark families,

with particular conditions exposing different vulnerabilities of the shared mechanism.
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Workflow of the reduced diagnostic surrogate. Displays provide spatial feature maps, and a

display-level control signal selects the slow or fast oscillator regime. Shaped salience and
delayed shaped guidance jointly define an episode-level approximation of the full model’s

attentional selection landscape. Candidate regions are then sampled competitively to

approximate the distribution of stabilized attentional peaks, with some episodes ending in

selection failure. Selected nontargets update inhibition of return, whereas verification of the

target terminates the trial.
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Extended Data Figure 3

Validation of the reduced diagnostic surrogate against the full neural dynamic model. The
figure compares the complete benchmark functions and condition means generated by both
models. The surrogate closely preserves the benchmark-level geometry of the full neural
model across search slopes and distractor-present contrasts, supporting its use for targeted
ablations and sensitivity analyses.

Preserved Collapsed
A. Overall fit B. Triple-conjunction (7 slopes) C. Task-irrelevant-feature (7 slopes) D. Additional-distractor (7 contrasts)

No delayed guidance @0.1683 6 1 7 7

Linear salience | ©0.3263 2 5 4 3 1 6

Linear guidance : ©0.3335 1 6 7 1 6
Fixed guidance operating point ©0.1587 2 5 7 7
No selection failures ‘0 0656 6 1 4 3 7
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Balanced NRMSE Benchmarks Benchmarks Benchmarks

Extended Data Figure 4

Theory-diagnostic variants of the reduced surrogate. Panel A shows balanced NRMSE for
each targeted variant; the dashed vertical line marks the fixed-surrogate baseline, and lower
values indicate better agreement with the empirical benchmarks. Panels B-D show the
number of preserved and collapsed outcomes for the seven triple-conjunction slopes, seven
task-irrelevant-feature slopes, and seven additional-distractor contrasts, respectively. Green
denotes preserved outcomes and pink denotes collapsed outcomes.
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Extended Data Figure 5

Condition-level consequences of targeted model variants. Columns show the fixed
reduced-surrogate baseline and five targeted variants; rows show benchmark conditions
grouped by family. FEach family contains seven unique, non-replication benchmark
conditions used for the diagnostic analyses. Search benchmarks are shown as set-size
functions, whereas additional-distractor benchmarks are shown as condition means and
resulting distractor-present contrasts. Qutcomes classified as preserved are plotted with high
transparency, whereas collapsed outcomes are emphasized. In the Lien et al.
benchmark, the singleton condition is omitted from the diagnostic grid because it replicates
the corresponding singleton configuration from Gaspelin et al. Experiment 2 and
therefore does not constitute an additional unique benchmark condition.
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Extended Data Figure 6

Local sensitivity of the reduced shaped-priority model. Panel A plots the mean absolute
Morris elementary effect (1, horizontal axis) against the variation of elementary effects
across trajectories (o, vertical axis) for all 23 parameters; farther right indicates greater
average influence on balanced NRMSE, whereas higher values indicate greater context
dependence across the sampled local parameter space. Panel B ranks parameters by p*.
Panel C shows the one-at-a-time follow-up, in which each selected parameter was moved
separately to a low or high local value while all others remained at the calibrated baseline;
the resulting balanced NRMSFE is shown relative to baseline. Panel D shows the
distributions of signed elementary effects across Morris trajectories. Panels E-G show
family-specific Morris rankings for the triple-conjunction, task-irrelevant-feature, and
additional-distractor benchmarks, respectively. All Morris analyses were conducted within
the screened +20% neighborhood of the fixed baseline.
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A. Balanced NRMSE across perturbation draws B. Family-wise collapse burden
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Extended Data Figure 7

Overview of the joint local stress test around the fixed reduced-model baseline. Panel A
shows the distribution of balanced NRMSE across 500 independent random perturbation
draws; the dashed line marks the fized baseline. Panel B shows, for each benchmark family,
the percentage of sampled parameter sets producing 0-7 failed benchmark criteria. In panels
C-FE, each thin line shows the benchmark profile from one perturbation draw, line color
denotes the family-specific failure count, and the black line denotes the baseline profile.
Panel C shows triple-conjunction slopes, panel D task-irrelevant-feature slopes, and panel E
additional-distractor contrasts. Panel F' shows the eight largest descriptive Spearman
associations between sampled parameter values and failure count overall and within each
family; negative values indicate that lower parameter values are associated with more
failures, whereas positive values indicate that higher values are associated with more
failures. Panel G shows the corresponding failure counts and descriptive trends for the eight
leading overall parameters; vertical dashed lines mark their baseline values. All 23
reduced-model parameters were varied independently within a nominal £10% neighborhood

of the fixed baseline, subject to the parameter bounds and integer rounding described in
Methods.
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A. Overall B. Triple conjunction
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Extended Data Figure 8

Pairwise projections of local fit quality by benchmark scope. Panels A—D show the overall,
triple-conjunction, task-irrelevant-feature, and additional-distractor criteria, respectively.
Each panel contains six pairwise projections for leading parameters identified in the joint
stress test. Darker colors indicate lower kernel-smoothed NRMSE within the stated scope.
Gray points show the 500 perturbation draws, the black marker denotes the calibrated
baseline, and the white marker denotes the best sampled fit within that scope. Light
contours summarize failure severity. The curved and sloped low-error regions indicate that
local viability depends on combinations of parameter values rather than broad independent
tolerance along individual parameter axes. These maps are descriptive projections of the
full 23-parameter perturbation sample within the nominal £10% neighborhood described in
Methods; they are not posterior uncertainty surfaces or estimates of isolated causal effects.
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