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Abstract

Modern inverse problems and adaptive simulations require efficient and differentiable rep-

resentations of complex geometries that can be updated frequently for gradient-based op-

timization. Existing methods cannot simultaneously achieve both. We present Warp-Geo,

a differentiable GPU-accelerated framework for reconstructing signed distance fields and

evaluating surface normals from point clouds of complex 3D geometries. Warp-Geo com-

bines uniform grids for GPU parallelism with implicit differentiation through the Poisson

solve, enabling frequent geometry recomputation while maintaining full differentiability. We

demonstrate Warp-Geo on forward SDF reconstruction, dynamic fluid–structure interaction

with moving boundaries, and inverse shape optimization via automatic differentiation with

gradient validation. GPU scalability analysis confirms practical feasibility for frequent ge-

ometry updates. The framework, implemented in Warp and JAX, enables seamless integration

with differentiable physics solvers for end-to-end shape optimization.
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1. Introduction1

Shape and geometry representation is fundamental to computational modeling, defin-2

ing the computational domain and boundary conditions in numerical simulations. However,3

modern computational workflows increasingly demand that geometry evolves dynamically,4

at every time step or optimization iteration, while propagating gradients for parameter opti-5

mization and adaptive control. This requirement is often overlooked, yet it defines a critical6

challenge absent from traditional geometry-design pipelines.7

Consider three representative application scenarios. In inverse shape design via differen-8

tiable simulation, one optimizes an airfoil or hydrodynamic body to minimize drag or match9

experimental observations. This requires gradients to propagate backward from the physics10

solver through geometry to design parameters, necessitating a fully differentiable geometry11

pipeline where parameters are updated iteratively through gradient-based optimization. In12

data assimilation with moving boundaries, the task is to reconstruct cardiovascular geometry13

from 4D Flow MRI or adapt structure shape to match measured deformations. Geometry14

must be recomputed and re-evaluated at every assimilation step, making computational ef-15

ficiency critical. In adaptive or morphing structures such as swimming fish or morphing16

aircraft wings, geometry evolves continuously with muscle actuation or flight dynamics. Ef-17

ficient geometry recomputation at each simulation step is essential; otherwise, geometry18

operations become the computational bottleneck rather than physics evaluation itself.19

The core challenge is enabling frequent geometry updates while propagating gradients.20

This creates a fundamental tension in existing approaches: approaches optimized for update21

efficiency sacrifice differentiability through non-smooth operations, while approaches that22

maintain differentiability incur prohibitive computational overhead. This motivates devel-23

oping geometry representations that are simultaneously accurate, efficient to update, GPU-24

accelerated, and end-to-end differentiable, enabling high-dimensional geometry optimization25

required by modern inverse design and adaptive simulation.26

Geometry representations can be broadly classified into two categories: explicit and im-27

plicit. Explicit representations based on meshes [1–3], point clouds [4], and surface patches [5]28
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are intuitive and widely supported in CAD pipelines. However, when geometry must be29

updated dynamically with gradient propagation, explicit methods share a fundamental limi-30

tation: they encode geometry through discrete connectivity or sampling patterns that do not31

differentiate smoothly. Updating an explicit representation requires discrete operations, such32

as mesh reconnection, point resampling and correspondence, or patch boundary reparame-33

terization, which introduce non-smooth discontinuities that break automatic differentiation.34

This makes explicit methods poorly suited for high-dimensional geometry optimization where35

gradients must flow backward through the entire geometric update process.36

Implicit representations avoid explicit connectivity by encoding geometry as a continu-37

ous scalar field. Common approaches include level-set functions [6], signed distance fields38

(SDFs) [7], and Poisson-based surface representations [8, 9]. Implicit methods offer critical39

advantages for simulation-oriented applications: no connectivity updates are required, they40

integrate naturally with fixed-grid solvers and immersed-boundary methods [10–12] without41

body-fitted mesh generation, geometric quantities can be evaluated directly from the scalar42

field via differentiation, and they are particularly useful for moving-boundary simulations43

such as fluid–structure interaction. However, implicit methods face a critical and often-44

overlooked challenge when geometry must be updated dynamically and differentiably: the45

choice between advection-based updating (fast but non-differentiable) versus reconstruction-46

based updating (differentiable but expensive).47

Level-set methods represent moving interfaces as the zero level set of a scalar field ϕ48

using an advection equation ϕt + u · ∇ϕ = 0, which is computationally efficient for simulat-49

ing smooth interface motion. However, this advection approach introduces a fundamental50

barrier to differentiability. After a few advection steps, the solution ϕ deviates from a signed51

distance function; the gradient magnitude |∇ϕ| no longer equals one everywhere. This devi-52

ation causes numerical instability and interface degradation. To maintain accuracy, periodic53

reinitialization is necessary by solving the Eikonal equation |∇ϕ| = 1 or applying distance-54

correction procedures. These operations, however, incur significant computational overhead,55

often dominating the cost of the advection step itself. Moreover, reinitialization involves56
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discrete operations (e.g., sign detection, distance correction) that introduce non-smooth dis-57

continuities incompatible with automatic differentiation.58

Poisson surface reconstruction sidesteps the advection-and-reinit problem through a fun-59

damentally different approach: it recomputes the geometry directly from the current point-60

cloud data, without advection or reinitialization [8, 9]. When geometry updates, the recon-61

struction pipeline is simply run again from scratch. Critically, all operations in this pipeline62

are smooth, enabling gradients to propagate backward from any downstream objective to63

the point-cloud input. This makes Poisson-based reconstruction fundamentally suited for64

end-to-end differentiable geometry optimization. However, classical Poisson surface recon-65

struction remains impractical for dynamic scenarios requiring frequent reconstruction. The66

standard octree-based implementation is geometrically optimal but computationally prob-67

lematic: octree construction is recursive and irregular, poorly suited to GPU parallelism and68

automatic differentiation; moreover, the cost of octree reconstruction at each update negates69

Poisson’s efficiency advantage over level-set methods. To realize Poisson’s potential, we need70

a GPU-accelerated, fully differentiable reformulation that maintains geometric fidelity while71

enabling efficient frequent reconstruction.72

Building upon Poisson-based implicit surface reconstruction, we develop Warp-Geo, a73

differentiable and GPU-accelerated framework for reconstructing signed distance fields from74

point clouds, specifically optimized for dynamic, frequent geometry updates coupled with75

gradient-based optimization and inverse design. Compared with traditional CPU-based oc-76

tree implementations, Warp-Geo offers two primary advantages. First, the algorithm is77

fully vectorized on GPUs, enabling efficient evaluation of SDFs over millions of grid points.78

The geometry field can be re-evaluated directly from updated point clouds without the re-79

peated advection and reinitialization procedures required by classical level-set methods [6].80

This direct recomputation is fast enough to perform at every time step or optimization it-81

eration, enabling real-time geometry morphing in coupled simulations. Second, the entire82

geometry-processing pipeline, from point-cloud input through normal estimation, Poisson83

reconstruction, surface extraction, to SDF computation, is differentiable through automatic84
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differentiation. This allows gradients to propagate consistently from any downstream ob-85

jective backward to geometry parameters. The framework is naturally compatible with86

differentiable solvers such as Diff-FlowFSI [13], DiFVM [14], and JAX-Fluids [15, 16], and87

enables end-to-end workflows for simulation, analysis, and gradient-based optimization. Im-88

portantly, users can now optimize high-dimensional geometry parameterizations directly,89

whether sparse control parameters or full point-cloud coordinates, against objectives from90

coupled physics simulations, without hand-crafting low-dimensional parametrizations or re-91

lying on learned surrogates.92

Recent work has explored differentiable Poisson reconstruction [17] and learned implicit93

representations [18, 19], largely from computer vision perspectives. However, these ap-94

proaches face critical limitations for dynamic geometry optimization. Learned implicit func-95

tions require large training datasets and may not preserve high-fidelity features in complex96

geometries. Differentiable SDF tools like pytorch-volumetric [20] support field queries97

but not end-to-end differentiation through reconstruction. For inverse geometry problems98

requiring frequent reconstruction and high-dimensional gradient propagation, these limita-99

tions are prohibitive. Warp-Geo addresses these gaps by combining three capabilities: (1)100

no training data required, guaranteeing high geometric fidelity from first use; (2) GPU-101

optimized uniform grids enabling frequent recomputation without octree overhead; (3) full102

reconstruction-process differentiability enabling end-to-end optimization of high-dimensional103

geometry parameterizations. Unlike level-set methods [6] which require non-smooth reini-104

tialization, Warp-Geo maintains differentiability throughout. The framework is constructed105

entirely from geometric and numerical operations using Warp [21] and JAX [22].106

We demonstrate Warp-Geo on multiple representative scenarios. Forward SDF recon-107

struction from point clouds for geometries spanning diverse domains—fish, aircraft, automo-108

bile, jet engine, and cardiovascular geometries—shows reconstruction quality and fidelity to109

the Eikonal property. Dynamic FSI coupling where geometry is re-evaluated at each time110

step without advection or reinitialization demonstrates tight integration with differentiable111

CFD solvers for moving-boundary simulations. Inverse shape optimization via automatic dif-112
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ferentiation with comprehensive gradient validation against finite differences shows conver-113

gence of parameterized geometry morphing. Computational efficiency analysis demonstrates114

favorable GPU scalability, confirming practical feasibility for frequent geometry updates.115

The remainder of the paper is organized as follows. Section 2 presents the algorithmic116

pipeline and methodology details. Section 3 demonstrates forward reconstruction quality on117

representative geometries, coupling with a differentiable CFD solver for moving-boundary118

simulations, AD-based shape optimization with gradient validation, and computational cost119

scaling analysis. Section 4 summarizes the main findings and outlines future directions, in-120

cluding extensions to adaptive resolution and topology-changing geometries. The source code121

of Warp-Geo is publicly available at https://github.com/jx-wang-s-group/Warp-Geo.122

2. Methodology123

This section details the four modules of Warp-Geo: normal-vector estimation, normal-124

orientation correction, Poisson-system construction, and surface extraction with SDF com-125

putation. As shown in Fig. 1, the pipeline reconstructs a SDF representation from an

Geo-Parameter: 

The Warp Geo

Normal Vectors Estimation

Normal Vectors Orientation

Build Poisson Equation

Extract Surface

Forward 

Differentiable Solver

Field: 

Loss Function:   

Point Cloud: 

AD

a b

c

SDF: 

Input

Output

Updated: 

Figure 1: Warp-Geo for differentiable SDF reconstruction from point clouds, enabling end-to-end integration

with differentiable solvers.
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126

unstructured point cloud. Each module is designed for GPU parallelism and automatic127

differentiation. The algorithmic details and mathematical formulations are presented below.128

2.1. Normal vector estimation129

Poisson surface reconstruction requires an oriented normal vector at each point of the in-130

put point cloud. In this work, normal vectors are estimated using distance-weighted principal131

component analysis (D-PCA), which extracts local tangent-plane information from neigh-132

boring point samples. By weighting points inversely by distance, this approach emphasizes133

nearby samples and suppresses noise at the neighborhood boundary. This procedure is local134

to each point and is therefore well suited for massively parallel implementation on GPU.

Normal Vector

2R

Orthogonal Vector

Orthogonal Vector

Figure 2: D-PCA based estimation of surface normal vectors from local point-cloud neighborhoods.

135

A schematic illustration of the D-PCA based normal estimation procedure is shown in136

Fig. 2. Let the input point cloud be denoted by P = {xi}
Np

i=1
, where xi is the ith point-cloud137

sample and Np is the total number of points. For each query point xi, we define a local138

neighborhood Ni by collecting all points within a sphere of radius R:139

Ni =
{

xj ∈ P
⃓

⃓ ∥xj − xi∥2 ≤ R
}

. (1)
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Compared with the commonly used k-nearest-neighbor search, this radius-based neighbor-140

hood better preserves local geometric symmetry around the query point, e.g., near the tip of141

a cone. This property is important for complex geometries, where an unbalanced neighbor142

selection may bias the estimated tangent plane and lead to inaccurate normal directions.143

To improve the robustness of the estimation, a distance-weighted covariance matrix is144

constructed for each query point. Specifically, we define the distance-based weight as145

wij =
1

∥xj − xi∥2 + ϵ
, (2)

where ϵ is a small positive constant used to avoid numerical singularity. The weighted146

centroid of the local neighborhood is then computed as147

x̄i =

∑

xj∈Ni
wijxj

∑

xj∈Ni
wij

. (3)

Let Wi =
∑

xj∈Ni
wij. The weighted covariance matrix is then148

Ci =
1

Wi

∑

xj∈Ni

wij (xj − x̄i) (xj − x̄i)
T . (4)

The distance weighting assigns larger contributions to points closer to the query point and149

suppresses the influence of distant samples. This reduces over-smoothing of local geometric150

features and improves the quality of the estimated normals near regions with high curvature151

or non-uniform point distribution.152

The eigendecomposition of Ci gives153

Civi,m = λi,mvi,m, m = 1, 2, 3, (5)

where λi,m and vi,m denote the eigenvalues and eigenvectors, respectively. The eigenvectors154

represent the principal directions of the local point distribution, while the eigenvalues quan-155

tify the variance along these directions. For points sampled from a smooth surface, the two156

eigenvectors associated with the larger eigenvalues span the local tangent plane, whereas the157

eigenvector associated with the smallest eigenvalue corresponds to the direction of minimum158

variance. This eigenvector is therefore used as the estimated normal vector,159

ni = vi,min, (6)
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where vi,min is the eigenvector corresponding to the smallest eigenvalue of Ci. In practice, the160

principal directions are computed using singular value decomposition (SVD) of the weighted161

and centered local point matrix, which is numerically more stable than direct eigendecom-162

position of the covariance matrix. This stability is critical for automatic differentiation, as163

direct eigendecomposition becomes ill-conditioned when eigenvalues are nearly equal, pro-164

ducing unstable gradients during backpropagation. SVD avoids this issue and enables reliable165

gradient propagation through the normal estimation module.166

The above procedure is implemented using the single-instruction multiple-thread (SIMT)167

model enabled by Warp. One GPU thread is assigned to each query point, and all threads168

independently perform the radius-based neighbor search, weighted covariance construction,169

eigendecomposition, and normal-vector assignment. Since the computation for each point170

is independent after the neighbor set is determined, the PCA-based normal estimation can171

be efficiently parallelized over the entire point cloud. It should be noted that D-PCA only172

determines the normal direction up to a sign; namely, both ni and −ni are valid solutions of173

the local decomposition. Therefore, the normals estimated here are unoriented and require174

a global orientation correction before Poisson surface reconstruction.175

2.2. Parity-based normal orientation correction176

Poisson surface reconstruction requires the input normals to be globally consistent, i.e.,177

consistently pointing either outward or inward with respect to the enclosed geometry. Lo-178

cally flipped normals can lead to holes, discontinuities, or spurious surface patches in the179

reconstructed surface. In this work, we adopt an outward-pointing convention and correct180

the D-PCA estimated normals using a parity-based ray-casting procedure.181

Basic parity-based orientation test. The correction is based on the standard inside–outside182

test for closed geometries, commonly implemented through the ray-casting or crossing-183

number criterion [23, 24]. According to this criterion, a ray starting from an exterior point184

intersects the boundary an even number of times, whereas a ray starting from an interior185

point gives an odd number of intersections. Therefore, the sign of a D-PCA estimated nor-186

mal can be determined by testing whether a ray cast along the normal direction starts from187
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the exterior or interior side of the surface. As illustrated in Fig. 3, for each point xi with its188

D-PCA estimated normal ni, we cast a ray from the point along the normal direction:189

ri(s) = xi + sni, s ≥ 0. (7)

If ni points outward, the ray leaves the geometry immediately after the initial surface point.190

If ni points inward, the ray first enters the geometry and must cross the surface again before191

reaching the exterior. Thus, after excluding the initial surface intersection associated with192

xi, an even number of remaining intersections indicates an outward normal, whereas an odd193

number indicates an inward normal. In the latter case, the normal vector is flipped.

Num++

Num++

One Surface Point: 

Normal Direction of 

Detect Array

1

0

0

0

0

0

0

0

0

0

0

0

0

1

0

Query Sphere

2

Figure 3: Parity-based correction of normal-vector orientation. A ray is cast along the D-PCA estimated

normal direction, and the parity of the detected surface crossings is used to determine the correction.

194

Point-cloud ray casting with finite-radius detection. Unlike mesh-based ray casting, the195

present geometry is represented only by a discrete point cloud. Therefore, ray–surface in-196

tersections cannot be computed exactly from triangle intersections. Instead, we detect them197

approximately through local point-cloud occupancy. Along each ray, a sequence of probe198

points is sampled with a uniform spacing ∆s:199

yi,m = xi +m∆sni, m = 0, 1, . . . ,M. (8)
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For each probe point, we check whether there exists at least one point-cloud sample within200

a detection radius rd. This defines a binary detection array,201

di,m =

⎧

⎪

⎨

⎪

⎩

1, ∃xj ∈ P such that ∥xj − yi,m∥2 ≤ rd,

0, otherwise.

(9)

A continuous block of nonzero entries in this array corresponds to one detected surface-202

crossing region. Therefore, the number of detected crossings can be counted by identifying203

transitions from 1 to 0 in the detection array:204

Nall

i =
M
∑

m=1

I (di,m = 0 and di,m−1 = 1) , (10)

where I(·) is the indicator function. Since the first detected block corresponds to the original205

surface point xi, it is excluded from the parity check. The effective crossing number is206

therefore defined as207

Ni = Nall

i − 1. (11)

The basic orientation correction is then208

ni ←

⎧

⎪

⎨

⎪

⎩

ni, Ni mod 2 = 0,

−ni, Ni mod 2 = 1.

(12)

Here, the first case indicates that the D-PCA estimated normal is already outward-facing,209

while the second case indicates an inward-facing normal that must be flipped. The detection210

radius is initialized from the point-cloud spacing:211

rd,0 =
1

2
max

i

(

min
j ̸=i
∥xi − xj∥2

)

. (13)

This value provides a conservative estimate of the largest local point spacing. In practice,212

we introduce an expansion factor γr and set213

rd = γrrd,0, γr ≥ 1, (14)

which improves the robustness of crossing detection for sparse point clouds.214
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Iterative refinement for sharp and thin features.. The main practical difficulty of the above215

point-cloud ray-casting procedure is the finite detection radius. As shown in Fig. 4, three216

typical failure modes may occur. In scenario A, a large detection radius produces a false217

crossing because the query sphere detects nearby points even though the ideal zero-width218

ray does not intersect the surface. In scenario B, the ray intersects the surface, but the219

local point distribution is nearly tangent to the detection spheres, causing the crossing to220

be missed. In scenario C, two nearby surface layers in a sharp or thin region are merged221

into a single detected block, leading to an incorrect crossing number. Among these cases,222

scenario B occurs rarely and can generally be avoided by adjusting the sphere radius. To223

address scenarios A and C, we introduce an iterative ray-casting refinement based on the224

effective crossing number Ni. This refinement is one of the key algorithmic contributions of225

Warp-Geo. Instead of relying on a single parity check, we repeatedly evaluate the detection226

pattern and apply additional criteria to correct ambiguous normals near sharp surfaces and227

thin regions. The normal vector is updated iteratively as follows:228

• Iteration 0 (Standard parity). Apply the standard parity rule: flip if Ni mod 2 = 1.229

• Iteration 1 (Ambiguous detection pattern). For normals that may have ambiguous230

detection patterns (e.g., very long initial nonzero block), apply additional criterion:231

flip if Ni ̸= 0 or Ni,one > Ntol, where Ni,one denotes the number of consecutive nonzero232

entries at the beginning of the detection array, and the threshold Ntol is a user-defined233

tolerance, set to 2 by default.234

• Iteration 2 (Symmetric comparison). Compute the crossing number N−
i in the opposite235

direction and select the direction with fewer crossings: flip if Ni > N−
i .236

These iterations are applied in sequence, with each refining the normal orientation based on237

increasingly detailed inspection of the detection pattern.238

The entire orientation-correction procedure is implemented in the SIMT model using239

Warp. One GPU thread is assigned to each point-cloud sample, and each thread indepen-240

dently performs ray sampling, local occupancy detection, crossing-number evaluation, and241
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Figure 4: Iterative ray-casting refinement for normal-orientation correction near sharp and thin regions.

(a) Typical failure modes caused by finite-radius point-cloud detection. (b) Improvement of local normal

consistency using the proposed iterative crossing-number criteria based on Ni.

normal flipping. The method is therefore fully parallel over the point cloud and does not242

require explicit surface connectivity or a precomputed mesh. The corrected normals are then243

used in the subsequent Poisson reconstruction step.244

The main user-adjustable hyperparameters of Warp-Geo are summarized in Table 1.245

These parameters control the locality of normal estimation, the robustness of ray-casting-246

based orientation correction, and the resolution of the background Eulerian grid. The default247

values provide a practical starting point, and they can be adjusted for geometries with248

different point-cloud densities, sharp features, or thin structures.249

Table 1: Main user-adjustable hyperparameters in Warp-Geo.

Hyperparameter Symbol Default

D-PCA neighborhood radius R 0.1

Ray-casting detection radius rd Eq. 13

Detection-radius expansion factor γr 2.5

Grid density d 8.0

Initial-one threshold Ntol 2

13



2.3. GPU-efficient Poisson reconstruction on uniform grids250

After normal-vector orientation correction, the geometry reconstruction is formulated251

as a Poisson problem. The objective is to recover an implicit indicator function χ whose252

gradient aligns with the oriented normal vector field. The governing equation is253

∇2χ = ∇ · V , (15)

where V is a vector field constructed from the outward-pointing normals {ni} estimated in254

the previous sections. Solving this equation yields an implicit representation of the surface255

as a level set of χ.256

Galerkin discretization on uniform Eulerian grid. We discretize the domain Ω (the bounding257

box of the point cloud) using a uniform Eulerian grid with l×m× n cells of uniform size h.258

The implicit function is approximated by a Galerkin expansion:259

χh(q) =
∑

o∈G

aoFo(q), (16)

where q denotes a spatial query location, G is the set of grid cells, Fo(q) is the basis function260

associated with cell o (typically tri-linear), and ao are unknown coefficients to be solved. The261

basis function is defined as262

Fo(q) =
1

h3
F

(

q − co

h

)

, (17)

where co is the cell center and F is a compactly supported kernel. The compact support263

ensures that Fo is nonzero only within a 3 × 3 × 3 neighborhood of cell o, which is critical264

for computational efficiency.265

Weak formulation and linear system. Instead of directly discretizing Eq. (15), we use the266

equivalent variational formulation. The reconstruction minimizes the energy267

E(χh) =
1

2

∫

Ω

∥∇χh(q)− V (q)∥2 dq, (18)

which measures how well the gradient of χh matches the normal field V . Taking the variation268

with respect to each basis function Fp (as test function in the Galerkin method) yields269

∫

Ω

∇Fp(q) · [∇χh(q)− V (q)] dq = 0. (19)
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This weak form is equivalent to the Poisson equation with homogeneous Neumann boundary270

conditions (zero normal flux at domain boundaries). Substituting the Galerkin expansion271

yields the linear system272

Aa = b, (20)

where a is the vector of unknown coefficients. and the entries of the stiffness matrix A are273

given by274

Ap,o = ⟨∇Fp,∇Fo⟩ =

∫

Ω

∇Fp(q) · ∇Fo(q) dq, (21)

which depends only on the grid structure and basis functions, independent of the point cloud.275

The right-hand-side vector is276

bp = ⟨∇Fp,V ⟩ =

∫

Ω

∇Fp(q) · V (q) dq. (22)

which is directly determined by the distributed point normals (detailed below).277

GPU advantages of uniform grid discretization. Classical Poisson surface reconstruction uses278

adaptive octrees for geometric adaptivity (Fig. 5(a)): finer cells near features, coarser cells279

in empty regions. It is effective for adaptively resolving regions with different point densities280

and provides a hierarchical basis for the Galerkin discretization. However, octrees present281

significant obstacles to GPU parallelization. The recursive tree construction introduces dy-282

namic control flow; cells at different tree depths have variable sizes, leading to irregular283

memory access patterns; and workload is non-uniform across GPU threads. More criti-284

cally, the discrete tree structure and adaptive refinement introduce conditional branching285

and scale-dependent operations that complicate gradient propagation through AD, making286

it difficult to maintain smooth gradient flow for end-to-end optimization.287

A uniform grid eliminates these obstacles. All cells are identical and regularly arranged288

in memory, enabling predictable memory access patterns and balanced thread workloads.289

For a static geometry, the primary efficiency advantage arises from the structure of the lin-290

ear system: the matrix A can be assembled and factorized once and then reused, while291

only the right-hand-side vector b is updated when appropriate. For moving or deforming292

geometries, however, the basis functions in Eq. 17 change with the point cloud, requiring293
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A to be reassembled. Nevertheless, the topology of the computational graph remains fixed,294

allowing gradients to propagate consistently through the geometry-dependent matrix assem-295

bly and linear solve. Moreover, the regular grid avoids the discrete branching associated296

with adaptive methods, thereby facilitating reliable gradient-based shape optimization and297

moving-boundary simulations.298

(a) (b) (c) (d) (e)

(f)

Figure 5: Comparison of cell-selection strategies for Poisson surface reconstruction. (a) Sparse octree-style

cell selection using a 2× 2× 2 stencil. (b) Uniform-grid cell selection with a 3× 3× 3 stencil. (c) Imperfect

surface from sparse 2× 2× 2 uniform-grid stencil. (d) Smooth surface from proposed 3× 3× 3 stencil. (e)

Naive uniform-grid formulation: each point normal distributed to only the containing cell. (f) Proposed

approach: each point normal distributed to surrounding 3× 3× 3 cells.

Right-hand side: robust normal distribution with 27-cell stencil. The geometric information299

from the point cloud enters the linear system through the right-hand-side vector (Eq. (22)).300

For each oriented point (xi,ni), the normal is distributed to neighboring grid cells:301

V (q) =

Np
∑

i=1

∑

o∈Ci

αo,iFo(q)ni, (23)

where Ci is the set of neighboring cells and αo,i are interpolation weights. A naive imple-302

mentation distributes each normal to only its containing cell, as illustrated in Fig. 5(e).303
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However, for sparse or non-uniformly distributed point clouds, this produces weak local cou-304

pling: nearby surface samples activate basis functions with little overlap. This weak coupling305

can produce fragmented implicit fields and incomplete reconstructed surfaces (see Fig. 5(c)).306

To overcome this limitation while maintaining GPU efficiency, we introduce a dense local307

interpolation strategy on the uniform Eulerian grid. For each point, Ci is defined as the308

3× 3× 3 stencil of 27 cells surrounding the point, as illustrated in Figs. 5(b) and 5(f). The309

normal ni is distributed to all 27 cells using normalized tri-linear interpolation weights:310

αo,i =
α̃o,i

∑

o′∈Ci
α̃o′,i

, (24)

where the unnormalized weight for each cell is311

α̃o,i =

⎧

⎪

⎪

⎪

⎪

⎨

⎪

⎪

⎪

⎪

⎩

1

2
, if o is the central cell in Ci,

∏

ξ∈{x,y,z}

1

2
max

(

0, 1−
|xi,ξ − co,ξ|

2h

)

, otherwise.
(25)

Here, xi,ξ and co,ξ denote the ξ-direction coordinates of point xi and cell center co, respec-312

tively. Cells closer to the point receive larger weights, forming a tri-linear interpolation313

pattern. This dense stencil enlarges the effective support of each point normal, strengthen-314

ing the local coupling between basis functions. As shown in Fig. 5(d), the result is smooth,315

complete surfaces even for sparse point clouds. Importantly, the stencil size is fixed (27 cells316

regardless of grid resolution), so memory layout remains regular and GPU-friendly. This317

design combines the robustness advantages of classical Poisson methods with the paralleliza-318

tion efficiency of modern GPUs. Substituting the distributed normal field (Eq. (23)) into319

the right-hand-side vector (Eg. (22)) yields320

bp =

Np
∑

i=1

∑

o∈Ci

αo,i

∫

Ω

∇Fp(q) · [Fo(q)ni] dq. (26)

After solving the linear system (Eq. (20)), the coefficients a define the implicit field χh,321

which is subsequently used for surface extraction and SDF computation.322
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2.4. Surface extraction and signed-distance-field computation323

Solving the Poisson system in Eq. (20) gives the scalar implicit field χh over the computa-324

tional domain. This field provides the reconstructed geometry through one of its isosurfaces,325

Γχ =
{

q ∈ Ω
⃓

⃓ χh(q) = c
}

, (27)

where c is the selected iso-value. Following the standard Poisson surface reconstruction326

procedure, c is determined from the reconstructed indicator values near the input point327

samples [8]. The extracted surface Γχ is then used as the geometric interface from which the328

final signed distance field (SDF) is computed. The SDF is a distance-based reinitialization of329

the Poisson implicit field that preserves the reconstructed iso-surface while replacing implicit330

indicator values with signed Euclidean distances.331

Differentiable isosurface extraction. The isosurface Γχ is extracted from χh using the March-332

ing Cubes algorithm [25]. Marching Cubes operates on the regular grid where χh is defined.333

Each grid cell contains eight vertices, and the scalar value of χh at these vertices determines334

whether the iso-value c is crossed inside the cell. If an edge has one endpoint with χh > c and335

the other with χh < c, the surface intersects that edge. The intersection point is obtained336

by linear interpolation,337

qe = (1− η)q1 + ηq2, η =
c− χh(q1)

χh(q2)− χh(q1)
, (28)

where q1 and q2 are the two endpoints of the crossing edge. The local triangle connectivity is338

determined from the standard Marching Cubes lookup table according to the inside–outside339

configuration of the eight cell vertices.340

The Marching Cubes procedure is provided by Warp. Since each grid cell can be processed341

independently, the algorithm is naturally parallel over the computational grid. For a fixed cell342

configuration, the interpolated vertex locations in Eq. (28) are differentiable with respect to343

the scalar field values of χh. Therefore, the surface extraction step is piecewise differentiable344

and can be integrated into the proposed differentiable geometry-processing pipeline. The345

non-smoothness arises only when the discrete Marching Cubes case changes, corresponding346

to a change in the local iso-surface topology.347
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GPU-parallel signed distance reinitialization. Although χh is a volumetric scalar field, it is348

not itself a signed distance field. Its values lack geometric meaning, and it does not satisfy349

the Eikonal property required by downstream solvers. Therefore, after extracting the surface350

Γχ, we convert χh into a proper signed distance field ϕ whose zero level set coincides with351

Γχ while providing metrically meaningful distance information:352

ϕ(q) = σ(q; Γχ) min
y∈Γχ

∥q − y∥
2
. (29)

Here, σ(q; Γχ) is the sign function defined with respect to the reconstructed surface Γχ,353

σ(q; Γχ) =

⎧

⎪

⎨

⎪

⎩

+1, q is outside the reconstructed geometry,

−1, q is inside the reconstructed geometry.

(30)

Byconstruction, the SDF ϕ preserves the interface obtained from the Poisson field:354

{

q
⃓

⃓ ϕ(q) = 0
}

= Γχ, (31)

while replacing the implicit indicator values of χh with signed Euclidean distances to the355

surface. A signed distance field satisfies the Eikonal property356

∥∇ϕ(q)∥
2
= 1 almost everywhere, (32)

except near non-smooth surface features and medial-axis locations where the closest surface357

point is not unique. This property ensures that the gradient ∇ϕ provides a stable unit358

normal to the surface, making the SDF particularly valuable for physics-based numerical359

simulation. Specifically, distance queries, surface-normal estimation via∇ϕ/∥∇ϕ∥, curvature360

computation via div(∇ϕ), and immersed-boundary methods for complex geometries all rely361

on the Eikonal property for stability and geometric consistency [10, 11].362

Computing the SDF directly from the implicit field χh would require solving a point-363

to-implicit-surface distance problem for every query location, which is computationally ex-364

pensive and difficult to parallelize. Instead, we leverage the explicit triangular surface Γχ365

extracted via Marching Cubes. This mesh representation enables efficient spatial queries:366

the closest point on the surface can be found via distance-to-triangle computations, which367
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are standard computational geometry operations well-suited to GPU parallelization. Specif-368

ically, one GPU thread is assigned to each query point q. For each query point, the closest369

point on the reconstructed triangular surface is obtained by minimizing the distance to all370

candidate triangles,371

d(q,Γχ) = min
Tk∈Γχ

d(q, Tk), (33)

where Tk denotes the kth triangle extracted from χh and d(q, Tk) is the point-to-triangle372

distance. For a given triangle, the query point is first projected onto the triangle plane. If373

the projection lies inside the triangle, the point-to-triangle distance is the normal distance374

to the plane. Otherwise, the distance is computed as the minimum distance to the triangle375

edges and vertices.376

The sign of the distance is determined with respect to the same reconstructed surface Γχ.377

In this work, we use the parity-based inside–outside test introduced in Section 2.2: a ray is378

cast from the query point, and the parity of the number of surface intersections determines379

whether the point is inside or outside the geometry. The final SDF is then given by380

ϕ(q) = σ(q; Γχ)d(q,Γχ). (34)

The resulting SDF ϕ is a volumetric scalar field on the original computational grid, where381

each grid point contains the signed distance to the Poisson-reconstructed surface. This382

field preserves the interface geometry defined by Γχ (its zero level set) while providing the383

metrically consistent distance information required for downstream immersed-boundary sim-384

ulations and gradient-based shape optimization. The computation is fully data-parallel over385

query points and is implemented on GPU.386

2.5. Differentiability387

The differentiability of Warp-Geo is enabled by combining Warp and JAX. Most geometry-388

processing operations, including normal estimation, SDF evaluation, and other point-wise389

or grid-based kernels, are implemented in Warp and recorded by Warp.Tape. The Poisson390

reconstruction step requires solving a large sparse linear system and is therefore handled in391

JAX, where robust Krylov-subspace and multi-grid iterative linear solvers are available [26].392
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To optimize the reconstructed geometry, we need to compute gradients of a scalar loss393

function L with respect to the design parameters θ. Specifically, we consider the parame-394

terized Poisson system395

A(θ)a(θ) = b(θ), (35)

where: A ∈ R
Ng×Ng is the stiffness matrix from the Galerkin discretization, a, b ∈ R

Ng are396

the unknown coefficients and right-hand-side vector, respectively, θ ∈ R
Nθ denotes the design397

parameters (e.g., point-cloud coordinates or shape-control parameters), Ng is the number of398

basis-function coefficients,and Nθ is the number of optimizable geometry parameters.399

The gradient of the loss function with respect to the design parameters is computed by400

the chain rule,401

∂L

∂θ
=

(

∂L

∂a

)T
∂a

∂θ
, (36)

where ∂L/∂a ∈ R
Ng is computed via automatic differentiation through surface extraction402

and SDF evaluation, while the full Jacobi matrix ∂a/∂θ ∈ R
Ng×Nθ is very high-dimensional403

and expensive to compute directly. To avoid this, we use implicit differentiation.404

Differentiating Eq. (35) with respect to θ yields405

A(θ)
∂a

∂θ
+

∂A

∂θ
a =

∂b

∂θ
. (37)

Solving this for all Nθ parameters is prohibitively expensive. Instead, we employ the adjoint406

method. Introduce the adjoint variable λ satisfying407

A(θ)Tλ =

(

∂L

∂a

)T

, (38)

Multiplying Eq. (37) by λT and using Eq. (38), the gradient becomes408

∂L

∂θ
= λT

(

∂b

∂θ
−

∂A

∂θ
a

)

. (39)

This requires only one additional linear solve, independent of Nθ.409

In practice, Warp.Tape records the differentiable operations before and after the Poisson410

solve. During the forward pass, Warp-Geo assembles A and b, solves Eq. (35) in JAX, and411

then proceeds with surface extraction and SDF computation. During the backward pass,412
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Eq. (38) is solved as an additional linear system, and Eq. (39) propagates gradients through413

the Poisson reconstruction. This treatment avoids storing the full solver trajectory and414

enables Warp-Geo to be coupled with downstream differentiable computational solvers for415

end-to-end geometry optimization.416

Warp-Geo is differentiable with respect to the input point-cloud coordinates. Never-417

theless, directly treating all point coordinates as optimization variables results in a high-418

dimensional design space that can be difficult to regularize. For practical inverse-design419

problems, it is more effective to parameterize the point cloud or the underlying geometry420

using a compact set of design variables in Warp or JAX. Gradients can then be propagated421

through the full reconstruction pipeline to these parameters, leading to a more stable and422

physically meaningful optimization formulation. Beyond parameter gradients, Warp-Geo423

also supports differentiation of the SDF with respect to spatial query points, similar to ex-424

isting differentiable SDF query tools such as pytorch-volumetric. This combination of425

geometry-parameter differentiation and query-point differentiation is one of the key capabil-426

ities of the proposed framework.427

3. Results and discussion428

3.1. Forward shape representation429

In this section, we reconstruct SDFs from point clouds of representative geometries using430

Warp-Geo and evaluate key properties of the reconstructed fields.431

Figure 6 shows the input point cloud of a thin fish body and the corresponding recon-432

structed surface. The reconstruction uses a grid of 338 × 120 × 151 cells, controlled by433

hyperparameter d in Table 1, with the computational domain automatically generated from434

the point-cloud bounding box or manually specified according to the target simulation do-435

main. As shown in Fig. 6(b), the reconstructed surface captures main geometric features,436

including the thin body and sharp fins.437

The quality of the reconstructed SDF is evaluated in Fig. 7. Figure 7(a) shows the438

probability density function (PDF) of |∇ϕ| over the entire computational domain. The439

22



(a) (b)

Figure 6: SDF reconstruction for the fish geometry. (a) Input point cloud. (b) Reconstructed SDF with the

zero-level isosurface extracted at ϕ = 0.

(a) (b)

Figure 7: Properties of the reconstructed SDF for the fish geometry. (a) Probability density function (PDF)

of |∇ϕ| over the entire computational domain. (b) PDF of |∇ϕ| near the geometry surface.
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distribution is concentrated around one, confirming that the reconstructed field satisfies the440

Eikonal property globally. To examine the near-surface region more closely, Fig. 7(b) reports441

the PDF of |∇ϕ| near the geometry surface. The mean remains near one, although a small442

tail appears in the distribution. This deviation occurs in regions with sharp features, such as443

the thin fish tail, where closest-point projection becomes non-unique and the SDF gradient444

degrades locally, as discussed in Section 2.4.445

To further assess the robustness and generality of Warp-Geo across diverse geometries,446

we test it on five additional representative geometries: a bio-inspired shape, an airplane,447

an automobile, a jet aircraft, and a vascular geometry. These cases span the geometric448

complexities encountered in CFD applications: non-convex surfaces, thin structures such as449

aircraft wings and fins, and sharp features.450

As shown in Fig. 8, Warp-Geo successfully reconstructs both the surface and the cor-451

responding SDF from the input point clouds for all tested geometries. The reconstructed452

isosurfaces preserve the main geometric features, and the computed SDFs provide smooth453

distance variations around the objects. Some localized non-smoothness can still be observed454

in regions with very thin or closely spaced structures. This is expected because nearby surface455

sheets may become difficult to distinguish during normal-vector estimation and normal ori-456

entation, especially when the local point-cloud spacing is comparable to the thickness of the457

geometric feature. Nevertheless, the results demonstrate that Warp-Geo can robustly handle458

diverse point-cloud geometries and generate SDF representations suitable for downstream459

immersed-boundary and inverse-design applications. Additional examples are provided in460

our open-source codebase.461

3.2. Dynamic-boundary simulation: integration with a CFD solver462

We couple Warp-Geo with a downstream differentiable CFD solver [13] to demonstrate463

its effectiveness in dynamic-boundary simulation. The CFD solver details are in [13]. The464

prescribed fish trajectory and body deformation follow prior studies [27, 28], with geometry465

imposed as a moving no-slip boundary via a sharp immersed-boundary method.466

Conventional level-set and SDF representations update the geometry field for moving467
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vascular

Figure 8: Reconstruction results for multiple point-cloud geometries using Warp-Geo framework. The first

row shows the input point clouds, the second row shows the extracted iso-surfaces, and the third row shows

representative slices of the reconstructed SDFs. The tested cases include bio-inspired, aircraft, automobile,

jet, and cardiovascular geometries with different levels of geometric complexity.
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boundaries by solving advection equations followed by reinitialization [29]. In contrast,468

Warp-Geo efficiently regenerates the SDF directly from the updated point-cloud represen-469

tation at each time step, eliminating the need for advection and reinit operations. Figure 9470

shows the vortex wake generated by the swimming fish, confirming that the reconstructed471

SDF provides a valid and effective geometry representation for CFD simulation. This exam-472

ple demonstrates the potential of Warp-Geo for future end-to-end differentiable workflows,473

where geometry representation, flow simulation, and shape optimization can be tightly cou-474

pled in a unified framework.

t

Sw
im
m
in
g

Figure 9: Coupling Warp-Geo with a downstream differentiable CFD solver for swimming-fish simulation.

The SDF is dynamically reconstructed from the prescribed fish motion and used as the moving immersed

boundary.

475

3.3. Gradient-based shape optimization476

We validate Warp-Geo’s differentiability through an inverse geometry optimization task.477

In a full design workflow, Warp-Geo couples with a downstream differentiable solver to opti-478

mize physical quantities such as drag reduction or aerodynamic performance. Here, we focus479

on the geometry reconstruction and assume gradients propagate to the SDF. The inverse480

problem is thus simplified to morphing an initial geometry toward a target by matching481

their SDFs.482

26



Directly optimizing all point-cloud coordinates is possible in our framework, but it cre-483

ates a high-dimensional, weakly constrained design space. Instead, we parameterize the484

fish geometry using a compact set of shape parameters. Following prior geometric descrip-485

tions [28, 30], the fish point cloud is controlled by six width and eight height parameters for486

prescribed body length. This low-dimensional parameterization provides stable optimization487

while allowing effective body deformation.488

We verify the AD gradients by comparing them with finite-difference estimates for width489

and height parameters. The loss function matches the reconstructed SDF to a target SDF:490

L(wi, hi) =
⃦

⃦

⃦
ϕ̃− ϕ(wi, hi)

⃦

⃦

⃦

2

2

, (40)

where ϕ̃ is the target SDF and ϕ(wi, hi) is the reconstructed SDF parameterized by width491

wi and height hi parameters. Figure 10 shows excellent agreement between AD and finite-492

difference gradients, confirming the correctness of the differentiable reconstruction pipeline.493

Importantly, AD evaluation is substantially more efficient, avoiding repeated forward eval-494

uations per parameter. In this example, AD computes the full gradient approximately 15495

times faster than finite difference.

(a) (b)

Figure 10: Comparison of gradients from automatic differentiation (AD) and finite difference (FD): (a) with

respect to width control point wi; (b) with respect to height control point hi.

496
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We then optimize width and height parameters from random initialization. Figure 11497

shows the optimization history. After 20 epochs, the optimized geometry captures the overall498

fish profile, though local features remain under-resolved. After 500 epochs, both global shape499

and local details are accurately recovered. The corresponding SDF slices and error fields500

(Figs. 12 and 13) confirm convergence toward the target. These results demonstrate that501

Warp-Geo provides reliable gradients for parameterized geometries and enables inverse shape502

optimization through its differentiable SDF representation.503

z

y

z

x

x

y

z

Epoch 0

Epoch 20

Epoch 1000

Figure 11: Optimization history shown as 3D views at selected epochs. Starting from an inaccurate initial-

ization (Epoch 0), the geometry converges toward the target using automatic-differentiation gradients. Dark

blue denotes the optimized shape; light gray denotes the target.

28



Ground-truth Optimization Error

Epoch 100

Epoch 0

Epoch 200

Epoch 1000

Figure 12: Optimization history shown as SDF cross-sections in the y–z plane. The black contour marks the

zero isosurface ϕ = 0.

Ground-truth Optimization Error

Epoch 100

Epoch 0

Epoch 200

Epoch 1000

Figure 13: Optimization history shown as SDF cross-sections in the x–z plane. The black contour marks

the zero isosurface ϕ = 0.
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3.4. Cost evaluation504

We evaluate the computational cost and scalability of Warp-Geo using the fish geome-505

try. The accuracy of implicit surface representation depends on background grid resolution,506

controlled by hyperparameter d, which specifies grid density along each coordinate direction507

and determines the total number of grid points.508

Figure 14 shows wall-clock time and GPU memory usage for different values of d. Fig-509

ure 14(a) shows that wall-clock time scales approximately linearly with the total number of510

grid points on a log–log plot, with fitted slope close to one. Figure 14(b) shows GPU mem-511

ory exhibits similar scaling, though slightly sublinear over the tested range. These results512

indicate favorable scalability with respect to grid resolution. The overall computational cost513

remains practical, making Warp-Geo a suitable differentiable geometry module for coupling514

with downstream computational solvers.

(a) (b)

Figure 14: Computational cost of SDF reconstruction (fish point cloud) at different grid resolutions: (a)

wall-clock time versus total number of grid points; (b) GPU memory versus total number of grid points.

515

4. Conclusions516

We present Warp-Geo, a differentiable GPU-accelerated framework for reconstructing517

signed distance fields with surface normal from point clouds. The framework integrates nor-518
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mal estimation, orientation correction, Poisson surface reconstruction, isosurface extraction,519

and SDF reinitialization into a unified pipeline. A uniform-grid discretization with dense 27-520

cell normal distribution overcomes weak coupling inherent in naive uniform grids, achieving521

robust surface reconstruction while maintaining GPU parallelization efficiency.522

Comprehensive validation across diverse geometries—fish, aircraft, automobile, jet, and523

cardiovascular cases—demonstrates accurate SDF reconstruction. The reconstructed fields524

satisfy the Eikonal property globally, with localized degradation only at sharp features is525

expected. Computational cost scales favorably with grid resolution, confirming practical526

scalability. The framework enables dynamic-boundary CFD simulation through direct SDF527

regeneration at each time step, eliminating advection and reinitialization overhead com-528

pared to conventional level-set methods. Inverse shape-optimization experiments validate529

end-to-end differentiability: automatic-differentiation gradients agree with finite-difference530

estimates while being approximately 15 times faster.531

Warp-Geo provides a practical differentiable geometry representation that seamlessly532

integrates with downstream differentiable solvers, enabling end-to-end shape optimization533

and physics-driven design workflows. The framework addresses a critical gap in differentiable534

computational modeling by offering robust, efficient, and flexible geometry handling. Future535

directions include adaptive resolution for multiscale features, handling topology changes536

through levelset dynamics, and integration with differentiable physics solvers for coupled537

aerodynamic and structural optimization.538
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