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Memorization in reaction-conditioned generative

enzyme design: folding confidence, database identity,

and docking all fail to detect it

Kinsley Torres*
Department of Research and Development, Terram Tech,

3200 E Camelback Rd, 85018, Arizona, USA

Abstract

Many xenobiotics—halogenated flame retardants, phthalates, organochlorine pesticides—
have no documented enzyme capable of efficient degradation. FExisting generative tools
centre on backbone generation with expert-specified active sites rather than reasoning from
pollutant chemistry to a catalytic enzyme. We asked which validation metrics can support
claims about generated enzymes. XenoFold couples a frozen ChemBERTa reaction encoder
to a trainable ProGen2-small decoder via cross-attention, trained separately for 15 enzyme
classes. A comparison against an unconditioned baseline is reported but not interpreted:
a post-hoc code audit found the two arms differ in nine respects. BLAST against each
model’s own training set placed generated sequences at 92.7-99.8% mean identity, with 40%
exact copies of training entries, and swapping the conditioning reaction for an unrelated one
changed folding confidence non-significantly (82.0 £+ 12.2 vs. 87.0 4.5, p = 0.060). Gen-
erating for substrates with no documented degrading enzyme (PFOA, p, p’-DDE) produced
the same pattern as an in-training control (DDT): 21 of 40 sequences were exact copies,
regardless of substrate novelty. AutoDock Vina scores were uninformative: no comparison
survived multiple-testing correction, and docking-derived K, estimates deviated from mea-
sured values by up to 15,606-fold with an inverted ranking, prompting their removal. We
present XenoFold as a case of memorization that pLDDT, nr-BLAST, and docking each

independently failed to detect.

Scientific Contribution. We show that a reaction-conditioned generative enzyme design

pipeline reproduces its training set almost verbatim while three standard in-silico validation
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metrics—predicted folding confidence, identity against a general sequence database, and
molecular docking—each independently fail to detect this. We further show that docking-
derived kinetic estimates deviate from measured values by up to 15,606-fold and invert
the known ranking of two characterized peroxidases, with no docking comparison surviving
multiple-testing correction across twelve tests. We identify three inexpensive controls—
training-set identity with a coverage floor, mismatched-conditioning generation, and novel-
substrate generation—that detect this failure mode and are not part of current standard

practice.

Keywords: Enzyme design; Sequence-to-sequence; Large language model; Bioremediation;

Memorization; Validation; Molecular docking; Protein language model



1 Introduction

Xenobiotics, synthetic pollutants such as microplastics, pesticides, industrial solvents, and flame
retardants, persist in the environment due to their chemical stability and resistance to natural
degradation. Human exposure is substantial and well documented: the World Health Orga-
nization estimates approximately 385 million cases of unintentional acute pesticide poisoning
annually (Adam et al., 2024), and untreated sewage discharge contributes to over fifty distinct
disease outcomes and roughly half of global child mortality attributable to poor water quality
(Lin et al., 2022). Chronic environmental exposure is further associated with cardiovascular
and metabolic disease (Miinzel et al., 2021), alongside a broader range of documented health
effects across xenobiotic classes (Parkinson et al., 2013).

Enzymatic xenobiotic degradation has emerged as one of the most effective and sustainable
remediation strategies (Rathore et al., 2022), but naturally occurring enzymes frequently ex-
hibit narrow substrate specificity against synthetic xenobiotics with no evolutionary precedent,
leaving many industrially significant pollutants, halogenated flame retardants, phthalate plas-
ticizers, and organochlorine pesticide metabolites, without any documented enzyme capable of
their efficient degradation.

RFdiffusion (Watson et al., 2023) performs strongly at de novo backbone generation but
centres on expert-specified active-site design rather than modelling degradation as a function
of a defined reaction. Conditional protein language models are the closer precedent: Pro-
Gen (Madani et al., 2023) demonstrated tag-conditioned generation of experimentally vali-
dated enzymes, and ZymCTRL (Munsamy et al., 2022) conditions on EC number. Reaction-
and substrate-conditioned approaches include CLIPZyme (Mikhael et al., 2024) and substrate-
guided enzyme design (Hua et al., 2024); CLEAN (Yu et al., 2023) is the reference method for
EC assignment; and retrieval tools such as Selenzyme (Carbonell et al., 2018) answer the same
practical question by database search. XenoFold’s position is narrow: a frozen chemical encoder
cross-attending into a trainable protein decoder, one model per class. We did not benchmark
against any of these systems and make no claim of superiority over them.

This study presents XenoFold, a chemistry-conditioned generative framework for proposing
candidate enzymes for xenobiotic degradation. XenoFold conditions an autoregressive protein
decoder on a chemical reaction representation via cross-attention, trained separately for 15

enzyme classes relevant to xenobiotic breakdown. Our contribution is twofold and we state both
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plainly: a working reaction-conditioned generation architecture, and a quantitative account of
which in-silico validation metrics can and cannot support claims about generated enzymes. The
second of these produced the more durable result.

A note on scope. An earlier framing described the design target as “extracellular, cofactor-
free.” That is inconsistent with the four reactions validated here: the two peroxidases are heme-
dependent and require HoO9, and the 4-chlorobenzoyl-CoA reaction operates on a coenzyme
A thioester. Extracellular localization was not tested either, as no signal-peptide analysis was

performed. Both remain design goals of the pipeline, not demonstrated properties of its outputs.

2 Methods

2.1 System methods
2.1.1 Sequence-to-sequence encoder-decoder model

Relational target reaction to amino acid sequence data collection Training data pair-
ing enzyme sequences with their catalytic reactions were generated with a custom DataCollector
framework per enzyme class: UniProt sequence retrieval (EC-number/keyword queries, mini-
mum 50 aa, deduplicated), staged SMILES resolution (local dictionary — CIRpy — PubChem
PUG REST — NCI CIR), and RDKit SMARTS-based reaction product prediction. Each pre-
dicted reaction was paired with every retrieved sequence for its class to form the final per-class
training set (Supplementary Table S1; full parameters in Supplementary Methods S1.1).

This Cartesian pairing matters for interpretation: since each class contributes only a few
distinct reaction strings and a separate model is trained per class, the reaction input carries little
information beyond the class identity already fixed by model selection. The system is therefore
better described as enzyme-class-conditioned generation with a reaction-derived input than as
generation conditioned on arbitrary substrate chemistry. Demonstrating genuine within-class

substrate sensitivity was not performed (Section 4).

Hybrid chemical-conditioned protein decoder architecture Enzyme sequence genera-
tion used a custom hybrid architecture, ImprovedHybridChemProteinModel, conditioning au-
toregressive protein generation on a chemical reaction representation via cross-attention rather
than a conventional encoder-decoder transformer. One model was trained independently per

enzyme class on its corresponding dataset (Section 2.1.1).



Chemical encoder: pretrained ChemBERTa (Chithrananda et al., 2020) (seyonec/ChemBERTasrzinc-base
as a fixed feature extractor, all parameters frozen and run in evaluation mode. 97
Protein decoder: ProGen2-small (hugohrban/progen2-small; (Nijkamp et al., 2023)), a o
causal language model, trainable throughout fine-tuning. 99
Cross-attention conditioning: reaction context was injected via two sequential multi- 100
head cross-attention blocks. ChemBERTa’s and ProGen2’s final hidden states were projected 101
into a shared 1024-dimensional space (linear—-GELU-LayerNorm); protein representations at- 10
tended to the projected chemical representations (protein as query, chemical as key/value; 103
8 heads, dropout 0.1), added residually and layer-normalized, then passed through a second 10
identically-structured block. The result was projected back to ProGen2’s native hidden di- 105
mension and decoded using ProGen2’s own pretrained language-modeling head. Full layer 106
dimensions: Supplementary Methods S1.2. 107
Reaction input: substrate(s)/product(s) format (Section 2.1.1), with source-format tokens 1os
replaced by ChemBERTa’s native separator prior to tokenization, tokenized to a fixed maximum 109
length of 256. 110
Sequence filtering and tokenization: training sequences filtered to 100-507 amino acids, 1
with an explicit <eos> appended so the decoder could learn termination rather than rely on a 112
length cutoff. 113
Training objective: standard next-token autoregressive cross-entropy over the ProGen2 11
vocabulary, with end-of-sequence tokens upweighted 2x to encourage reliable termination. 115
Generation: all conditioned batches were decoded by a single routine with identical argu- 116
ments — temperature 1.1, no nucleus or top-k truncation, minimum length 150 and maximum 117
length 800 tokens, EOS-terminated, one sequence per call and 20 calls per batch. Decoding also 115
applied per-step logit steering toward target hydrophobic and charged composition, an EOS 119
boost increasing with generation progress, and a post-generation quality filter that discarded 120
sequences below a threshold and rank-ordered the remainder; these are specified in full in Sup- 1z
plementary Methods S1.3. No random seed was set. The unconditioned baseline was generated 12
by separate code with different parameters and no steering, filtering or ranking (Supplementary 123
Methods S1.4). 124
Training procedure: PyTorch/AdamW restricted to trainable parameters (cross-attention, 125
projection layers, ProGen2 weights; ChemBERTa excluded), learning rate 5e-5, batch size 4, 12

gradient-norm clipping at 1.0. Each of the 15 per-class models was trained for up to 15 epochs 127
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subject to a 23-hour budget on a single Nvidia A100 GPU via Google Colab, with checkpoints

saved each epoch.

2.2 Validation methods
2.2.1 Enzyme validation methods

Structure prediction and folding confidence via ESMFold Each candidate was struc-
turally validated using ESMFold (Lin et al., 2023) via the BioLM hosted inference API, returning
per-residue coordinates and a pLDDT score (0-100; ~90+ well-defined, below 50 disordered).
Average pLDDT was used as a summary folding-confidence metric. We are deliberately careful
about what this means: pLDDT reflects the structure predictor’s own confidence, not thermo-
dynamic stability, expressibility, solubility, or catalytic activity, and is systematically higher
for sequences resembling well-represented families. High pLDDT is read here as confidently
foldable in silico, not laboratory-stable or active — a distinction that matters throughout, since

pLDDT carries this study’s principal quantitative result.

Active site prediction via P2Rank The putative catalytic site on each structure was
identified using P2Rank (Krivak and Hoksza, 2018), which scores surface points by predicted
ligandability and clusters them into ranked pockets. Only the top-scoring pocket per structure
was retained, with no validation against known catalytic residues (a limitation addressed in

Section 4); its coordinates defined the Vina search space.

Molecular docking via AutoDock Vina Binding affinity was estimated using AutoDock
Vina (Trott and Olson, 2010; Eberhardt et al., 2021) via MGLTools. Receptors were converted
to PDBQT via prepare_receptor4.py; ligands via RDKit (ETKDG, UFF, Gasteiger charges)
and Meeko. Docking used Vina 1.2.7 in a fixed 20° A box centred on the top P2Rank pocket,

exhaustiveness 8, 9 output modes, one run per sequence.

Estimation of ligand efficiency Ligand efficiency (LE) was calculated as:

—-AG

where AG is the Gibbs free energy of binding (kcal/mol) predicted by Vina, and N is the

number of heavy (non-hydrogen) atoms in the substrate ligand. LE normalizes binding affinity



by ligand size.

A property of this definition governs how LE is used below. Within a single reaction every
sequence is docked against the same substrate, so IV is constant and LE is a strictly monotone
linear transform of the Vina score. Rank-based tests on LE and on Vina must therefore return
identical p-values within a reaction, and reporting both as separate evidence double-counts a
single measurement. Accordingly, we report LE only where it is informative — comparisons
across substrates of differing size (Supplementary Tables S10-S13) — and report Vina score
alone for all within-reaction comparisons (Tables 2 and 3).

Auditing this relationship against the per-sequence data found two isolated errors, now cor-
rected, affecting no Vina-based result. One halide hydrolase sequence’s tabulated LE (0.283)
was inconsistent with its own Vina score at the reaction’s fixed N = 57 (expected 0.125); the
other 19 of 20 satisfied LE = —Vina/N exactly, giving a corrected batch mean of 0.117 +0.025
(n = 20), not the previously reported 0.125 4 0.045. For dye-decolorizing peroxidase, LE was
recorded for only 19 of 20 sequences; recovering the missing value from its Vina score (N = 38)
gives 0.237 + 0.038 (n = 20), close to the previous 0.236 & 0.039 (n = 19). Both are corrected

in Supplementary Tables S2, S5, and S9.

Sequence homology validation via BLAST Generated sequences were queried with blastp
(Altschul et al., 1990) against two databases: the NCBI non-redundant protein database (nr),
recording percent identity and the annotated function of the nearest hit; and, separately, each
per-class training set directly, recording percent identity, query coverage, and whether the hit
was an exact match, at a 50% coverage floor. The training-set search is decisive where nr is
not: because training sequences were drawn from UniProt and UniProt entries are contained
in nr, a generated sequence’s nearest nr hit is frequently one of its own training examples, so
nr identity alone cannot establish novelty. We explicitly do not adopt the convention, used in
an earlier version of this work, of treating any identity below 100% as evidence of novel design

(Section 3.1).
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2.2.2 Benchmarking and baseline comparisons

Comparison to natural/literature enzyme validation scores For each reaction, a litera-
ture search identified natural enzymes with documented catalytic activity on the same or closely
analogous substrate, processed through the identical fold-dock-validate pipeline (Section 2.2.1)
so differences reflect the sequences rather than methodology. Reference sets ranged from one
to five enzymes; given negligible power at these sizes, comparisons are reported via percentile
positioning, with Mann-Whitney U added where n > 3, using Vina score and pLDDT (LE and

docking-derived kinetics excluded as above).

Ablation against unconditioned sequence generation A baseline was generated using
base ProGen2-small with no reaction or class conditioning, in place of the trained architecture
(Section 2.1.1), evaluated through the identical pipeline for each of the four reactions.

What this comparison can and cannot establish. The two arms were generated by
different code paths, and an audit of those paths performed after the analysis found that they
differ in nine respects rather than the two (fine-tuning and conditioning) originally intended.
The differences are enumerated in Supplementary Methods S1.4. Four of them act directly
on the metric carrying this study’s principal quantitative result: the baseline was capped at
250 residues against the conditioned arm’s 800, applied no composition steering, used a dif-
ferent EOS schedule, and was taken as raw output whereas conditioned batches were filtered
to a quality threshold and rank-ordered. We therefore do not treat the base-versus-trained
pLDDT comparison as interpretable evidence about fine-tuning or conditioning, and report
it in Table 2 for completeness only. The comparison that does hold generation constant is
the mismatched-reaction control (Section 3.3.1), in which both batches were produced by the
identical conditioned path.

Unconditioned batches (n = 6-8) were smaller than conditioned batches (n = 19-20). This
was not a design choice: the baseline loop attempted 20 generations per reaction and discarded
any attempt whose sequence ESMFold could not fold, a failure the folding code attributes
to highly repetitive or low-complexity input. The surviving n = 6-8 are therefore a filtered
subset, and the discarded sequences were the most degenerate ones. Baseline pLDDT means
reported here are consequently biased upward relative to the unfiltered base-model distribution.
Shapiro-Wilk normality testing selected between Welch’s ¢-test (Cohen’s d) and Mann-Whitney

U (rank-biserial) per metric, though Shapiro-Wilk has little power at n = 6-8, so this selection



is weakly grounded. p-values are reported raw and Holm-Bonferroni-corrected across the four

reactions per metric; full per-reaction results are in Section 3.3.

3 Results

3.1 Enzyme homology results

Sequence identity to nr, reported in an earlier version of this work as evidence of novelty, is a
weaker measurement than it appears: training sequences were drawn from UniProt, which is
contained in nr, so a generated sequence’s nearest nr hit is frequently its own training example.
We therefore repeated the search with blastp against each per-class training set directly (50%

coverage floor), which is decisive where nr is not.

Reaction / substrate Model (epoch) | % id. to training (mean + SD) | Median | Exact copies | >95% id.
Dye-decolorizing peroxidase (validated) | DyP (2) 97.3% £ 6.7% 99.7% 7/20 17/20
Ester hydrolase (validated) Ester (12) 92.7% + 20.8% 99.9% 9/20 17/20
Lignin peroxidase (validated) Lignin (2) 96.7% + 6.8% 99.2% 4/20 16/20
Halide hydrolase (validated) Halide (8) 99.8% + 0.2% 100.0% 12/20 20/20
DDT (in-training control) Halide (8) 99.6% + 1.0% 100.0% 14/20 20/20
PFOA (novel substrate) Halide (8) 94.3% + 22.3% 99.8% 10/20 18/20
p,p’-DDE (novel substrate) Halide (8) 95.9% +10.7% 100.0% 11/20 17/20
BDE-209 (novel) DyP (2) 61.5% =+ 40.6% 76.0% 0/20 7/20

Table 1: Sequence identity to each model’s own training set (blastp, 50% coverage floor). Top
block: the four validated reactions (Sections 3.1), vs. previously reported nr identity of 88.6—
96.6%. Bottom block: PFOA and p,p’-DDE have no documented natural degrading enzyme
(Section 3.2); DDT is an in-training control. TBDE-209 used a different, less-trained checkpoint
and is not a matched control (Section 4). Uniqueness and per-sequence data: Supplementary
Tables S14-S15.

Across all four reactions, 32 of 80 generated sequences (40%) are exact copies of training
entries and 70 of 80 (87.5%) are at least 95% identical. Training identity exceeds the previously
reported nr identity by 4-9 points for three of four reactions (halide +6.5, DyP +8.7, lignin
+4.2), confirming nr was not returning the true nearest neighbor. Ester hydrolase’s training
mean (92.7%) is pulled below its nr mean by two low-coverage outliers, but its median (99.9%)
and 9/20 exact copies tell the same story as the other three.

We no longer describe these results as evidence of designed-enzyme novelty; the straight-
forward reading is memorization, reproduced with occasional minor perturbation, regardless
of whether the mechanism is best described as retrieval or as emitting a stored pattern. This
matches the scale of training exposure: 1,656 unique halide sequences against a Cartesian prod-
uct of 55 reaction strings for up to 8 epochs means individual sequences were seen hundreds of

times during fine-tuning.
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Functional-category coherence to nr, unaffected by this correction, ranged from 35% (ester
hydrolase, direct match) to 85% (DyP peroxidase); the lignin peroxidase model was an outlier,
with 80% of sequences matching lipoyl synthase/LipB, a family mechanistically unrelated to

lignin peroxidase, consistent with training-data contamination (Supplementary Figs. S1-S8).

3.2 Generation for substrates without known natural enzymes

The scenario XenoFold is designed for is a pollutant with no documented degrading enzyme,
so the four validated reactions above — with characterized natural enzymes in the literature
and, per Section 3.1, in the training data itself — cannot test the pipeline’s stated purpose.
We therefore generated additional batches (n = 20 each) conditioned on PFOA and p, p’-DDE,
both absent from the halide model’s 55 training reactions and with no known degrading enzyme,
plus DDT as an in-training control, and BDE-209 using the DyP model. The bottom block of
Table 1 reports the same training-set BLAST search applied to these batches.

For the halide hydrolase model, substrate novelty made no detectable difference. DDT
produced 14/20 exact training copies; PFOA and p, p’-DDE, absent from the training reaction
set entirely, produced 10/20 and 11/20 respectively — 35 of 60 sequences (58%) across the three
conditions. The model reproduces its training distribution regardless of whether the requested
substrate has a documented natural counterpart, the scenario this framework is intended to
address.

BDE-209, generated with the DyP peroxidase model, departed further: zero exact copies,
median identity 76.0%, and 5/20 sequences below the coverage floor entirely, folding confidently
(pLDDT 83.8+3.2) with no relationship between identity and fold quality among the rest (Sup-
plementary Table S16) — consistent with genuine departure rather than degradation. However,
this condition used a different, less-trained checkpoint (2 epochs vs. halide’s 8), and the DyP
ablation baseline was already lower than halide’s. A matched, in-training DyP control is needed

before this can be read as evidence of extrapolation, and we did not run it.

3.3 Ablation study

The ablation study compared unconditioned generation from the base ProGen2-small language
model against the full XenoFold pipeline, jointly conditioned on reaction SMILES and predicted
enzyme class, across all four reactions examined. Both configurations were evaluated through

the identical fold-dock-BLAST validation pipeline described in Section 2.2. Unconditioned batch

10



sizes (n = 6-8 per reaction) were smaller than conditioned batches (n = 19-20 per reaction)
due to the computational cost of large-scale folding and docking for this baseline; this disparity
is addressed in Section 4. For each metric, Shapiro-Wilk normality testing determined whether

Welch’s t-test (Cohen’s d) or the Mann-Whitney U test (rank-biserial r) was used.

Reaction pLDDT (base vs. trained) | pLDDT p | Holm p | Effect size | Vina p | Vina Holm p
Dye-decolorizing peroxidase 41.4+6.9 vs. 85.3 £9.0 < 0.0001 | 0.00027 r=1.00 0.089 0.267 (n.s.)
Ester hydrolase 41.74+10.2 vs. 80.2 + 14.7 0.0009 | 0.0009™" | r=0.92 0.764 1.000 (n.s.)
Lignin peroxidase' 49.4+£11.7 vs. 85.8+5.9 0.0001 0.0003™* d=4.73 0.0495 0.198 (n.s.)
Halide hydrolase 45.2+£13.8 vs. 87.0 £ 4.5 0.0002 0.0004™" d=>5.33 0.956 1.000 (n.s.)

Table 2: Base ProGen2-small vs. the trained, reaction/EC-conditioned pipeline. These mea-
surements are reported for completeness and are not interpretable as evidence
about fine-tuning or conditioning. The two arms were produced by different generation
code differing in nine respects, including a 250- vs. 800-residue length cap and a quality filter
applied to the conditioned arm only (Supplementary Methods S1.4) (Section 4.1). Base n = 6-8
per reaction (of 20 attempted; the remainder failed to fold and were discarded, biasing the base-
line mean upward); trained n = 19-20 per reaction. Holm-Bonferroni correction applied within
each metric family across the four reactions. Ligand efficiency is omitted: within a reaction
the substrate is fixed, so LE is a linear transform of the Vina score and carries no independent
information. TThe lignin peroxidase model is affected by diagnosed training-data contamination
(Section 3.1); its results are reported for completeness but should not be treated as support for
any general claim. n.s. = not significant at a = 0.05. Supplementary Figs. S9-S15.

Folding confidence was higher for the trained pipeline than for base ProGen2-small in all
four reactions, with all four results surviving Holm correction (p < 0.0009) and effect sizes from
large to very large (d = 4.73-5.33 parametric; r = 0.92-1.00 non-parametric). Docking behaved
entirely differently: no Vina comparison survived correction. The lignin peroxidase result, the
only one significant at the raw threshold, moves from p = 0.0495 to Holm p = 0.198 — and
it comes from the one model this study independently diagnoses as trained on contaminated
data. With that model set aside, the docking result across the remaining three reactions is zero
of three.

Two things follow. The effect is large and unambiguous: base ProGen2-small produces
sequences at mean pLDDT 4149, below the conventional disorder threshold of 50, while the
trained pipeline reaches 80-87. That separation cannot, however, be attributed to fine-tuning or
to conditioning: the two arms were generated by different code paths differing in nine respects
(Section 2.2.2; Supplementary Methods S1.4), including a 250- versus 800-residue length cap and
a quality filter applied to the conditioned arm only. We report the comparison for completeness
and draw no inference from it. The evidence that bears on conditioning is the mismatched-
reaction control (Section 3.3.1), where generation was held constant, together with the training-

identity results of Section 3.1 (40% exact copies). What the docking comparison supports is
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Figure 1: Relationship between folding confidence (pLDDT) and docking score (Vina) for un-
conditioned (red) and conditioned (blue) halide hydrolase generations, the reaction showing
the clearest dissociation between structural plausibility and raw docking metrics. The dashed
line marks the pLDDT = 50 disorder threshold. Corresponding plots for the remaining three
reactions are provided in Supplementary Figs. S9-S14.

narrower but firmer and does not depend on the confound: whatever improves pLDDT so
dramatically leaves Vina scores untouched (Fig. 1), a finding about docking-based validation

rather than about XenoFold specifically.

3.3.1 Reaction specificity: a mismatched-reaction control

The confound above leaves open whether reaction conditioning contributes anything on top of
fine-tuning. We tested this directly using one of the three controls proposed in Section 4.1:
the same trained halide hydrolase model, fed a chemically unrelated reaction (pyrethroid ester

hydrolysis) instead of its target 4-chlorobenzoyl-CoA reaction, decoding otherwise identical

12



(n = 20).

Folding confidence for this mismatched-reaction batch (82.0+12.2) did not differ significantly
from the matched-reaction batch (87.04+4.5; Mann-Whitney p = 0.060), while both vastly exceed
the unconditioned baseline (45.2413.8). Docking succeeded for only 6/20 mismatched-reaction
structures, too few to interpret (Supplementary Table S17).

Supplying the wrong reaction to an already-trained model therefore changes output only
marginally and without significance at this sample size. Taken with the exact-copy rates in
Sections 3.1-3.2, the most parsimonious account is that per-class fine-tuning, not the chemistry

supplied at generation time, determines what the model produces.

3.3.2 Benchmarking against external baselines

Generated sequences for each of the four reactions were compared against real, literature-
characterized natural enzymes with documented catalytic activity on the same or a closely
analogous substrate, processed through the identical fold-dock-validate pipeline (Section 2.2).
The number of natural reference enzymes varied by reaction (1-5), so comparisons are reported
primarily via percentile positioning, with a Mann-Whitney U test additionally reported where
n > 3. Table 3 summarizes results across all four reactions; full per-enzyme percentile tables and

overlay plots are provided in Supplementary Tables S6—S9 and Supplementary Figs. S16—S19.

Reaction (npatural) pLDDT Vina score
Dye-decolorizing peroxidase (2) 15th—25th pct. 55th—100th pct.
Ester hydrolase (5) p=0.164 (n.s.) p=0.243 (n.s.)
Lignin peroxidase (1) 30th pct. 100th pct.
Halide hydrolase (3) p=10.0071"", 7 =1.00 | p=0.355 (n.s.)

Table 3: Percentile position (or Mann-Whitney p-value, where n > 3) of real natural enzymes
within the corresponding generated-sequence distribution. Ligand efficiency is omitted for the
reason given in Table 2. Reference-set sizes of n = 1-5 give these tests very little power, so a
null result here is weak evidence of equivalence rather than evidence of no difference. n.s. = not
significant at o = 0.05.

The relationship between generated and natural folding confidence was reaction-dependent:
generated sequences scored above the natural references in two reactions (DyP peroxidase, halide
hydrolase) and at or below them in the other two, while Vina scores showed no significant dif-
ference in any reaction. The halide result (87.0 vs. 72.2 pLDDT, p = 0.0071) should not be read
as the generated enzymes being “better” than functional natural enzymes: pLDDT reflects the

structure predictor’s confidence, which is systematically higher for sequences resembling well-
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represented families — consistent with the identity distributions in Section 3.1 — rather than
a measure of superior design, and no functional evidence in this study supports the alternative
reading. The null docking results likewise should not be over-read: with n = 1-5 natural ref-
erences per reaction, these tests have almost no power, and failing to detect a difference is not

evidence that none exists.

3.4 Designed enzyme candidates

One candidate per reaction — highest average pLDDT after residue-validity filtering — is
given with full sequence, Vina score, and ligand efficiency in Supplementary Tables S10-S13
(LE informative here since substrate sizes differ, 21-57 heavy atoms). Given Section 3.1, none
are novel designs: the halide candidate is 99.7% identical to a specific training entry (one
residue difference over ~300), and the other three are comparably close. We report them as
representative high-scoring outputs, not evidence of de novo design.

Two caveats attach to them. The tabulated stoichiometries omit required co-substrates —
H50, for both peroxidase reactions — and represent the tetrabromobisphenol A transformation
as a hydrolytic debromination, whereas peroxidases debrominate this substrate oxidatively via
radical chemistry. These are artifacts of the SMARTS-based product rules used to build training
labels, and they mean the conditioning reactions do not always match the true mechanism of
the target class. Second, docking for the two peroxidases used apo ESMFold models with no
heme, placing the ligand in a cavity from which the catalytic centre is absent; those Vina scores

are not mechanistically interpretable.

4 Discussion

We report limitations in order of how much they constrain the conclusions, beginning with the

one that most directly bounds the central result.

4.1 The ablation is confounded and does not isolate reaction conditioning

This is the principal limitation of the present work, and it is larger than we stated in an ear-
lier version. That version described the two arms as differing in two respects — fine-tuning
and conditioning. An audit of the generation code, performed after the analysis was com-

plete, established that they differ in nine. The conditioned arm used a hand-written sampling
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loop at temperature 1.1 with a maximum length of 800 residues, per-step logit steering toward
target hydrophobic and charged composition, an EOS boost linear in generation progress, no
restriction of the output alphabet, and a post-generation quality filter that discarded sequences
below a threshold and rank-ordered the remainder. The unconditioned baseline used Hugging-
Face generate() at temperature 1.0 with nucleus sampling (p = 0.9), a maximum length of
250 residues, no composition steering, an EOS boost quadratic in progress, logit masking to
the 20 canonical residues, and no quality filter or ranking. The full comparison is given in
Supplementary Methods S1.4.

Four of these differences act directly on pLDDT. The length cap is the most consequential:
it was set to 250 for the baseline to reduce peak GPU memory during folding, a resource
constraint rather than a modelling decision, and folding confidence is sensitive to whether a
sequence contains a complete structural unit. The quality filter is the second: it selects against
repeats, low-complexity windows and off-target composition — the same properties that depress
pLDDT — and was applied to one arm only. We therefore withdraw the claim that the base-
versus-trained pLDDT difference is informative about fine-tuning, about conditioning, or about
anything else. Table 2 is retained so the measurements are on record, not as support for
any inference. The very large effect sizes (d > 4.7, r = 1.00) should be read as reflecting
the accumulated procedural differences between two pipelines, not a graded improvement in
generation quality.

Of three inexpensive controls that would isolate the conditioning signal, we ran one (Sec-
tion 3.3.1): the identically trained decoder fed a mismatched reaction. That result — no
significant change in folding confidence when the supplied reaction is wrong — argues against a
reaction-specific conditioning effect, but it does not decompose the base-versus-trained gap itself
into fine-tuning and conditioning components, which requires either a cross-attention-ablated
retrain or a plain per-class fine-tune with no chemical encoder. Neither was run. Baseline

batches should also be generated at n = 20 to match the conditioned arm.

4.2 Sequence similarity to natural proteins

This measurement was completed and is reported in Sections 3.1-3.2: 40% of generated se-
quences across four reactions are exact training-set copies, and this persists for substrates with
no natural degrading enzyme. Two things remain unresolved. First, only the single top-scoring

training alignment was examined per sequence; a small number of additional hits per query
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would confirm whether near-copies (95-99% identity) match one training entry consistently
or recombine features of several. Second, decoding was not seeded, so the specific sequences
evaluated here cannot be regenerated byte-for-byte; they are archived in full, and all decoding
parameters — constant across every condition — are reported in Supplementary Methods S1.3.
Because those parameters never varied, the range in exact-copy rate reported in Sections 3.1-3.2

cannot be a decoding artefact.

4.3 Validation gaps: docking, catalytic machinery, and wet-lab confirmation

Three related gaps bound how far the in-silico results can be trusted. First, docking was
uncontrolled: no negative controls (substrates in unrelated receptors; decoys in the designed
enzymes) were run, receptor preparation removed all hetero-atoms so the two peroxidase systems
were docked without heme, and a single Vina run per sequence (exhaustiveness 8, no replicate
seeds) leaves run-to-run variance unquantified for ligands flexible enough that it may rival the
differences being tested; P2Rank’s top pocket was used without checking it against expected
catalytic residues, so binding was assessed for occupancy, never catalytic competence. Second,
no sequence-level check was performed for the catalytic machinery each class requires (the
Ser-His-Asp triad, class II peroxidase histidines, the HAD-family aspartate nucleophile); their
presence would be far stronger evidence than pLDDT, and fold-level agreement, signal peptides,
and aggregation propensity were likewise not measured. Third, all results are computational:
no generated sequence was expressed, purified, or assayed, so structural and binding predictions

remain predictions of plausibility rather than demonstrations of function.

4.4 Exclusion of docking-derived kinetic estimates

An early version of this pipeline estimated Michaelis constants (Kjs) deterministically from
AutoDock Vina binding free energy via the relationship AG = RT In(K ), under the assump-
tion Ky ~ Ky. This approach was validated against two real, literature-characterized natural
enzymes (Pleos-DyP1 and Pleos-DyP4; (Fernandez-Fueyo et al., 2015)) processed through the
identical pipeline, which revealed substantial deviation from experimentally measured Kp; val-
ues (738-fold and 15,606-fold, respectively) and, critically, an inversion of the two enzymes’
correct relative binding ranking: Pleos-DyP1 exhibits the tighter experimentally measured K
but a weaker predicted Vina score than Pleos-DyP4. Given this demonstrated unreliability,

docking-derived Kj;/K, estimates are not reported anywhere in this study. AutoDock Vina
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binding score and ligand efficiency were used as the primary computational binding metrics
instead.

The substitute metrics fared little better. After Holm correction, no Vina comparison dis-
tinguished trained from base generation, or generated from natural enzymes. The single raw-
threshold result (lignin peroxidase, p = 0.0495 — Holm p = 0.198) came from the model with
diagnosed contamination. Ligand efficiency added nothing: within a reaction it is a linear
transform of the Vina score, so the two were never independent tests.

Our conclusion is stronger than a recommendation for caution. Across every comparison
in this study, rigid-receptor docking on predicted apo structures produced no result surviving
correction for multiple testing; the same pipeline also inverted the known ranking of two char-
acterized enzymes. We do not think these scores carry usable signal about designed-enzyme

quality as implemented here, and report them so the negative result is on record.

4.5 Sample sizes and statistical power

Baseline batches (n = 6-8) and natural-enzyme reference sets (n = 1-5) are small; normality-
based test selection at these sizes is weakly grounded, and null results in the natural-enzyme

comparison should be read as uninformative rather than as evidence of equivalence.

4.6 Training data quality and class-specific generative failures

« Reduced generative diversity for the bacterial copper laccase model. Repeated
stochastic sampling produced substantial output redundancy for this reaction (this ex-
ploratory check predates the evaluated batches and used temperatures between 0.75 and
1.1; all batches reported in this study used 1.1), with only 7 of 19 sampled sequences
unique despite non-deterministic decoding confirmed to be functioning correctly, suggest-
ing the underlying generative model for this enzyme class may be constrained by limited

training data diversity.

e Training data contamination for the lignin peroxidase model. BLAST homol-
ogy analysis revealed that 80% of generated lignin peroxidase sequences matched lipoyl
synthase or lipoyl(octanoyl) transferase (LipB), enzymes mechanistically and structurally
unrelated to lignin peroxidase (radical SAM/[4Fe-4S] chemistry versus heme-dependent
oxidoreductase chemistry), with full-length query coverage confirming genuine, not coin-

cidental, matches. This pattern is most consistent with contamination or mislabeling in
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the training data collection process for this specific model. This issue was isolated to the
lignin peroxidase model; the remaining three reactions examined showed 75-85% func-
tional coherence with their intended enzyme class (75% and 85% direct matches for halide
hydrolase and DyP peroxidase, respectively, and 80% when direct and mechanistically-
adjacent same-chemistry matches are combined for ester hydrolase; see Section 3.1 for the

basis of this categorization).

These findings collectively indicate that data curation and per-class training set diversity
are the primary drivers of generative reliability in this pipeline, more so than the underlying

model architecture, and should be prioritized in future extensions of this work.

4.7 Modeling simplifications

Two further simplifications bear on interpretation. Structure predictions used ESMFold in
single-sequence mode, efficient but less accurate than MSA-based methods for sequences with
few close homologs, and docking used a single static structure per sequence with no accounting
for conformational flexibility or induced-fit effects. Separately, reaction product prediction
for training-data generation relied on RDKit SMARTS-based functional group detection with
simplified atom-addition rules (e.g. generic hydroxyl addition for hydrolysis) that do not account
for regiochemistry or stereochemistry — a reasonable approximation for generating training
labels at scale, but a simplification that should be considered when interpreting the chemical

specificity of generated candidates.

4.8 Scope of validation

This study’s ablation, natural-enzyme comparison, and BLAST homology analyses were per-
formed for four of the fifteen enzyme classes supported by this pipeline (dye-decolorizing per-
oxidase, ester hydrolase, lignin peroxidase, and halide hydrolase), each evaluated on a single
representative reaction. Sample sizes for unconditioned-baseline and natural-enzyme compar-
isons were necessarily limited by the computational and API-access constraints of large-scale
sequence folding and docking (unconditioned baselines: n = 6-8; natural-enzyme references:
n = 1-5 per reaction, depending on availability of characterized enzymes in the literature),
which limits statistical power, particularly for the Vina score and ligand efficiency compar-

isons discussed in Section 4.4. A comparison against structure-generation-based tools such as
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RFdiffusion combined with inverse-folding via ProteinMPNN was not performed, given the sub-
stantial difference in design objective (unconditioned or motif-scaffolded backbone generation,
versus direct reaction- and enzyme-class-conditioned sequence generation in this work) and the
considerable additional infrastructure required for a fair comparison. Nor was any compari-
son made against the conditional protein language models closest to this work — ZymCTRL,
which is already EC-conditioned, or ProGen — or against retrieval-based reaction-to-enzyme
tools such as Selenzyme, all of which would be substantially cheaper points of reference than
RFdiffusion and more directly informative about whether this pipeline offers anything those
methods do not. We regard these comparisons, rather than broader class coverage, as the most

important missing benchmarks.

5 Conclusions

We presented XenoFold, a chemistry-conditioned generative framework for candidate enzyme
design, and a validation study that changed our own reading of what it does.

The trained pipeline folds with substantially higher confidence than an untrained base model,
but we no longer present that comparison as a result: the two arms were generated by different
code differing in nine respects, four of which act directly on folding confidence (Section 4.1). The
findings below do not depend on it. BLAST against each model’s own training set showed 40%
of sequences to be exact copies and 87.5% at least 95% identical, and swapping the conditioning
reaction for an unrelated one changed folding confidence only marginally and non-significantly
(p = 0.060). The parsimonious account is that fine-tuning teaches the decoder to reproduce
its training distribution, with little detectable contribution from the chemical encoder. This
held for substrates with no documented degrading enzyme: PFOA and p,p’-DDE produced
exact copies at rates comparable to an in-training control (DDT). A fourth novel substrate on
a less-trained checkpoint departed further from training while remaining confidently folded; we
report this as an open, confounded observation, not a result.

The results we consider most durable are negative. Docking-derived Kj; estimates deviated
from measured values by up to 15,606-fold for two characterized DyP peroxidases and inverted
their ranking. After correction, no Vina comparison distinguished trained from untrained gener-
ation, or generated from natural enzymes, in any reaction — rigid-receptor docking on predicted

apo structures carried no usable signal in twelve comparisons across four reactions.
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This study’s central finding is therefore about validation rather than about design capa-
bility. pLDDT, nr-BLAST, and docking each independently indicated plausible, apparently
novel enzymes; only identity against the model’s own training set revealed memorization, and
it was not part of the original protocol. We regard this as a documented failure mode for
reaction-conditioned generative protein design under Cartesian sequence-reaction pairing and
small per-class datasets: the checks that would have caught it are individually inexpensive and,
in our view, prerequisites rather than optional validation.

XenoFold in its current form does not produce enzymes ready for experimental deployment,
and we cannot claim it narrows sequence space more effectively than family-based database
mining. Whether a matched, adequately trained model behaves differently for chemistry gen-
uinely absent from its training data remains unanswered here, and is, in our view, the necessary

next experiment before any design claim can be revisited.

List of abbreviations

BDE-209: decabromodiphenyl ether; BLAST: Basic Local Alignment Search Tool; CoA: coen-
zyme A; DDE: dichlorodiphenyldichloroethylene; DDT: dichlorodiphenyltrichloroethane; DyP:
dye-decolorizing peroxidase; EC: Enzyme Commission; HAD: haloacid dehalogenase; Kg: dis-
sociation constant; Kj;: Michaelis constant; LE: ligand efficiency; LiP: lignin peroxidase; LipB:
lipoyl(octanoyl) transferase; MSA: multiple sequence alignment; PFOA: perfluorooctanoic acid;
pLDDT: predicted local distance difference test; SMARTS: SMILES arbitrary target specifi-

cation; SMILES: simplified molecular-input line-entry system; TBBPA: tetrabromobisphenol
A.
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