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Abstract Machine Learning (ML) techniques have shown
strong potential for network traffic analysis; however, their
effectiveness depends on access to representative, up-to-
date datasets, which is limited in cybersecurity due to pri-
vacy and data-sharing restrictions. To address this challenge,
Federated Learning (FL) has recently emerged as a novel
paradigm that enables collaborative training of ML models
across multiple clients while ensuring that sensitive data
remains local.

Nevertheless, Federated Averaging (FEDAVG), the canon-
ical FL algorithm, has shown poor convergence in hetero-
geneous environments characterised by non-independent
and identically distributed (i.i.d.) data distributions and un-
balanced dataset sizes across clients, conditions frequently
observed in cybersecurity contexts. To overcome these chal-
lenges, several alternative FL algorithms have been devel-
oped, yet their applicability to network intrusion detection
remains insufficiently explored.

This study systematically evaluates a range of FL al-
gorithms in the context of network intrusion detection for
DDoS attacks. Using a dataset of recent network attacks, the
evaluation considers detection performance, training time,
and communication overhead under non-i.i.d. settings, pro-
viding practical insights into the selection of FL solutions
for network intrusion detection.

Keywords Federated Learning, Cybersecurity, Heteroge-
neous Data, Unbalanced Datasets

1 Introduction

As reliance on digital infrastructure grows, so does the scale
and complexity of cybersecurity threats. Attacks such as
data breaches, Distributed Denial of Service (DDoS) inci-
dents, phishing campaigns, and financial fraud are becoming
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increasingly sophisticated, leveraging the expanded attack
surface that now surrounds every connected device and user.
With cybercriminals constantly evolving their techniques,
traditional rule-based security systems often suffer in iden-
tifying and mitigating novel or stealthy attack patterns.

To address these challenges, cybersecurity experts must
engage in continuous research and threat analysis. This
includes studying detailed attack behaviours, developing
detection signatures, and maintaining extensive documenta-
tion to support the identification and mitigation of emerging
threats. In addition, real-time monitoring of modern in-
frastructures is essential for detecting anomalies that may
indicate malicious activity. However, such tasks are com-
plex and resource-intensive, which has driven significant
interest in automated solutions to improve efficiency. In
this context, Machine Learning (ML) has shown strong ef-
fectiveness across diverse application domains, including
autonomous vehicles [1], healthcare [2], Industrial Control
Systems (ICSs) [3, 4] and maritime systems [5] among oth-
ers, making it a promising tool for cybersecurity. Neverthe-
less, its adoption poses significant challenges, particularly
due to strict privacy concerns and data-sharing limitations.

Federated Learning (FL) [6] has emerged as a promising
approach for collaborative model training while preserving
data privacy. In this framework, sensitive information re-
mains under the control of the data owners (also called
“clients” in the FL context) and is not shared with other par-
ties. Instead, clients iteratively train on their private datasets
and exchange only model updates with a central server.
These updates are then aggregated to create a global model,
which is progressively refined over multiple communication
rounds. The ultimate goal is to enable clients to learn a com-
mon ML model that benefits from the diversity and scale of
distributed data, all while respecting the confidentiality of
each client’s data.



Despite its potential, FL faces significant challenges re-
lated to model performance and training convergence. These
issues are primarily a result of the heterogeneous and diverse
nature of client data. In real-world scenarios, data across de-
vices is often non-independent and identically distributed
(i.i.d.), meaning local datasets can have significant differ-
ences in feature distributions, label proportions, or sampling
biases (in contrast to centralised learning, where data is as-
sumed to be i.i.d., meaning it’s all from the same distribu-
tion). For instance, in a security application, some clients
might primarily encounter specific types of attacks, while
others see entirely different patterns.

Regarding training convergence, the heterogeneity of
client data can lead to model drift, where local models di-
verge as they adapt to their unique datasets, making it harder
for the global aggregation step to converge to an optimal so-
lution. In terms of performance, poor generalisation may
arise when the global model becomes overly tailored to
participants contributing large volumes of data, while those
providing only limited samples are underrepresented. This
imbalance introduces a bias toward data-rich clients and
further undermines generalisation across the federation.

These problems also arise in the cybersecurity domain,
where clients may observe highly diverse traffic patterns and
feature distributions for both benign and malicious activ-
ities. For example, some clients may mostly face specific
types of attacks or variations of normal traffic, while others
may record entirely different behaviours. This difference in
feature distributions not only exacerbates the non-i.i.d. na-
ture of the data but also makes it challenging for the global
model to learn a representation that generalises well across
all participants. In addition, the rarity of certain attack types
can lead to severe class imbalance, further complicating the
training process and increasing the risk that the global model
underperforms on less frequently observed threats.

To address the problems related to model performance
and training convergence, researchers have developed var-
ious techniques, starting from FEDAVG, the canonical FL
algorithm [6], and subsequently extending it to address
specific challenges. For instance, FedProx [7] introduces a
proximal regularization term that constrains local models
from diverging from the global model, directly tackling the
model drift issue. SCAFFOLD [8] mitigates model drift
by using control variates, where the server sends a cor-
rection value to each client to align their updates with the
global objective before aggregation. Other approaches, such
as FedALA [9], enhance global model generalisation on
client-specific data through weighted aggregation of the lo-
cal and global models. In the security domain, where data
diversity is a major issue, methods like FedSBS [10], DAFL
[11], and FLAD [12, 13] employ alternative client selection
mechanisms to ensure that a more diverse and representative
group of clients participates in each training round. Despite

these advancements, there’s still no single consensus on
the most effective approach, highlighting a critical gap in
current research.

This work reviews recent studies that implement vari-

ous FL variants and evaluates their applicability in the con-
text of network intrusion detection. While some of the al-
gorithms were originally designed for tasks unrelated to cy-
bersecurity, our primary objective is to answer the following
research question:
How do different strategies for improving the FL process,
including informed client selection, optimised aggregation,
and enhanced local training, affect detection performance,
training duration, and communication cost under heteroge-
neous and unbalanced client data distributions?

Our evaluation focuses on key metrics such as training
time, communication overhead, and final model accuracy,
enabling a comparative analysis to assess and rank the dif-
ferent algorithms. The temporal dimension of learning is
especially critical in this context, as Network Intrusion De-
tection Systems (NIDSs) must rapidly incorporate updates
related to newly observed attack profiles in order to remain
effective against evolving threats. To ensure reproducibility,
we configured a testbed based on the Flower framework
[14, 15], which allows for the implementation of FL al-
gorithms and the management of communication between
clients and the server. As a data source, we utilise recent
benchmark datasets that includes both benign traffic and 15
distinct types of DDoS attack patterns [16].

To evaluate the algorithms, we consider a federated set-
ting characterised by severe client-level heterogeneity. Each
client contains benign traffic and one specific attack type,
while the amount of data varies by more than four orders of
magnitude across clients. Consequently, although each lo-
cal dataset is approximately balanced between benign and
malicious samples, the federation is highly unbalanced with
respect to both client dataset size and attack-type represen-
tation. This is called a pathological setting [6] and it rep-
resents a worst-case scenario adopted to reflect the hetero-
geneity commonly observed in practical cybersecurity ap-
plications, where clients may have access to very different
data distributions.

In summary, the contributions of this work are the fol-
lowing:

— Review and adaptation of state-of-the-art FL. meth-
ods: we review a set of FL algorithms, including meth-
ods originally designed for other domains, and adapt
them to the requirements of NIDSs for DDoS detection.

— Multi-dimensional comparative evaluation: we com-
pare the considered FL algorithms in terms of detec-
tion performance, model generalisation, training time,
and communication overhead, providing a comprehen-
sive assessment of their practical suitability for cyberse-
curity applications.



— Analysis under heterogeneous and unbalanced con-
ditions: we investigate how these algorithms cope with
a challenging non-i.i.d. setting in which clients observe
unique attack profiles and different data volumes, high-
lighting the effectiveness and limitations of different ap-
proaches to client selection, model aggregation, and lo-
cal training.

— Open-source implementation and reproducibility:
we provide an open-source implementation of the eval-
uated algorithms and the experimental setup (dataset
included), enabling other researchers to reproduce our
results and build upon our work [17], [18].

The remainder of this paper is organised as follows. Sec-
tion 2 analyses related work. Section 3 outlines the limita-
tions of FEDAVG in heterogeneous FL cybersecurity scenar-
ios, while Section 4 reviews the main properties of the other
algorithms benchmarked in this study. Section 5 provides
a comprehensive description of the experimental setup, in-
cluding the evaluation environment, the dataset and the hy-
perparameters used to configure the algorithms. Section 6
presents the results of the comparative evaluation. Finally,
Section 7 summarises the findings and concludes the study.

2 Related work

Although a few studies have compared FL algorithms in the
computer vision domain, our work provides additional in-
sights by focusing on a security-specific context. Most ex-
isting research evaluates new algorithms against standard
baselines, such as FEDAVG, with some studies extending
the comparison to a few additional methods [19, 20]. In con-
trast, we broaden this scope by benchmarking a wider set of
FL algorithms within the NIDS domain, with the goal of en-
hancing malicious traffic detection. Notably, our evaluation
also includes methods specifically designed for NIDS, such
as DAFL [11], FedSBS [10], and FLAD [12].

Recent literature often uses the final model accuracy af-
ter a fixed number of communication rounds as the primary
performance metric [21] [22] [23] [24]. However, as dis-
cussed in [20], relying solely on final accuracy can be mis-
leading, especially under highly imbalanced data distribu-
tions where some clients have significantly more training
data than others. To address this limitation, we also report
the total training duration as a measure of computational de-
mand, following the approaches in [20] [25] [26]. We also
evaluate the communication overhead introduced by each
method, an important metric in resource-constrained envi-
ronments like Internet of Things (IoT), as emphasised by
[25] [20] [26].

Because our work targets lightweight models suitable
for FL environments, we restrict training to CPU-only re-
sources, avoiding the need for GPU support. This constraint
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Fig. 1: Weight divergence of FEDAVG in non-i.i.d. settings.

contrasts with works such as [20] and [23], which rely on
GPU-accelerated training for larger models.

On the server side, optimisation is particularly important
in FL [20] [25], with strategies related to participant selec-
tion and workload distribution being the key to improving
efficiency. Client-side optimisation can introduce additional
computational overhead, but there is a practical limit to how
many computations can be offloaded to clients to enhance
local training [20].

Most prior works [27] [9] [19] [22] and benchmark
frameworks [25] assess FL algorithm performance using
datasets like CIFAR-10 or MNIST, which differ substan-
tially from NIDS data in both structure and semantics. Other
studies [28] distribute equal-sized datasets with differing la-
bels among clients. Instead, we vary both label distribution
and dataset size across clients.

While there is a growing body of research dedicated to
assessing the privacy implications of FL. methods [25, 29],
we deliberately exclude this dimension from our study, as
our primary objective is to analyse performance and effi-
ciency rather than privacy-preserving guarantees. Similarly,
although several studies provide a baseline comparison with
centralised training approaches [24], we maintain a clear
focus on decentralised learning. Our analysis is therefore
entirely centered on benchmarking a diverse set of FL al-
gorithms with respect to their capacity to produce a global
model that generalises effectively across heterogeneous
client datasets. To this end, we adopt the so-called patho-
logical settings [6], a highly challenging scenario in which
each attack type is assigned to a single participant. This
setup allows us to stress-test the algorithms under extreme
non-i.i.d. conditions, with the aim of highlighting their rela-
tive strengths and limitations in network intrusion detection
under highly heterogeneous data distributions.

3 Limitations of Federated Averaging
Recent research [30, 31] has underscored the limitations

of FEDAVG when applied to non-i.i.d. and unbalanced
datasets distributed across participating clients. In partic-



ular, the presence of non-i.i.d. data leads to significant di-
vergence in the local model updates, as illustrated in Figure
1, which contrasts the i.i.d. and non-i.i.d. scenarios. Un-
der non-i.i.d. conditions, the local training performed by
clients (e.g., Client 1 and Client #) introduces a pronounced
drift in the model parameters, causing the aggregated global
model weights w(,) to deviate substantially from the op-
timal weights w. that would have been obtained under
centralised training.

With FEDAVG, each client independently minimises its
local loss function L (formulated in Equation (1)) through
several steps of Mini-Batch Gradient Descent (MBGD),
starting from the shared global model w' distributed at the
beginning of each communication round . MBGD opti-
mises the global model parameters w' by computing gra-
dients on small subsets of a client’s local data (batches).
During training, the client performs several epochs, where
one epoch corresponds to a complete pass over its entire lo-
cal dataset, ensuring that the model parameters are updated
multiple times before returning the local model to the server.

Each update moves parameters in the direction that min-
imises the loss function:

1
L(W,B)=—

(x,y)eB

where, [ is the individual loss computed with the shared
global model w’ on the labelled sample (x,y), which belongs
to the batch of local training samples B, while /iy (x) is the
prediction of the model on sample x. The full list of symbols
used in this paper is provided in Table 1. One step of MBGD
is defined as follows:

wistl w‘(;:; — n,VL(w’(’.s B) 2)

where the weights at step s of model wl(ls) are updated
using the gradients of the loss function L (with wt’l.0 =w' the
global model), scaled by the client’s local learning rate 7;.
As shown in Figure 1, at the end of round ¢ of local training,
each client produces a local model w’(i) which is sent to the
server for aggregation.

While this procedure is effective under the assumption of
i.i.d. data, in practical scenarios where clients possess non-
i.i.d. datasets, the optimisation trajectories of the local mod-
els can diverge substantially, despite being initialised with
the same parameters. This divergence arises because each
client’s updates reflect the biases of its own data distribu-
tion, which may not be representative of the overall popula-
tion. As a result, the aggregation step performed by FEDAVG
produces a global model that drifts away from the optimal
solution that would be obtained if the loss function were
minimised centrally on a unified dataset.

Table 1: Mathematical notation used in the paper.

Symbol Description

w' the global model at round ¢

w’('l.‘; the local model of client i at MBGD step s of round ¢
w’(l.) the local model of client i at end of round ¢

Aw?,.) =w— w’(l.) model update of client i at round 7

D the local training set of the i-th client

BC D batch of samples

(x,) € D@y training sample x and its label y

Iyt (X) prediction of the model w' on sample x

L(w’<i> ,B) loss function on mini batch B

1(y, hW’U) (x)) loss function on individual sample (x,y)

i number of local training updates performed by client i
N subset of clients chosen at round ¢

N the total number of clients in the federation

n the local learning rate

Ng the global learning rate

A regularisation weight

Moreover, when datasets sizes are unbalanced across
clients, the weighted averaging scheme of FEDAVG, where
updates are scaled by the number of local samples, am-
plifies the influence of clients with larger datasets. This
weighting can exacerbate the bias introduced by non-i.i.d.
distributions, effectively skewing the global model toward
the statistical properties of dominant clients while under-
representing minority distributions. Consequently, FEDAVG
may suffer from slower convergence, reduced model gener-
alisation, and even convergence to suboptimal local minima.
In extreme cases, such as when data heterogeneity is severe,
the algorithm may show slow convergence and unstable be-
haviour, highlighting the challenges posed by non-i.i.d. and
unbalanced data in FL.

These limitations represent a fundamental drawback of
FEDAVG [30]. While prior works have primarily studied its
effects in general-purpose machine learning tasks, in this
work we specifically investigate its implications in the cy-
bersecurity domain. In particular, we focus on the problem
of network intrusion detection, where heterogeneous traffic
distributions and unbalanced amounts of benign and mali-
cious network traffic across clients may critically impair the
performance and reliability of FL. models.

4 Compared algorithms

In this study, we consider seven FL algorithms, including the
standard FEDAVG algorithm [6] and six advanced methods
designed to improve training in non-i.i.d. and unbalanced
settings. Three of these algorithms were specifically pro-
posed in the context of network intrusion detection (namely,
DAFL, FedSBS and FLAD), while the others were devel-
oped for more general purposes (FedProx, SCAFFOLD and



FedALA). The selection of these algorithms is motivated by
the goal of evaluating how different approaches address the
limitations of FEDAVG across three key aspects of the FL
process: client selection, local training, and model aggrega-
tion.

Here we provide a brief overview of each algorithm,
highlighting their key features (summarised in Table 2 at the
end of this Section).

For the sake of clarity and consistency, we use a uniform
notation to describe the methods (Table 1), although it may
differ from the original papers.

4.1 FedAvg

FL was introduced in 2017 by McMahan et al. [6] as a
communication-efficient method for training neural net-
works on decentralised data. At its core lies the FEDAVG
algorithm, which was designed to enable FL to remain
effective even in challenging settings with non-i.i.d. and
unbalanced datasets. The FL process, common to all the
algorithms considered in this study, is iterated over several
communication rounds, until the global model converges
to a satisfactory solution (as verified by the server on a
dedicated test set).
Each round consists of four main phases:

1. Model initialisation: the server initialises the global
model, which is shared with the selected participants.

2. Client selection: the central server selects a subset of
participants to locally train the model.

3. Local training: each selected participant trains the
global model w' on its own local data, performing sev-
eral MBGD steps (Equations 1 and 2). The output of
this phase is a local model w{ .

4. Aggregation: all participant clients send their local up-
dates wt(l.) to the server for aggregation to obtain a new

global model w'*!.

At each round, the participants are randomly sampled
using a uniform distribution, ensuring that each client has
the same probability of being selected. The aggregation step
involves a weighted averaging of model parameters:

1D .
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As shown in Equation (3), the participants with larger
dataset size |Dy;)| are assigned greater weights.

The steps outlined above are common to all FL algo-
rithms, although each algorithm may implement these steps
differently to address data heterogeneity among clients and
enhance the convergence of the global model. In this work,
we consider the FEDAVG algorithm as the baseline method

for comparison with the other algorithms and to highlight
the improvements introduced by each of them.

4.2 General purpose algorithms

The three algorithms presented in this section, namely Fed-
Prox, SCAFFOLD, and FedALA, were originally developed
and evaluated to address the limitations of FEDAVG in the
context of image classification. Nevertheless, their method-
ologies can also be adapted to cybersecurity applications,
such as collaborative training of a NIDS.

4.2.1 FedProx

FedProx [7] is an extension of the FEDAVG algorithm that
introduces a regularisation term to the local loss function,
allowing for more controlled updates from clients. The reg-
ularisation term penalises the local model updates that devi-
ate significantly from the global model. This encourages the
clients to stay close to the global model during local train-
ing. FedProx was proposed to address the challenges of het-
erogeneous settings, where clients have different computing
capabilities and data distributions.

The local training loss L introduced in Equation (1) is
modified to include a regularisation term as follows:

B):i Z I(y,hyrs (X)) +

1B (xyres ®
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In this formulation, i denotes the client index and A is the
regularisation weight, which controls the strength of the reg-
ularisation. At the server side, the aggregation mechanism is
identical to that of FEDAVG (Equation (3)). FedProx does
not introduce additional communication costs. However, the
incorporation of the regularisation term requires clients to
perform extra local computations during training.

4.2.2 SCAFFOLD

SCAFFOLD [8] introduces a correction term to the local up-
dates, which helps to align the local models with the global
model. The main idea is to correct the local updates by using
a global variate ¢’ that is shared among all clients:

Wit = W (VLW ¢ — ) @

1

where 1) is the local learning rate and c’(l.) is the local
variate computed by client i in the previous round.

Next to the model update, the local variate czi) is updated
as the gradient of the local loss function with respect to the
shared global model w':

¢! =VL(W'.B)



or as follows:

1
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where w’(i) is the local model of client i at the end of local
training at round ¢, 1); is the local learning rate and p; is
the number of local updates performed by client i at round
t (computed as the number of training epochs multiplied by
the number of mini batches B).

On the server side, the global variate is updated by in-
corporating the drift of the local control variates, defined as
Aciy = (i) — (i), for the random subset of clients S,
selected for training in round ¢. The average of the values
across these clients is used to update the global control vari-
ate:

+1 _ 1
¢ =c+ N,-g'xAc(i)

At the beginning of round ¢ 4- 1, the global control variate
¢! is communicated to the subset S, | and used to correct
the local training as shown in Equation (4).

The aggregation of the clients’ local models is per-
formed as a weighted average, as in FEDAVG, and scaled by
the global learning rate 7,:

Dl
wil=w —n Dl
DM SR

In our validation of the SCAFFOLD algorithm, we

use the first option for computing the local variate c%l =

VL(w',B), as it provides stable training with minimal com-
putational overhead. In terms of communication overhead,
SCAFFOLD requires the transmission of the global variate
¢’ to all clients at each round, plus the transmission of the
local variates czi) from each client to the server.

4.2.3 FedALA

FedALA (Federated Learning for Adaptive Local Aggre-
gation) [9] combines the parameters of the global model
with those of each client’s local model, assigning different
weights to each parameter according to its relevance for the
local optimisation objective.

The central idea of FedALA is therefore to preserve part
of the information contained in the client’s local model from
the previous round (¢ — 1), rather than completely overwrit-
ing it with the global model received from the server in
round ¢. Specifically, because the lower layers of a neural
network capture more generic representations [32], while
the higher layers learn task-specific features, the ALA ag-
gregation is applied only to p higher layers to preserve local
information, whereas the generic knowledge from the global
model is retained in the lower layers. This is achieved by

combining the current global model w' with the previous lo-

cal model w@l as formulated as follows:

—1)
W =wil (W w1 Trep 5)

where © is the Hadamard product, 65) denotes the ag-

gregation weights for the higher layers, whereas W @l=p
represents the identity matrix applied to the remaining
|w'=1(i)| — p lower layers, ensuring they are overwritten
with the corresponding weights of the global model.

The resulting model W' is trained with MBGD with the

weights 95) frozen:

Wi =W -y VWI(SL(\?VE'Z.S),B)

Similarly, at each round the aggregation weights 9’:, are
optimised using MBGD, while the parameters of both the
global and local models remain frozen.

95) = 9(’,)') - lezve i)
where 1), and 7, are the local learning rates for the model
weights and the aggregation weights, respectively.

The aggregation weights are trained until convergence
during the first two rounds, and in subsequent rounds they
are updated for a single epoch to reduce computational over-
head.

Although FedALA does not incur additional communi-
cation costs, it introduces extra computational overhead for
the clients due to the training of the ALA parameters and the
aggregation of the global and local models.

~TS
)L(w<< B)
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4.3 Algorithms for network intrusion detection

DAFL, FedSBS, and FLAD were specifically designed and
evaluated to address the convergence issues of FEDAVG in
cybersecurity scenarios, particularly in the presence of het-
erogeneous distributions of network traffic features across
clients. DAFL and FedSBS were evaluated on the CIC-
IDS2018 [33] and CIC-IDS2017 [34] datasets of network
traffic, which include Brute Force, DoS/DDoS, Infiltration,
Botnet, and SQL Injection attacks. FLAD was evaluated on
the CIC-DDo0S2019 a dataset containing 13 types of DDoS
attacks [35]. Each algorithm introduces modifications to the
different stages of the FL process, namely local training,
client selection, and model aggregation.

4.3.1 DAFL

DAFL (Disparity-Aware Federated Learning) [11] is an FL
algorithm designed for the collaborative training of NIDSs.
Its key idea is to aggregate updates only from clients that



achieve sufficiently high accuracy on their local data. The
filtering is performed client-side: if a client’s local model
accuracy is below a predefined threshold hyperparameter 3,
its local model is not sent to the server. By excluding poorly
performing local models, DAFL aims to accelerate conver-
gence and improve the quality of the global model. In ad-
dition to the filtering procedure, DAFL also modifies the
aggregation strategy by giving more weight to the better-
performing local models as follows:
Pa
witl — Z 5 f;)(')a ' W[<l~>
iest =jes' P()*())
ID@‘ eA(i)
=y D YO=F A,
Yjes Dyl Yiesre'd

where S’ is the subset of clients that sent back their local
model at round 7, p(;) and a(; are the weights assigned to
each client based on the size of their local dataset |D(; | and
their local accuracy A;), respectively.

The DAFL algorithm is designed to improve the conver-
gence speed of the global model by focusing on the clients
that contribute positively to the training process. However, it
may lead to a situation where some clients are never selected
for aggregation, which can result in missing out some attack
patterns present in their local datasets.

It should be noted that DAFL may increase communica-
tion overhead, as the server must transmit the global model
to all clients at every round. Furthermore, DAFL requires
active clients, i.e., those whose validation accuracy exceeds
the threshold B, to send their accuracy scores and the num-
ber of training samples to the server in addition to their local
model parameters. Finally, since all clients must perform lo-
cal training at each round before computing their validation
accuracy, DAFL also introduces additional computational
overhead.

P)

4.3.2 FedSBS

The key aspect of FedSBS [10] is a client selection strat-
egy based on a greedy algorithm that selects clients by esti-
mating their expected improvement in the global model per-
formance with the Information Gain (IG) score. The poten-
tial improvement is computed as the difference between the
global and local losses, taking into account the imbalance ¢;
of dataset classes for each client:

Ij = —InL(W') + ¢ InL(w(;))

The local dataset imbalance coefficient @; is computed by
using the Shannon entropy of the class distribution in the
local dataset:

if InL(w}) <0
if InL(w!) >0

P =
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where p, is the proportion of class c in client’s i dataset. The
higher the value of [;, the more likely the client i is to be
selected for the next round.

To promote the participation of all clients, the method
implements a so-called e-greedy policy, which selects a par-
ticipant for the next round using the IG score with a prob-
ability of 1 — &, or in a random fashion with probability €,
with 0 < € < 1. In addition, FedSBS rejects the clients that
are chosen too frequently. This is achieved by computing
the Boltzmann distribution to determine the likelihood of
a participant being selected for the next FL round. Specif-
ically, once a participant has been selected, the probability
of its exclusion from subsequent selections increases with
each additional selection. This approach reduces the over-
participation of certain clients, thereby producing a less bi-
ased final model.

Clients of FedSBS apply a regularisation term r(wz’i‘;) to
the local loss function at each MBGD step s:
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where the regularisation term r(w}) = w/) +w' —w'~!
incorporates the gradient information of the global model
w' — w'~! between two consecutive rounds, and A controls
the strength of the regularisation.

The gradient information is also used by the server to
implement a momentum-based method for the aggregation
of clients’ updates:
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The momentum term serves to preserve knowledge ac-
cumulated from previous aggregation rounds, ensuring that
valuable information from earlier updates is not lost. By do-
ing so, it enhances the stability of the model during the FL.
process.

FedSBS implements a mixed greedy/random client se-
lection approach. Similar to FEDAVG, the number of clients
selected per round can be set through a specific hyperpa-
rameter (denoted as s in the FedSBS paper). Consequently,
the only additional network overhead compared to FEDAVG
arises from transmitting the clients’ IG scores, which the
server uses to determine the next round’s participants.

4.3.3 FLAD

FLAD (adaptive Federated Learning Approach to DDoS
attack detection) [12] implements a custom client selec-
tion mechanism, with the aim to overcome the limitations
of FEDAVG on unbalanced and heterogeneous DDoS at-
tack data across the clients. The method is designed to



Table 2: Main features of the FL algorithms evaluated in this work. Differences with FEDAVG are highlighted in bold.

Method Local Training Client Selection Aggregation Communication
FEDAVG MBGD Random subset Weighted Averaging Global model and client updates
FedProx MBGD with regularisation Random subset Weighted Averaging Global model and client updates
SCAFFOLD MBGD with control variates Random subset Weighted average with  Global model, client updates
global learning rate and Control variates
FedALA MBGD on aggregated local and Random subset Weighted averaging Global model and client updates
global models;
MBGD on aggregation weights
DAFL MBGD; Accuracy threshold  Customised weighted aver-  Global model, client updates
Model validation on client side aging based on number of and local accuracy
training samples and local ac-
curacy
FedSBS MBGD with regularisation Information Gain Weighted averaging with  Global model, client updates and
client scoring and momentum loss values
random
FLAD MBGD with configurable Accuracy-based Arithmetic mean Global model, client updates, lo-

epochs and steps;
Model validation

cal accuracy and number of
epochs and steps

improve the performance of the global model by focusing
on clients that are underperforming in terms of accuracy.
This is achieved by adapting the number of local training
steps performed by each client based on their local accuracy
scores. Such accuracy scores are computed by the clients
at each round by evaluating the global model on their local
validation set and are communicated to the server. With
this information, the server determines each client’s local
training steps for the next round.

This approach aims to assign more training to the clients
with lower accuracy, so they can get closer to the optimal
performance, while clients with high accuracy receive less
training steps, possibly zero, because their performance is
already close to the maximum.

The communication of the validation accuracy scores
is essential for the FLAD algorithm, as it allows the server
to determine which clients need more training steps, which
ones can be skipped. The average accuracy score across
clients is used as a metric to evaluate the overall perfor-
mance of the global model and to determine when to stop
the training process (early-stopping with patience). How-
ever, along with the communication of the number of train-
ing steps from the server to the clients, it produces addi-
tional communication overhead compared to the standard
FEDAVG algorithm.

The computation of accuracy scores on the local vali-
dation set introduces additional computational overhead for
the clients. Unlike FEDAVG, where the local training load is
constant across clients, the load in this case is dynamically
adjusted at each round based on the client’s local accuracy.
As a result, the computational load may vary significantly
between clients, depending on their individual performance.

5 Experimental setting

The experimental environment is deployed on a server-class
machine equipped with two 8-core Intel Xeon Silver 4110
@ 2.1 GHz CPUs and 64 GB of RAM.

Each FL algorithm has been implemented as a Flower
strategy. Flower [14, 15] is a framework that provides
a high-level interface for implementing FL algorithms
and managing the communication between the server and
clients. The system has been deployed using the Flower
Deployment Runtime on a single server machine, with the
server and clients running as separate processes. Commu-
nication between the server and clients is handled through
the gRPC [36] protocol integrated into the Flower frame-
work, making it completely transparent to both the server
and client applications. The source code of the environment
is publicly available for evaluation and testing [17].

5.1 Algorithms and hyperparameters

The FL algorithms and the global ML model are imple-
mented in Python, using the Tensorflow framework v2.21
for the model and the FL algorithms.

5.1.1 FL algorithms

For each FL method, the hyperparameters are set to align
with the original papers and are summarised in Table 3.
Please note that 5 methods use the same client selection ratio
(0.5), meaning that 7 out of 15 clients are selected at each
round. The only exceptions are FLAD and DAFL, which se-
lect clients based on their local accuracy scores. With FLAD
the clients are selected by the server before a FL round starts,



while in DAFL all the clients are selected for training, but
their participation in the aggregated model is based on their
local accuracy scores.

Table 3: Hyperparameters used for each algorithm.

Algorithm Hyperparameters

Selection ratio: 0.5

Local epochs E: 1

Batch size B: 50

MBGD steps/epoch: w

Regularization weight A: 1
Selection ratio: 0.5

Local epochs E: 1

Batch size B: 50

MBGD steps/epoch: w

Global learning rate 1g: 1
Selection ratio: 0.5

SCAFFOLD Local epochs E: 1

Batch size B: 50

MBGD steps/epoch: w

Higher layers p: 1

Selection ratio: 0.5

Local epochs E: 1

Sample ratio: 0.8

Batch size B: 50

MBGD steps/epoch: w

Threshold accuracy f3: 0.75
Selection ratio: accuracy-based
Local epochs E: 1

Batch size B: 50

MBGD steps/epoch: w
Regularization weight A: 1

€ min: 0.1

Initial €: 1.0

Temperature: 5.0

Beta momentum: 0.9

Server learning rate: 1.0
Selection ratio: 0.5

Local epochs E: 1

Batch size B: 50

MBGD steps/epoch: 7“”“1“‘%1;3‘“"1“

Patience value: 25 rounds
Selection ratio: accuracy-based
Min local epochs E: 1

Max local epochs E: 5

Min MBGD steps/epoch: 10
Max MBGD steps/epoch: 1000

FEDAVG

FedProx

FedALA

DAFL

FedSBS

FLAD

As summarised in Table 3, the number of local epochs
is set to E = 1, meaning that each client performs a single
pass over its local dataset before sending the updated model
weights to the server. The number of local MBGD steps
per epoch is determined by dividing the number of samples
in the local dataset by the batch size (B = 50). Alternative
configurations, such as £ = 20 or B = 10, have also been
adopted in previous work (e.g., McMahan et al. [6]). How-
ever, our preliminary experiments showed that the modest

improvement in accuracy obtained by increasing the num-
ber of local MBGD steps did not justify the substantial
increase in local computation, particularly for clients with
large datasets. Note that FLAD is the only method that
dynamically adjusts both the number of local epochs and
the batch size, resulting in different numbers of epochs and
MBGD steps across clients and communication rounds.

To allow a fair comparison, all algorithms execute the
same number of rounds. The actual number of rounds de-
pends on the runtime of the FLAD method, as it is the only
method that implements a stopping criterion based on the
average clients’ validation accuracy. FLAD executes first,
and its total number of rounds is used for all other algo-
rithms.

5.2 The Dataset

The evaluation is performed with recent datasets of DDoS
attacks, IDS2017 [34, 37], IDS2018 [33, 37] and DD0S2019
[35, 38], provided by the Canadian Institute of Cybersecu-
rity of the University of New Brunswick. These datasets
contain several days of network activity, provided in the
form of packet capture files (pcap). In this work, the pcap
files are processed to extract network flows using the LUCID
network traffic parser eXtended (LUCX) [39], which aggre-
gates packet-level features into flow-level representations.
Each flow is represented as a two-dimensional array of
shape (10,32), where 10 is the number of packets extracted
from the traffic traces for each flow and 32 is the num-
ber of packet-level features. These features include packet
length, IP and TCP flags, and other relevant properties that
characterise a traffic flow.

The aforementioned datasets include both benign traf-
fic and several types of network attacks. The benign traffic
in the dataset was generated using the B-profile [40], which
models the distribution of typical applications such as web
browsing (HTTP/S), remote shell access (SSH), file trans-
fers (FTP), and email communications (SMTP). The mali-
cious traffic was produced using third-party tools and con-
sists of 15 types of DDoS attacks, 13 of which are included
in the DD0S2019 dataset, while the remaining two are found
in IDS2017 and IDS2018. The attacks are described as fol-
lows:

1. WebDDoS: A web-based DDoS attack that targets web
servers, aiming to exhaust resources and disrupt service
availability.

2. LDAP: Uses the Lightweight Directory Access Protocol
(LDAP) for reflection, increasing traffic volume directed
at the victim.

3. PortMap: A reflection-based DDoS attack leveraging
the Port Mapper service to amplify traffic and over-
whelm the target.



4. DNS: Uses the Domain Name System (DNS) for reflec-
tion, amplifying traffic directed at the victim.

5. UDPLag: A variation of the UDP attack, specifically
designed to disrupt online gaming by introducing lag
through bandwidth consumption.

6. NTP: Exploits the Network Time Protocol (NTP) for re-
flection, amplifying traffic to overwhelm the target sys-
tem.

7. SNMP: Exploits the Simple Network Management Pro-
tocol (SNMP) for reflection, increasing traffic volume
aimed at the target.

8. SSDP: Uses the Simple Service Discovery Protocol
(SSDP) for reflection, amplifying traffic to flood the
victim.

9. Syn Flood: A SYN flood attack that sends a series of
SYN requests to a target’s system, consuming resources
and potentially causing a denial of service.

10. TFTP: Exploits the Trivial File Transfer Protocol
(TFTP) for reflection, amplifying traffic to overwhelm
the target system.

11. UDP: A generic DDoS attack that floods the target with
User Datagram Protocol packets, consuming bandwidth
and resources.

12. NetBIOS: Exploits the NetBIOS service for reflection,
amplifying traffic to flood the target system.

13. MSSQL: Targets Microsoft SQL Server by exploiting
its UDP port for reflection, amplifying traffic to the vic-
tim.

14. LOIC: A DDoS attack tool that generates a high vol-
ume of TCP, UDP, or HTTP packets with the goal of
disrupting service.

15. HOIC: A DDoS attack tool that works via an applica-
tion layer HTTP Flood DDoS attack, flooding a victim’s
server with HTTP GET and POST requests with the goal
of overloading the server’s request capacity.

As described in previous work [12], these attacks present
disjoint feature distributions and different traffic volumes,
enabling the configuration of non-i.i.d. and unbalanced FL
scenarios. Compared to previous work, this study includes
two additional TCP-based attack types (LOIC and HOIC) to
better represent realistic FL scenarios with a more balanced
distribution between TCP and UDP-based attacks.

5.3 Clients

The evaluation environment consists of 15 clients and a sin-
gle central server that communicates with all clients. As in
previous research [12], the dataset is distributed among the
clients in a non-i.i.d. and unbalanced manner: each attack
type is assigned to a different client, and the amount of data
varies across clients as presented in Table 4. This scenario
simulates an FL environment where clients possess hetero-
geneous data both in terms of distribution and quantity.

Table 4: Overview of the experimental environment. Each
client is assigned a dataset containing benign traffic and a
single DDoS attack type.

Dataset Client/Attack Train  Validation Test
1-WebDDoS (TCP) 323 37 40
2-LDAP (UDP) 646 72 82
3-Portmap (UDP) 1,296 145 161
4-DNS (UDP) 2,592 288 320
5-UDPLag (UDP) 5,182 578 640
6-NTP (UDP) 10,368 1,152 1,280
DDo0S2019  7-SNMP (UDP) 20,732 2,304 2,566
8-SSDP (UDP) 41,472 4,608 5,120
9-Syn Flood (TCP) 82,934 9,222 10,251
10-TFTP (UDP) 165,888 18,433 20,481
11-UDP Flood (UDP) 331,776 36,864 40,960
12-NetBIOS (UDP) 663,552 73,728 81,920
13-MSSQL (UDP) 1,327,108 147,460 163,841
1DS2017 14-LOIC (TCP) 161,060 17,896 19,885
IDS2018 15-HOIC (TCP) 1,480,599 164,512 182,791
Total 4,105,697 456,299 507,338

Each client’s dataset is balanced to contain approxi-
mately the same amount of benign and attack samples.
Moreover, each dataset is split into training (90%) and test
(10%) sets, with 10% of the training set kept as validation
data. It is worth noting that the test set is never used during
the FL process and is only employed to evaluate the final
global model performance.

5.3.1 Global model

The global model is a Multi-Layer Perceptron (MLP) con-
sisting of two hidden layers with 32 neurons each, using the
ReLU activation function. ReL.U is a widely adopted acti-
vation function in neural networks due to its low computa-
tional cost and its ability to mitigate the vanishing gradient
problem [41].

The input to the model is an encoded representation of
a network flow that aggregates packet-level features. As de-
scribed in Section 5.2, a single sample is a two dimensional
array of shape (10,32), where 10 is the number packets
extracted from the traffic traces for each flow and 32 is
the number of packet-level features. The neural network is
trained to classify the network traffic either as benign or
DDoS. Thereby, the output layer uses a sigmoid activation
function to produce a probability score for each traffic flow
being DDoS. The loss function is the binary cross-entropy,
a common choice for binary classification tasks. Model pa-
rameters are optimised using MBGD with learning rate set
to 0.1.

Model weights are randomly initialised by the server us-
ing a different seed for each test run and are communicated
to all clients before starting the FL. To ensure a fair compar-
ison and reproducible results, the initialised MLP model is
kept the same across all FL. methods.



Table 5: Average network bandwidth (MB) consumed by each client across all 10 experiments.

Method WebDDoS LDAP Portmap DNS UDPLag NTP SNMP SSDP Syn TFTP UDP NetBIOS MSSQL LOIC HOIC ‘ Total
FEDAVG 6.00 5.89 5.89 5.89 5.80 6.01 6.05 6.02 6.10 6.13 6.05 6.25 6.00 5.73 6.13 90
FedProx 6.00 5.89 5.89 5.89 5.81 6.02 6.05 6.03 6.10 6.13 6.05 6.25 6.00 5.73 6.13 90
SCAFFOLD 11.96 11.74 11.76 11.74 11.58 11.99  12.07 1201 1216 1223  12.07 12.47 11.98 11.43 12.23 179
FedALA 6.00 5.89 5.90 5.89 5.81 6.02 6.05 6.03 6.10 6.14 6.05 6.25 6.01 5.73 6.14 90
DAFL 12.13 12.83 12.84 12.84 12.84 12.84  12.84 12.84 12.84 1284 12.84 12.84 12.84 12.82 12.83 192
FedSBS 5.97 6.16 5.94 5.80 5.97 591 6.23 6.01 6.03 6.06 6.13 5.79 6.14 5.93 5.94 90
FLAD 16.90 17.54 16.19 7.86 17.20 16.63 7.32 6.54 8.00 6.56 7.04 13.65 7.23 17.91 11.68 178

6 Evaluation results

As anticipated in the previous sections, the experiments are
designed to evaluate the performance of FL algorithms in
pathological settings with non-i.i.d. and unbalanced data
distributions across clients. We compare the performance
of the algorithms in terms of network overhead, client se-
lection, training time, model aggregation, and accuracy and
analyse the impact of their customisations with respect to
the standard FEDAVG algorithm. With these experiments,
we aim to provide a comprehensive understanding of the
strengths and limitations of each algorithm in the context
of cybersecurity, where the global model must generalise
across diverse attack types, be updated quickly to minimise
the time clients remain exposed to new attacks, and incur
minimal network overhead to avoid saturating communica-
tion channels in scenarios with limited bandwidth and large
model sizes.

For each metric, we perform 10 runs with different ran-
dom seeds to improve the reliability of the results.

6.1 Network overhead

Network overhead is a crucial aspect of FL algorithms, es-
pecially in environments with limited, unstable or expensive
connections. In this section, we analyse the network traf-
fic generated by each approach, focusing on the amount of
data exchanged between the clients and the server during
training, including global and local model parameters, as
well as any additional information required to manage the
FL process. The network traffic overhead introduced by the
Flower platform is excluded, as it is independent of the spe-
cific FL algorithm and common to all evaluated approaches.
In this way, we also highlight the different approaches to
client selection and model aggregation. Our experiments are
conducted with the MLP model described in Section 5.3.1,
which consists of more than 11K trainable parameters and
has a size of around 45 KBytes.

Table 5 presents the experimental results about network
traffic consumption, with FEDAVG as the baseline. The net-
work consumption data for FedProx, FedSBS and FedALA
is similar to that of FEDAVG. FedProx and FedALA use the
same client selection strategy and do not require any addi-
tional data exchange. FedSBS, on the other hand, requires

clients to send their IG scores to the server for client se-
lection. However, the size of these loss values is negligible
compared to the size of the model parameters, resulting in a
similar network overhead to FEDAVG. On the other hand,
the network overhead introduced by SCAFFOLD, DAFL
and FLAD differs due to their specific design choices:

— SCAFFOLD requires exchanging arrays of control vari-
ates, which have the same number of parameters as the
model itself.

— DAFL always requires all clients to train, although only
those that meet a predefined accuracy threshold send
their local model to the server.

— FLAD evaluates the performance of the global model
on local datasets and requires clients to send their local
accuracy values to the server. Consequently, the server
sends the global model to all clients in every round for
evaluation.

With DAFL, the server always sends a copy of the global
model to all 15 clients. Only those clients whose local accu-
racy exceeds a predefined threshold f return their model to
the server. In theory, the number of responding clients could
range from O to 15. In practice, with our setup, all the clients
consistently achieve a local accuracy above the threshold
(B = 0.75). The only exception is the WebDDoS client,
which fails to meet the accuracy requirement in around 15
rounds on average across all the experiments. This results
in approximately 30 model exchanges per round, more than
double of the 14 exchanges of FEDAVG.

The network overhead of SCAFFOLD is influenced by
the exchange of control variates between clients and the
server. In our implementation, the control variates are com-
puted as the gradient of the global model on the local dataset
and stored in a NumPy array with the same number of el-
ements as the model’s weights. Since a TensorFlow model
also includes additional metadata (e.g., model’s architec-
ture, optimizer state, training configuration, etc.), its size
is slightly larger than that of the control variate array. At
each round, the server sends the global model and the global
control variates to seven selected clients and receives seven
local models and seven control variate arrays in return. In to-
tal, therefore, 28 data structures are exchanged between the
server and clients at each round, close to the 30 exchanged
by DAFL. However, 14 of them are control variates, whose
size is smaller than a model.
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Table 6: Percentage of rounds in which a particular client is selected for local training (with respect to the total number of
rounds). Approaches using FEDAVG’s random selection (FedProx, SCAFFOLD and FedALA) and FedSBS choose 7 out of
15 clients in each round, resulting in an average participation rate of about 47%.

Method WebDDoS LDAP Portmap DNS UDPLag NTP SNMP SSDP Syn TFTP UDP NetBIOS MSSQL LOIC HOIC \ Average
FEDAVG-based 46.7 45.8 459 45.8 452 46.8 47.1 46.9 47.4 47.7 47.1 48.6 46.7 44.6 47.7 46.7
DAFL 100.0 100.0 100.0 100.0 100.0 100.0  100.0 100.0  100.0  100.0  100.0 100.0 100.0 100.0  100.0 100.0
FedSBS 46.4 479 46.2 45.1 46.4 459 48.4 46.7 46.9 47.2 47.7 45.0 47.7 46.1 46.2 46.7
FLAD 81.4 86.4 75.9 11.0 83.7 79.3 6.8 0.7 12.1 0.9 4.6 56.1 6.1 89.3 40.8 423

As already mentioned in Section 4, FLAD and FedSBS
implement an evaluation phase, which is necessary to com-
pute the performance of the global model on each client’s
local dataset. This evaluation is crucial for both methods, as
it allows them to adaptively select clients based on their lo-
cal performance. However, there is a key difference between
the two methods: while FedSBS always selects a constant
number of clients per round (partly at random and partly
based on the IG score), which compute the IG score just af-
ter training, FLAD adaptively adjust the number of clients
selected in each round as training progresses (see Figure
2), focusing on those clients that require more training to
improve the global model’s performance. This dynamic se-
lection strategy helps FLAD to reduce network overhead
caused by local updates transmitted by the clients, as it pro-
gressively excludes clients that have already achieved good
performance. As shown in Table 5, FLAD significantly re-
duces network consumption for clients whose attack traffic
is easier to learn, such as DNS, SNMP, SSDP, Syn, TFTP,
UDP and MSSQL. However, it is important to note that
FLAD always requires all clients to receive the global model
in each round for evaluation, which contributes to its overall
network overhead.

As a final consideration, the Deep Learning (DL) models
used in these experiments are relatively small (45 KBytes)
and introduce negligible network overhead in most scenar-
ios. In practice, however, models can be much larger, for
example, Large Language Models (LLMs) such as Bidirec-
tional Encoder Representations from Transformers (BERT),
which are also applied in cybersecurity [42]. These models
contain hundreds of millions of trainable parameters and can
exceed 1 GByte in size. In such cases, FedProx, FedALA or
FedSBS would be the preferred approaches for training a
NIDS in heterogeneous settings.

6.2 Client selection

A crucial aspect of FL in heterogeneous environments is the
client selection strategy. The choice of which clients partici-
pate in each training round can significantly impact the con-
vergence speed, final model accuracy and the computational
overhead on clients. Different FL. methods employ various
strategies for client selection, ranging from random selec-

tion to more sophisticated approaches based on client per-
formance or data characteristics. To evaluate the effective-
ness of each selection strategy, we report the distribution of
training rounds across all clients in Table 6. Most of the anal-
ysed methods incorporate the FEDAVG’s random selection,
which assigns a similar number of rounds to each client.
The analysis is more interesting for the DAFL, FedSBS, and
FLAD algorithms.

DAFL performs client selection after the training pro-
cedure, forcing all clients to execute local training in ev-
ery round. This results in a long training time because the
slowest client always performs the local training. FedSBS
selects clients partly at random and partly through a scoring
mechanism based on the Information Gain metric. Similar
to FEDAVG, it also enforces a maximum client participation
per round (50%). While its design explicitly aims to priori-
tise clients that maximise Information Gain, in practice the
approach proves less effective: under the default configura-
tion, the resulting client selection distribution closely resem-
bles that of FEDAVG, showing near-uniform randomness.

FLAD, on the other hand, does not impose a fixed num-
ber of clients per round, but instead selects clients based on
their local accuracy scores. As shown in Table 6, clients such
as WebDDoS, LDAP, Portmap, UDPLag, NTP and LOIC
are selected more frequently than others. A higher number

15 =
14 —
13 —e@— FLAD DAFL 7
ii FEDAvG, FedALA, FedProx, FedSBS, SCAFFOLD 7
10 =
w 9 N
2
58 .t APt . -
C o6l ‘—Q\/' ‘\f—o—f »d
5= .
4 |- -
3 -
2= o
1 -
0 tt | il 1 1 H
0 50 100 150 200 250
Round

Fig. 2: Clients/round selected during the longest experiment
run (250 rounds). The two horizontal lines represent the
static number of clients/round selected by DAFL (15 clients)
and the other methods (7 out of 15 clients).
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of training rounds indicates that more computation is needed
to build an effective model for that client.

Figure 2 shows the number of selected participants per
round during the longest experiment run. In the figure,
we can see that DAFL selects all clients in each round,
while FLAD selects a varying number of participants over
time, with an average of approximately 6.42 participants
per round. All the other methods select 7 out of 15 clients,
which is the result of a selection ratio of 0.5.

6.3 Federated training time

The duration of FL is critical, as timely model updates are
essential in cybersecurity to maintain system performance.
In this section, we analyse the duration of each method in
terms of the total time taken to train the model and the time
spent by each client during the training process.

In this experiment, all FL. methods are trained for the
same number of rounds. As discussed in Section 5.1, the
number of rounds is determined by FLAD, which is the only
method that applies an early stopping mechanism. FLAD is
executed first, and the other methods are then run for the
same number of rounds to ensure fairness.

The duration of the FL process is shown in Figure 3a,
which presents the distribution of execution times for each
method, reporting the minimum and maximum observed
values, the interquartile range, and the average. The re-
ported duration includes the overhead introduced by the
Flower framework (including client orchestration, gRPC
communication, and message serialization/deserialization),
client-side operations (e.g., model training and evaluation),
data transmission (model weights, control variates, accuracy
scores, etc.), and global model aggregation.

Figure 3b shows the contribution of the clients’ local op-
erations to the overall training time. Specifically, it reports
the cumulative execution time of the slowest client at each

30 -
o 25 -
o
c
g 20 -
w
> 15| g
RS
= 10| .
Eosf .
oL %1 I Ol ‘}1 i %1 Ol 1
- ~
= © o . vf< L N
(<e’b <<e§ \?g<< er?“ V) <<®b <
%(J

(a) Total training time.

federated learning round, as the server must wait for all se-
lected clients before proceeding. The results indicate that
local operations account for the largest share of the total
training time (approximately 60%) for all methods except
FLAD. In FLAD, local training represents only about 9% of
the total execution time. Consequently, the remaining time
(between 4500 and 5500 seconds) is largely dominated by
the Flower framework overhead described above, including
client orchestration, communication, and synchronization.
The main advantage of FLAD is its adaptive client se-
lection mechanism, which prioritises clients whose data is
harder to classify. Client selection is based on the accuracy
of the global model on each client’s local validation set, so
more challenging clients are selected more frequently and
assigned more training epochs and steps, while easier clients
are selected less often. Since clients train in parallel, the du-
ration of each round is determined by the slowest selected
client, typically the one with the largest local dataset. As
shown in Table 6, some large clients such as MSSQL, UDP,
and TFTP are selected much less frequently than in other
methods, reducing the overall duration of the FL process.
Other relevant observations from Figure 3 are:

— The duration of the FL process with FedProx, SCAF-
FOLD, FedALA and FedSBS aligns with that of FEDAVG,
as they require minimal extra computation to train the
clients. FedProx introduces a small overhead due to the
additional regularisation term, SCAFFOLD requires the
computation of control variates, which does not signif-
icantly affect the training time. FedALA requires an
additional training phase to estimate the aggregation
weights, which adds some overhead, but this is not sig-
nificant compared to the overall training time. The exe-
cution time of FedSBS slightly exceeds that of FEDAVG
due to the additional evaluation phase, during which the
global model is systematically assessed on each client’s
local dataset.
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(b) Local training time: total local time of the slowest client at each
round.

Fig. 3: Distribution of execution durations for each method, reporting the minimum and maximum observed values. The
boxplots indicate the interquartile range (i.e., the range between the 25th and 75th percentiles), with the horizontal blue line

denoting the average value.
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Fig. 4: Distribution of local training times for each client with FEDAVG and DAFL (103 scale). The boxplots indicate the
interquartile range (i.e., the range between the 25th and 75th percentiles), with the horizontal blue line denoting the average

value.

— DAFL requires all clients to train in each round, which
leads to a longer duration compared to FEDAVG. This is
because the slowest client (that with the largest dataset
HOIC) determines the overall duration of each round,
and with DAFL this client is always selected.

6.4 Local execution time

As mentioned above, the local execution time of each client
influences the overall duration of the FL process. This time
determines how quickly each round can be completed, as the
server must wait for all selected clients to finish their local
operations before proceeding to the next round. In addition,
this value also indicates, along with the number of rounds
a client is selected for training, the total computational load
imposed on each client.

Figure 4 shows the distribution of local training times
of each client for FEDAVG, and DAFL. FedProx, SCAF-
FOLD, FedALA and FedSBS are not included in this analy-
sis, as they show similar results to FEDAVG (see Figure 3b).
The figure demonstrates the dependency of the local train-
ing time on the size of the local dataset, which is consistent
across all methods. The clients with larger datasets, such as
MSSQL and HOIC, require more time to train their local
models compared to others. However, while with FEDAVG
(as well as FedProx, SCAFFOLD, FedALA and FedSBS)
such clients are not always selected, with DAFL they are se-
lected in every round, leading to a longer overall duration of
the FL process.

A different behaviour is observed with FLAD, as shown
in Figure 5 (please note that, in this figure, the y-axis is
scaled by a factor of 10 to improve readability). The lo-
cal training time of each client is influenced not only by the
size of its local dataset, but also by the number of training
rounds, epochs, and steps assigned to it, which are adap-
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Fig. 5: Distribution of local training times for each client
with FLAD (107 scale). The boxplots indicate the interquar-
tile range (i.e., the range between the 25th and 75th per-
centiles), with the horizontal blue line denoting the average.

tively determined based on the performance of the global
model on the client’s local validation set. As a result, clients
with smaller datasets and harder-to-learn attacks, such as
WebDDoS, LDAP, and Portmap, may require a total training
time comparable to, or even longer than, that of clients with
larger datasets, such as UDP, NetBIOS, and MSSQL. The
adaptive approach of FLAD can also be observed by com-
paring the considerably longer local training time of LOIC
with that of TFTP, despite their local datasets being of sim-
ilar size. This difference can be attributed to the more chal-
lenging attack represented by LOIC.

6.5 Aggregation analysis
In this section, we analyse the performance of the aggrega-

tion mechanisms implemented by the different methods. We
focus on the validation accuracy of the global model and of
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Fig. 6: F1 scores on the validation datasets of the local models (left) and the global model (right) after aggregation. Only the
clients that show significant changes in accuracy after aggregation are included.

the local models before aggregation, as well as on the im-
pact of aggregation on these scores. This analysis allows us
to understand how the different aggregation and client se-
lection mechanisms (see Table 2) affect the accuracy of the
global model in correctly classifying the attacks.

The plots in Figure 6 compare the performance of the
local models with that of the aggregated global model. The
reported scores correspond to the training round in which
the global model achieves its highest average performance.
To ensure a fair assessment of the aggregation mechanisms,
we evaluate the local models that contributed to the deriva-
tion of that global model. Moreover, we focus on a subset
of representative clients, chosen to better highlight the im-
pact of the aggregation mechanisms on the global model’s
performance. Performance is evaluated using the F1 score,
the harmonic mean of precision (P) and recall (R), which are
formally defined as follows:

P-R TP R TP
P-+R ~ TP+FP ~ TP+FN

where TP=True Positives, FP=Fualse Positives and FN=False
Negatives.

Fl1=2

FEDAVG, FedProx, SCAFFOLD, DAFL and FedSBS
show comparable performance on the WebDDoS, LDAP
and LOIC attacks. While they achieve satisfactory accuracy
before aggregation on all the three attacks, after aggregation
they struggle to maintain a similar level of accuracy. These
findings are consistent with previous research [12], which
highlighted the limitations of relying on random client se-
lection and weighted averaging as aggregation strategies in
such scenarios (though FedSBS does not rely on purely ran-
dom client selection). DAFL implements a client selection
strategy that prioritises clients with higher validation accu-
racy. However, this approach does not produce satisfying
results of the global model on these three attacks.

FedALA aggregates each client’s local model with the
global model received from the server, aiming to adapt the
global model to the client’s local objective. Although this
approach improves performance on local datasets compared
to FEDAVG (see Figure 6a), once the server aggregates these
adapted models, the resulting global model loses its ability
to generalise to two of the four TCP-based attacks, namely
WebDDoS and LOIC (see Figure 6b).
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Fig. 7: F1 score of the global model over increasing rounds, evaluated on the validation sets of the WebDDoS and LOIC

clients. Results are from the longest experiment (250 rounds).



FLAD shows high robustness to aggregation, producing
a global model capable of effectively classifying all attacks.
This is achieved by leveraging the feedback from clients re-
garding the performance of the global model on their local
datasets, enabling the server to dynamically adjust the train-
ing process and concentrate on the most challenging attacks.

The limitations FEDAVG and the other methods in han-
dling some of the attacks are evident in Figure 7, which
report the F1 score of the aggregated global model on the
WebDDoS and LOIC attacks across training rounds. The
plots indicate that, with the exception of FLAD, all methods
struggle to generate a global model capable of effectively
classifying these attacks. The WebDDoS attack, in partic-
ular, proves especially challenging, likely due to the rela-
tively small size of its dataset compared to the others. This
limits aggregation mechanisms that weight contributions by
dataset size, causing clients with smaller datasets to be un-
derrepresented in the global model.

A key observation in this context is the number of rounds
required to reach a given F1 score threshold, as fewer rounds
allow clients to receive the final updated global model for
inference sooner. Figure 8 shows that FLAD and FEDAVG
are the fastest methods to reach robust F1 scores of 0.8 and
0.9, while FedProx and FedSBS are the slowest, requiring
more than 70 rounds to reach an F1 score of 0.9. FedALA
reaches an F1 score of 0.8 in around 45 rounds, but fails to
reach 0.9 altogether.
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Fig. 8: Rounds taken to reach a certain F1 score threshold.

6.6 Test accuracy

In the previous section, we evaluated the performance of
the global models on the clients’ validation sets to high-
light the impact of different aggregation and client selection
strategies on the learning process. We now assess the final
global models on the clients’ test sets, simulating the de-
ployment scenario in which the global model is distributed
to all clients and applied to unseen data. As in the training
and validation phases, we assume that each client’s test set
contains only samples of a single attack type (along with
benign traffic).

The results reported in Table 7 are obtained by evaluat-
ing each of the 10 global models trained in the previous ex-
periments on each client’s test set. For each client, the result-
ing F1 scores are first averaged across the 10 experiments.
The last two columns then report the mean and standard de-
viation of these per-client average F1 scores across all 15
clients, providing an overall measure of the global model’s
performance. These results confirm the trend observed dur-
ing the FL process and described in Section 6.5.

Overall, we observe that most attacks are correctly iden-
tified, F1 score over 0.9, by all methods, with the exception
of WebDDoS, LDAP, and LOIC, which present significant
challenges for all methods. In particular, the WebDDoS and
LDAP attacks are the most difficult to detect, with F1 scores
below 0.8 for all methods except FLAD. This is likely due to
the fact that these attacks are underrepresented in the train-
ing data, making it difficult for the global model to learn
their characteristics due to weighted aggregation and client
selection mechanisms that favour clients with more training
samples. LOIC is also challenging for most methods, with
F1 scores below 0.8, except for FLAD. Although the train-
ing set size is relatively large for this attack, it is a TCP-
based attack, whose feature distribution is significantly dif-
ferent from the other attacks, which are mostly UDP-based.

Notably, DAFL emerges as the second-best method after
FLAD, achieving performance comparable to FEDAVG in
terms of average F1 score and standard deviation. However,
it incurs higher computational costs due to the fact that all
clients must train in each round. Other approaches, such as
FedProx, SCAFFOLD, FedALA and FedSBS, yield lower
average F1 scores and underperform on at least two attack

types.

Table 7: Test set accuracy (F1 score). The values in bold indicate the scores that are significantly lower than 0.80.

Method WebDDoS LDAP Portmap DNS UDPLag NTP SNMP SSDP Syn TFTP UDP NetBIOS MSSQL LOIC HOIC ‘ Mean  Std_dev
FEDAVG 0.78 0.61 0.88 0.92 0.90 0.93 0.95 098 091 0.99 1.00 0.96 0.99 0.56 1.00 0.889 0.137
FedProx 0.02 0.77 0.89 0.90 0.91 0.89 0.99 099 085 099 1.00 0.97 1.00 0.68 0.99 0.856 0.248
SCAFFOLD 0.62 0.54 0.89 0.86 0.90 0.91 0.95 099 091 0.99 1.00 0.96 0.99 0.57 1.00 0.871 0.160
FedALA 0.36 0.46 0.48 0.42 0.60 0.89 0.79 092 011 085 0.95 0.49 0.69 0.01 0.40 0.562 0.287
DAFL 0.77 0.66 0.88 0.95 0.93 0.93 0.95 0.99 091 0.99 1.00 0.94 0.99 0.67 1.00 0.904 0.113
FedSBS 0.07 0.65 0.92 0.94 0.97 0.90 0.99 0.99 1.00 1.00 1.00 0.98 1.00 0.73 1.00 0.877 0.245
FLAD 0.97 0.96 0.95 0.98 0.98 0.98 0.98 1.00 099 099 0.98 0.98 0.98 0.97 0.98 0.978 0.012
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7 Discussion and conclusion

This study evaluates the performance of state-of-the-art FL
algorithms for cybersecurity, with a focus on network in-
trusion detection where ML models are trained on network
traffic. We consider a representative set of FL algorithms
addressing the challenges posed by non-i.i.d. and unbal-
anced datasets. These algorithms differ in how they address
client heterogeneity, including modifications to local train-
ing, model aggregation and client selection.

The objective of this work is to understand how differ-
ent FL training algorithms behave in cybersecurity scenarios
characterised by challenging client-level heterogeneity and
to quantify the resulting trade-offs between detection perfor-
mance, communication overhead, and training time.

Overall, the results suggest that how clients are selected
and how training workloads are distributed across them can
be particularly important in strongly non-i.i.d. scenarios.
Algorithms that explicitly account for differences between
clients and adapt their participation or training workload
accordingly achieve higher detection performance than ap-
proaches that primarily modify the local optimisation or
global aggregation process while maintaining a fixed client
participation scheme. In our setting, the most effective al-
gorithms (DAFL and FLAD) dynamically prioritise clients
according to their contribution to the global learning pro-
cess.

This observation is particularly relevant for network in-
trusion detection. Under highly heterogeneous data distri-
butions, different clients may observe substantially differ-
ent attack types, with some attacks being available only at
a small subset of clients. Treating all clients equally, either
by selecting them with a fixed probability or by assigning
them the same training workload, does not necessarily en-
sure that all attack types contribute sufficiently to the global
model. Conversely, an informed selection mechanism can
focus the training process on clients that provide informa-
tion currently underrepresented in the global model.

The overall duration of the FL process is also influenced
by how client participation and training workloads are man-
aged. Fixed participation schemes may repeatedly involve
computationally expensive clients, even when their contri-
bution is not critical to the current training stage. In contrast,
adaptive algorithms can reduce training time by excluding
clients that provide limited additional benefit. This is par-
ticularly relevant in cybersecurity scenarios, where timely
updates of the global model are essential to enable a prompt
response to new or emerging attack types.

From this perspective, the main finding of our experi-
ments is that informed client selection and adaptive work-
load distribution provide a particularly effective mechanism
for addressing severe non-i.i.d. and unbalanced data distri-
butions. By dynamically determining which clients should

participate and how much training effort should be allo-
cated to them, the federation can make more effective use
of the heterogeneous information available across clients.
This comes at the cost of additional communication and co-
ordination, highlighting a trade-off between adaptivity and
communication efficiency. Nevertheless, the results indicate
that, for cybersecurity scenarios characterised by highly
heterogeneous attack distributions, investing in informed
participation and workload allocation can provide greater
benefits than modifying local training or aggregation strate-
gies alone.
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