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Abstract

Open geospatial platforms aggregating data from multiple providers support urban analytics
worldwide, yet the quality implications of global-scale conflation remain poorly understood. We
assess Overture Maps data quality across two releases (November 2024, April 2026) for 11,422
GHSL-defined urban areas. Point-of-interest coordinate duplication improved from a city-level
median of 27.5% to 8.7% between releases, driven mainly by Meta’s internal deduplication.
Building attribute completeness is and remains low globally: only 9% of buildings carry any
semantic attribute, and height data is absent entirely for nearly three-quarters of cities. Binomial
mixed-effects models of building completeness and precision across 320 sampled cities show
that source composition is the strongest predictor of data quality. A greater OpenStreetMap
share is associated with greater completeness, whereas greater Google and Microsoft shares
are associated with lower completeness and precision. The effects are concentrated in the
global South regions where machine learning-derived sources currently predominate. Data
users should treat the contributing source, rather than release version, as the primary quality
diagnostic when selecting Overture data for downstream applications.

Urban areas now house about 55% of the world's population[1] and generate a disproportionate
share of global economic activity[2,3], making high-quality, spatially explicit geospatial data
essential for navigation, logistics, emergency response, and sustainability planning. Building
footprints and points of interest (POls) are primary inputs for location-based services, urban
analytics, and infrastructure modeling[4,5], and underpin built environment morphology
characterization[6], climate-related hazard exposure estimation[7], and population mapping
where census data are absent[8]. Although integrating heterogeneous datasets helps reduce
geographic disparities in coverage, substantial spatial biases persist in completeness, thematic
accuracy, and positional consistency[9,10]. The Overture Maps Foundation (OMF), established
in 2022 by a consortium of technology and mapping companies, represents the first large-scale
industry effort to produce a globally normalized, openly licensed alternative to OpenStreetMap
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(OSM), consolidating contributions from more than 30 commercial and public-sector providers
into a unified schema[11-13]. By the April 2026 release, OMF's global catalogue comprised
approximately 66 million POls and 585 million building footprints. This scale makes systematic,
independent quality auditing both essential and methodologically demanding.

The quality of open and crowdsourced spatial datasets has been studied extensively for
OSM[14], the most comparable freely available global dataset. Global building completeness
assessments have documented pronounced geographic disparities[15]: a spatio-temporal
analysis across 13,189 cities found an average OSM building completeness of 24%,
substantially higher in Europe and North America than in Sub-Saharan Africa and Southern
Asia[16]. Similar patterns emerge from proxy-based assessments at comparable scale[17] and
from crowdsourced validation[18], consistently linking completeness gaps to socioeconomic
context and mapping activity. POI quality has been evaluated across multiple platforms and
urban regions, revealing persistent differences in category assignment depth, provider
prominence, and spatial consistency between datasets[19-22]. Volunteered geographic
information[9] (VGI) quality reviews have formalized the distinction between intrinsic indicators
(derivable from the dataset itself), and extrinsic indicators (requiring an independent ground
truth), highlighting completeness and thematic accuracy as most sensitive to geographic
context[10,23]. For building data and large-scale conflation efforts, increasing machine-learning
contributions lowers geometric quality but reduces geographic inequality compared to
community-edited data[24,25].

For Overture specifically, the evidence base remains geographically limited. A UK-focused
assessment of Overture Places found high completeness and positional accuracy but mixed
thematic quality, where source-specific gaps, such as missing category attributes for Microsoft-
sourced POls, persisted after conflation[26]. An evaluation of Overture building footprints in
Tanzania and the Philippines reported lower-than-expected accuracies and representation
biases linked to population density and socioeconomic indicators[27]. More recent studies
confirm growing adoption of Overture data[11,28]; yet, no study has assessed its quality across
cities globally, evaluated changes following major pipeline updates, or examined how source
composition mediates regional disparities across geographies and thematic domains.

Our study presents a global, multi-theme quality assessment of Overture Maps across the
November 2024 and April 2026 releases. Under the ISO 19157 geographic data quality
framework, intrinsic quality metrics such as source diversity, positional co-location, and category
specificity for places; and attribute completeness, geometric overlap for buildings were
computed for 11,422 GHSL-defined urban areas; extrinsic completeness and precision were
evaluated against ground-truth building counts for a stratified sample of 338 cities across nine
world regions. We show that POI quality (positional accuracy, category information) improved
substantially between releases, that building attribute information remains sparse irrespective of
data release, and that geographic divergence in building completeness and precision is at least
partially driven by source composition.
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Results

Intrinsic measures: Place data

The Overture Places dataset grew by 37.0%, from 30.9 million to 42.4 million features within
GHSL-defined urban areas between the November 2024 and April 2026 releases (55.7% and
56.1% of Overture's total global POI inventory, respectively), with growth observed across all
nine world regions (Table S1.2). Growth was most pronounced in Latin America and the
Caribbean (LAC, 46.6%) and Europe (44.9%), while Sub-Saharan Africa (SSA) recorded the
smallest relative increase (2.0%).

In 2024, Overture Places drew from two sources: Meta (90.7% of all features) and Microsoft
(9.3%), with a global city-level median of two unique sources per urban area (Table S1.2). By
2026, eight providers contributed to the global dataset, with Meta remaining the largest
contributor (80.7%) and Foursquare[29] emerging as the second-largest contributor at 8.6% of
all features. The remaining contributors in the 2026 release were Microsoft (8.4%),
AllThePlaces[30] (2.0%) and four minor providers collectively contributing less than 0.5% (Table
1, Table S1.5). Meta's decline in global share reflects the expanded data contributor base rather
than a reduction in Meta's absolute footprint, which grew by 21.9% over the same period.
Source diversification was, however, geographically uneven when measured by Pielou's
evenness index (E) (Fig. 1). While evenness increased from 0.09 to 0.24 globally, cities in
Northern America (NA, median E = 0.55), Australia and New Zealand (ANZ, E = 0.52), and
Europe (E = 0.48) achieved the most balanced multi-provider coverage by 2026, whereas urban
areas across SSA (E = 0.09), Northern Africa and Western Asia (NAWA, E = 0.08), and LAC (E
= 0.12) remained near-exclusively dependent on Meta. The eight contributing providers thus
reflect a geographically concentrated expansion and not a uniform improvement in source
diversity.

Positional co-location (POls sharing identical coordinates) improved notably between releases.
The proportion of POls co-located with at least one other POI declined from a city-level median
of 27.5% in 2024 to 8.7% in 2026, with the median of the maximum co-location stack across
cities falling from 27 to 8 (Fig. 2).The improvement was driven primarily by Meta, one of two
major data providers in both releases. All six providers introduced in 2026 recorded median co-
location rates of 0.0% from the onset (Table 1, Table S1.5).

POI category information also improved substantially as the global median share of
uncategorized POls with null category values declined more than fourfold, from 14.3% in 2024
to 3.1% in 2026 (Table S1.2; Fig. S1.1). Where categories were assigned, they also became
more granular: the specificity score (Si € [0, 1], Supplementary Materials §3) increased from a
global city-level median of 0.690 to 0.777. This indicates that the decline in uncategorized POls
was accompanied by more precise labelling, rather than merely by the addition of coarse top-
level categories (Fig. S1.2, Table S1.2).
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Fig. 1. Source diversity of Overture Places by city in 2026. Each point represents one of 11,422 GHSL-defined
urban areas. Dot color encodes Pielou's evenness index, from single-source monopoly (E = 0, purple) to balanced
multi-source coverage (E = 1, yellow); dot size is proportional to the number of contributing sources.
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Fig. 2. POI position co-location by city for November 2024 (A) and April 2026 (B). Each point represents one
GHSL urban area. Color encodes the co-location proportion, from no co-location (0%, yellow) to high co-location
(=250%, purple); dot size is proportional to total POI count.

The improvements reclect two factors: Meta's 2026 product update and new data sources such
as Foursquare, which entered with near-zero co-location and near-complete category
assignment (Table S1.5). Hence, in geographic regions that remained near-exclusively Meta-
dependent, such as Central and Southern Asia (CSA), Meta data quality improvements had the
largest effect.
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Table 1. Intrinsic quality of Overture Places by data source and data release, computed across GHSL-defined
urban areas (n=11,422). Values report city-level median (mean). A rows show change in corresponding quality
measures between releases for sources present in both releases. Changes for five minor sources are reported in
Table S1.5.

P-02 (Co-location) P-03 (Category Quality)
Source Year Number of POIs % Share |Max Stack % Co-located |% Null Category Specificity (Sk)
Meta 2026 34,210,503 80.7 8.0 (19.4) 7.0 (11.3) 2.4 (3.7) 0.77 (0.77)
2024 28,060,629 90.7 27.0 (46.1) 28.6(31.0) 14.1 (16.3) 0.68 (0.69)
A +6,149,874 -10.0% |-19.0(-26.7) -21.6(-19.7) -11.7 (-12.6)  +0.09 (+0.08)
Foursquare 2026 3,624,565 8.6 1.0(2.3) 0.0(3.1) 1.9 (4.5) 0.82(0.77)
Microsoft 2026 3,581,070 8.4 1.0(5.2) 0.0 (6.2) 6.9 (10.0) 0.85 (0.83)
2024 2,884,490 9.3 1.0 (4.8) 0.0 (5.6) 11.8 (15.5) 0.85 (0.83)
A +696,580 -0.9% | 0.0(+0.4) 0.0 (+0.6) -4.9 (-5.5) 0.0 (0.0)

Intrinsic measures: Building data

The Overture Buildings dataset comprised 550.4 million features across 11,422 GHSL-defined
urban areas in the November 2024 release, growing by 6.2% to 584.5 million features by April
2026 (Table $1.3). In 2024, four sources contributed globally: Google Open Buildings[31]
(39.6%), OpenStreetMap (OSM, 35.2%), Microsoft ML Buildings[32] (24.7%), and Esri
Community Maps (0.5%). By 2026, three additional sources had been incorporated: the East
Asian Buildings dataset[33] (EAB; 6.9%), Instituto Geografico Nacional de Espana (IGN, 0.1%),
and City of Vancouver (<0.1%), bringing the total to seven contributors. OSM became the most
frequent majority source globally in 2026 (36.4%), as Google's share declined from 39.6% to
33.9% despite still acting as the predominant source in most (n=4,102) cities (Fig. 3). The EAB
addition drove a geographic recomposition in Eastern and South-Eastern Asia (ESEA), where it
emerged as the second-largest building source (29.3%), behind OSM (36.4%), displacing
Google. City-level source evenness remained relatively low in both releases (median E = 0.507
in 2024, 0.532 in 2026), reflecting persistent single-source dominance in most urban areas
globally.
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Fig. 3. Dominant building data source by city, April 2026. Each dot represents one GHSL urban area; dot size is
proportional to building count; color indicates the majority source.

Attribute completeness was missing almost entirely across all data sources. Google and EAB
carried no subtype or floor count information and negligible height data (<0.1%). Microsoft
provided no subtype or floor attributes, with algorithmically estimated heights for 9.9% of its
features. Only OSM, which contributed 36.4% of all the buildings in the 2026 release carried
substantive attribute completeness: 24.7% of OSM buildings included a recorded subtype and
20.0% included height information. Esri, which contributes 0.8% of global features, achieved
10.1% subtype and 25.4% height completeness in 2026 (Table 2). While Esri buildings
experienced some notable changes (in both directions) in attribute completeness between both
releases, numbers were fairly stable for the other sources demonstrating no improvement in
data quality over time in this aspect.

Table 2. Intrinsic quality of Overture Buildings by data source and data release (n=11,422 GHSL urban areas).
Values are global source-level totals. Geometric overlap (B-03) is not attributable per source and is reported by
region in Table S1.3. Two minor sources (IGN, City of Vancouver) are omitted (see Table S1.6).

Source Year Buildings (n) % Share % Subtype % Height % Num Floors
OpenStreetMap 2026 212,873,919 36.4 24.7 20.0 7.7
OpenStreetMap 2024 193,793,572 35.2 24.0 20.8 7.3

A +19,080,347 +1.2% +0.7% -0.8% +0.4%
Google Open Buildings 2026 198,001,750 33.9 0 0 0
Google Open Buildings 2024 218,004,709 39.6 0 0 0

A -10,002,959 -5.7% - - -
Microsoft ML Buildings 2026 128,299,981 22.0 0 9.9 0
Microsoft ML Buildings 2024 135,967,213 24.7 0 11.7 0

A -7,667,232 -2.7% - -1.8% -
East Asian Buildings (EAB) 2026 40,079,233 6.9 0 0 0
Esri Community Maps 2026 4,434,574 0.8 10.1 254 4.8
Esri Community Maps 2024 2,622,106 0.5 3.1 58.8 12

A +1,812,468 +0.3% +7% -33.5% -7.2%
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Geometric overlap between building features showed pronounced regional variation in 2026.
LAC exhibited the highest rates (median=20.2%), followed by CSA (16.6%) and SSA (9.0%),
while Europe (0.6%) and NA (0.1%) recorded near-negligible rates. The more than 50-fold gap
between LAC and NA reflects both the greater prevalence of machine learning (ML)-derived
building footprints in rapidly urbanizing, high-density regions where footprint delineation is
particularly challenging. Globally, median overlap declined slightly from 7.5% to 6.0% between
releases (Table S1.3).

Extrinsic measures for Buildings data: completeness and
precision

Regional pooled estimates

Table 3 summarizes pooled building data quality by region for the stratified sample of 338 cities,
showing completeness and precision based on aggregated counts of true positives, omissions,
and commissions across cities in each region. Pooled completeness was calculated as total true
positives divided by total reference buildings, and pooled precision as total true positives divided
by all mapped buildings. The bracketed values are bootstrap-based 95% confidence intervals
obtained by resampling cities within each region.

NA shows the highest performance overall, with very high completeness (0.961) and precision
(0.980). Europe also performs strongly, with high completeness (0.950) and precision (0.930).
At the other extreme, Oceania has by far the lowest completeness (0.696), though its precision
remains high at 0.949, suggesting conservative mapping in which many true buildings are
missed but comparatively few false buildings are included. CSA and ESEA also show low
completeness (0.825 and 0.865) and precision (0.874 and 0.907). NAWA stands out for low
completeness (0.801) despite high precision (0.943), indicating a similar pattern of omission-
dominated underrepresentation as for Oceania.

Table 3. Pooled building completeness and precision by world region with bootstrap 95% confidence intervals

Region Cities (n) Completeness Precision

Australia and New Zealand (ANZ) 40 0.925 [0.900, 0.948] 0.981[0.973, 0.988]
Central and Southern Asia (CSA) 40 0.825[0.751, 0.884] 0.874 [0.839, 0.900]
Eastern and South-Eastern Asia (ESEA) 40 0.865 [0.770, 0.924] 0.907 [0.862, 0.934]
Europe 40 0.950 [0.929, 0.967] 0.930[0.902, 0.953]
Latin America and the Caribbean (LAC) 40 0.919 [0.905, 0.932] 0.922 [0.908, 0.935]
Northern Africa and Western Asia (NAWA) 40 0.801 [0.720, 0.870] 0.943 [0.920, 0.960]
Northern America (NA) 40 0.961 [0.940, 0.978] 0.980 [0.974, 0.986]
Oceania 18 0.696 [0.471, 0.864] 0.949[0.913, 0.973]
Sub-Saharan Africa (SSA) 40 0.944 [0.933, 0.954] 0.893 [0.873, 0.909]

Model-based analysis of completeness

A binomial mixed-effects model (Table S6.1) showed that population density was positively
associated with completeness (8 = 0.120, p < 0.001), and that source composition was a
significant predictor: higher OSM share was associated with greater completeness (8 = 0.020, p
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< 0.001), while higher Google (8 = -0.216, p < 0.001) and Microsoft (8 = -0.049, p <0.001)
shares were associated with lower completeness; EAB was not significant. Relative to Europe,
LAC and SSA had significantly higher model-adjusted completeness, and large metropolitan
areas showed lower completeness than small urban areas. Tukey-adjusted pairwise
comparisons (Fig. S6.1) showed that SSA and LAC had significantly higher completeness than
several lower-performing regions, especially ESEA, NAWA, and CSA.

Model-based analysis of precision

A binomial mixed-effects model for precision (Table S6.2) showed population density negatively
associated with precision (8 = -0.112, p < 0.001), which contrasts with its positive role in
completeness. This is, however, consistent with denser built environments presenting more
complex geometry where ML footprint delineation is less precise even where coverage is high.
Relative to Europe, Central and Southern Asia (8 = -1.040, p = 0.019) and Eastern and South-
Eastern Asia (8 = -1.647, p < 0.001) had significantly lower model-adjusted precision; all larger
settlement categories showed lower precision than small urban areas. Among source
composition terms, an increase in Microsoft share relative to the aggregated ESRI and IGN
component was associated with lower precision (8 = -0.026, p <0.001), consistent with ML-
derived footprints being geometrically less accurate in complex built environments. The EAB
coordinate partly offset the ESEA precision deficit (8 =-1.647, p < 0.001). Tukey-adjusted
pairwise comparisons (Fig. S6.2) showed that ESEA formed the lowest group by itself, whereas
Europe, NAWA, NA, and ANZ formed the highest group.

Global predictions and model validation

Predicted completeness and precision were generated for 11,404 urban settlements (Oceania
excluded) from fixed-effects model predictions, allowing extrapolation to countries absent from
the training data (see Methods). The resulting global maps (Figs. 4 and 5) show that modelled
completeness exhibits a wider range than modelled precision, however with a larger share of
cities worldwide falling into the high-end range of completeness than for precision.

Country-level grouped cross-validation (10 folds; see Supplementary Material §6.3) in which all
cities from a given country were assigned to the same fold, provided a more conservative
assessment than city-level cross-validation because it evaluates transfer to entirely unseen
countries. Mean RMSE and MAE were 0.174 and 0.112 for completeness, corresponding to
typical errors of approximately 17 and 11 percentage points, and 0.117 and 0.074 for precision,
(~12 and 7 percentage points), indicating that the models generalize reasonably well to
countries excluded from model fitting.
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Fig. 4. Predicted building completeness for worldwide urban areas (April 2026). Predictions derived from the
binomial mixed-effects model (Table S6.1) using fixed effects only. Dot color encodes predicted completeness (0—1);
dot size is proportional to urban classification tier.
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Fig. 5. Predicted building precision for worldwide urban areas (April 2026). Predictions derived from the
binomial mixed-effects model (Table S6.2) using fixed effects only. Dot color encodes predicted precision (0—1); dot
size is proportional to OECD urban classification tier.
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Discussion

The improvement in Overture Places quality between releases, reflected in large effect sizes for
all POI metrics (Cliff's & = 0.73-0.85), demonstrates that centralized, industry-led conflation can
drive systematic quality gains at global urban scale simultaneously. This improvement is,
however, attributable primarily to a single source: Meta's internal de-duplication reduced the
median co-location stack from 27 to 8 features per city, accounting for essentially all of the
positional quality gain. Source diversification, while visible in the 2026 release, remains
geographically concentrated in NA, Europe, and ANZ. Urban areas in SSA, LAC and NAWA
continue to draw from near-monopoly Meta coverage, leaving those regions structurally
dependent on one provider's engineering decisions for future quality trajectories[11,12].

A unifying finding across both themes is that source composition rather than release version or
data volume is the dominant predictor of geographic variation in Overture data quality. The April
2026 Overture Buildings dataset lacks attribute information outside OSM-dominated cities.
Google, Microsoft, and the EAB dataset together account for 63% of the global urban building
inventory, yet carry effectively zero subtype information. Height coverage is more
heterogeneous but similarly limited as Google and EAB report near-zero height globally,
Microsoft averages 10% (with higher coverage in ANZ), and Esri carries height for
approximately 25% of its 2026 contributions, down from 59% in 2024 as newer Esri-sourced
buildings entered without the attribute data characteristics of the existing corpus. The negligible
effect size for height completeness between releases (Cliff's & = 0.06) reflects two failures:
adding 34 million buildings did not raise aggregate attribute coverage, and height rates of pre-
existing pipelines stagnated, indicating no systematic attribute enrichment. This reflects a
structural limitation of ML detection: such architectures extract geometry at global scale but yield
no semantic attribute richness required for downstream applications[8,27]. The completeness of
open building datasets has been shown to correlate with OSM community activity and
socioeconomic development indicators[16], and our findings extend this to the attribute domain
where ML-sourced footprints inherit geometric coverage but contribute no semantic depth. This
gap is compounded by technology companies' documented shift from direct OSM contribution
toward proprietary ML-aggregation pipelines[11,12,34], bypassing the community editing
feedback loop that generates attribute richness. Conflation pipelines that harmonize these
sources at the format level cannot compensate for the upstream absence of semantic
labels[11,24]. This source-composition signal extends to the extrinsic domain: in the binomial
GLMM, a higher OSM share was associated with greater building completeness, while higher
Google and Microsoft shares were associated with lower completeness (Table S6.1). Taken
together, these results indicate that Overture's unified schema, while successful in standardizing
format and licensing, currently conceals substantial heterogeneity in source quality beneath a
single data product. Data users should treat the contributing source as the primary quality
diagnostic rather than release version alone. Overture's open-schema architecture and the
source-composition framework developed here provide a replicable methodology for evaluating
data quality and monitoring progress in future releases.
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Regarding limitations, the extrinsic assessment covered 320 cities (~3% of the global urban
sample), relying on GLMM extrapolation to unseen countries; grouped cross-validation indicated
moderate predictive performance but also revealed non-negligible uncertainty. The study design
that compares two data releases captures a single pipeline transition, and whether the trends
reported here persist in subsequent releases remains an open question. The source-
composition coefficients indicate where building quality in Overture is high, but cannot
distinguish the direct effect of OSM-sourced footprints from variation in OSM mapping density
and quality[16,35] within each source share. That is, cities with equivalent OSM share but more
active mapping communities may show higher completeness than the model predicts.

Closing the building semantic gap will require either systematic integration of authoritative
government building registers or advances in Al-based attribute inference capable of annotating
ML-detected footprints with functional and structural information. The source-composition
framework and quality metrics developed here provide a replicable methodology for monitoring
whether future Overture releases achieve such progress.

Methods

Study area

We analyzed the geospatial data quality of Overture Maps releases across all urban settlements
identified in the 2025 Global Human Settlement Layer Urban Center [36]. The GHSL-UCDB
delineates functional urban areas based on population density thresholds and building surface
density, providing a globally consistent, policy-neutral definition of urban extent that avoids
administrative boundary inconsistencies common in city-level comparisons. The full dataset
encompasses 11,422 urban centers spanning all inhabited continents, stratified into nine world
regions following the GHSL regional classification, which modifies the United Nations
Sustainable Development Goal (UN SDG) super-regional framework by treating Europe and NA
as separate regions (Fig. S5.1).This coverage enabled global inference without geographic
selection bias and provided sufficient statistical power for regional comparison across the globe.

Intrinsic quality metrics were computed for the entire extent of each of the 11,422 urban centers
in both Overture releases. Extrinsic ground-truth validation was conducted for a stratified
subsample of 338 cities selected to represent the full cross-regional and settlement-size
distribution of the GHSL.

Data sources

We compared two releases of the Overture Maps Foundation (OMF) dataset:
® November 2024 (2024-11-13.0, schema v1.3.0): accessed via the Source Cooperative

historical mirror, which archives all OMF releases beyond the platform’s 60-day retention
window. This release was used as the baseline.
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® April 2026 (2026-04-15.0, schema v1.16.0): accessed directly from Overture S3
distribution bucket.

For both releases we used two themes, Places and Buildings. The Places theme provides a
global inventory of POls, with each feature recording a data source identifier, a confidence
score, and a hierarchical category assignment drawn from the OMF taxonomy (2,118 leaf
categories as of v1.3.0). The Buildings theme provides polygon footprints of the global built
environment, with each feature recording its source, and optional attributes including subtype
classification, height and floor count. Between the two releases, the total POl inventory grew
from approximately 31 million to 42 million features in GHSL areas, and the building inventory
grew from 550 million to 585 million features.

The choice of these specific data releases includes a methodologically important interval,
namely OMF’s first large-scale conflation pipeline update in the April 2026 release which was
designed to reduce source duplication and improve attribute completeness. Our study was
designed to measure the magnitude and geographic distribution of these improvements.

All data were downloaded as GeoParquet files and processed locally using DuckDB 1.5.1 with
the spatial extension. City assignment for all 11,422 urban centers used H3 discrete global grid
system cells at resolution 9 as a pre-computed spatial lookup key, avoiding repeated polygon-
in-polygon joins across the full dataset[37] (See Supplementary Material §2 for full download
and indexing procedure). An overview of the full data processing and analysis pipeline is shown
in Fig. S2.1.

Quality framework

We followed the ISO 19157 geographic data quality framework (1ISO, 2013), which distinguishes
between intrinsic quality indicators, i.e. self-referential measures derivable from the dataset itself
without an external reference, and extrinsic indicators that require comparison against an
independent ground truth. Intrinsic assessment covered the entire areas of all 11,422 cities
across both releases, while extrinsic assessment was conducted for the 338-city stratified
subsample through manual building counts against background imagery. This two-tier design
reflects the practical constraints of global-scale quality auditing: intrinsic metrics provide
comprehensive spatial coverage, while extrinsic metrics provide interpretive calibration for the
regions where they are available. The full set of analysis tasks, their quality dimensions, and
their coverage are summarized in Table S1.1.

Intrinsic quality metrics

POI source diversity (P-01)

Intrinsic metrics were computed for all 11,422 urban centers across both releases using
DuckDB 1.5.1 with the spatial extension. For each metric, city-level values were first computed
and then aggregated along two independent dimensions: by world region, to characterize the
global spatial distribution of quality, and by primary data source, to identify provider-level
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differences in data quality. The city is therefore the unit of observation throughout. Regional and
source summaries are derived from the same city-level base.

We quantified the diversity of data sources contributing POls to each city (P-01) using Shannon
entropy and its normalized form, the Pielou’s evenness index. For a city with S source
contribution proportions py,p,, ..., ps, Shannon entropy is H = —Xp; - In(p;). Pielou’s Evenness is
then E = H/In (S) where E € [0,1] with E=1 indicating perfectly uniform source contributions
and E approaching 0 indicating near-complete dominance by a single source. We report E as
the primary source diversity indicator, because it is independent of S, enabling fair comparison
across cities with different numbers of contributing sources. The number of sources S was
reported as a complimentary richness indicator. Both metrics were computed at the city level
and are displayed in Fig. 1 (color = E, dot size = S).

POI co-location (P-02)

Co-location was defined as two or more POls sharing an identical coordinate pair within a city
(P-02). This pattern is a diagnostic signature of bulk data duplication and lower data quality as
distinct real-world entities usually don’t share the same physical 2D location. While exceptions
exist (e.g. high-rise buildings), overlapping POls are less useful for downstream applications.
We consider co-locating POls a positional accuracy failure under ISO 19157. For each city, we
computed the fraction of POls that shared their coordinate with at least one other POI, and
separately recorded the maximum co-location stack depth (the largest number of POlIs sharing
a single coordinate pair). Both statistics were computed for each data source independently,
enabling identification of the contributing providers responsible for co-located records. City-level
co-location rates were then displayed in Fig. 2.

POI category quality (P-03)

We characterized the thematic completeness and specificity of POI category assignment using
two complimentary indicators (P-03). First, the percentage of POls assigned no primary
category at all captured the most severe form of thematic incompleteness. Second, the
specificity score (S;) quantified how precisely categorized POls were within the OMF’s six level
taxonomy. For a POl assigned a taxonomy level k within branch b, the score is computed as:

Sk=log(1+ Z.*n)/log (1 + 21=2"ny)

Where n,; is the number of taxonomy members at level / within branch b, and L is the maximum
depth of that branch. The logarithmic normalization scales the cumulative counts to a
normalized range between 0 and 1, where 0 corresponds to the least specific assignment, that
is, only the top-level category is known, and 1 corresponds to the deepest available
classification within a branch. Mean S;, was computed for each city from all categorized POls
and then aggregated to regional medians. The OMF category taxonomy was stable between the
two releases with no structural changes, ensuring that S, values are comparable across years.
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Building source diversity (B-01) and attribute completeness (B-02)

Building source composition was characterized using the same Shannon/Pielou framework as
for POI analysis. The dominant contributing source per city, determined as the source supplying
the majority of building footprints, was mapped globally in Fig. 3. Attribute completeness (B-02)
was measured as the percentage of buildings with non-null values for three semantically
important fields: subtype (coarse occupancy classification), height (meters above ground), and
num_floors (building level count). These three attributes collectively determine whether a
building footprint can support downstream applications in urban analytics, energy modeling and
population estimation.

Building geometric overlap (B-03)

Geometric overlap between building footprints was measured as the percentage of each
building’s polygon area that intersected the polygon of at least one other building in the same
city, independent of the amount of overlap. Overlapping footprints are geometrically impossible
in the physical world. They arise from imperfect data fusion or digitization. The overlap fraction
was computed for every building pair within each city using a spatial self-join (ST _Intersects)
followed by ST_Intersection, constrained to within-city pairs to manage computational costs. Per
building fractions were averaged to produce a city-level mean overlap rate (Fig. S1.4), and then
aggregated to regional medians.

Extrinsic (ground-truth) building completeness assessment

Sampling design

Extrinsic validation was conducted for a stratified sample of 338 cities drawn from the 2025
GHSL dataset to represent the full range of world regions and settlement sizes present in the
global urban hierarchy. Cities were classified by population into four size strata: Small Urban
Areas (50,000-200,000), Medium-Size Urban Areas (200,000-500,000), Metropolitan Areas
(500,000-1.5 million), and Large Metropolitan Areas (>1.5 million). Nine reporting regions were
defined, separating Europe from NA rather than merging them under the standard eight-region
SDG classification (Fig. S5.1.). With the exception of Oceania, each region contributed 40 cities
(10 per size stratum). ANZ could not be fully stratified because only 44 eligible cities exist in the
GHSL, resulting in a non-uniform stratum distribution (30 small urban areas, 3 medium-size, 4
metropolitan, 3 large metropolitan). Oceania contributed all 18 of its available GHSL cities, none
of which reached metropolitan size. Because this constitutes the full population of eligible cities
rather than a sample, and because of the absence of larger city-size classes, Oceania was
excluded from the regression analyses, leaving 320 cities for statistical modelling
(Supplementary Materials Section 5).

Sampling zone definition

For the manual analysis, buildings were extracted from standardized analysis zones within each
of the 320 sampled cities. The geometry of sub-areas used for sampling were centered on a
representative point guaranteed to be within each city boundary, generated with GeoPandas.
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This location was then defined in the Icosahedral Snyder Equal Area Aperture 4 Hexagonal
(ISEA4H) discrete global grid system (DGGS) at a fixed resolution (Level 14) that results in
spatially unbiased areas for global comparison. The analysis zone was defined as the single
ISEA4H hexagonal cell at Level 14 with an approximate size of 0.19 km?. This approach
produced an average of 226 (median: 163) mapped buildings per city.

Manual assessment protocol

Within each analysis zone, building footprints from the April 2026 Overture release were
overlaid on sub-meter commercial satellite imagery. An experienced analyst visually inspected
each city and recorded the count of: (i) buildings visible in imagery but absent from Overture
(omissions, false negatives, FN); (ii) Overture footprints with no corresponding real-world
structure visible (commissions, false positives, FP); and (iii) buildings correctly mapped by both
sources (true positives, TP). From these counts, completeness was derived as TP/(TP + FN)
and precision as TP /(TP + FP) for each city.

Variation in city-level completeness and precision was then modelled using two binomial
generalized linear mixed models (GLMMs) with a logit link (i.e. one for each outcome). Fixed
effects included world region, city population density, settlement size class, and source
composition. The latter was expressed as four isometric log-ratio (ILR) coordinates derived from
the five contributing source shares (OpenStreetMap, Microsoft, Google, EAB, and an
aggregated other category), transforming the compositional predictors into an unconstrained
orthonormal basis that avoids the collinearity inherent in raw proportions. A random intercept for
country was included in both models to account for the within-country clustering of sampled
cities. Model coefficients are reported as odds ratios (= ef), interpreted as the multiplicative
change in the odds of completeness or precision associated with a one-unit change in each
predictor.

Statistical analysis and reporting

All regional summaries were computed as the median and mean of city-level values within each
region and data release, where the median is the primary reported statistic and the mean is
provided in parentheses for reference. This convention is applied uniformly across all metrics
and tables to support direct comparison across sections. Using city-level data as the unit of
aggregation gives each urban area equal weight regardless of its POl or building count,
preventing the largest cities from dominating regional statistics.

Release-to-release change was characterized using the absolute difference in regional medians
and means (A). Because city-level quality metrics follow right-skewed distributions bounded at
zero, release-to-release changes are evaluated using Cliff's delta[38], a distribution-free effect
size based on the proportion of cities recording an improvement.
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Data availability

The Overture Maps Foundation building and place datasets analysed in this study are publicly
available via Source Cooperative, which provides permanent archiving of all Overture releases.

The November 2024 release (2024-11-13.0, schema v1.3.0) is available at

https://source.coop/fused/overture/2024-11-13-0; the April 2026 release (2026-04-15.0, schema

v1.16.0) is available at https://source.coop/fused/overture/2026-04-15-0. The GHSL Urban
Centre Database 2025 used to define urban study areas is available at

https://data.europa.eu/doi/10.2760/3046391 [36]. The city-level intrinsic quality metrics derived
in this study for all 11,422 GHSL urban areas (both releases), the H3 and ISEA4H spatial index
files, and the ground-truth building completeness and precision validation records for the 338

sampled cities are deposited at Zenodo: https://doi.org/10.5281/zeno0do.22114268 [39].

Code availability

All code used for data download, preprocessing, analysis and the generation of figures and

tables is publicly available via GitHub at https://github.com/gatorlab-geo/overture-qa and via

Zenodo at https://doi.org/10.5281/zenodo.22114268.
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