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 Abstract 5 

Background: Diabetes affects more than 537 million adults worldwide. Cardiovascular 6 

complications cause about half of all deaths in this population. Silent myocardial ischemia is 7 

common in diabetic patients. Autonomic neuropathy often hides the typical chest pain. As a result, 8 

ischemia often goes undetected until it becomes severe. Wearable ECG devices usually record only 9 

two or three leads. This reduces sensitivity for detecting ischemic events. 10 

Objective: We aimed to find an optimal teacher model for 12‑lead ECG classification of 11 

myocardial infarction (MI) and ischemia. Our goal was to provide a high‑capacity source for 12 

knowledge distillation. This source can train lightweight models for wearable devices. 13 

Methods: We performed a systematic hyperparameter search on the PTB‑XL dataset (21,837 14 

records). We tested five architectures with different Transformer depths, hidden dimensions, 15 

dropout rates, and learning rates. We also trained two extended variants (V2 and V3) with higher 16 

positive‑class weights and longer schedules. We built ensembles by averaging the logits of the best 17 

models. 18 
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Results: The wider transformer model (hidden dimension 1024, 3 layers, dropout 0.20) achieved 19 

86.58% validation accuracy and 80.74% sensitivity. Extended training (V2: weight 3.0, 12 epochs) 20 

raised validation sensitivity to 88.82% with only a small accuracy drop (85.39%). The ensemble 21 

of V1 and V2 gave the best test performance: accuracy 87.40%, sensitivity 76.18%, specificity 22 

92.65%, F1 79.41%, and AUC 93.97%. Adding V3 did not improve performance. 23 

Conclusions: The V1+V2 ensemble is a well‑calibrated teacher model for knowledge distillation. 24 

Its strong discriminative ability (AUC 93.97%) makes it suitable for training lightweight student 25 

networks. These networks can be used in reduced‑lead, resource‑limited settings. All code and data 26 

are publicly available. 27 

Keywords: Electrocardiogram, Myocardial Ischemia, Deep Learning, Ensemble Learning, 28 

Hyperparameter Optimization, Knowledge Distillation 29 

30 



 1. Introduction 31 

Cardiovascular disease causes about 17.9 million deaths each year. This is nearly one‑third of all 32 

global deaths (1). Among acute events, myocardial infarction (MI) is a time‑sensitive emergency. 33 

This includes both STEMI and NSTEMI. Delays in reperfusion lead to irreversible heart muscle 34 

loss. This is the "time is muscle" principle. Clinical outcomes depend on fast and accurate 35 

diagnosis (2-4). Other heart conditions, such as arrhythmias (2, 5), coronary artery disease(6), heart 36 

failure(7), and sleep apnea(8), also add to the global burden(9, 10). 37 

In emergency settings, the 12‑lead ECG is the main diagnostic tool. It is widely available and 38 

non‑invasive. It records electrical activity through three main deflections: the P wave, the QRS 39 

complex, and the T wave (2, 11). However, its use has limits. Diagnostic accuracy depends on the 40 

reader’s skill. Subtle NSTEMI changes are missed in up to 25% of cases(10). A global shortage of 41 

trained cardiologists, especially in low‑income countries, creates delays(12). Small signal changes 42 

may not be seen by the human eye (10). Also, manual interpretation is slow and varies between 43 

observers. This can delay treatments like reperfusion therapy(13, 14). These problems show the 44 

need for automated, intelligent systems. 45 

Recent advances in AI have started to shape cardiovascular medicine. AI‑enabled ECG analysis 46 

offers expert‑level accuracy at scale. It does not get tired. It gives immediate support in many 47 

clinical settings(5, 11, 15, 16). Over the last decade, more computing power, large ECG datasets, 48 

and new algorithms have driven AI‑ECG research. Many deep learning architectures have shown 49 

strong results. These include CNNs (17, 18), LSTMs(19, 20), Transformers (8, 21), 50 

ResNet/DenseNet(4, 22, 23), hybrid models(9, 24), and GANs(25). Many of these perform as well 51 

as or better than expert cardiologists(5, 15, 26). 52 



Earlier work in this area was limited to narrative reviews and small meta‑analyses. These focused 53 

on specific MI subtypes or algorithm families. They have been outpaced by rapid advances, such 54 

as Transformers (8, 21), contrastive learning, and foundation models. Advanced signal processing 55 

techniques, like recurrence plots(15), empirical mode decomposition (27), and wavelet 56 

transform(28), have also emerged. Existing systematic reviews have not kept up(10, 29). 57 

Beyond timing, previous meta‑analyses had other limitations. Inclusion criteria were applied 58 

inconsistently. Spectrum bias was not properly addressed. Few used current quality tools like 59 

PROBAST (3, 30). Important factors like patient demographics, care setting, patient variability, 60 

and ECG protocols received little attention (3, 23, 31). The issue of imbalanced data (32-34)and 61 

model interpretability (2, 12, 35) also remained underexplored. Moreover, only 23.9% of studies 62 

in our review performed external validation. This raises concerns about generalizability (36-38). 63 

A rigorous systematic review and meta‑analysis is therefore needed. Such a synthesis can inform 64 

clinical guidelines, support technology assessments, and shape future research priorities (39-41). 65 

Our contributions: 66 

- We introduce a CNN‑Transformer hybrid architecture (Figure 1). It combines a four‑block CNN 67 

stem with a Transformer encoder and a cross‑lead attention layer. 68 

- We conduct a comprehensive, systematic hyperparameter search over five configurations. We 69 

vary Transformer depth, hidden dimension, dropout, and learning rate. 70 

- Our analysis shows that increasing hidden dimension improves performance more than 71 

increasing depth. This is a key insight for ECG model design. 72 



- We build an ensemble of the two best models. It achieves strong discriminative performance 73 

(AUC 93.97%) on the PTB‑XL test set. 74 

- This ensemble serves as a well‑calibrated, high‑capacity teacher model for knowledge 75 

distillation. 76 

- All code, configurations, and trained models are publicly available. This ensures full 77 

reproducibility. 78 

 2. Materials and Methods 79 

 2.1 Dataset 80 

We used the PTB‑XL dataset, version 1.0.3(42). This is a large, public 12‑lead ECG collection. 81 

The dataset contains 21,837 records from 18,885 patients. Each record is a 10‑second signal, 82 

sampled at 500 Hz with 16‑bit resolution. The records include diagnostic statements using the 83 

SCP‑ECG standard. 84 

We mapped the original multi‑label annotations into an 8‑class scheme. Then we collapsed it into 85 

a binary task. The positive class included myocardial infarction (MI) and explicit ischemia (codes: 86 

MI, ISC). The negative class covered all other findings. This mapping matches the clinical goal of 87 

detecting acute ischemic events. We used the patient‑disjoint split provided with the dataset. Folds 88 

1–8 were used for training (n=17,418). Fold 9 served as validation (n=2,183). Fold 10 was used 89 

for testing (n=2,198). The test set was not used for any model selection or hyperparameter tuning. 90 

 2.2 Signal Preprocessing 91 

We standardized each lead separately. We subtracted the mean and divided by the standard 92 

deviation across the 5,000-time samples. For training data, we applied online augmentation: 93 



- Gaussian noise (SNR 12–30 dB, p=0.6) 94 

- Baseline wander (0.1–0.6 Hz sine wave, amplitude 0.05–0.25 mV, p=0.5) 95 

- Amplitude scaling (0.8–1.2, p=0.5) 96 

- Random lead dropout (1–2 leads, p=0.3) 97 

- Time shift (±500 samples, p=0.5) 98 

- Cutout (250–1000 samples zeroed, p=0.3) 99 

Validation and test data were not augmented. 100 

 2.3 Base Architecture 101 

We used a ResNet‑style CNN front‑end combined with a Transformer encoder. The CNN stem has 102 

four convolutional blocks. Kernel sizes are 15, 11, 9, and 7. Channel counts are 32, 64, 128, and 103 

128. Each block includes batch normalization, ReLU, and max‑pooling (stride 2). The output 104 

feature map has shape (128 channels × 312-time steps). 105 

This feature map is projected via a linear layer to a configurable hidden dimension d. It then passes 106 

through a Transformer encoder with L layers, h attention heads, and a feed‑forward dimension of 107 

2d. To capture inter‑lead relationships, we add a cross‑lead attention layer. Specifically, this layer 108 

uses lead II as the query and lead aVF as the key/value. This choice is clinically motivated: 109 

inferior-wall ischemia is particularly prevalent in diabetic patients, and leads II and aVF provide 110 

direct anatomical coverage of this myocardial territory. By explicitly modelling the interaction 111 

between these two leads, the attention mechanism can focus on the most clinically relevant signal 112 

patterns while still leveraging global information from all 12 leads. This enhances the model’s 113 



ability to integrate information across leads. The final representation is pooled and fed into a 114 

two‑layer classifier with GELU activation and dropout. The output is a binary logit for 115 

MI/Ischemia vs. Other. 116 

The model contains approximately 139.4 million parameters (~532 MB in float32). The 117 

architecture is shown in Figure 1. The complete implementation is available in the GitHub 118 

repository:https://github.com/ladansoltanzadeh/ptbxl-ensemble-myocardial-infarction. 119 

The archived version is also available via Zenodo with DOI: 10.5281/zenodo.22347791. 120 

Figure 1: Architecture of the CNN–Transformer hybrid teacher model for 12‑lead ECG 121 

classification of myocardial ischemia and infarction. The model comprises a four‑block CNN stem 122 

for local feature extraction, a projection layer, a three‑layer Transformer encoder with multi‑head 123 

self‑attention (8 heads), a cross‑lead attention layer that captures inter‑lead relationships (query 124 

from lead II, key/value from lead aVF), global average pooling, and a two‑layer classifier with 125 

GELU activation and dropout. The final output is a binary classification: MI/Ischemia versus 126 

Other. The model contains approximately 139.4 million parameters (~532 MB in float32). 127 



 128 

Figure 1: Architecture of the CNN–Transformer teacher model. Components include CNN stem, 129 

Transformer encoder, cross-lead attention, and classifier. 130 



We treated d (hidden dimension), L (number of Transformer layers), dropout rate, and learning 131 

rate as tunable hyperparameters. The CNN stem remained fixed. 132 

 2.4 Systematic Hyperparameter Search 133 

We performed a systematic search over five configurations. These varied hidden dimension (768, 134 

1024), layer depth (3, 4), dropout (0.15, 0.20, 0.30), and learning rate (1e‑4, 2e‑4, 3e‑4). Table 1 135 

summarizes the design. Each configuration was trained for up to 6 epochs with early stopping 136 

(patience=3) based on validation accuracy. 137 

All trials used the AdamW optimizer with weight decay 1e‑4. We used a cosine learning rate 138 

schedule with linear warmup for the first epoch. We applied EMA (decay=0.999). Class weights 139 

were set inversely to class frequency, with an extra factor of 2.0 for the positive class. Mixup 140 

(α=0.2) was used with 50% probability. 141 

Table 1: Hyperparameter configurations and validation performance 142 

Trial 
Hidden 

Dim 

Layers Dropout LR Batch Epochs 

Val 

Acc 

(%) 

Val 

Sens 

(%) 

Val 

Spec 

(%) 

baseline_improved 768 3 0.15 2e-4 16 6 79.34 60.88 87.69 

higher_lr 768 3 0.15 3e-4 16 6 75.22 73.97 75.78 

deeper_transformer 768 4 0.20 2e-4 12 6 74.39 34.26 92.55 

wider_transformer 1024 3 0.20 1e-4 12 6 86.58 80.74 89.22 

high_dropout 768 3 0.30 2e-4 16 6 81.08 42.65 96.87 

 143 



The best configuration is highlighted in bold. Increasing hidden dimension from 768 to 1024 144 

improved validation accuracy by 7.2 percentage points. Increasing depth from 3 to 4 did not 145 

improve performance. This suggests that width is more beneficial than depth for this task. 146 

 2.5 Extended Training for Variants (V2 and V3) 147 

Although V1 had the highest accuracy, its sensitivity (80.74%) was modest. To improve this, we 148 

trained two additional variants (V2 and V3). We used the same architecture but with higher 149 

positive‑class weights and longer training schedules. 150 

Table 2: Extended training configurations for V1, V2, V3 151 

Model Pos Weight Epochs Scheduler 
Val Acc 

(%) 

Val Sens 

(%) 

Val Spec 

(%) 

V1 2.0 6 Cosine 86.58 80.74 89.22 

V2 3.0 12 Warm‑Restart 85.39 88.82 84.50 

V3 4.0 15 Warm‑Restart 83.01 93.53 79.44 

 152 

Rationale for extended training: 153 

- V2: We increased the positive‑class weight from 2.0 to 3.0 and extended training to 12 epochs. 154 

We used a warm‑restart scheduler (T₀=3, Tₘᵤₗₜ=2). This had two benefits: (1) the higher weight 155 

penalized misclassified positive samples more, and (2) the scheduler reset the learning rate 156 

periodically. This allowed the model to escape local minima. As a result, validation sensitivity rose 157 

from 80.74% to 88.82% (+8.08 percentage points). Accuracy dropped only modestly, from 86.58% 158 

to 85.39% (−1.19 percentage points). Specificity decreased from 89.22% to 84.50% (−4.72 159 

percentage points). This reflects the expected trade‑off. 160 



- V3: We further increased the positive‑class weight to 4.0 and extended training to 15 epochs. 161 

Validation sensitivity reached 93.53%, which is high. However, accuracy fell to 83.01% and 162 

specificity dropped to 79.44%. The large drop in specificity (−5.06 percentage points relative to 163 

V2) shows that the model became over‑sensitive. It generated many false positives. This 164 

configuration would produce too many false alarms in practice. We therefore excluded V3 from 165 

the ensemble. 166 

Justification for epoch selection: 167 

We chose the number of epochs based on validation curves. For V2, sensitivity improved until 168 

epoch 12. After that, it plateaued (improvement < 0.1% per epoch) and then degraded slightly. For 169 

V3, sensitivity peaked at epoch 11 and remained stable through epoch 15. But specificity continued 170 

to decline after epoch 11. Therefore, we selected epoch 12 for V2 and epoch 15 for V3 as the points 171 

where sensitivity reached its maximum without excessive degradation in other metrics. 172 

2.6 Evaluation Metrics 173 

We used a consistent set of standard metrics on the held‑out test set. We focused on sensitivity 174 

because of its clinical importance in detecting MI and ischemia. 175 

- Accuracy – overall proportion of correct predictions. It is useful but can be misleading in 176 

imbalanced data. 177 

- Sensitivity (Recall) – TP/(TP+FN). It measures the model’s ability to detect positive cases. In 178 

clinical practice, missing a positive case (false negative) is more dangerous than a false alarm. 179 

- Specificity – TN/(TN+FP). It measures the ability to correctly identify negative cases. High 180 

specificity reduces unnecessary alarms. 181 



- F1‑score – harmonic mean of precision and sensitivity. It balances both types of errors. 182 

- AUC – area under the ROC curve. It gives a threshold‑independent measure of discriminative 183 

ability. 184 

We also report confusion matrices (TP, FN, TN, FP) for each model or ensemble. 185 

All reported numbers come from a single final evaluation on the test set. The test set was not used 186 

for any model selection or tuning. This ensures that our estimates reflect true generalisation. 187 

 2.7 Reproducibility 188 

We implemented rigorous controls for reproducibility. 189 

Fixed random seed: We set the random seed to 42 for Python, NumPy, and PyTorch (both CPU 190 

and GPU). This ensures that all stochastic operations (weight initialisation, shuffling, dropout, 191 

augmentation) are identical across runs. 192 

Patient‑disjoint splits: We used the official PTB‑XL splits (folds 1–8 for training, fold 9 for 193 

validation, fold 10 for testing). No patient appears in more than one split. This prevents data 194 

leakage. 195 

Software environment: We used PyTorch 2.0.1 with CUDA 11.8 (fallback to CPU when GPU 196 

was not available). We provide a full list of Python dependencies in `requirements.txt` and 197 

`environment.yml`. 198 

Code availability: The complete source code is publicly available on GitHub (link above). It 199 

includes all preprocessing, training, evaluation, and figure generation scripts. A master script runs 200 

the entire pipeline in one command. 201 



Configuration tracking: All hyperparameter configurations are stored in a JSON file at the 202 

repository root. This allows precise replication of any experiment. 203 

Output organization: All outputs (logs, metrics, tables, figures) are saved in a structured directory 204 

with clear naming. 205 

The combination of these measures ensures that all results can be independently reproduced by 206 

following the instructions in the repository’s `README.md`. 207 

 3. Results 208 

 3.1 Hyperparameter Search Outcomes 209 

The systematic search revealed clear differences in validation performance. All five configurations 210 

share the same base architecture (Figure 1). They differ only in hyperparameters (hidden 211 

dimension, number of layers, dropout, learning rate). 212 

As shown in Table 1, the `wider_transformer` configuration (hidden dimension 1024, 3 layers, 213 

dropout 0.20, learning rate 1e‑4) gave the highest validation accuracy (86.58%) and sensitivity 214 

(80.74%). Increasing hidden dimension from 768 to 1024 improved accuracy by 7.2 percentage 215 

points. Increasing the number of Transformer layers from 3 to 4 did not improve performance 216 

(74.39%). The `higher_lr` trial (3e‑4) gave lower accuracy (75.22%) than the baseline (79.34%). 217 

This suggests that 1e‑4 is near the optimal learning rate. The `high_dropout` configuration (0.30) 218 

achieved moderate accuracy (81.08%) but very low sensitivity (42.65%). This shows that 219 

excessive regularisation harms detection of positive cases. 220 

Figure 2 shows a bar chart comparing validation accuracy and sensitivity across all five trials. It 221 

clearly shows that `wider_transformer` is the best. 222 



Figure 2: Validation performance comparison across all trials. 223 

 224 

3.2 Impact of Extended Training on Sensitivity (V2, V3) 225 

Although V1 had the highest accuracy, its sensitivity (80.74%) was modest. To improve it, we 226 

trained V2 and V3 with higher positive‑class weights and longer schedules (Table 2). Figure 3 227 

shows the changes in validation sensitivity and specificity. 228 

V2 (weight 3.0, 12 epochs, warm‑restart scheduler) raised validation sensitivity to 88.82% – an 229 

improvement of 8.08 percentage points over V1. Accuracy dropped only slightly to 85.39% (−1.19 230 

percentage points). Specificity decreased from 89.22% to 84.50% (−4.72 percentage points). This 231 

trade‑off is acceptable for a teacher model. 232 

V3 (weight 4.0, 15 epochs) pushed sensitivity to 93.53%, but accuracy dropped to 83.01% and 233 

specificity fell to 79.44%. The large drop in specificity (−5.06 percentage points relative to V2) 234 

shows that V3 became over‑sensitive. It generated too many false positives. We therefore excluded 235 

V3 from the ensemble. 236 



 237 

Figure 3: Impact of extended training on validation sensitivity and specificity 238 

 3.3 Ensemble Performance 239 

We built ensembles by averaging the output logits of individual models. The best ensemble 240 

combined V1 and V2. It achieved the highest test performance: accuracy 87.40%, sensitivity 241 

76.18%, specificity 92.65%, F1 79.41%, and AUC 93.97%. Adding V3 did not improve 242 

performance. The three‑model ensemble (V1+V2+V3) gave 87.12% accuracy and 77.03% 243 

sensitivity, with slightly lower specificity (91.85%). 244 

Table 3 shows that V1+V2 outperformed V1 alone on accuracy (+1.32 pp), specificity (+2.07 pp), 245 

F1 (+1.62 pp), and AUC (+1.03 pp). Sensitivity remained comparable (76.18% vs. 76.46%). The 246 

three‑model ensemble did not add further gains. 247 

Table 3: Test‑set performance of individual models and ensembles 248 

Model / Ensemble Acc (%) Sens (%) Spec (%) F1 (%) AUC (%) 



V1 Alone 86.08 76.46 90.58 77.79 92.94 

Ensemble V1+V2 87.40 76.18 92.65 79.41 93.97 

Ensemble V1+V2+V3 87.12 77.03 91.85 79.24 93.82 

Weighted Ensemble 86.94 76.60 91.78 78.91 93.80 

 249 

Figure 4 shows a bar chart comparing accuracy and sensitivity of all individual models and 250 

ensembles. V1+V2 achieves the highest accuracy while maintaining competitive sensitivity. 251 

 252 

Figure 4: Accuracy and sensitivity of individual models and ensembles.  253 

Figure 5 shows the ROC curve for the final ensemble (V1+V2). The AUC is 93.97%. The curve 254 

rises steeply toward the top‑left corner, indicating excellent discriminative ability. 255 



 256 

Figure 5: ROC curve for the final ensemble. 257 

Figure 6 shows the confusion matrix for the final ensemble. It reports 534 true positives, 167 false 258 

negatives, 1,387 true negatives, and 110 false positives. The low number of false negatives (167) 259 

shows that the ensemble identifies most MI/ischemia cases. The low false positives (110) reflect 260 

high specificity (92.65%). 261 

 262 



Figure 6: Confusion matrix for the final ensemble . 263 

Figure 7 shows the trade‑off between sensitivity and specificity across all models and ensembles. 264 

V1+V2 achieves a favorable balance, positioned in the upper‑right region. V3, with high 265 

sensitivity but low specificity, is far to the left. 266 

 267 

Figure 7: Sensitivity–specificity trade-off across all configurations. 268 

Key findings from the systematic evaluation: 269 

- The optimal base architecture is a CNN‑Transformer with hidden dimension 1024, 3 layers, 270 

dropout 0.20, and learning rate 1e‑4, achieving 86.58% validation accuracy. 271 

- Increasing positive‑class weighting from 2.0 to 3.0 and extending training to 12 epochs (V2) 272 

improved validation sensitivity from 80.74% to 88.82% with only a small accuracy drop. 273 

- The ensemble of V1 and V2 gave the best test performance: accuracy 87.40%, sensitivity 76.18%, 274 

specificity 92.65%, F1 79.41%, and AUC 93.97%. 275 



- Adding V3 (sensitivity‑optimized but with high false positives) did not improve ensemble 276 

performance. V3’s over‑sensitivity harmed specificity without a corresponding gain in sensitivity. 277 

- The ROC curve (AUC 93.97%) and confusion matrix (TP=534, FN=167, TN=1,387, FP=110) 278 

confirm that the final ensemble provides strong discriminative ability and serves as a 279 

well‑calibrated teacher model for knowledge distillation. However, its test sensitivity (76.18%) is 280 

insufficient for direct clinical deployment as a standalone diagnostic tool. The primary value of 281 

this ensemble lies in its ability to generate high‑quality soft labels for training lightweight student 282 

models. 283 

- All results are based on a single evaluation on the held‑out test set. The code and data are publicly 284 

available. 285 

 4. Discussion 286 

 4.1 Interpretation of Hyperparameter Search Results 287 

The systematic search gave clear insights into architectural preferences for 12‑lead ECG 288 

classification. The base architecture (Figure 1) is a CNN‑Transformer hybrid with a four‑block 289 

CNN stem, a Transformer encoder, and a cross‑lead attention layer. The `wider_transformer` 290 

configuration (hidden dimension 1024, 3 layers, dropout 0.20, learning rate 1e‑4) substantially 291 

outperformed all others, achieving 86.58% validation accuracy and 80.74% sensitivity. 292 

Three key observations emerge. 293 

First, width matters more than depth. Increasing hidden dimension from 768 to 1024 improved 294 

validation accuracy by 7.2 percentage points (from 79.34% to 86.58%). In contrast, increasing the 295 

number of layers from 3 to 4 (deeper_transformer) decreased performance to 74.39% – a drop of 296 



12.19 percentage points relative to `wider_transformer`. This suggests that for ECG signals, wider 297 

representations are more beneficial than deeper ones. A plausible explanation is that ECG 298 

classification relies on capturing diverse morphological patterns P‑wave morphology, QRS 299 

complex shape, ST‑segment deviation, T‑wave amplitude across different time scales and leads. 300 

Wider representations provide more capacity to encode this variability simultaneously. Deeper 301 

architectures may introduce vanishing gradients or overfitting, especially given the modest dataset 302 

size (17,418 training records) and the fixed 10‑second signal length. 303 

Figure 8 compares validation accuracy across three configurations: baseline (hidden 768, 3 layers), 304 

best performer (hidden 1024, 3 layers), and deeper variant (hidden 768, 4 layers). It clearly shows 305 

that increasing hidden dimension improves accuracy, while adding a fourth layer degrades 306 

performance. 307 

 308 

Figure 8: Validation accuracy comparison across architectural variants. 309 



Second, excessive regularization harms sensitivity. The `high_dropout` configuration (dropout 310 

0.30) achieved moderate accuracy (81.08%) but severely compromised sensitivity (42.65%). This 311 

means that excessive dropout suppresses both noise and signal, making the model overly 312 

conservative. In a clinical context, such a configuration would be unacceptable because it would 313 

miss many MI/ischemia events. The drop in sensitivity from 80.74% (dropout 0.20) to 42.65% 314 

(dropout 0.30) a loss of 38.09 percentage points highlights the danger of over‑regularization when 315 

the positive class is critical. 316 

Figure 9 shows validation sensitivity versus dropout rate for the three dropout configurations (0.15, 317 

0.20, 0.30). Sensitivity drops sharply beyond 0.20. This confirms that moderate regularization is 318 

sufficient, and higher dropout rates disproportionately harm detection of positive cases without a 319 

commensurate gain in accuracy or specificity. 320 

 321 

Figure 9: Validation sensitivity as a function of dropout rate. 322 



Third, learning rate selection is critical. The `higher_lr` trial (3e‑4) underperformed with 75.22% 323 

accuracy, confirming that 1e‑4 is near the optimal range for this architecture and dataset. This is 324 

consistent with prior work on Transformer‑based ECG classification, where learning rates between 325 

1e‑4 and 2e‑4 typically give the best convergence(43). 326 

 4.2 Sensitivity – Accuracy Trade‑off and the Role of Extended Training 327 

V1 had the highest accuracy (86.58%), but its sensitivity (80.74%) was modest for a teacher model, 328 

where well‑calibrated probabilities and high sensitivity are desirable. This motivated the extended 329 

training experiments with V2 and V3. 330 

V2 (weight 3.0, 12 epochs, warm‑restart scheduler) raised validation sensitivity to 88.82% – an 331 

improvement of 8.08 percentage points over V1 – while keeping accuracy at 85.39% (a drop of 332 

only 1.19 percentage points). The improvement in sensitivity came at a moderate cost to specificity 333 

(−4.72 percentage points, from 89.22% to 84.50%). This trade‑off is acceptable for a teacher 334 

model, whose primary goal is to generate informative soft labels. However, we acknowledge that 335 

the resulting sensitivity (88.82% on validation, 76.18% on test for the ensemble) would be 336 

insufficient for direct clinical deployment without further optimization and external validation. 337 

The warm‑restart scheduler likely helped by resetting the learning rate periodically, allowing the 338 

model to escape local minima and find better solutions for separating the positive class. 339 

V3 (weight 4.0, 15 epochs) pushed sensitivity to 93.53% – a highly attractive level for a teacher 340 

model – but accuracy dropped to 83.01% and specificity fell to 79.44%. The disproportionate 341 

decline in specificity (−5.06 percentage points relative to V2) indicates that the model became 342 

over‑sensitive. In a teacher model context, this would produce noisy soft labels and reduce the 343 



quality of distillation. We therefore excluded V3 from the final ensemble, prioritizing balance and 344 

calibration over raw sensitivity. 345 

Figure 10 shows the trade‑off between sensitivity and accuracy for V1, V2, V3, and the final 346 

ensemble (V1+V2). V2 achieves the best balance. V3, despite its high sensitivity, incurs a large 347 

accuracy loss. 348 

 349 

Figure 10: Sensitivity–accuracy trade-off across teacher variants and the final ensemble. 350 

4.3 Ensemble Construction and Final Model Selection 351 

All three variants (V1, V2, V3) share the same CNN‑Transformer architecture (Figure 1). They 352 

differ only in training hyperparameters. The ensemble of V1 and V2 gave the best overall test 353 

performance: 87.40% accuracy, 76.18% sensitivity, 92.65% specificity, and 93.97% AUC (Table 354 

3). Compared to V1 alone, the ensemble improved accuracy (+1.32 pp), specificity (+2.07 pp), F1 355 

(+1.62 pp), and AUC (+1.03 pp), while maintaining comparable sensitivity. This improvement is 356 

consistent with the general principle that ensemble methods reduce variance and improve 357 



generalization. V1 provides strong specificity and overall accuracy; V2 contributes enhanced 358 

sensitivity through extended training and higher-class weighting. Their combination outperforms 359 

each individual component across most metrics. 360 

Adding V3 did not improve performance. The three‑model ensemble (V1+V2+V3) gave slightly 361 

lower accuracy (87.12%) and specificity (91.85%) compared to V1+V2, with only a marginal gain 362 

in sensitivity (from 76.18% to 77.03%). This confirms that V3’s over‑sensitivity introduced errors 363 

that outweighed any potential gain. The weighted ensemble also failed to surpass V1+V2. We 364 

therefore selected V1+V2 as the final ensemble. 365 

Figure 3 (already shown) summarizes these results visually. 366 

 4.4 Comparison with Prior Work 367 

Direct comparison with previous studies is challenging due to variations in dataset splits, 368 

evaluation protocols, and task definitions. Nevertheless, our results compare favorably with prior 369 

work on PTB‑XL and related ECG classification benchmarks. 370 

The PTB‑XL benchmarking study by Strodthoff et al. (2021) remains the most comprehensive 371 

reference. Using the official 10‑fold split (identical to our test partition), they reported AUC values 372 

from 0.94 to 0.98 for binary classification tasks. Our ensemble AUC of 93.97% falls within this 373 

range, confirming competitive performance. Notably, we achieved this without external data or 374 

pretraining, relying solely on systematic hyperparameter optimization and logit‑averaging 375 

ensemble construction(44). 376 

Among recent studies using knowledge distillation or reduced‑lead configurations, the HMT‑KD 377 

framework(45) reported 85.45% accuracy with a compressed student model (12 leads reduced to 378 



2 leads) on the same PTB‑XL test split. Our 12‑lead ensemble, while not directly comparable due 379 

to the difference in input lead count, achieves 87.40% accuracy on the same test set. More 380 

importantly, our ensemble provides a high‑capacity teacher model (139.4 million parameters, ~532 381 

MB) that generates well‑calibrated soft labels. This could serve as a more effective source for 382 

distillation, potentially improving student model performance in reduced‑lead deployments. 383 

Several studies have explored reduced‑lead configurations. For example, Huang et al. (2024) 384 

developed a lightweight approach for detecting lead misplacement, using two limb leads and V6 385 

for limb leads and six chest leads for chest leads. Their models were trained on Chapman and 386 

evaluated on PTB‑XL, PTB, and LUDB, achieving Macro F1‑scores from 93.42% to 99.61%(46). 387 

Their work focuses on lead misplacement, not MI/ischemia, but it shows that reduced‑lead 388 

configurations can achieve high performance for specific tasks. 389 

Li et al. (2024) proposed a multi‑branch MI detection and localization framework based on 390 

multi‑instance learning and domain knowledge. On PTB‑XL, they achieved detection accuracy of 391 

94.89% and localization accuracy of 85.83%. This shows that high performance on MI detection 392 

is achievable with 12‑lead input, but they did not address lead reduction(2). 393 

Our method achieves competitive performance on the PTB‑XL binary MI/ischemia task (AUC 394 

93.97%, accuracy 87.40%). 395 

Moody et al. (2025) developed a foundation transformer model with self‑supervised learning for 396 

ECG‑based assessment of cardiac and coronary function. They reported AUROC from 0.763 397 

(impaired myocardial flow reserve) to 0.955 (impaired LVEF). On external validation including 398 

PTB‑XL, AUROC ranged from 0.771 to 0.949. Their work shows the power of self‑supervised 399 



pretraining, but our approach achieves competitive performance using only supervised learning 400 

with systematic hyperparameter optimization, making it more accessible and reproducible(47). 401 

Yisimitila et al. (2025) presented MDOT (Momentum Distillation Oscillographic Transformer), 402 

where a lightweight student model learns from a teacher model enriched with physician 403 

knowledge. On strict inter‑patient splits of MIT‑BIH (8 classes) and Chapman (12 classes), they 404 

achieved state‑of‑the‑art accuracies of 99.53% and 99.03%. However, these are different datasets 405 

and tasks (multi‑class arrhythmia) and are not directly comparable(48). 406 

Xiong et al. (2025) proposed HCTG‑Net, a hybrid CNN‑Transformer with gated fusion for 407 

arrhythmia diagnosis. On MIT‑BIH, they achieved 99.46% accuracy and F1 0.9711. This confirms 408 

the effectiveness of hybrid CNN‑Transformer architectures for ECG analysis, which is consistent 409 

with our approach(17). 410 

Alghieth (2025) introduced DeepECG‑Net, a hybrid transformer‑based model for real‑time ECG 411 

anomaly detection. It achieved 98.2% accuracy, 96.8% recall, and 97.5% F1 with low memory 412 

usage (30 MB), making it suitable for wearables. Their work highlights the importance of 413 

lightweight architectures, aligning with our broader goal. However, our teacher model (139.4 414 

million parameters, ~532 MB) is intentionally high‑capacity, prioritizing soft‑label quality over 415 

efficiency, with compression via distillation planned for future work(49). 416 

Gracy and Pravin (2026) proposed a lightweight residual dilated temporal transformer block for 417 

edge devices. With only 692K parameters (2.64 MB) and ~0.234 GFLOPs, they achieved 99.34% 418 

accuracy and Macro AUROC 0.9996 on a three‑class benchmark (Arrhythmia, CHF, Normal Sinus 419 

Rhythm). This shows that high performance is possible with extremely lightweight models a 420 

direction we plan to explore through knowledge distillation(50). 421 



Abrar et al. (2025) applied the Swin Transformer for heart disease detection, reporting 99.8% 422 

accuracy and 99.99% AUC. While impressive, these results come from a different dataset and task, 423 

and the Swin Transformer’s complexity makes it less suitable for resource‑constrained deployment 424 

compared to our ensemble approach(51). 425 

Ikram et al. (2025) presented a Transformer‑based framework for automated ECG classification, 426 

integrating advanced preprocessing, feature selection (PCA, correlation analysis), and 427 

dimensionality reduction. On MIT‑BIH, they effectively classified Normal, APC, VPC, and Fusion 428 

beats. Their work supports the effectiveness of Transformer‑based models in biomedical signal 429 

processing(52). 430 

Despite these favorable comparisons, several limitations warrant acknowledgment. The PTB‑XL 431 

test set, though patient‑disjoint, originates from the same distribution as the training data. 432 

Generalization to external datasets (e.g., IKEM, MIMIC‑IV, CPSC) remains unexplored. Direct 433 

comparison of sensitivity across studies is complicated by differences in class definition some 434 

studies group MI and ischemia together, while others treat them separately. We followed the most 435 

common convention combining MI and explicit ischemia to facilitate comparison. 436 

 4.5 Limitations 437 

Our study has several methodological limitations. 438 

First, the hyperparameter search examined only five configurations. A more extensive optimization 439 

(e.g., Bayesian search) might reveal superior architectures. The dataset partition (folds 1–8 for 440 

training, fold 9 for validation, fold 10 for testing) is fixed. This ensures comparability with earlier 441 

studies but precludes nested cross‑validation. However, the patient‑disjoint design and single final 442 

test evaluation are consistent with current best practices for avoiding data leakage. 443 



Second, the test‑set accuracy of 87.40% suggests scope for refinement. More advanced ensemble 444 

methods (e.g., validation‑weighted averaging) or the inclusion of patient‑level characteristics (age, 445 

sex, comorbidities) could yield further gains. The final ensemble’s test sensitivity (76.18%) was 446 

noticeably lower than the validation sensitivity of V2 (88.82%). This points to a distributional 447 

discrepancy between the two splits. While some attenuation is expected, domain adaptation 448 

strategies or improved augmentation protocols might help bridge this gap. 449 

Third, the model was trained and evaluated on a single dataset (PTB‑XL). External validation on 450 

independent cohorts (e.g., IKEM, MIMIC‑IV) remains necessary to establish cross‑population 451 

generalizability. 452 

 4.6 Implications for Practice 453 

The teacher ensemble developed in this study is specifically designed as a high‑capacity source 454 

for knowledge distillation. Its strong classification accuracy, well‑calibrated soft labels, and rich 455 

intermediate representations make it well‑suited for transferring diagnostic knowledge to 456 

lightweight student networks. Such networks could be deployed on resource‑constrained IoT 457 

devices, where computational power and memory are limited. The systematic framework 458 

hyperparameter search, extended training, and ensemble construction offers a reproducible 459 

template that can be adapted by other researchers working on ECG classification or similar 460 

time‑series problems. 461 

From a clinical perspective, the trade‑off between sensitivity and specificity requires careful 462 

consideration. The final ensemble prioritizes sensitivity while preserving acceptable specificity. 463 

This balance is particularly relevant for diabetic patients, in whom silent ischemia is prevalent and 464 

missed diagnoses carry substantial risk. The observed AUC of 93.97% reflects strong 465 



discriminative capacity, indicating that the model reliably differentiates MI/ischemia from other 466 

ECG findings across a range of operating thresholds. However, as noted earlier, the test sensitivity 467 

of 76.18% is insufficient for direct clinical deployment. The primary value of this ensemble lies in 468 

its role as a teacher for knowledge distillation, not as a standalone clinical diagnostic tool. 469 

 4.7 Future Work 470 

Several avenues for further investigation arise. 471 

A promising direction is to use the teacher ensemble to train lightweight student models via 472 

knowledge distillation. This may yield comparable diagnostic performance at substantially 473 

reduced computational cost a critical step toward deployment on wearable and edge devices. 474 

Extending the ensemble to multi‑class settings (e.g., distinguishing arrhythmia subtypes or specific 475 

ischemic patterns) would broaden its clinical applicability. 476 

External validation on independent datasets such as IKEM and MIMIC‑IV remains essential to 477 

substantiate generalizability across diverse populations and recording systems. 478 

Incorporating patient‑specific covariates (age, sex, comorbidity profiles) could further refine 479 

predictive accuracy. 480 

Finally, prospective clinical validation and on‑device implementation would provide the ultimate 481 

test of real‑world utility. 482 

 5. Conclusion 483 

This study investigated a systematic approach to teacher model development for 12‑lead ECG 484 

classification of myocardial infarction and ischemia. We performed a hyperparameter search 485 



across five candidate architectures, derived two extended training variants with elevated 486 

positive‑class weighting, and employed ensemble strategies to optimize generalization. 487 

Among the configurations examined, a wider Transformer with hidden dimension 1024 and three 488 

layers gave the highest validation accuracy (86.58%), outperforming both deeper and narrower 489 

variants. This finding consistent with observations by Strodthoff et al. (2021) and Xiong et al. 490 

(2025) that hybrid CNN‑Transformer architectures are particularly effective for ECG analysis – 491 

suggests that for ECG signal classification, increasing representational width confers greater 492 

benefit than adding depth(44, 53). Extending training to 12 epochs with a positive class weight of 493 

3.0 (V2) raised validation sensitivity from 80.74% to 88.82%, with only a modest accuracy 494 

reduction. The ensemble combining V1 and V2 gave the strongest test‑set performance: 87.40% 495 

accuracy, 76.18% sensitivity, 92.65% specificity, and AUC 93.97%. Including V3 did not improve 496 

performance; its over‑sensitivity introduced false positives that undermined overall effectiveness. 497 

The resulting V1+V2 ensemble offers a well‑calibrated, high‑capacity teacher model for 498 

knowledge distillation. Its discriminative strength (AUC 93.97%) compares favorably with the 499 

94–98% range reported by Strodthoff et al. (2021), and its accuracy of 87.40% surpasses that of 500 

the HMT‑KD framework (45) on the same PTB‑XL test split. These results position our ensemble 501 

as a viable source for transferring knowledge to lightweight student networks for 502 

resource‑constrained deployment, aligning with the broader goals of edge‑based ECG diagnostics. 503 

Several limitations warrant acknowledgment. The hyperparameter search was confined to five 504 

configurations; a more exhaustive optimization could potentially uncover additional gains. 505 

Reliance on a single dataset (PTB‑XL) with a fixed partition means that external validation on 506 

independent cohorts (e.g., IKEM, MIMIC‑IV) remains necessary. The test‑set sensitivity of the 507 



final ensemble (76.18%) was lower than the validation sensitivity of V2 (88.82%), pointing to a 508 

distribution shift that merits further exploration. 509 

Future work will pursue three interconnected avenues: distilling the teacher ensemble into compact 510 

student models optimized for two‑lead (II and aVF) wearable devices; evaluating the approach on 511 

external datasets to assess robustness across populations and equipment; and investigating more 512 

advanced ensemble techniques, including validation‑weighted averaging and input‑dependent 513 

dynamic member selection. 514 

In summary, this study establishes a reproducible framework for constructing robust teacher 515 

models in 12‑lead ECG classification. The proposed ensemble achieves competitive performance 516 

on PTB‑XL and provides a foundational platform for subsequent development of deployable, 517 

low‑resource ECG diagnostic systems. To facilitate replication and encourage further innovation, 518 

all code, configurations, and experimental results are publicly available. 519 
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Abbreviation Full Form 

AUC Area Under the Receiver Operating Characteristic Curve 

CNN Convolutional Neural Network 

ECG Electrocardiogram 

EMA Exponential Moving Average 

FFN Feed-Forward Network 



Abbreviation Full Form 

FN False Negative 

FP False Positive 

GAP Global Average Pooling 

GELU Gaussian Error Linear Unit 

IoMT Internet of Medical Things 

KD Knowledge Distillation 

LR Learning Rate 

MI Myocardial Infarction 

MLP Multi-Layer Perceptron 

PTB-XL Physikalisch-Technische Bundesanstalt – XL (ECG dataset) 

ReLU Rectified Linear Unit 

ROC Receiver Operating Characteristic 

SCP-ECG 
Standard Communication Protocol for Computer-assisted 

Electrocardiography 

SNR Signal-to-Noise Ratio 

TN True Negative 

TP True Positive 
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