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Abstract

Engineering systems such as power equipment, industrial processes, and
computing infrastructure are monitored through multivariate time series
collected continuously from sensors and instruments. Anomalies in such
data appear at markedly different temporal scales, ranging from grad-
ual drifts that develop over long periods to transient impulses that last
only a few sampling intervals. Most existing detection methods rely on a
single temporal resolution or on fixed relationships among variables and
therefore cannot capture all of these patterns at the same time. This
paper presents MAF-LSTM, a forecasting-based anomaly detection frame-

work that combines multi-scale long short-term memory (LSTM) networks
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with attention-based feature fusion. Parallel LSTM branches operate on
input windows of different lengths to extract temporal dependencies over
multiple horizons, and an attention module adaptively weights the result-
ing representations to produce a one-step-ahead forecast. Anomaly scores
are computed from the forecasting residuals using the Mahalanobis dis-
tance, which accounts for the correlation structure of the residuals and
improves robustness to distribution shift. The framework is evaluated on
five widely used multivariate benchmark datasets from spacecraft teleme-
try, server monitoring, and industrial control systems. It achieves the
highest Fl-score on four of the five datasets when compared with four
representative baselines, and an ablation study confirms that multi-scale
modeling, attention-based fusion, and Mahalanobis scoring each contribute
to the improvement.

Keywords: Anomaly Detection, Multivariate time series, Condition monitoring,
Multi-scale temporal modeling, Attention mechanism, LSTM forecasting, Mahalanobis
distance

1 Introduction

Multivariate time series are the primary form in which the operating state of engineer-
ing systems is recorded. Power equipment such as transformers and circuit breakers is
monitored through oil temperature, partial discharge signals, and load currents; indus-
trial processes are monitored through sensor and actuator readings; and computing
infrastructure is monitored through server performance metrics. Anomalies in these
measurements usually represent states that deviate from expected patterns and may
indicate equipment malfunction or service disruption [33]. Anomaly detection in mon-
itoring time series has therefore become an essential component of condition-based

maintenance and reliable operation of such systems [14].



48

49

50

51

52

53

54

55

56

57

58

59

60

61

62

63

64

65

66

67

68

69

70

71

However, real-world time series data usually consists of several variables (or fea-
tures), which makes anomaly detection particularly challenging [12, 29], especially in
data-intensive applications such as power grid, smart factories or supply chain systems.
In these systems, massive amounts of data are continuously produced by distributed
sensors, where each measurement is characterized by at least three dimensions: time,
sensors, and monitor variables. Their complex spatio-temporal dependencies make
the patterns challenging to distinguish, and thus anomaly detection becomes more
arduous, especially under ultrafast detection demands [37].

To address this challenge, significant research focus on the area of multivariate
time series anomaly detection. As most of the historical data is unlabeled and anoma-
lies commonly do not have a predictable structure, anomaly detection is normally
approached as an unsupervised learning task [38]. There are three primary types of
existing methods, which can be divided into statistical-based, reconstruction-based,
and forecasting-based approaches. Statistical-based methods identify anomalies by
modeling the probabilistic distribution of time series data and detecting points that
deviate significantly from the expected patterns. The standard approaches include
Isolation Forest (iForest) [15], K-means [9], and other statistical hypothesis test-
ing methods [4, 17, 22]. Reconstruction-based models leverage the minimization of
input-output residuals to extract the noticeable characteristics of normal sequences
within a compressed feature space. Samples with large reconstruction errors are
regarded as anomaly. This category has evolved from traditional Autoencoders (AE)
[18] to advanced variants such as long short-term memory variational autoencoders
(LSTM-VAE) [23] and Generative Adversarial Networks (GAN) [3]. Forecasting-based
methods, on the other hand, build models that forecast future values based on his-

torical observations, and anomalies are detected when the prediction error exceeds
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a certain threshold. Representative examples include autoregressive moving aver-
age (ARMA) [8], long short-term memory (LSTM) [10], and Hierarchical Temporal
Memory (HTM) [2].

While significant progress has been made, multivariate anomaly detection still
faces two key challenges. First, capturing the complex nonlinear patterns in real-
world time series remains a major challenge. Most existing approaches either extract
features within a fixed window or reconstruct the entire sequence, but still rely on
single-scale representations. However, recent studies have shown that this kind of
approach struggles to distinguish anomalies that manifest across different temporal
resolutions [24]. They are prone to confusion in cases such as local spikes versus
seasonal fluctuations, locally stable patterns versus global contextual deviations, and
short-lived anomalies versus coarse-scale smoothing. For example, in Fig. 1, under S;
scale, current algorithms tend to distinguish Py as an anomaly, while under S5 scale,
it is only a seasonal peak. Second, the correlations between variables change over time
[40]. Although some works utilize Graph Neural Network (GNN) to represent complex
relationships in multidimensional data [26, 31|, most of them can only capture fixed
correlation, which cannot reflect the dynamic changes of dependencies among variables

timely.

® Seasonal Peak
® Anomaly

Time

Fig. 1 Different scales in time series.
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To bridge this gap, we propose MAF-LSTM, a Multi-scale Attention-based
Feature-fusion LSTM framework. At its core, MAF-LSTM employs a multi-scale
LSTM forecasting network to capture temporal dependencies across different time
horizons, enabling the extraction of predictive representations that are highly sensi-
tive to abnormal behaviors. The learned temporal features are then combined with an
attention mechanism, which dynamically adjusts decision weights over time, allowing
the model to emphasize the most informative scales as conditions evolve. Further-
more, to address distribution shifts caused by data drift, MAF-LSTM integrates a
Mahalanobis-distance-based anomaly scoring module that can fit data distribution
and enhances detection robustness. We validate the effectiveness of the proposed
framework through extensive experiments.

Building upon the architecture of MAF-LSTM, this paper makes the following

contributions:

® We propose a multi-scale perspective for time series anomaly detection based on
forecasting method, an aspect seldom explored in prior research. This perspective
enables the model to identify anomalies that appear differently across temporal
resolutions.

® We design an LSTM-based prediction framework with attention mechanism to cap-
ture temporal dependencies at multiple scales. The proposed structure improves
anomaly detection accuracy and reduces both false alarms and missed detection.

® We evaluate MAF-LSTM on five real-world datasets. The results demonstrate
that our method outperforms state-of-the-art baselines in anomaly detection tasks,
achieving an average Fl-score improvement of 2.52% over the best-performing

baseline.

The rest of this paper is organized as follows. Section 2 reviews related work on
forecasting-based and representation-based anomaly detection. Section 3 describes

the proposed MAF-LSTM framework, datasets, and experimental setup. Section 4
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presents and discusses the experimental results on real-world datasets. Section 5

concludes the study and discusses future research directions.

2 Background and Related Work

Over the past decades, time series anomaly detection has been an active area of
research. Current methods can generally be divided into three main categories:
statistical-based, reconstruction-based, and forecasting-based. This section summa-
rizes the above categories. In addition, we investigate recent efforts that focuses on

multi-scale feature extraction and highlight their limitations.

2.1 Statistical-based Methods

Early research on time series anomaly detection primarily rely on statistical meth-
ods, which identify abnormal behaviors by modeling data distributions and detecting
significant deviations from common patterns. Such approaches typically assume that
time series follow a predefined distribution, such as Gaussian or Poisson [7], and data
points lying outside a certain confidence interval are classified as anomalies [28].
Beyond purely statistical methods, a variety of classical paradigms have been
proposed, including partition-based, clustering-based, and distance-based approaches.
The partition-based Isolation Forest (iForest) algorithm [15], for example, isolates
anomalies through recursive random partitioning, leveraging the principle that anoma-
lies are more easily separated in sparse regions of the feature space. Clustering-based
methods [6, 9] segment time series into subsequences and apply unsupervised clus-
tering (e.g., K-means or Density-Based Spatial Clustering of Applications with Noise
(DBSCAN)) to group similar temporal patterns, identifying segments that devi-
ate markedly from cluster centers as anomalous. Distance-based techniques [36], in
contrast, measure similarity between subsequences using metrics such as Euclidean

distance and flag points with unusually large neighbor distances as outliers.
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2.2 Reconstruction-based Methods

Reconstruction-based methods constitute another major line of research in time series
anomaly detection. These approaches typically employ encoder-decoder architectures,
such as Autoencoders (AE) [18], Variational Autoencoders (VAE) [23], and Gener-
ative Adversarial Networks (GAN) [3], to learn low-dimensional representations of
input data and reconstruct the original signals. Anomalies are identified by measur-
ing reconstruction errors, as abnormal instances are generally harder to reproduce
accurately.

Among them, Autoencoder-based deep learning models have been widely adopted.
The LSTM-AE model [18] leverages recurrent units to capture temporal dependencies
and evaluates anomalies based on reconstruction loss. Zong et al. [41] further pro-
posed the Deep Autoencoding Gaussian Mixture Model (DAGMM), which integrates
a deep autoencoder with a Gaussian mixture estimation network for joint optimiza-
tion. Although effective in modeling spatial dependencies, DAGMM lacks temporal
modeling capability. Variational Autoencoder-based methods extend this paradigm by
incorporating probabilistic inference. LSTM-VAE [23] replaces feedforward layers with
LSTM units to enhance sequential representation learning, while OmniAnomaly [27]
employs a stochastic recurrent VAE and planar normalizing flows to capture complex

non-Gaussian latent distributions, achieving robust multivariate anomaly detection.

2.3 Forecasting-based Methods

Forecasting-based approaches exploit temporal dependencies by leveraging historical
observations to forecast future values, and detect anomalies based on the deviation
between predicted and actual observations. These methods commonly employ recur-
rent neural networks (e.g., LSTM [10]) or Transformer-based architectures [5, 25] to

predict the next time step or multiple future steps. When the prediction error exceeds
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a predefined or adaptively learned threshold, the corresponding time point is regarded
as anomalous.

Malhotra et al. [19] introduced the LSTM-AD model, which employs stacked
LSTM layers to forecast future values and models the anomaly score as a Gaussian
distribution to determine the detection threshold. However, a single recurrent layer
often struggles to simultaneously capture both short-term and long-term dependen-
cies. Hundman et al. [11] proposed LSTM-NDT, which enhances threshold selection
through a non-parametric dynamically adjusted threshold (NDT) strategy that
updates anomaly thresholds based on the moving average of prediction errors. Song
et al. [25] further developed SAnD, a Transformer-based model employing multi-head
self-attention and temporal encoding to capture long-range dependencies, achiev-
ing superior performance over conventional recurrent models in healthcare anomaly

detection tasks.

2.4 Leveraging Multi-Scale Features for Accurate Anomaly

Detection

Previous research on time series anomaly detection has often overlooked multi-scale
features. For example, although Zhang et al. [39] use signature matrices with different
lookback lengths, they simply concatenate these matrices as inputs. This approach
lacks a mechanism to effectively fuse information across different scales during the
encoding and decoding process. OC4Seq [32] employs two separate recurrent neural
network (RNN) branches to respectively learn global and local representations, while
a weighted loss is introduced to balance their contributions. In this way, the model is
able to capture multiple levels of sequential patterns within discrete event streams. In
[30], a variational Transformer is introduced to learn correlations with self-attention

and captures multi-scale temporal information using improved positional encoding



192

193

194

195

196

197

198

199

200

201

202

203

204

205

206

207

208

209

210

211

212

213

214

215

and up-sampling. A residual VAE further models local features in the latent space
and improves the Kullback—Leibler (KL) divergence.

Despite its importance, few studies have integrated multi-scale features into
forecast-based anomaly detection. This paper focuses on addressing this gap through

our proposed framework.

3 Methods

In this section, we propose MAF-LSTM, a Multi-Scale Feature-fusion Anomaly Detec-
tion method for time series. MAF-LSTM employs a LSTM-based prediction structure
which effectively captures non-linear features at multiple scales, and finally make

comprehensive decisions through an attention-based feature fusion strategy.

3.1 System Overview

As illustrated in Fig. 2, the proposed MAF-LSTM consists of three key components.
The first component is the Multi-scale Feature Extraction module, which utilizes a
hierarchical LSTM ensemble to encode the standardized time series. This structure
captures temporal dependencies at various scales, preserving both short-term and
long-term features. These multi-scale features are then processed by the Attention-
based Fusion module. This component adaptively weights and integrates the features
into a unified representation for next-step prediction, ensuring that critical temporal
scales contribute more significantly to the output. Finally, the Anomaly Scoring mod-
ule quantifies the abnormal of the sequence. It calculates the prediction residuals and

employs a Mahalanobis-distance-based metric to generate the final anomaly scores.

3.2 Data Collection and Preprocessing

In practical industrial deployments, massive measurements are continuously collected

from heterogeneous field sensors and must be preprocessed to provide reliable and
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consistent inputs. Because these sensors operate asynchronously and often sample at

irregular intervals, raw records are discontinuous and temporally misaligned [21]. To

ensure consistency, we standardize timestamps, normalize measurement formats, and

filter out erroneous or redundant records. Missing or inconsistent values are imputed

based on historical observations, which improves robustness without distorting tem-

poral trends. After internal consistency is guaranteed, measurements from different

sources are temporally synchronized. For example, in power grid systems, switch-side

and transformer-side observations are aligned by matching timestamps directly or by

10
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nearest-neighbor assignment within a small tolerance window. The resulting dataset
is clean, aligned, and restructured into a unified time-series representation indexed by
timestamp and switch ID.
To stabilize model training, all numerical features were then normalized using
Min-Max scaling, which can be formulated as
, T — Tmin

= — (1)

Tmax — Lmin
The normalized time series were further formatted according to the input structure
required by the proposed multi-scale LSTM framework. Let the original sequence
be denoted as X = {x1,x9,...,2x}. To capture temporal dependencies at different
resolutions, multiple window sizes w1, ws, . .., wg were predefined. For a given window
size wg, the corresponding subsequence set is constructed as

X0 =[x x5, xg )

(2)

s
where Xt( ) = {xt,$t+1, ey .I‘t+ws_1}.

) is treated as an input sample for the LSTM module at

Each subsequence Xt(S
scale s, and the resulting segments are then organized into mini-batches for efficient

training.

3.3 Multi-Scale LSTM for Feature Extraction

In order to better capture temporal dependencies across different time resolutions,
we adopt a multi-scale feature extraction module based on sliding-window LSTM
encoders. By aggregating information across multiple window sizes, the framework
alleviates sensitivity to manually selected temporal scales, thereby improving both
detection accuracy and robustness.

Building upon this design, the input sequence is processed under multiple window

lengths {wy,ws, ..., wg}, where each window size corresponds to a distinct temporal

11
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scale. Shorter windows emphasize local fluctuations and rapid transitions, while longer
windows preserve long-range contextual dependencies. For each temporal scale, an
independent LSTM network is employed to capture sequential dynamics, producing
a hidden representation h(®) for scale s.

These scale-specific representations are subsequently aligned and aggregated

through concatenation to form a unified feature vector. Formally,

H=[nW p® . p (3)

To prevent dominance from any single scale, a normalization layer is applied before
feature fusion. The multi-scale representation is then fed to fusion module for next
steps. In this way, the proposed multi-scale LSTM extractor enables the model to
jointly capture both short-term irregularities and long-term deviations, which are
essential for accurate anomaly detection in complex temporal patterns.

Although LSTM networks are adopted in our design to model sequence dynamics,
the proposed multi-scale framework is inherently model-agnostic and can be seamlessly
integrated with any prediction or reconstruction architecture that relies on window-

based feature extraction.

3.4 Attention-based Model for Feature Fusion

To effectively integrate multi-scale temporal features while maintaining computational
efficiency, we introduce a lightweight scale-level attention mechanism. This design is
particularly suitable for large-scale power systems, where model complexity must be
carefully controlled.

Given the multi-scale hidden representations H = [h(l)7 A h(k)], these fea-
tures are first concatenated and passed through a single-layer fully connected network
with a tanh activation to produce a scale-level score vector e = [e, ea, ..., es], where

e can be denoted as

12
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e = tanh(W - [h};h7;. .. hi] +b). (4)

Each element e; in e reflects the contribution of the i-th temporal scale to the
current time step t. To obtain a normalized importance distribution, the score vec-
tor is transformed via a softmax operation, yielding the attention weights a =

[a1, g, ..., as], in which we have

exp(e;)
S exp(e) )

The fused representation H; is then computed as a weighted aggregation over all

o =

scales:

S
H, :Zai.h;. (6)
i=1
This formulation allows the model to adaptively emphasize informative temporal
scales while down-weighting less relevant ones, thereby achieving dynamic multi-scale
feature fusion.
Finally, the aggregated feature H; is fed into a fully connected layer to generate

the prediction g, for the current time step according to

yr = Dense(Hy). (7)

During training, both the LSTM encoders and the attention fusion module are
optimized in an end-to-end manner under an unsupervised learning setting. The model
parameters are updated based on the prediction error between y; and the ground
truth gy, without requiring manually labeled anomalies. Considering the scarcity and
labeling difficulty of anomaly data, this unsupervised framework is well-suited for
practical deployment.

The training objective is to minimize the Mean Absolute Error (MAE), which is

formulated as follows:

13
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MAE = — A
nE lyi — Vil (8)

i=1

Unlike the Mean Squared Error (MSE), MAE penalizes deviations linearly, pre-
venting large errors from dominating the optimization and mitigating the effect of

noisy samples in the training data.

3.5 Anomaly Score via Mahalanobis Distance and Detection

After the predictive model is trained, the test series Xiesr = [21, 22, ..., 2 n] is fed into
the network for inference. For each time step ¢, the model generates a forecast value
7 based on the multi-scale fused representation H;. The prediction residual, defined
as ry = |ys — Uz, serves as the primary basis for identifying anomalies.

To quantify deviations in a statistically principled manner, we employ a Maha-
lanobis distance-based anomaly scoring strategy. Unlike simple point-wise error
metrics (e.g. MSE), this method explicitly accounts for the inter-variable correlations
within the residual space. By modeling the joint distribution, it provides a more robust
characterization of multivariate deviations, distinguishing between logical anomalies
and normal system noise.

We first estimate the statistical parameters using the entire validation set, which
represents the system's normal operating modes. Let &£,,; denote the set of residual
vectors from the validation data. We compute the global empirical mean vector p and

covariance matrix > as follows:

1
r= |5val| Z "

r€&val

X 9)

E:m Z (r—wr—mw

r€Eval

This global covariance matrix ¥ captures the holistic correlation structure of the

system under normal conditions.

14
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During inference, we obtain an anomaly score for each residual r; according to the

Mahalanobis distance within its corresponding interval, which is calculated as

Se =/ (re = W)TE1(re — p). (10)

A higher S; indicates a larger deviation from the normal residual distribution.
Finally, a data point z; is classified as anomalous if its score exceeds a prede-
fined threshold 7, which is empirically determined to maximize the F1l-score on the

validation set. Formaly,

x¢ is anomalous if §; > . (11)

In summary, this Mahalanobis-based method offers a distinct advantage over sim-
ple error-based metrics: it explicitly checks whether the variables are changing together
in the correct way. While traditional methods only look at the magnitude of individ-
ual errors, our approach captures the correlations between features using the global
covariance matrix. This allows the system to detect 'logical' anomalies—such as when
two related sensors become out of sync—even if their individual values appear normal.

This capability is critical for ensuring the safety of interconnected systems.

4 Experiments and Results

To evaluate the effectiveness of MAF-LSTM, we conducted extensive experiments
on five real-world time series datasets from diverse industrial domains. The primary
objective of these experiments is to validate the framework’s capability in enhancing

anomaly detection accuracy across different practical scenarios.

4.1 Datasets

We evaluate our framework on five widely-used real-world multivariate time series

datasets: MSL, SMAP, SMD, SWaT, and PSM. The datasets originate from three

15
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types of engineering systems, namely spacecraft telemetry (MSL, SMAP), server mon-
itoring (SMD, PSM), and an industrial control system (SWaT), and they share the
characteristics that motivate the proposed framework: multiple correlated channels,
long recording periods, and anomalies that span different temporal scales. Detailed

descriptions of these datasets are provided as follows:

e MSL (Mars Science Laboratory) [11]: A real telemetry dataset from NASA’s
Mars rover containing labeled point and contextual anomalies across 27 entities
with 55 dimensions.

e SMAP (Soil Moisture Active Passive) [11]: A NASA dataset of soil moisture
and remote sensing measurements with labeled anomalies over 55 entities and 25
dimensions.

e SMD (Server Machine Dataset) [13]: A dataset consists of multivariate time
series collected from 28 servers in a large-scale internet company over five weeks,
each with 38 dimensions.

e SWaT (Secure Water Treatment) [20]: A cyber-physical system dataset col-
lected from a real water treatment testbed, containing 11 days of sensor and actuator
data with 51 dimensions.

e PSM (Pooled Server Metrics) [1]: A real-world IT system dataset from eBay
that includes multivariate server performance metrics with 26 dimensions for

anomaly detection.

Table 1 summarizes the key statistics of these datasets.

4.2 Experimental Setup

We implemented MAF-LSTM using Python 3.6, with Tensorflow 1.9 for the LSTM
and Attention model. All experiments were conducted on a computing platform
equipped with an Intel Core i7-12700H CPU (2.30 GHz), an NVIDIA GeForce RTX
4050 Laptop GPU, and 16 GB of RAM.

16
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Table 1 Statistics of the datasets.

Dataset Dim Length Anomaly (%)

MSL 55 132046 10.72
SMAP 25 562800 13.13
SMD 38 1416825 4.16
SWaT 51 946719 11.98
PSM 26 220322 27.8

For all deep learning models, the Adam optimizer is employed with an initial
learning rate of 0.001. Each LSTM module in the proposed multi-scale feature fusion
model consists of 2 hidden layers, each with a hidden size of 64. The multi-scale sliding
windows are set to {20, 30, 50, 70, 100}, and the batch size is 32. We employ the
early stopping strategy within 50 epochs during training to prevent overfitting. For all
datasets, we follow their original training/test split, and 10% of the training data is
further used as a validation set for hyperparameter tuning. All metrics are normalized
using min—max scaling within each dataset.

During inference, the model assigns an anomaly score to each time point, where
a larger value indicates a higher degree of abnormality. We further adopt the point
adjustment strategy [34] to enhance anomaly detection performance. In real-world
scenarios, when contextual anomalies occur, it is sufficient for the model to detect at
least one abnormal point within the anomalous interval, rather than every anomalous
time step. This strategy has been proven effective in many previous works [16, 35].

For comparison, we evaluated MAF-LSTM against four baseline approaches

representing different categories of anomaly detection strategies:

e iForest [15]: A widely adopted unsupervised algorithm that identifies anomalies by

isolating instances through recursive random partitioning.
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e DAGMM |[41]: A deep autoencoding Gaussian mixture model that jointly opti-
mizes dimensionality reduction and density estimation for unsupervised anomaly
detection.

e LSTM-VAE |[23]: A recurrent variational autoencoder that models temporal
dependencies in time series to detect anomalies based on reconstruction probability.

¢ OmniAnomaly [27]: A representative stochastic model that combines a gated
recurrent unit (GRU) and VAE to capture the temporal dependence of multivariate

time series.

For performance evaluation, we compute Precision(P), Recall(R), and F1 score
by setting a threshold on the anomaly score for each compared algorithm. These

metrics are defined as follows:

TP TP 2x PxR
P=—-— =" = — 12
TP+FP T TPYEN " P+R (12)
TP, FP, and FN respectively denote the numbers of true positives,
false positives, and false negatives. To ensure a fair comparison, we search for

the optimal threshold within a feasible range and report the best performance

corresponding to the highest F1-score.

4.3 Performance Comparison

Table 2 shows the results on the MSL, SMAP, SMD, SWaT and PSM. As shown
in results, iForest performs worse than the deep learning methods, mainly because it
cannot capture the non-linear temporal dependencies in multivariate sequences. MAF-
LSTM performs well on most datasets, while OmniAnomaly usually performs better
than the other baselines but still produces sub-optimal results overall.

In general, MAF-LSTM outperforms all other methods on most datasets (except
SMAP), achieving an average Fl-score improvement of 2.52% over the best-

performing baseline. These results demonstrate that integrating multi-scale features
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Table 2 Performance on MSL, SMAP, SMD, SWaT and PSM.

Dataset Metric MAF-LSTM iForest DAGMM LSTM-VAE OmniAnomaly

MSL Precision 92.19 50.68 87.51 85.76 87.01
Recall 89.70 81.43 61.93 70.94 82.50
F1-Score 90.93 62.48 72.53 77.65 84.69
SMAP  Precision 85.37 50.37 86.42 89.90 91.39
Recall 58.23  51.07 58.79 61.75 79.99
F1-Score 69.24  50.72 69.98 73.20 85.31
SMD Precision 84.32 41.36 66.28 73.33 83.54
Recall 98.92 70.29 50.87 89.08 86.72
F1-Score 91.04 52.08 57.56 80.44 85.10
SWaT  Precision 84.51  48.19 87.86 75.00 79.02
Recall 91.27 44.83 36.84 87.49 83.40
F1-Score 87.76  46.45 51.91 80.76 81.15
PSM Precision 96.63  75.08 90.38 70.61 86.47
Recall 92.49 90.45 72.13 85.29 73.26
F1-Score 94.51 82.05 80.23 77.25 79.32

Bold values indicate the highest value in each row.
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398

399

400
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404

405

with an attention mechanism effectively enhances anomaly detection performance.
The improvement on the PSM dataset is more noticeable than that on the other

datasets, on which MAF-LSTM achieves an Fl-score 12.46 percentage points higher

than that of iForest.

4.4 Ablation Study

Furthermore, we perform an ablation study to evaluate the contribution of multi-scale
feature fusion and the attention mechanism. Specifically, each component is removed

or replaced, and the model is retrained to observe the performance difference. Four

ablation variants are considered:
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o MAF-LSTM: Our proposed full model, which includes both multi-scale feature
extraction and the attention-based feature fusion module.

¢ MAF-LSTM (Eu): Based on the proposed MAF-LSTM model, this variant
replaces the Mahalanobis distance with the Euclidean distance for anomaly scoring.
Given two vectors x = (x1,22,...,2,) and y = (y1,¥2,...,Yn), the Euclidean

distance is defined as:

® Multi-scale Equal Model: A simplified framework that replaces the attention
fusion module by assigning equal weights to all scales.

® Single-scale Model: A simplified framework that replaces the multi-scale LSTM
module with a fixed single LSTM.

We evaluate each variant using F1-score, AU-ROC (Area Under the Receiver Oper-
ating Characteristic Curve), and AU-PR (Area Under the Precision-Recall Curve).
Fl-score reflects the balance between precision and recall. AU-ROC measures the
ability to distinguish anomalies from normal points across different thresholds, while
AU-PR focuses on the precision—recall trade-off under imbalanced conditions. These
metrics provide a comprehensive assessment of detection accuracy and robustness.

The results on the MSL dataset are reported in Table 3. Furthermore, the varia-
tion of F1, AU-ROC and AU-PR with window size are reported in Fig. 3. As shown,
removing either module leads to a clear degradation, and both components contribute
more than a 4% improvement in Fl-score. This shows that the multi-scale feature
fusion and attention mechanism are not just extra modules, but are important for
improving detection accuracy.

To further understand the contribution of each component, we analyze the abla-

tion results from three perspectives. First, using multi-scale windows gives better
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Table 3 Comparisons of variants using different structures.

Multi- Attention Fl-
Method scale Fusion = Mahalanobis score AU-ROC AU-PR
MAF-LSTM v v v 90.93 70.32 20.41
MAF-LSTM (Eu) v v X 74.79 61.88 20.04
Multi-scale Equal v X v 86.81 67.40 18.32
Single-scale X X v 86.49 65.68 18.10
100 74 — = MAF-LSTM
=se=MAFLSTM | P L L e MAF-LSTM (Eu)
""" MAF-LSTM (Eu) 72 — = = Multi-scale Equal
95 A === Multi-scale Equal {}— Single-scale model
{1 Single-scale model 70— 70.32
g0 A e e e 90.93 g
o ]
§  LLLLEEfEois A — ge.sl OO 67.40
H 85 0 | :-)
,_'| [m] < 66 1
L jm|
801 64
ut
T5 e 74.79 624 i, e o 61.88
[u}
70+ T y T T 60 +— - - . .
20 30 50 70 100 20 30 50 70 100
Window length Window length
(a) (b)
23
=== MAF-LSTM
221 Z 2 Matscate Eaua
[}~ Single-scale model
21
_______________________ 20.41
20 Frrr e 20.04
&
2 1 8.32
----------------------- 18.
18 L
1744 o n
16 O
15+ - - - .
20 30 50 70 100

Window length
(c)

Fig. 3 Performance under varying window lengths. (a) Fl-score; (b) AU-ROC; (c) AU-PR.
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results than the single-scale model. In Fig. 3, the results of single-scale model increase
before window 50, and decrease after it. This shows that for single scale models, an
appropriate window length is required: one that is sufficient to capture larger-scale
patterns but not so large as to introduce redundancy or noise. Without specifically
choosing the most appropriate scale, MAF-LSTM improves the F1-score by 4.44 com-
pared with the best result of single-scale model, showing that features from different
time scales are complementary and help the detector capture richer patterns. In addi-
tion, adding the attention-based fusion module is more effective than simply add scale
representations. Compared with the multi-scale equal variant, MAF-LSTM increases
the Fl-score by 4.12. This means the attention mechanism helps the model focus on
important features, instead of treating all scales equally. Finally, using Mahalanobis
distance gives higher Fl-scores than Euclidean distance. All methods that use the
proposed anomaly score computing perform better than MAF-LSTM (Eu), showing
that Mahalanobis distance fits the residual distribution more accurately and provides

more reliable anomaly scores.

4.5 Discussion and limitations

The experimental results support the two design premises of the framework. The
ablation study shows that processing the measurement sequence at multiple scales
improves detection over any single scale, and that adaptively weighting the scales
through attention is more effective than combining them with equal weights. The
largest single contribution comes from Mahalanobis scoring, which indicates that
accounting for the correlation structure of the forecasting residuals is at least as impor-
tant as the choice of temporal representation. These findings are consistent with the
multi-scale nature of anomalies in engineering monitoring data described in Section 1.

Several limitations should be noted. First, although the framework is motivated

in part by the monitoring of power equipment, it has been evaluated only on public
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benchmark datasets from other engineering domains; validation on measurement data
from power equipment in service is the subject of ongoing work. Second, the window
lengths of the multi-scale branches were fixed at 20, 30, 50, 70, 100 for all datasets. An
adaptive selection of scales according to the sampling rate and the dominant periods
of the measured variables may further improve performance and reduce computational
cost. Third, the framework did not achieve the best result on SMAP, which indicates
that the benefit of multi-scale forecasting depends on the temporal extent of the
anomalies present in the data. Fourth, the covariance matrix used in Mahalanobis
scoring is estimated from the training residuals and is not updated online; over long
operating periods, gradual changes in equipment behavior may require the matrix to

be re-estimated periodically.

5 Conclusions

This paper presents MAF-LSTM, a multi-scale anomaly detection framework designed
for forecasting-based anomaly detection in multivariate monitoring data. The pro-
posed method employs a multi-scale LSTM forecasting network to capture temporal
dependencies across different horizons, while an attention-based feature fusion module
dynamically adjusts feature importance over time. By leveraging the Mahalanobis dis-
tance of prediction errors as anomaly scores, MAF-LSTM enables accurate detection
of abnormal patterns. Extensive experiments on five real-world multivariate datasets
demonstrate that MAF-LSTM outperforms state-of-the-art approaches in terms of
detection accuracy and robustness. In future work, we will further explore adaptive
scale selection mechanisms and investigate the extension of MAF-LSTM to real-time

streaming environments.
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AE
ARMA
AU-PR
AU-ROC
CPU
DAGMM
DBSCAN
FN

FP

GAN
GNN
GPU

GRU
HTM
iForest

KL

LSTM
LSTM-AD
LSTM-AE
LSTM-NDT
LSTM-VAE
MAE
MAF-LSTM
MSE

MSL
NASA
NDT

PSM
RAM
RNN
SAnD
SMAP
SMD
SWaT

TP

VAE

Autoencoder

Autoregressive Moving Average

Area Under the Precision—Recall Curve

Area Under the Receiver Operating Characteristic Curve
Central Processing Unit

Deep Autoencoding Gaussian Mixture Model
Density-Based Spatial Clustering of Applications with Noise
False Negative

False Positive

Generative Adversarial Network

Graph Neural Network

Graphics Processing Unit

Gated Recurrent Unit

Hierarchical Temporal Memory

Isolation Forest

Kullback—Leibler

Long Short-Term Memory

Long Short-Term Memory Anomaly Detection

Long Short-Term Memory Autoencoder

Long Short-Term Memory with Nonparametric Dynamic Thresholding
Long Short-Term Memory Variational Autoencoder
Mean Absolute Error

Multi-scale Attention-based Feature-fusion Long Short-Term Memory
Mean Squared Error

Mars Science Laboratory

National Aeronautics and Space Administration
Nonparametric Dynamic Thresholding

Pooled Server Metrics

Random Access Memory

Recurrent Neural Network

Simply Attend and Diagnose

Soil Moisture Active Passive

Server Machine Dataset

Secure Water Treatment

True Positive

Variational Autoencoder
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