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Abstract 

Purpose: Rice production is increasingly aƯected by climate variability, and many rice-growing 
regions lack the ground-observation infrastructure needed for timely crop-condition assessment. 
This study evaluated seven machine learning and deep learning models for predicting rice vegetation 
condition using satellite-derived spectral indices and environmental variables, with the aim of 
identifying robust modelling approaches and key predictors for scalable, satellite-based agricultural 
monitoring. 

Methods: Landsat-derived spectral indices (NDVI, NDWI, NDMI) were integrated with climate and 
terrain variables across 12,544 rice Ʊeld-seasons in Acadia Parish, Louisiana, from 2008 to 2025. 
Year Ʊxed eƯects were applied to control for inter-annual confounds, and seven models; linear 
regression, ridge regression, random forest, gradient boosting, XGBoost, LightGBM, and a deep 
neural network, were evaluated using Ʊve-fold random cross-validation. Variable contributions were 
assessed using impurity-based and permutation feature importance. 

Results: All seven models achieved high predictive accuracy, with Gradient Boosting yielding the 
highest coeƯicient of determination (R² = 0.960 ± 0.002). Permutation feature importance analysis 
showed that the Normalized DiƯerence Water Index (NDWI) was the dominant predictor (ΔR² = 
1.708), far exceeding the Normalized DiƯerence Moisture Index (NDMI; ΔR² = 0.034) and all other 
environmental variables (ΔR² ≤ 0.002). 

Conclusion: In Ʋood-irrigated rice systems, surface-water spectral dynamics captured by NDWI 
accounted for nearly all predictable variation in rice vegetation condition after temporal confounds 
were controlled, while ensemble tree-based methods provided a marginal but consistent accuracy 
advantage over deep learning and linear approaches. These Ʊndings oƯer practical guidance for 
selecting robust GeoAI models and spectral predictors for satellite-based rice monitoring in irrigated 
agricultural landscapes. 

Keywords: GeoAI, Rice, Vegetation, Acadia, Louisiana 

Introduction 

Rice is a major staple food for nearly two-thirds of the world's population and supports the 
livelihoods of more than 144 million smallholder farmers worldwide, accounting for approximately 
13% of the annual global crop value (Verma et al., 2021; Asma et al., 2023; Rahman et al., 2025). 
However, rice production is increasingly aƯected by climate variability, which accounts for an 



estimated 32–39% of global yield variability (Ray et al., 2015; Asma et al., 2023; Rahman et al., 2025). 
EƯective monitoring of crop condition has therefore become essential for supporting timely 
agricultural management and improving production resilience. However, in many rice-growing 
regions, sparse ground observations and limited monitoring infrastructure constrain the timely 
assessment of crop conditions (Macedo et al., 2024; Gyan et al., 2025; Xiao et al., 2025). These 
limitations highlight the need for scalable, satellite-based monitoring approaches capable of 
providing consistent information over large agricultural landscapes. 

Remote sensing has become an essential tool for agricultural monitoring by providing repeated, 
spatially continuous observations of crop conditions over large geographic areas (Gyan et al., 2025; 
Xiao et al., 2025). Among the available satellite platforms, the Landsat program oƯers one of the 
longest continuous Earth observation records, making it particularly valuable for monitoring long-
term changes in vegetation condition and agricultural systems (Wulder et al., 2019; Zhu et al., 2019). 
Spectral vegetation indices derived from Landsat imagery, such as the Normalized DiƯerence 
Vegetation Index (NDVI), provide reliable measures of canopy greenness and vegetation vigor and 
have been widely used to monitor crop growth and environmental stress (Gao, 1996; Tornos et al., 
2015; Shojaeezadeh et al., 2025). Water-sensitive spectral indices, including the Normalized 
DiƯerence Water Index (NDWI) and the Normalized DiƯerence Moisture Index (NDMI), provide 
complementary information on surface inundation and vegetation water status, making them 
particularly valuable for monitoring the phenological development of Ʋood-irrigated rice systems 
(Boschetti et al., 2014; Tornos et al., 2015; Chen et al., 2026). Integrating these remotely sensed 
observations with environmental variables, including rainfall, temperature, and terrain, provides a 
more comprehensive representation of the factors inƲuencing crop condition. However, combining 
multi-source satellite and environmental datasets remains challenging because of diƯerences in 
spatial resolution, temporal synchronization, and radiometric characteristics (Bazrafkan et al., 
2025). These challenges highlight the need for robust analytical approaches capable of eƯectively 
integrating diverse geospatial datasets for agricultural monitoring. 

To address the challenges of integrating multi-source remotely sensed and environmental data, 
machine learning (ML) and deep learning (DL) techniques have become increasingly important in 
agricultural remote sensing because of their ability to model complex, non-linear relationships that 
are diƯicult to capture using conventional statistical approaches (Kamilaris & Prenafeta-Boldú, 
2018; Mahendra et al., 2022; Kavipriya & Vadivu, 2024). Ensemble learning methods and neural 
network models have demonstrated strong predictive performance for crop monitoring by integrating 
spectral indices with environmental variables to characterize vegetation responses under varying 
climatic conditions (Kavipriya & Vadivu, 2024; Nossam et al., 2024). Deep learning approaches are 
particularly advantageous when high-dimensional imagery is available because they can learn 
complex spatial features directly from image data (Bellis et al., 2022). Despite these advances, most 
studies evaluate only a limited number of algorithms, making it diƯicult to determine which 
modelling approaches perform most consistently across diƯerent environmental settings. 
Furthermore, challenges related to large training-data requirements, limited model interpretability, 
and the scarcity of high-quality benchmark datasets continue to constrain the broader application 
and generalizability of these methods (Joshi et al., 2023; Kanaparthy & Venkatesan, 2025; Liu, 2024). 

A key limitation of conventional machine learning and deep learning approaches is their limited 
representation of geospatial context. While conventional ML and DL models eƯectively capture 



spectral and temporal patterns, they do not explicitly account for the spatial dependencies and 
environmental heterogeneity that characterize geospatial data, including soil variability, topographic 
gradients, microclimatic diƯerences, and spatial autocorrelation (Nikparvar & Thill, 2021; 
Jemeļjanova et al., 2024). Ignoring these spatial relationships can lead to biased or less reliable 
predictions (Yun & Gramig, 2022). In contrast, models that explicitly incorporate spatial information 
through geographically weighted regression, spatial error structures, or graph-based learning have 
frequently demonstrated improved predictive performance over conventional aspatial approaches 
(You et al., 2017; Khan et al., 2022; Wang et al., 2024). GeoAI extends this capability by integrating 
artiƱcial intelligence with geographically referenced data, enabling predictive models to better 
represent the spatial processes that inƲuence crop responses (Zhang et al., 2023; Liu, 2024). This 
integration supports more accurate and spatially explicit agricultural monitoring, providing valuable 
information for crop management and regional planning (Macedo et al., 2024; Soni, 2025). 

Despite considerable advances in remote sensing, machine learning, and GeoAI for agricultural 
applications, limited research has systematically compared the performance of multiple machine 
learning and deep learning models for predicting rice vegetation condition using long-term satellite 
observations integrated with environmental variables. Existing studies have predominantly focused 
on evaluating individual machine learning algorithms, short-term prediction periods, or crop yield 
estimation, providing comparatively limited evidence on the relative performance of multiple 
modelling approaches for long-term vegetation monitoring (Van Klompenburg et al., 2020; Ganie et 
al., 2026; Vashisth et al., 2026). Addressing this gap, this study evaluates and compares multiple 
machine learning, deep learning, and GeoAI models for predicting rice vegetation condition, 
represented by the NDVI, using Landsat-derived spectral indices and environmental variables 
(rainfall, temperature, terrain, and Ʊeld characteristics) from 2008 to 2025 in Acadia Parish, 
Louisiana. SpeciƱcally, the study (1) compares the predictive performance of competing modelling 
approaches, (2) quantiƱes the relative importance of environmental predictor variables, and (3)  
situate the predictive modelling results within a broader GeoAI framework for scalable, satellite-
based agricultural monitoring. Model performance is assessed using RMSE, MAE, and R² (Huan et 
al., 2025; Karongo et al., 2025). By providing a comprehensive long-term comparison of predictive 
modelling approaches and their key environmental drivers, this study oƯers practical guidance for 
selecting robust GeoAI models for satellite-based agricultural monitoring and decision support in 
rice-growing regions. 

Materials and Methods 

Study Area 

Acadia Parish, located in the rice belt of southwestern Louisiana, was selected as the study area 
because of its long-standing and continuing importance to the state's rice economy. In 2025, the 
parish cultivated approximately 84,000 acres of rice alongside soybeans, crawƱsh, and sugarcane, 
making it one of the state's leading rice-producing parishes (LSU AgCenter, 2025). Rice production in 
southwest Louisiana parishes such as Acadia has for decades represented a substantial share of the 
state's total acreage and farm-gate value, with associated production costs and returns tracked 
annually by LSU AgCenter economists (Deliberto & Salassi, 2010). The parish's Ʋat topography, clay-
rich prairie soils, and reliance on Ʋood irrigation support extensive rice cultivation. It produces the 
strong seasonal interactions among vegetation growth, surface water inundation, and temperature 
that make satellite-based monitoring both feasible and informative (Deliberto & Salassi, 2010; 



Kennedy et al., 2022). Because rice Ʊelds in the parish frequently shift in location and extent from 
year to year due to crop rotation and changing land-management decisions, static or infrequent land-
cover assessments cannot reliably capture actual planting patterns. Annual, Ʊeld-level mapping is 
therefore necessary to track where and how rice is grown over time. The parish's broad and relatively 
concentrated distribution of rice Ʊelds makes it a practical setting for integrating vegetation and 
moisture indices derived from satellite imagery with rainfall, temperature, and terrain data to 
characterize both crop condition and the environmental drivers of yield variability. 

  

Fig. 1 Study area maps showing the location of Acadia Parish in Louisiana, USA (right), and the spatial distribution of annual 
USDA Cropland Data Layer (CDL)-derived rice Ʊelds used in the analysis from 2008 to 2025 (left) 

Data Sources 

The study integrated crop-cover, satellite, climate, and terrain datasets to examine rice-Ʊeld 
conditions in Acadia Parish, Louisiana, from 2008 to 2025. Annual rice areas were derived from the 
USDA National Agricultural Statistics Service (USDA-NASS) Cropland Data Layer (CDL) using the rice 
class (Class 3). Because the CDL represents classiƱed crop cover at the pixel level rather than 
cadastral boundaries, the extracted rice areas were treated as CDL-derived rice polygons (Lark et al., 
2021). Landsat Collection 2 Level-2 surface-reƲectance imagery provided the multispectral 
observations used to characterize monthly vegetation and moisture conditions (USGS 2025). 
Landsat 5 Thematic Mapper imagery was used for 2008-2011, Landsat 7 Enhanced Thematic Mapper 
Plus imagery for 2012, Landsat 8 Operational Land Imager imagery for 2013-2021, and a merged 
Landsat 8-9 collection for 2022-2025 to ensure continuous satellite observations throughout the 
study period. These datasets provide atmospherically corrected surface-reƲectance bands and 
accompanying quality-assurance information suitable for long-term terrestrial monitoring. Monthly 
rainfall and 2-m air temperature were obtained from the ERA5-Land reanalysis dataset, using 
monthly total precipitation and monthly mean 2-m air temperature as climate variables (Muñoz-
Sabater et al., 2021). Terrain slope was derived from the void Ʊlled CGIAR Shuttle Radar Topography 
Mission (SRTM) digital elevation model, which has an approximate spatial resolution of 90m (Farr et 
al., 2007). All image preprocessing, dataset integration, and variable extraction were conducted in 
Google Earth Engine (Gorelick et al., 2017). 



Data Extraction 

Annual rice masks were extracted separately for each year from 2008 to 2025. Each CDL image was 
clipped to the Acadia Parish boundary, and all non-rice pixels were removed through binary 
reclassiƱcation and self-masking. To reduce isolated classiƱcation noise, a connected-pixel 
operation was applied, and rice patches containing fewer than three connected pixels were removed 
(Lv et al., 2017). The cleaned rice raster was subsequently converted to polygon features at a nominal 
spatial resolution of 30m. Polygon area was calculated in hectares and features smaller than 1 ha 
were excluded. Each retained polygon was assigned its corresponding observation year and a unique 
identiƱer following the structure ACADIA_year_PolygonID. This process produced a separate annual 
rice-polygon layer, thereby allowing the spatial conƱguration of cultivated rice to vary between years 
rather than if the same Ʊelds remained in production throughout the study period.  

Four spectral indices were calculated for every monthly Landsat composite. The NDVI was 
calculated from the near-infrared and red bands to represent vegetation greenness and canopy 
development. The Enhanced Vegetation Index (EVI) incorporated the near-infrared, red, and blue 
bands to improve sensitivity under relatively dense vegetation conditions. The Normalized DiƯerence 
Moisture Index (NDMI) was calculated from the near-infrared and Ʊrst shortwave-infrared bands to 
represent canopy and vegetation moisture conditions, while the Normalized DiƯerence Water Index 
(NDWI) used the green and near-infrared bands to indicate surface wetness and open-water 
inƲuence.  The formulas implemented were: 

NDVI = (NIR - R) / (NIR + R) (1) 

NDWI = (G - NIR) / (G + NIR) (2) 

EVI = G * ((NIR - R) / (NIR + C1 * R – C2 * B + L)), where. (3) 

NDMI = (NIR - SWIR)/ (NIR + SWIR) (4) 

where NIR, R, G, B, and SWIR₁ represent the near-infrared, red, green, blue, and Ʊrst shortwave 
infrared reƲectance bands, respectively. For EVI, G is the gain factor (2.5), C₁ and C₂ are the aerosol 
resistance coeƯicients (6.0 and 7.5, respectively), and L is the canopy background adjustment 
factor (1.0) (Huete et al., 2002). 

The monthly spectral-index images, temperature layer, rainfall layer, and slope layer were combined 
into a multiband image for each year combination. Mean values were then calculated within every 
annual rice polygon using zonal reduction. The Ʊnal dataset therefore contained one observation for 
each unique combination of rice polygon and year. The exported attributes included rice-Ʊeld 
identiƱer, year, month, polygon area, NDVI, EVI, NDMI, NDWI, monthly rainfall, monthly mean 
temperature, and mean slope. The results were exported from Google Earth Engine as a single CSV 
Ʊle for subsequent machine learning and deep learning analysis in Python. 

Data Preprocessing 

Landsat Collection 2 Level-2 surface-reƲectance digital numbers were converted to scaled surface 
reƲectance using the recommended multiplicative factor (0.0000275) and additive oƯset (−0.2), 
following the USGS Collection 2 Level-2 speciƱcations (USGS, 2025). The spectral bands from 
Landsat 5 and 7 were renamed to blue, green, red, nir, swir1, and swir2. Equivalent spectral bands 
from Landsat 8 and 9 were assigned the same standardized names. This standardization allowed the 



same spectral-index functions to be applied across the diƯerent Landsat sensors. Cloud and invalid-
pixel screening was performed using the Landsat QA_PIXEL band. Following the USGS Landsat 
Collection 2 QA band deƱnition, the bitwise quality mask removed pixels Ʋagged within bits 0-4, 
corresponding to Ʊll, dilated cloud, cloud, or cirrus, and cloud shadow. The mask was applied before 
spectral indices were calculated. Monthly median composites were generated from all available 
cloud-masked Landsat observations to minimize the inƲuence of residual atmospheric 
contamination and anomalous pixel values while providing a representative estimate of rice-Ʊeld 
conditions for each month.  

All spectral variables were extracted at a nominal 30m processing scale, corresponding to Landsat 
optical resolution. The SRTM slope layer had a native resolution of approximately 90 m, while ERA5-
Land climate variables were substantially coarser, at roughly 9-11 km. All variables were extracted 
using a nominal 30 m processing scale to align the computational grid with the Landsat-derived rice 
polygons. This extraction scale did not increase the native spatial resolution of the SRTM 
(approximately 90 m) or ERA5-Land climate data (approximately 9–11 km), which retained their 
original spatial characteristics. The exported CSV was structured in long format, with repeated 
monthly observations nested within annual rice polygons. Slope remained constant within each 
polygon across months, whereas rainfall, temperature, and spectral indices varied temporally. 

Variables for Analysis 

The NDVI, expressed as a single seasonal composite value per Ʊeld season, was used as the 
dependent variable and proxy for rice growth. Six independent variables were considered: Ʊeld area 
(area_ha), the NDMI, the NDWI, cumulative growing-season rainfall (rain_mm_gs), mean growing-
season temperature (temp_c_gs), and terrain slope (slope_deg). The growing season was deƱned 
as April to September to correspond with the typical rice cultivation calendar in Acadia Parish (Levy 
et al., 2025).  

Table 1 Variables used in the analysis, their role, and units. 

Variable Role Unit Min Max SD 

NDVI Dependent Unitless (-1 to 1) -0.182 0.872 0.115 

year Confound (control) Calendar year 2008 2025 - 

area_ha Predictor Hectares 1.08 2508.18 83.30 

NDMI Predictor Unitless (-1 to 1) -0.155 0.696 0.111 

NDWI Predictor Unitless (-1 to 1) -0.781 0.212 0.083 

rain_mm_gs Predictor mm 418.61 1376.27 194.84 

temp_c_gs Predictor °C 23.12 26.26 0.70 

slope_deg Predictor Degrees 0.00 5.35 0.41 

Note: NDVI = Normalized DiƯerence Vegetation Index (proxy for rice vegetation condition); NDMI = 
Normalized DiƯerence Moisture Index; NDWI = Normalized DiƯerence Water Index; Area_ha = rice 



Ʊeld area (hectares); Rain_mm_gs = cumulative growing-season rainfall; Temp_c_gs = mean growing-
season temperature; Slope_deg = terrain slope. Year was included as a control variable to account 
for temporal variation. 

Control for a temporal confound 

Growing-season year was treated as a potential confounding variable rather than a direct predictor 
of NDVI (Table 1). Although year does not directly inƲuence rice growth, it captures unmeasured 
temporal factors such as long-term climate variability, sensor diƯerences, and changes in agronomic 
practices. Treating year as a conventional predictor could therefore confound the relationships 
between NDVI and the environmental variables by attributing shared temporal variation to individual 
predictors. To control for shared year-to-year variation, a year Ʊxed-eƯects (demeaning) procedure 
was applied. For each variable of interest (NDVI and the six predictor variables), the year-speciƱc 
mean was subtracted from each observation:  

x′ᵢ,ₜ = xᵢ,ₜ − x̄ ₜ (5) 

where xᵢ,ₜ is the value of variable x for Ʊeld i in year t, and x̄ ₜ is the mean of that variable across all 
Ʊelds in year t. This transformation was applied to the full dataset to remove shared annual variation 
before model Ʊtting, allowing the analysis to focus on within-year diƯerences among rice Ʊelds 
(Wooldridge, 2010). 

Model development 

Six machine learning algorithms and one deep learning architecture were Ʊtted to the year-adjusted 
data: linear regression, ridge regression (L2 penalty, α = 1.0), random forest regression (400 trees, 
maximum depth 10, minimum 5 samples per leaf), gradient boosting regression (300 estimators, 
maximum depth 3, learning rate 0.05), extreme gradient boosting (XGBoost; 400 estimators, 
maximum depth 4, learning rate 0.05, subsample and column-sample fractions of 0.8), and light 
gradient boosting machine (LightGBM; equivalent settings to XGBoost). The deep learning model was 
a feed-forward multilayer perceptron with three hidden layers (128, 64, and 32 units respectively), 
rectiƱed linear unit (ReLU) activations, L2 regularization (α = 1 × 10⁻⁴), and the Adam optimizer (initial 
learning rate 1 × 10⁻³). The neural network used z-score standardized inputs, with scaling parameters 
estimated separately within each training fold to prevent information leakage. Linear and ridge 
regression were Ʊt on unstandardized input because ordinary least squares is invariant to linear 
rescaling and ridge regression showed negligible sensitivity to scaling at the regularization strength 
used (α = 1.0), this did not materially aƯect the reported results. For the neural network, a 15% inner 
validation split was held out from each training fold for early stopping: training was halted if validation 
loss failed to improve for 20 consecutive epochs, and the model weights from the epoch with the 
lowest validation loss were retained for evaluation on that fold's test partition. 

Model evaluation 

Because the analytical objective was explanatory, to quantify whether environmental and site 
variables explain within-year variation in rice growth after controlling for the year confound, rather 
than to forecast unobserved future seasons, model performance was assessed using Ʊve-fold 
random cross-validation rather than a chronological (time-ordered) hold-out split. This distinction 
was methodologically necessary: year Ʊxed-eƯects are computed from each year's own mean, a 
quantity that is not available in advance in a genuine forecasting context, so a chronological hold-



out would not constitute a fair forecast evaluation once year Ʊxed-eƯects are applied. Random k-
fold cross-validation avoids this issue and is the standard evaluation approach for explanatory panel-
data models. For each fold, models were trained on four-Ʊfths of the data and evaluated on the held-
out Ʊfth; this was repeated Ʊve times so that every observation was used for testing exactly once. 
Performance was quantiƱed using the coeƯicient of determination (R²), root mean squared error 
(RMSE), and mean absolute error (MAE), each reported as the mean and standard deviation across 
the Ʊve folds. To characterize which variables contributed to model predictions, two complementary 
approaches were used. First, impurity-based feature importance was extracted from the random 
forest and XGBoost models. Second, and more conservatively, permutation importance was 
computed on an independent 80/20 held-out split: each predictor was randomly shuƯled in turn, and 
the resulting mean decrease in R² (relative to the unpermuted baseline), averaged over 20 repetitions, 
was taken as a model-agnostic measure of that variable's contribution to predictive accuracy. All the 
analyses conducted in this study was run using python via VS Code. 

Results 

Descriptive patterns and correlation structure 

Across the 18-year study period (2008–2025; n = 12,544 Ʊeld-seasons), NDVI exhibited weak 
unadjusted correlations with Ʊeld area (r = 0.054), cumulative growing-season rainfall (r = 0.071), 
mean growing-season temperature (r = 0.057), and terrain slope (r = 0.071). In contrast, NDVI was 
strongly negatively correlated with NDWI (r = −0.963) and moderately positively correlated with NDMI 
(r = 0.445) (Fig. 2).  

 

Fig. 2 Correlation matrix among NDVI and candidate predictor variables 

Annual parish-wide averages of NDVI, cumulative growing-season rainfall, mean growing-season 
temperature, and NDMI varied across the 2008–2025 study period (Fig. 3). Mean NDVI ranged from 
approximately 0.48 to 0.63, with comparatively higher values observed in 2015, 2018, and 2024–
2025. Growing-season rainfall exhibited substantial year-to-year variability, ranging from about 480 
mm to more than 1,200 mm. Mean growing-season temperature varied within a relatively narrow 
range (approximately 24.2–26.0 °C), while annual mean NDMI Ʋuctuated between approximately 
0.16 and 0.29 throughout the study period. 



 

Fig. 3 Parish-wide annual means of NDVI, growing-season rainfall, growing-season temperature, and NDMI, 2008–2025 

Model performance after controlling for the year confound 

Following removal of the year-speciƱc mean from NDVI and each predictor (year Ʊxed-eƯects; see 
Materials and Methods), seven models were evaluated using Ʊve-fold random cross-validation. 
Gradient Boosting achieved the highest predictive performance (R² = 0.960 ± 0.002). Linear 
regression (R² = 0.948 ± 0.003) and ridge regression (R² = 0.947 ± 0.003) produced the lowest 
coeƯicients of determination. Similar patterns were observed for RMSE and MAE, with Gradient 
Boosting yielding the lowest RMSE (0.0211), while LightGBM and XGBoost achieved the lowest MAE 
(0.0153). The linear models produced the highest RMSE (0.0242) and MAE (0.0170–0.0172) values 
(Table 2). Standard deviations of R² across the Ʊve cross-validation folds were ≤ 0.004 for all models. 

Table 2 Five-fold cross-validation performance of the evaluated machine learning and deep learning models. 

Model R² (mean ± SD) RMSE (mean) MAE (mean) 

Gradient Boosting 0.960 ± 0.002 0.0211 0.0154 

LightGBM 0.959 ± 0.004 0.0215 0.0153 

Random Forest 0.959 ± 0.003 0.0215 0.0155 

XGBoost 0.958 ± 0.004 0.0215 0.0153 

Deep neural network (MLP) 0.956 ± 0.002 0.0221 0.0161 

Linear regression 0.948 ± 0.003 0.0242 0.0170 

Ridge regression 0.947 ± 0.003 0.0242 0.0172 

 

Variable contribution 

Impurity-based feature importance derived from the Random Forest and XGBoost models identiƱed 
NDWI as the most inƲuential predictor, followed by NDMI, while Ʊeld area, cumulative growing-



season rainfall, mean growing-season temperature, and slope contributed comparatively little to 
model predictions (Fig. 4). 

 

Fig. 4 Impurity-based feature importance derived from the Random Forest (left) and XGBoost (right) models 

Permutation importance was subsequently evaluated using an independent 80/20 hold-out dataset 
to verify the impurity-based rankings (Strobl et al., 2007). The permutation analysis produced the 
same ordering, with NDWI resulting in the largest reduction in model performance (ΔR² = 1.708). Field 
area (ΔR² = 0.002), mean growing-season temperature (ΔR² = 0.0008), slope (ΔR² = 0.0004), and 
cumulative growing-season rainfall (ΔR² = 0.0002) each produced only minimal reductions in R² when 
permuted (Table 3; Fig. 5).  

Table 3 Permutation feature importance of predictor variables based on the mean decrease in R² over 20 repetitions using 
an independent hold-out dataset. 

Predictor Permutation importance (ΔR²) 

NDWI 1.708 

NDMI 0.034 

area_ha 0.002 

temp_c_gs 0.0008 

slope_deg 0.0004 

rain_mm_gs 0.0002 

 



 

Fig. 5 Permutation feature importance showing the mean decrease in R² following predictor shuƯling on an independent 
hold-out dataset 

Deep learning behavior and predictive Ʊt 

Training and validation loss decreased rapidly during the initial training epochs before gradually 
stabilizing (Fig. 6). Throughout training, validation loss remained consistently higher than training 
loss, while both curves followed similar trajectories and reached a near-plateau after approximately 
15–20 epochs. Across the Ʊve cross-validation folds, no model met the 20-epoch early stopping 
criterion before completion of the maximum training epochs. The deep neural network achieved a 
mean cross-validated performance of R² = 0.956 ± 0.002 (Table 2). 



 

Fig. 6 Training and validation loss curves for the deep neural network during the Ʊnal cross-validation fold 

Predicted versus observed year-adjusted NDVI values for the Random Forest model showed close 
agreement with the 1:1 reference line across the range of observations (Fig. 7). Most predictions were 
tightly clustered around the diagonal, with no evident systematic overprediction or underprediction. 
A small number of observations deviated from the reference line, particularly at lower year-adjusted 
NDVI values. The model achieved a hold-out coeƯicient of determination (R²) of 0.960. 



 

Fig. 7 Observed versus predicted year-adjusted NDVI values for the Random Forest model on the independent hold-out 
dataset. The dashed line represents the 1:1 reference line 

Discussion 

Relationships between rice vegetation condition and predictor variables 

The strong negative relationship between NDVI and NDWI (r = −0.963) reƲects the characteristic 
phenology of Ʋood-irrigated rice systems, where early-season Ʋooding produces high NDWI and low 
NDVI, followed by increasing vegetation greenness and declining surface water as the crop develops. 
This inverse relationship has been widely reported as a distinctive spectral signature of paddy rice, 
with NDWI eƯectively capturing Ʋooding and transplanting while NDVI tracks canopy development 
(Tornos et al., 2015; Xiao et al., 2025). In contrast, the moderate positive correlation between NDVI  
and NDMI (r = 0.445) is consistent with NDMI's sensitivity to vegetation water content, reƲecting 
changes in canopy moisture as rice develops (Gao, 1996). Together, these Ʊndings suggest that NDWI 



and NDMI provide complementary information on rice water dynamics by representing surface 
inundation and canopy moisture, respectively. The weak relationships between NDVI and Ʊeld area, 
rainfall, temperature, and slope indicate that these variables explained relatively little of the 
observed variation in rice vegetation condition, likely reƲecting the controlled hydrological 
conditions of irrigated rice production in Acadia Parish and the relatively small variation in growing-
season temperature during the study period. 

Comparative performance of the evaluated prediction models 

The ensemble tree-based models achieved the highest predictive performance, with Gradient 
Boosting (R² = 0.960), LightGBM (R² = 0.959), Random Forest (R² = 0.959), and XGBoost (R² = 0.958) 
performing marginally better than the deep neural network (R² = 0.956) and the linear models (R² = 
0.947–0.948). Although the diƯerences were small (ΔR² = 0.013), the consistent ranking indicates 
that ensemble methods provided the most accurate representation of the nonlinear relationships 
between the spectral and environmental variables and rice vegetation condition. This Ʊnding agrees 
with previous studies demonstrating that ensemble learning methods consistently achieve high 
predictive performance for agricultural remote sensing applications because of their ability to model 
complex feature interactions while maintaining robustness across diƯerent environmental 
conditions  (Kamilaris & Prenafeta-Boldú, 2018; Mahendra et al., 2022; Kavipriya & Vadivu, 2024). The 
slightly lower performance of the deep neural network also agrees with previous studies suggesting 
that deep learning models generally require larger training datasets and greater parameter 
optimization to consistently outperform ensemble methods on structured tabular data (Joshi et al., 
2023; Liu, 2024; Kanaparthy & Venkatesan, 2025). However, the comparatively lower performance of 
the linear and ridge regression models reƲects their limited ability to capture nonlinear relationships 
and complex interactions among predictor variables. Nevertheless, their relatively high predictive 
accuracy suggests that a substantial proportion of the within-year variation in rice vegetation 
condition remained approximately linear after year-level demeaning, indicating that simpler and 
more interpretable models may still provide acceptable performance when computational eƯiciency 
and model transparency are priorities. 

Importance of water-related spectral indices for rice vegetation prediction 

The overwhelming importance of NDWI, which produced the largest permutation importance (ΔR² = 
1.708), far exceeding NDMI (ΔR² = 0.034) and all other predictors (ΔR² ≤ 0.002), highlights the 
dominant role of surface-water dynamics in predicting rice vegetation condition. This Ʊnding is 
consistent with the hydrological characteristics of Ʋood-irrigated rice systems, where managed 
Ʋooding governs early crop establishment before canopy development progressively replaces the 
open-water signal. Consequently, NDWI eƯectively captures the seasonal transition from Ʋooded 
Ʊelds to dense vegetation, making it the strongest predictor of NDVI. Although NDMI also reƲects 
crop water status, its substantially lower importance indicates that surface inundation provided 
more predictive information than canopy moisture under the conditions of this study. Similar Ʊndings 
have been reported by Boschetti et al. (2014), who demonstrated that water-sensitive spectral 
indices are among the most reliable indicators of managed Ʋooding and rice phenology in paddy 
systems, while Chen et al. (2026) further showed that integrating NDWI with vegetation indices 
eƯectively captures the temporal and spatial dynamics of rice growth. The comparatively small 
contributions of rainfall, temperature, slope, and Ʊeld area are likely attributable to the controlled 
irrigation practices in Acadia Parish, the relatively uniform topography, and the removal of shared 



interannual variability through the year-demeaning procedure. These Ʊndings do not suggest that 
environmental variables are unimportant for rice production; rather, they indicate that, within 
individual growing seasons, the water-related spectral information captured by NDWI provided 
substantially greater predictive value than the broader environmental variables considered in this 
study. 

Deep learning performance relative to ensemble methods 

The deep neural network achieved high predicƟve performance (R² = 0.956) but remained marginally 
below the ensemble tree-based models, parƟcularly Gradient BoosƟng (R² = 0.960). This Įnding agrees 
with previous studies showing that, for structured tabular datasets with well-engineered predictors, 
ensemble learning methods oŌen perform as well as or beƩer than deep learning models because they 
eīecƟvely capture nonlinear relaƟonships without requiring large training datasets or extensive 
parameter opƟmizaƟon (Kamilaris & Prenafeta-Boldú, 2018; Mahendra et al., 2022; Kavipriya & Vadivu, 
2024). The smooth convergence of the training and validaƟon loss curves further indicates that the neural 
network learned the underlying relaƟonships without substanƟal opƟmizaƟon diĸculƟes, suggesƟng that 
its slightly lower performance was more likely related to the characterisƟcs of the input data than to model 
training. Because the predictor variables were aggregated to polygon-level tabular features, the deep 
neural network could not exploit the spaƟal feature-learning capability that typically provides an 
advantage for image-based applicaƟons. Similar observaƟons were reported by Bellis et al., (2022), who 
showed that deep learning models achieve greater improvements when applied directly to high-
dimensional UAV imagery, where spaƟal informaƟon is preserved. These Įndings suggest that ensemble 
methods provide a pracƟcal and computaƟonally eĸcient soluƟon for rice vegetaƟon predicƟon from 
structured geospaƟal datasets, whereas deep learning approaches may oīer greater advantages when 
spaƟally explicit image data are used directly. 

Implications for operational rice monitoring 

The Ʊndings of this study demonstrate the potential of GeoAI to support operational rice monitoring 
by integrating long-term satellite observations with environmental information in a scalable 
predictive framework. The consistently high performance of the evaluated models indicates that 
Landsat-derived spectral indices provide reliable information for monitoring rice vegetation 
condition over extended periods, while the superior performance and interpretability of the 
ensemble tree-based models make them particularly well suited for operational decision-support 
applications. The dominance of NDWI further highlights the importance of water-sensitive spectral 
information for monitoring Ʋood-irrigated rice systems, suggesting that routine satellite observations 
can eƯectively characterize crop development without relying extensively on auxiliary climate or 
terrain data under managed irrigation conditions. These Ʊndings support the use of remotely sensed 
spectral information as a practical and cost-eƯective approach for large-area rice monitoring and 
provide a foundation for future GeoAI applications that incorporate spatially explicit modelling 
approaches, such as geographically weighted machine learning, to better account for local spatial 
variability in crop responses (Khan et al., 2022). 

Study limitations and future research 

Several limitations should be considered when interpreting the Ʊndings of this study. First, rice 
vegetation condition was represented using NDVI, which is known to saturate under dense canopy 
conditions and may underestimate vegetation variability during peak growth stages. Future studies 
could incorporate alternative vegetation indices, such as the Enhanced Vegetation Index (EVI) or 



chlorophyll-sensitive indices, to improve the characterization of dense rice canopies. Second, the 
year Ʊxed-eƯects approach eƯectively removed shared interannual variability but limits the direct 
application of the models for predicting previously unseen growing seasons. Developing forecasting 
frameworks that preserve temporal variability while maintaining robust predictive performance 
remains an important area for future research. Third, the spatial resolution mismatch among the 
Landsat imagery (30 m), SRTM terrain data (approximately 90 m), and ERA5-Land climate variables 
(approximately 9-11 km) may have reduced the apparent contribution of terrain and climate variables 
to model performance. Evaluating higher-resolution environmental datasets may provide additional 
insight into local factors inƲuencing rice vegetation condition. Fourth, although this study was 
developed within a GeoAI framework, the evaluated models did not explicitly account for spatial 
autocorrelation or spatial non-stationarity. Incorporating spatially explicit machine learning 
approaches, such as geographically weighted or graph-based models, may further improve 
predictive performance by capturing local spatial variability (Khan et al., 2022). Finally, the analysis 
was limited to Acadia Parish, Louisiana, where Ʋood-irrigated rice production and relatively uniform 
topography characterize the agricultural landscape. Extending the framework to other rice-growing 
regions with diƯerent irrigation practices, climatic conditions, and terrain characteristics will help 
evaluate the generalizability of the proposed approach and identify the conditions under which 
diƯerent modelling strategies perform best. 

Conclusion 

This study evaluated seven machine learning and deep learning models, situated within a broader 
GeoAI framework, to characterize rice vegetation condition using 18 years (2008–2025) of Landsat-
derived spectral indices and environmental variables in Acadia Parish, Louisiana. The results showed 
that all evaluated models achieved high predictive accuracy, with ensemble tree-based methods 
providing the best overall balance between prediction accuracy, computational eƯiciency, and 
interpretability. Among all predictor variables, NDWI emerged as the dominant predictor of rice 
vegetation condition, highlighting the critical role of surface-water dynamics in Ʋood-irrigated rice 
systems, while rainfall, temperature, terrain, and Ʊeld characteristics contributed comparatively 
little after accounting for interannual variability. These Ʊndings demonstrate the value of integrating 
long-term satellite observations with machine learning within a GeoAI framework for scalable 
agricultural monitoring and show that water-sensitive spectral information can eƯectively 
characterize rice vegetation condition under managed irrigation. This study therefore provides 
practical guidance for selecting robust predictive models and key environmental predictors for 
satellite-based rice monitoring, while establishing a foundation for future GeoAI applications that 
incorporate spatially explicit modelling and evaluate the transferability of these approaches across 
diverse rice-growing environments. 
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