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Abstract
Bird-nest detection in UAV-based inspection of overhead transmission lines is challenged by substantial target-scale variation,
background clutter and limited computing resources. We developed CXS-YOLO, a lightweight multiscale detector based on
YOLO11n. C3k2_MCC integrates multi-branch contrast convolution to strengthen fine-grained and local contrast features, while
lightweight exposure-aware coordinate attention reduces illumination-related interference with limited overhead. Content-
adaptive weighted downsampling preserves small-target information during scale reduction, and a scale-aware lightweight
shared convolutional detection head reduces prediction redundancy across feature scales. On a held-out test set of 356
images from the CXS-BirdNest dataset, CXS-YOLO achieved 89.6% precision, 84.9% mAP@0.5, 49.8% mAP@0.5:0.95 and
83.4% recall. Compared with YOLO11n, these metrics increased by 2.2, 1.6, 1.0 and 0.9 percentage points, respectively. The
model used 1.107 M parameters and 4.3 GFLOPs, representing reductions of 57.1% and 31.7%. CPU-only inference tests
yielded 6.17 FPS on a Raspberry Pi 5 and 35.98 FPS on an Intel Core i9-14900K platform. These results show that CXS-YOLO
improves bird-nest detection while reducing model complexity, providing a compact and efficient approach for UAV-based
transmission-line inspection.

Introduction
As transmission networks continue to expand, overhead transmission lines are increasingly exposed to complex natural
environments over prolonged periods. Bird nests built on transmission towers can reduce electrical clearance, while bridging
by nesting materials may cause partial discharge, flashover, or line-tripping faults[1]. Collisions and electrocution associated

with transmission lines can also threaten individual birds and local populations[2, 3]. Timely detection and removal of bird nests
are therefore important not only for maintaining a secure power supply but also for bird conservation[4, 5]. However,
transmission lines are widely distributed and inspection routes are often extensive, making it difficult for conventional manual
inspection to meet the combined requirements of efficiency, safety, and timely intervention. Automated bird-nest detection has
consequently become an operational necessity for transmission-line maintenance.

The mobility, low operational risk and wide coverage of unmanned aerial vehicles (UAVs) have supported the transition towards
automated bird-nest detection from aerial images[6, 7]. Multiscale feature fusion, attention mechanisms and lightweight
architectures have improved detection performance, but scale variation and background interference remain challenging in
practical inspections. Terrain, tower structure and safe flight distances produce substantial variation in the apparent scale of
bird nests[8]. Distant nests occupy few pixels and contain limited contour and texture information, making fine edges and local
structures susceptible to loss during successive downsampling. Close-range nests occupy larger image regions and require
feature extraction over broader spatial extents[9, 10]. Illumination changes, partial occlusion and similar textures in vegetation
and tower components may also reduce local contrast between nests and their surroundings. These effects can weaken
target-edge responses or make them difficult to distinguish from background responses, increasing false detections and
missed targets[11]. Limited public datasets and scene coverage further constrain model training and evaluation across these

variations[12, 13]. Meanwhile, the computing and storage limits of onboard devices restrict the use of larger networks or
additional feature-enhancement modules to compensate for these losses. Preserving discriminative bird-nest features across
scales while suppressing background interference at low computational cost therefore remains an unresolved challenge for
existing detection methods.

Existing studies have improved detection performance through several approaches. SCI-YOLO11 enhances transmission-line
insulator defect detection by combining convolutions that preserve low-resolution information, channel attention, and an
improved regression loss[14]. However, global channel reweighting may weaken the responses of small targets, and the method
does not directly model the spatial locations or scale variations of bird nests. A domain-knowledge and occlusion-reasoning
approach reduces false detections by restricting candidate regions and simulating occlusion[15]. Its performance, however,
depends on scene-specific priors, such as tower locations and occlusion patterns, limiting its adaptability to changes in
viewpoint and background. LRDS-YOLO improves small-object detection in UAV imagery through adaptive downsampling,
multilevel feature fusion, attention mechanisms, and a dynamic detection head[16]. Nevertheless, coordinating multiple
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components increases architectural complexity, and the method was not specifically designed to address the strong visual
similarity between bird nests and their surrounding backgrounds. Overall, existing methods have not yet fully reconciled
multiscale information retention, background-interference suppression, and lightweight model design.

YOLO11n provides a strong foundation in terms of detection accuracy and computational efficiency, but its native architecture
is not fully suited to multiscale bird-nest detection. C3k2 relies mainly on successive local convolutions, through which the
limited edge and texture cues of bird nests can be obscured by background responses during repeated feature extraction.
Attention modelling in C2PSA also incurs a certain computational cost, and its attention weights may be affected by strong
illumination and local overexposure. In the neck, fixed-stride convolutions progressively compress the feature maps but cannot
adapt the information-retention strategy to the target content, which can result in the loss of medium- and small-object
features. Moreover, different detection layers use relatively independent prediction branches, providing limited scale-specific
adaptation across feature levels while introducing repeated parameters. Further optimisation of YOLO11n is therefore required
to achieve a better balance between multiscale feature extraction and lightweight model design.

To address these limitations, we propose CXS-YOLO, a lightweight bird-nest detector for UAV inspection images containing
substantial target-size variation. C3k2_MCC targets weak local contrast and fine-grained visual features, whereas LECA
reduces attention overhead and limits illumination-related interference. CAWD is introduced to reduce information loss during
downsampling, and Detect_SALSCD reduces parameter redundancy in the prediction head. The model was designed to
improve overall bird-nest detection performance while maintaining low computational complexity.

The main contributions of this study are summarised as follows:

To improve the limited extraction of fine textures and local-contrast information from distant bird nests by the native C3k2
blocks in the backbone, we embed MCC_Bottleneck within the internal feature-transformation path of C3k2 to construct
C3k2_MCC. This module strengthens the representation of bird-nest edges and textures and their contrast with the
surrounding background.

C2PSA at the end of the backbone incurs a relatively high computational cost, and its attention responses are susceptible to
strong illumination and local overexposure. We therefore propose a lightweight exposure-aware coordinate attention module,
LECA, to replace C2PSA, thereby reducing the cost of attention modelling and improving the model’s adaptability to
illumination changes.

To reduce the loss of fine bird-nest details during scale compression, CAWD replaces the fixed-stride downsampling
convolutions in the original neck. Its content-adaptive aggregation is intended to retain informative local features during
downsampling, particularly for small bird-nest regions.

Detect_SALSCD replaces the native detection head to reduce redundant parameters across the prediction branches. It retains
cross-level shared convolutions and introduces scale-specific modulation for each detection layer.

Related work
Existing methods for bird-nest detection on transmission lines can be broadly classified into traditional image-processing and
deep-learning approaches. Traditional methods rely mainly on hand-crafted features such as colour, texture, saliency, and
morphology, and show limited stability under changing illumination, complex backgrounds, or target occlusion[17, 18]. With
advances in deep learning and computer vision, object detectors such as Faster R-CNN[19], EfficientDet[20], SSD[21], and the
YOLO family[22] have increasingly been applied to UAV-based transmission-line inspection. Two-stage detectors generally
provide strong feature-representation capabilities but incur relatively high computational costs, whereas one-stage detectors
offer a better balance between detection accuracy and inference efficiency. Accordingly, recent studies have focused on
occlusion-relation modelling, multiscale feature fusion, and lightweight deployment[23, 24].
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Previous studies on transmission-line object detection have addressed small defects, multiple target classes and occluded
objects through targeted architectural improvements. Priya and Kamlu[25] combined bidirectional feature fusion, receptive-field
attention and regional context modelling within Faster R-CNN to improve small and partially occluded insulator-defect
detection in complex backgrounds. Their design integrates local details with surrounding information but retains region
proposal generation and region-level prediction, requiring a balance between detection gains and computational cost for
onboard use. Song et al.[26] incorporated a higher-resolution feature level and coordinate attention into EfficientDet to improve
the detection of power-grid components and defects, including bird nests. Although this approach strengthened spatial
information for small targets, its reported inference speed remained below those of the YOLO and SSD comparators. This
result illustrates the trade-off between detail preservation and inference efficiency. Zhao et al.[27] embedded an occlusion-
relation module into SSD, using similarity within overlapping target regions to model occlusion relationships and improve the
localisation of overlapping fittings. Their approach focuses on relationships between objects; its applicability to texture
confusion between bird nests, vegetation and tower components requires further evaluation. Collectively, these studies show
that multiscale fusion and feature enhancement can improve small and occluded object detection, although their benefits must
be weighed against model complexity. For bird nests with substantial scale variation and strong background similarity,
preserving informative details within a lightweight architecture remains a challenge.

For bird-nest detection, Tu et al.[28] proposed YOLO-nc-kd based on YOLOv5s, combining multiscale convolutional feature
fusion, attention enhancement and a revised localisation loss. These modifications improved target representation and
localisation, while knowledge distillation further improved detection performance. Xu et al.[29] reconstructed the backbone
using FasterNet and combined ConvMixer with ODConv to improve feature fusion, reducing computational cost while
maintaining detection accuracy. These advances support the use of feature enhancement and lightweight architectures for
bird-nest detection. However, preserving informative features across target scales while limiting confusion with similar
backgrounds remains challenging under a constrained computational budget.

YOLO11n object detection model
Based on the above analysis, we selected YOLO11n, a compact one-stage detector with relatively low computational cost, as
the baseline model. The YOLO family performs detection through a one-stage prediction framework and has been widely
applied to tasks requiring comparatively efficient inference[30]. YOLO11 was further optimised by Ultralytics from established
YOLO architectures, and its lightweight YOLO11n variant mainly comprises an input stage, a backbone, a neck, and a detection
head. Although YOLO11n provides a strong basis for lightweight deployment, its original architecture cannot fully satisfy the
combined requirements of bird-nest feature extraction and onboard implementation. In the backbone, C3k2 performs feature
transformation mainly through local convolutions, limiting its ability to represent the fine-grained textures of bird nests and
distinguish them from complex backgrounds. C2PSA at the end of the backbone enhances features in salient regions, but its
parameter count and computational cost could be further reduced, and its adaptability to complex illumination remains limited.
The neck uses fixed-stride downsampling, which may weaken the edge and texture information of distant bird nests during
scale compression. Moreover, the native detection head applies separate prediction transformations to features at different
scales, potentially introducing parameter redundancy. We therefore retain the overall YOLO11n framework while introducing
targeted modifications to the backbone, neck, and detection head to improve complex-background feature extraction,
multiscale information retention, and model lightweighting.

Methods
CXS-YOLO is built on YOLO11n and targets bird-nest inspection images with substantial variation in apparent target size. Its
overall architecture is shown in Fig. 1. In the backbone, C3k2_MCC replaces the original C3k2 module to encode local texture
and contrast information. LECA replaces C2PSA at the end of the backbone to reduce attention overhead and limit interference
from strong illumination. Two CAWD modules are introduced into the neck to retain informative features during downsampling.
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Detect_SALSCD replaces the native detection head and combines shared convolutions with scale-specific modulation. These
components form a compact detection architecture for UAV images containing bird nests of different apparent sizes.

Multi-branch Contrast Convolution (MCC) module
Native C3k2 improves information reuse through cross-stage connections and feature concatenation, but its internal
operations rely mainly on successive local convolutions. For bird nests that occupy relatively few pixels and exhibit irregular
textures, simply increasing convolutional depth or adding parallel branches does not ensure that informative features are
retained. Their limited edge and texture cues may still be obscured by complex background responses during successive
feature transformations. C3k2_MCC is therefore not a simple stack of convolutional and attention structures. Instead, it forms
a structured processing pathway designed to address the weakening of bird-nest details caused by background interference
and insufficient information transfer across branches. We construct C3k2_MCC by replacing the internal feature-
transformation unit of C3k2 with MCC_Bottleneck, whose architecture is shown in Fig. 2.

To emphasise local differences between bird nests and their neighbouring backgrounds, the differential depthwise-convolution
kernel is initialised with positive values in the central region and negative values in the surrounding region:

1

Here,  denotes the central  region of the convolution kernel. By computing the response difference between the
central region and its surrounding neighbourhood, this structure highlights bird-nest edges and local texture variations while
further suppressing background responses.

As shown in Fig. 2, the input feature first passes through a  convolution for channel mapping and is then divided equally
into four branches along the channel dimension. The first branch applies an identity mapping to preserve basic information for
subsequent feature enhancement. The second branch extracts local-contrast features using differential depthwise
convolution. In the third branch, the output of the second branch is added to the current feature and then subjected to a further
differential transformation, allowing the extracted local differences to contribute to subsequent modelling. The fourth branch
receives the output of the third branch and uses local-mean depthwise convolution and depthwise convolution with a dilation
rate of 2 to aggregate neighbouring structures and broader-range background information, respectively. The outputs of the four
branches are finally concatenated along the channel dimension, forming a feature representation that combines original
details, local differences, progressively enhanced features, and extended-neighbourhood information. Rather than arranging
multiple convolutional branches in simple parallel, this structure transfers information across branches, allowing local
differences to be progressively incorporated into broader-range feature modelling.

After concatenating the four branch features, the module sequentially applies channel and spatial attention to refine the
resulting representation, as shown in Fig. 2. Given the concatenated feature , the channel- and spatial-attention operations
are formulated as follows:

2

3
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Here,  and  denote global average pooling and global max pooling, respectively;  denotes the channel-
mapping function implemented using two shared convolutions;  and  denote average and max pooling along the
channel dimension, respectively;  denotes the sigmoid function; and  denotes element-wise multiplication.

Finally, the refined features are fused through an output convolution and combined with the input via a residual connection,
thereby preserving the original information and maintaining stable feature propagation.

Lightweight Exposure-aware Coordinate Attention (LECA) module
At the end of the backbone, attention weights are typically generated directly from the input features. Under strong illumination
or local overexposure in UAV images, abnormal brightness alters the mean and variance of these features, making the
attention responses more likely to be dominated by highlighted regions. In this case, simply increasing the attention capacity
does not directly address the resulting shift in feature distribution and may instead introduce additional parameters. Therefore,
rather than merely enhancing attention capacity, LECA first stabilises the feature distribution used for weight estimation and
then performs directional localisation and spatial-difference modelling, as illustrated in Fig. 3.

Given an input feature tensor , LECA first performs parameter-free exposure normalisation independently
within each sample and channel:

4

5

This operation is used solely to generate the attention weights and does not directly modify the original features in the residual
pathway, thereby reducing the influence of variations in brightness range on attention estimation while preserving the input
information.

The normalised features are then aggregated separately along the width and height dimensions:

6

As shown in Fig. 3, the two directional descriptors are concatenated and then compressed and encoded through a shared
 convolution, GroupNorm[31] and the h-swish activation function[32]. Two separate  convolutional branches

subsequently generate the height-wise attention  and width-wise attention . This process models only the directional
features of length , thereby avoiding complex attention computation over the complete two-dimensional feature map.
To constrain the parameter count, the number of intermediate channels is set to :

7
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Here,  denotes the dimension-rearrangement operation. By decomposing two-dimensional spatial modelling into two
one-dimensional directional encodings, this operation preserves positional information while controlling the computational
cost of attention.

Directional encoding alone may be insufficient to distinguish bird-nest textures from highlighted background regions. To
address this limitation, LECA constructs a spatial-contrast prior from the absolute deviation between the original features and
their spatial mean:

8

Finally, the module fuses the two directional attention weights with the spatial-contrast prior and modulates the original input
through residual gating:

9

Content-Adaptive Weighted Downsampling (CAWD) module
The YOLO11n neck compresses feature maps using strided convolutions, whose parameters remain fixed after training, such
that the same mapping is applied across different images and spatial locations[33]. Large objects generally occupy more pixels
and contain some redundancy in their local information, making them relatively less sensitive to fixed downsampling. By
contrast, small bird nests contain only limited edge and texture responses. Once these cues are weakened during scale
compression, they are difficult to recover fully through subsequent feature fusion[34, 35]. The key limitation therefore lies in the
downsampling process itself: a fixed mapping cannot adjust the proportion of different features retained according to local
content.

Based on this consideration, CAWD is used to replace the original strided convolutions in the bottom-up fusion pathway of the
neck. As shown in Fig. 1, CAWD comprises a feature branch and a weight branch. The feature branch generates multiple
candidate features for each downsampled location, whereas the weight branch estimates the contribution of each candidate
component according to the input content. The output feature is then obtained through weighted summation.

The feature branch uses a grouped convolution with a stride of 2 to generate candidate features, which are then divided into
four candidate components through channel rearrangement:

10

Here,  denotes a grouped convolution with a stride of 2, and  denotes the operation that rearranges the
convolutional output into the candidate-component dimension.

In parallel with the feature branch, the weight branch first aggregates local information through average pooling, then uses a
convolution to generate weight features and rearranges each downsampling region into four weight components. Softmax
normalisation is subsequently applied along the candidate-component dimension:

11
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Here,  denotes the operation that rearranges each local spatial region into the candidate-component dimension, and 
denotes the convolutional unit used to generate the weights.

Finally, the candidate features are multiplied element-wise by their corresponding weights and summed along the candidate-
component dimension:

12

In this way, CAWD integrates feature selection directly into the scale-compression process, allowing different local regions to
use distinct combinations of candidate components according to their input features. For distant bird nests with limited
texture information, this input-dependent aggregation provides a more flexible pathway for retaining edge and local structural
cues, rather than subjecting them to irreversible compression by a single fixed convolution.

Scale-Aware Lightweight Shared Convolutional (SALSCD) Detection
Head
The original YOLO11n detection head uses an independent prediction branch for each feature scale. Although this design
processes the information from each detection layer separately, it introduces many structurally similar and redundant
parameters. The LSCD detection head[36] reduces prediction redundancy through cross-scale shared convolutions; however,
this shared mapping also applies the same feature transformation to different detection layers. Moreover, its scale layer uses
only a single learnable scalar to adjust the regression output, making it difficult to represent differences in channel responses
across feature levels. Reintroducing fully independent prediction branches could improve scale adaptability, but would
compromise the lightweight advantage of the shared detection head. Therefore, we introduce a scale-aware dynamic generator
(SADG) into LSCD to construct the Detect_SALSCD detection head, which supplements the shared convolutions with scale-
specific modelling through a lightweight auxiliary structure.

SADG takes the channel-aligned feature  as input and compresses its global information through global average pooling (
). Lightweight  convolutions are then used to reduce and restore the channel dimensionality, after which the

sigmoid function generates the scale-adaptive weights :

13

The scale-adaptive weights  are then multiplied element-wise by the output of the shared convolution, and the resulting
features are fed into the shared classification and regression branches. The number of discrete bins used for bounding-box
distribution regression is set to 8 to further control the number of regression output channels. In this way, Detect_SALSCD
retains the cross-scale parameter-sharing scheme of LSCD, while SADG accounts for channel-response differences among
detection layers. This design allows the detection head to process bird-nest features at different scales more selectively while
maintaining a compact parameter count.

Experiments and results

Dataset
We constructed the CXS-BirdNest dataset[37] for bird-nest detection, comprising 3,554 original UAV images without data
augmentation. The images were acquired using onboard visible-light cameras mounted on multiple UAV platforms, including
the DJI Mavic 2 Enterprise Advanced and include both distant panoramic views and close-range local views, thereby covering
variations in object scale caused by changes in inspection distance. Representative samples are shown in Fig. 4. During
dataset preparation, image provenance was verified against the original videos and acquisition records. Visually similar images

Rs Cw

Y = ∑ 4
i=1Ai ⊙ Vi.

Fi

GAP 1 × 1

α

α = σ {C3× 3δ [C1× 1GAP (Fi) ]}

α
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from the same acquisition sequence were also manually reviewed, and only samples that met the requirements for target
discernibility and annotation quality were retained.

The original images varied in spatial resolution, whereas the model input size was standardised to  pixels. All bird-
nest instances were annotated with bounding boxes using LabelImg v1.8.6. To classify object scales, we followed the scale
definitions of the Microsoft COCO dataset[38] and converted the normalised bounding boxes to their equivalent pixel
dimensions at an input resolution of 640 × 640 pixels. Let  and  denote the normalised width and height of a bounding
box, respectively. Its projected area is then calculated as . An instance is classified as small scale when

, medium scale when  pixels², and large scale when .

The 3,554 original images were stratified according to object scale and divided into training, validation and test sets at a ratio
of 8:1:1, comprising 2,842, 356 and 356 images, respectively. To increase the diversity of the training data under complex
inspection conditions, the training set was augmented through blurring, illumination adjustment, horizontal flipping, partial
occlusion and edge enhancement[39], increasing the number of training images to 4,692. The resulting dataset contained 5,404
images and 6,148 annotated bird-nest instances, as summarised in Table 1. According to the scale criteria described above,
1,806 instances were assigned to the small category, 2,910 to the medium category and 1,432 to the large category,
accounting for 29.4%, 47.3% and 23.3% of all instances, respectively. The small and medium categories together contained
4,716 instances, representing 76.7% of the dataset. Thus, the dataset predominantly comprised bird nests in these two scale
categories while retaining a substantial number of large instances. Figure 5 further presents the continuous distribution of
bounding-box areas and the number of instances in each category. Large objects occurred more frequently in close-range UAV
images, whereas small objects were generally associated with longer observation distances or a lower proportion of the image
area.

Table 1
Distribution of bird-nest instances in the dataset.

Split Images Instances Small Medium Large

Train 4692 5348 1547 2548 1253

Validation 356 404 137 184 83

Test 356 396 122 178 96

Total 5404 6148 1806 2910 1432

Experimental environment
All experiments were conducted on a 64-bit Windows 11 system equipped with an NVIDIA GeForce RTX 4060 Laptop GPU with
8 GB of video memory. The models were implemented using Python 3.10.18, PyTorch 2.9.0 and Ultralytics 8.3.9, with GPU
acceleration provided by CUDA 12.8 and cuDNN 9.10.2. To ensure consistent experimental conditions, all compared models
used the same dataset splits, input resolution and training configuration. The detailed settings are provided in Table 2.

640 × 640

wn hn
Ab = 6402wnhn

Ab < 322 pixels² 322 ≤ Ab < 962 Ab ≥ 962 pixels²

Page 9/26



Table 2
Training and evaluation settings

used in this study.
Parameter Value

Input size 640×640

Batch size 8

Epochs 300

Optimizer SGD

Momentum 0.937

Weight decay 0.0005

Workers 4

Initial learning rate 0.01

Evaluation metrics
Detection performance was evaluated using precision, recall and mean average precision (mAP), whereas model complexity
and inference efficiency were assessed using the number of parameters (Parameters), giga floating-point operations (GFLOPs)
and throughput in frames per second (FPS). At specified confidence and intersection-over-union (IoU) thresholds, the
predictions were classified as true positives (TP), false positives (FP) or false negatives (FN).

Precision measures the reliability of positive predictions and is defined as the proportion of predicted positive samples that are
true positives:

14

Recall measures the model’s ability to identify positive samples and is defined as the proportion of actual positive samples
that are correctly detected:

15

Average precision (AP) is defined as the area under the precision–recall curve, and mAP is the mean AP across all object
classes:

16

17

The number of trainable parameters (Parameters) was used to quantify model size and complexity and was calculated as the
total number of parameters across all model layers.

Precision =
TP

TP + FP

Recall =
TP

TP + FN

AP = ∫
1

0

P (R) dR

mAP = ∑ C
C=1APC

1

C
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Computational complexity during inference was quantified in giga floating-point operations (GFLOPs), where one GFLOP
corresponds to 109 floating-point operations.

Frames per second (FPS) denotes the number of image frames processed by the model per second and was used to assess
its real-time inference capability:

18

Results

Ablation experiments
To investigate the effects of the proposed modules on detection performance and model complexity, ablation experiments
were conducted using YOLO11n as the baseline. All configurations used the same dataset split and training settings and were
evaluated on the validation set. The module configurations and experimental results are presented in Tables 3 and 4,
respectively.

The single-module configurations affected different aspects of performance. C3k2_MCC increased Recall from 81.8% to 82.4%
and reduced the parameter count from 2.582 M to 2.463 M, although Precision decreased by 0.2 percentage points and
GFLOPs increased from 6.3 to 6.4. CAWD produced the largest single-module increase in Recall, reaching 84.0%, and increased
mAP@0.5 to 83.8%, but raised GFLOPs to 6.6. Detect_SALSCD retained the baseline mAP@0.5 of 83.5%, increased Precision
and Recall to 87.2% and 82.7%, and reduced the parameter count and GFLOPs to 2.292 M and 5.2, respectively. The three
modules therefore produced different changes in detection metrics and computational complexity.

Performance varied across the two-module configurations. CAWD with Detect_SALSCD achieved the highest Precision and
mAP@0.5, at 88.2% and 84.5%, respectively. C3k2_MCC with CAWD yielded 88.1% Precision, 83.8% mAP@0.5 and 82.9%
Recall. C3k2_MCC with Detect_SALSCD reduced model complexity to 1.498 M parameters and 4.5 GFLOPs, but its mAP@0.5
remained at the baseline level. The performance gains varied across module combinations, indicating that their contributions
were not simply additive.

Adding C3k2_MCC to the combination of CAWD and Detect_SALSCD increased Precision, mAP@0.5 and Recall by 0.3, 0.2 and
1.2 percentage points, respectively, while reducing the parameter count and GFLOPs to 1.167 M and 4.3. This result indicates
that enhancing bird-nest details and neighbourhood information before scale transformation and prediction can further
improve the combined configuration. After LECA was incorporated, the complete model achieved a Precision of 90.2% and an
mAP@0.5 of 85.1%, representing increases of 1.7 and 0.4 percentage points over Experiment 8, respectively. Recall remained
at 84.1%, while the parameter count was further reduced to 1.107 M without increasing GFLOPs. These results indicate that
LECA complemented feature selection and prediction in the complete model without adding theoretical computational cost.

Compared with YOLO11n, the complete CXS-YOLO improved Precision, mAP@0.5 and Recall by 3.1, 1.6 and 2.3 percentage
points, respectively, while reducing the parameter count and GFLOPs by 57.1% and 31.7%. Overall, the individual modules
exhibited different performance characteristics, and their combined effects were not simply additive. Through the progressive
coordination of feature extraction, scale transformation, attention-based feature selection and shared prediction, the complete
model achieved a favourable balance between detection performance and model complexity.

FPS =
N

T
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Table 3
Module configurations used in the ablation experiments.

Experiment YOLO11n C3k2_MCC CAWD Detect_SALSCD LECA

1 √ ⨯ ⨯ ⨯ ⨯

2 √ √ ⨯ ⨯ ⨯

3 √ ⨯ √ ⨯ ⨯

4 √ ⨯ ⨯ √ ⨯

5 √ √ √ ⨯ ⨯

6 √ √ ⨯ √ ⨯

7 √ ⨯ √ √ ⨯

8 √ √ √ √ ⨯

9 √ √ √ √ √

Table 4
Ablation results for CXS-YOLO.

Experiment Precision(%) mAP@0.5(%) Recall(%) Parameters(M) GFLOPs

1 87.1 83.5 81.8 2.582 6.3

2 86.9 83.6 82.4 2.463 6.4

3 86.9 83.8 84.0 2.249 6.6

4 87.2 83.5 82.7 2.292 5.2

5 88.1 83.8 82.9 1.418 5.6

6 87.6 83.5 82.7 1.498 4.5

7 88.2 84.5 82.9 1.944 5.0

8 88.5 84.7 84.1 1.167 4.3

9 90.2 85.1 84.1 1.107 4.3

Comparative experiments
To evaluate the detection performance of CXS-YOLO, we compared it with representative lightweight object detectors spanning
different generations. These included established baselines, such as YOLOv5n, YOLOv8n and YOLO11n, as well as YOLO26n,
LSOD-YOLO and several improved variants of YOLO11n. All models used the same dataset splits, input resolution and training
settings and were evaluated consistently on the test set.

As shown in Table 5, CXS-YOLO achieved an mAP@0.5 of 84.9%, the highest value among the compared models. This result
exceeded YOLO11n by 1.6 percentage points and both YOLO11n-PFG and YOLO26n by 0.2 percentage points. CXS-YOLO also
achieved the highest Precision of 89.6%, exceeding YOLO11n-CAT by 0.7 percentage points. Its Recall reached 83.4%,
representing a 0.9-percentage-point improvement over YOLO11n. Under the common test protocol, CXS-YOLO therefore ranked
first in Precision and mAP@0.5, whereas its Recall advantage was smaller.

Notably, CXS-YOLO required 1.107 M parameters, the lowest parameter count in Table 5. Relative to YOLO11n, the parameter
count and GFLOPs decreased by 57.1% and 31.7%, respectively. Compared with LSOD-YOLO, CXS-YOLO required an additional
0.5 GFLOPs but increased Precision and mAP@0.5 by 2.2 and 0.5 percentage points. Its parameter count was also 33.3%
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lower than that of LSOD-YOLO. Figure 6 shows the mAP@0.5 and Precision curves of YOLO11n, LSOD-YOLO and CXS-YOLO
during training.

Under the more stringent localisation metric, CXS-YOLO achieved an mAP@0.5:0.95 of 49.8%, exceeding YOLO11n by 1.0
percentage points but remaining below the 51.2% achieved by YOLO26n. Its Recall was also slightly lower than those of LSOD-
YOLO and YOLO11n-SDTA. The principal advantages of CXS-YOLO therefore lie in mAP@0.5, Precision and parameter
efficiency, whereas its localisation accuracy at higher IoU thresholds remains open to further improvement. Together with the
quantitative results in Table 5, these findings indicate that CXS-YOLO achieves a favourable balance between detection
performance and model complexity on the current test set. We also compared CXS-YOLO with YOLO11n across three random
seeds to assess variation between training runs (Supplementary Tables S1 and S2).
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Table 5
Comparison of different object detection models on the test set.

Model Year Precision(%) mAP@0.5(%) mAP@0.5:0.95(%) Recall(%) Parameters(M) GFLOPs

YOLOv5n 2020 85.7 82.4 48.1 80.3 2.503 7.1

YOLOv6n 2022 87.2 82.9 48.6 80.5 4.234 11.7

MAFusion[40] 2022 86.8 83.7 49.6 81.6 3.034 7.2

YOLO11n-
AFPN[41]

2023 85.3 83.9 48.5 83.1 2.102 6.3

YOLOv8n 2023 86.9 82.5 48.5 80.7 3.006 8.1

YOLOv10n 2024 86.8 82.9 48.9 79.5 2.265 6.5

YOLO11n 2024 87.4 83.3 48.8 82.5 2.582 6.3

BiFPN-YOLO[42] 2025 88.1 84.6 50.2 83.1 1.923 6.3

YOLOv12n[43] 2025 86.2 83.5 50.7 82.0 2.605 6.3

YOLO11n-
C2WCA[44]

2025 87.6 82.9 49.1 80.9 2.752 6.3

YOLO11n-
DMSSP[45]

2026 84.4 83.6 49.5 81.8 2.893 8.8

YOLO11n-
LaSEA[46]

2026 87.5 84.1 49.0 82.9 4.258 11.5

YOLO11n-
FrequencyCM[47]

2026 87.3 83.6 50.2 80.2 3.277 7.9

LSOD-YOLO[36] 2026 87.4 84.4 49.3 83.6 1.659 3.8

YOLO11n-
PFG[48]

2026 88.4 84.7 50.2 82.6 2.225 5.6

YOLO11n-
SCGN[49]

2026 86.7 84.2 50.3 83.3 3.604 8.7

YOLO11n-ES-
MoE[50]

2026 86.9 83.5 48.8 82.9 2.020 6.6

YOLO26n[51] 2026 85.8 84.7 51.2 83.1 2.383 5.2

YOLO11n-
CAT[52]

2026 88.9 84.5 49.8 81.6 2.614 6.3

YOLO11n-
WDAM[53]

2026 86.9 84.4 50.2 82.1 3.371 6.4

YOLO11n-
SDTA[54]

2026 86.9 84.2 50.1 83.5 2.57 6.3

CXS-YOLO
(Ours)

2026 89.6 84.9 49.8 83.4 1.107 4.3

Visualisation of detection results
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Figure 7 presents representative detections under heavy fog, transmission-tower occlusion, strong illumination and occlusion
by foreign objects. Across these examples, CXS-YOLO localized the visible bird-nest regions and produced comparatively
complete bounding boxes despite indistinct contours, partial visibility or low target-to-background contrast. These qualitative
results complement the test-set comparison in Table 5, in which CXS-YOLO achieved higher Precision and mAP@0.5 than
YOLO11n and LSOD-YOLO.

Heatmap visualisation

Gradient-weighted class activation mapping (Grad-CAM)[55] was used to compare the activation responses of YOLO11n, LSOD-
YOLO and CXS-YOLO under complex inspection conditions, as shown in Fig. 8. In the selected heavy-fog example, the high-
response regions of YOLO11n and LSOD-YOLO were relatively dispersed, whereas those of CXS-YOLO were more concentrated
around the bird nest. In the examples involving transmission-tower occlusion, strong illumination and occlusion by foreign
objects, the principal responses of CXS-YOLO were concentrated on the visible portions of the nests, with comparatively
weaker responses to the surrounding tower components and background regions. In these selected examples, CXS-YOLO
produced more spatially concentrated responses around the visible bird-nest regions than the two comparison models. This
observation is consistent with reduced background activation.

Prototype system and inference-speed evaluation
To examine the integration of CXS-YOLO into the bird-nest detection workflow, we developed a prototype interface. As shown in
Fig. 9, the interface supports model loading and configuration, image input, detection visualisation and result export.

We subsequently evaluated CPU-only inference speed across three computing environments: a Raspberry Pi 5 equipped with a
Broadcom BCM2712 processor, a mobile computing platform with an Intel Core i7-13650HX processor and a high-
performance computing platform with an Intel Core i9-14900K processor. All models were tested with a batch size of 1. The
reported FPS included image preprocessing, model inference and detection post-processing. After 100 warm-up iterations,
each model underwent 1,000 timed iterations, and FPS was calculated from the mean processing time. The results are
presented in Table 6.

CXS-YOLO achieved 18.32 FPS on the Intel Core i7-13650HX platform, exceeding LSOD-YOLO and YOLO11n by 21.3% and
28.3%, respectively. On the Intel Core i9-14900K platform, its processing speed increased to 35.98 FPS, representing
corresponding improvements of 17.5% and 22.8%. This throughput exceeded 30 FPS, supporting real-time video processing
under the current test conditions.

On the Raspberry Pi 5, CXS-YOLO achieved 6.17 FPS, compared with 4.52 FPS for LSOD-YOLO and 4.06 FPS for YOLO11n.
These values correspond to improvements of 36.5% and 52.0%, respectively. Although the absolute throughput was lower on
this resource-constrained platform, CXS-YOLO retained the highest processing speed among the three models. The consistent
results across the evaluated platforms show that its inference-efficiency advantage extends across different levels of CPU
computing capacity.

Table 6
Comparison of inference speeds (FPS) across different CPU platforms.

Platform CXS-YOLO LSOD-YOLO YOLO11n

Broadcom BCM2712 6.17 4.52 4.06

Intel(R) Core(TM) i7-13650HX 18.32 15.1 14.28

Intel Core(TM) i9-14900K 35.98 30.62 29.3

Discussion
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The test-set results indicate that the principal advantages of CXS-YOLO lie in Precision, mAP@0.5 and parameter efficiency.
Relative to YOLO11n, CXS-YOLO increased mAP@0.5 by 1.6 percentage points while reducing the parameter count and
GFLOPs by 57.1% and 31.7%, respectively. This performance profile suggests that the observed improvement arises from
coordinated adjustments to feature extraction, scale transformation and shared prediction rather than from increased network
capacity.

The improvement was less pronounced under stricter localisation criteria, with mAP@0.5:0.95 increasing from 48.8% to 49.8%.
This difference may reflect the sensitivity of high-IoU evaluation to small coordinate deviations, particularly for distant or
partially occluded bird nests with indistinct boundaries. The current architecture primarily strengthens feature retention and
target discrimination, while it does not explicitly introduce a localisation-refinement stage. Moreover, the present findings
mainly reflect static visible-light images covered by the CXS-BirdNest dataset. Future work will include samples from additional
regions, seasons, flight distances and environmental conditions, together with other transmission-line defects such as
insulator damage, conductor foreign objects and hardware-fitting defects.

From an application perspective, the prototype interface verified the integration of CXS-YOLO with model configuration, image
input, detection visualisation and result export. CPU-based tests further showed that CXS-YOLO consistently achieved higher
inference speeds than the comparison models across the Raspberry Pi 5, mobile computing and high-performance computing
platforms. CXS-YOLO therefore combines a compact model structure with practical inference efficiency, supporting bird-nest
detection under different computing-resource constraints.

Conclusion
CXS-YOLO is a lightweight detector designed for bird nests with varying scales and complex backgrounds in UAV-based
transmission-line inspection. On the held-out test set, it achieved 89.6% Precision, 84.9% mAP@0.5, 49.8% mAP@0.5:0.95 and
83.4% Recall, with 1.107 M parameters and 4.3 GFLOPs. Compared with YOLO11n, CXS-YOLO improved Precision and
mAP@0.5 while substantially reducing model complexity. The model achieved a 1.0 percentage point improvement in
mAP@0.5:0.95, indicating improved detection performance across multiple localisation thresholds. A prototype user interface
further verified the workflow from image input and parameter configuration to detection visualisation, target tracking and result
export. CPU-only tests showed that CXS-YOLO maintained higher inference speeds than YOLO11n and LSOD-YOLO across the
three evaluated platforms, ranging from 6.17 FPS on the Raspberry Pi 5 to 35.98 FPS on the Intel Core i9-14900K platform.
These findings show that CXS-YOLO combines improved bird-nest detection with low model complexity and efficient CPU
inference, providing a lightweight solution for automated transmission-line inspection.
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Figure 1

Overall architecture of CXS-YOLO.
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Figure 2

Architecture of MCC_Bottleneck.
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Figure 3

Schematic of the LECA attention mechanism.

Figure 4

Representative bird-nest samples at different scales.

Figure 5
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Distribution of bird-nest instances across different scales in the dataset

Figure 6

mAP@0.5 and Precision curves of YOLO11n, LSOD-YOLO and CXS-YOLO during training. (a) mAP@0.5. (b) Precision.
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Figure 7

Detection results of different models under complex inspection conditions. The columns correspond to (a) heavy fog, (b)
transmission-tower occlusion, (c) strong illumination and (d) occlusion by foreign objects.
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Figure 8

Grad-CAM visualisations of different models under complex power-transmission-line inspection conditions. The columns
correspond to (a) heavy fog, (b) transmission-tower occlusion, (c) strong illumination and (d) occlusion by foreign objects
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Figure 9

Prototype interface of the CXS-YOLO bird-nest detection system
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