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Abstract

Background: Malaria remains a major public health problem in
Guinea-Bissau, where transmission is strongly influenced by climatic
and environmental conditions. Despite progress, its incidence exhibits
significant seasonal and geographic variations. This study aimed to
analyze the influence of meteorological factors on malaria incidence,
evaluate the ability of machine learning models for trend prediction,
and conduct a comparative evaluation against conventional time-series
approaches across the health regions of Guinea-Bissau.

Methods: The study used 924 monthly observations collected across
Guinea-Bissau’s 11 health regions between January 2016 and
December 2022, considering 28 candidate variables spanning
geographical, demographic, epidemiological, environmental, and
climatic dimensions. Three machine learning models Random Forest
(RF), Extreme Gradient Boosting (XGBoost), and Support Vector
Machine (SVM) were developed and benchmarked against
conventional time-series models, namely SARIMA, ETS, and GLMM
with Splines. Performance was evaluated using RMSE, MAE, and R?,
validated across temporal horizons up to 2022, and supported by
residual diagnostics and spatial autocorrelation analyses (Moran's I).
SHAP values were used to interpret variable importance.

Results: The XGBoost model achieved the best predictive
performance, with an R? of 0.78 (95% CI: 0.52-0.97), alongside an
RMSE 0f2.27 (95% CI: 1.28-3.15) and an MAE of 1.74 (95% CI: 0.89—

2.63) on the test set (2021), as well as strong validation metrics an R?



0f 0.91(95% CI: 0.82-0.98), an RMSE of 1.57 (95% CI: 0.87-2.24) and
an MAE of 1.22 (95% CI: 0.65-1.85) on the 2022 horizon. Machine
learning algorithms consistently outperformed conventional temporal
models (SARIMA, ETS, and GLMM with Splines) in capturing non-
linear relationships. The models maintained robust generalization
without significant residual spatial autocorrelation.

Conclusions: Machine learning models, particularly XGBoost,
significantly outperform conventional time-series approaches in
predicting malaria dynamics in Guinea-Bissau. Integrating
epidemiological, climatic, and environmental data improves the
identification of high-risk periods, contributing to early warning
systems and optimized control interventions.

Keywords: Malaria prediction, Machine learning, Climate variables,

XGBoost, Time-series models, Guinea-Bissau, Public Health.

Introduction

According to the World Health Organization’s (WHO) 2024 World
Malaria Report, malaria remains one of the world’s leading infectious
diseases, with approximately 249 million cases and 608,000 deaths
recorded globally in 2023. The disease burden is heavily concentrated
in the WHO African Region, which accounts for nearly 95% of global
cases and deaths, disproportionately affecting vulnerable groups such
as children under five and pregnant women [1, 2].

Malaria transmission is driven by complex, non-linear interactions
among environmental, climatic, and socioeconomic factors.
Meteorological variables such as precipitation, temperature, and
relative humidity directly regulate the survival, reproduction, and
vectorial capacity of Anopheles mosquitoes, as well as the extrinsic
incubation period of Plasmodium parasites. Given the intricate nature
of these environmental-epidemiological relationships, traditional linear
approaches often fall short, prompting the increasing adoption of
machine learning and spatial modeling to enhance predictive accuracy
and early warning capabilities [3].

In Guinea-Bissau, malaria represents a persistent public health crisis,
characterized by endemic transmission and pronounced spatial-
temporal variations [4—6]. The disease is primarily caused by

Plasmodium falciparum and accounts for a substantial proportion of



outpatient visits, hospitalizations, and deaths, particularly during the
peak transmission window toward the end of the rainy season between
October and November.

The global trend in malaria incidence has also been observed in Guinea-
Bissau over the past two decades, particularly among children under
five. The disease is endemic throughout the country and is characterized
by seasonal transmission that is strongly influenced by climatic
conditions, including rainfall, temperature, and humidity [7-9]. These
environmental conditions promote the proliferation of Anopheles
mosquitoes, which transmit the Plasmodium falciparum parasite, the
most virulent species in sub-Saharan Africa [10, 11].

National surveillance data from the National Malaria Control Program
(NMCP) highlight that heavy seasonal rainfall drives the proliferation
of aquatic larval habitats, triggering sharp surges in vector density and
clinical incidence [12].

Spanning a tropical climate with distinct wet and dry seasons, Guinea-
Bissau exhibits distinct regional vulnerabilities. Despite ongoing
control interventions such as the distribution of insecticide-treated nets,
rapid diagnostic tests, and artemisinin-based combination therapies
annual fluctuations in incidence persist. These variations indicate that
localized climatic and environmental drivers significantly modulate
transmission dynamics [13].

Understanding and quantifying the precise relationships between
meteorological factors and malaria incidence in Guinea-Bissau is
therefore critical [14]. Addressing this knowledge gap will inform the
refinement of predictive early warning systems and optimize the
spatial-temporal targeting of malaria control strategies across the
country.

Methods

Study area

Guinea-Bissau is a West African country, bordered to the west by the
Atlantic Ocean and located between the Republic of Senegal to the
north and the Republic of Guinea to the south and east (12°N, 15°W).
The country covers an area of approximately 36,125 km? and has a
population of around 2,046,289 inhabitants according to recent
demographic estimates, According to the Harmonized Household

Living Conditions Survey conducted in Guinea-Bissau, important



socioeconomic disparities persist across regions [15]. Administratively
and in terms of public health, Guinea-Bissau is divided into 11 health
regions and 117 health zones, and includes an archipelago of 88 islands,
21 of which are inhabited, mainly located in the Bijagds Archipelago
[5]. From an ecological point of view, four major ecosystems have been
identified: The Guinean savannah, which predominates in the Gabu
region in the east of the country; Forest areas in the regions of Quinara
and Tombali; Coastal areas and mangroves in the regions of Cacheu,
Oio and Biombo; The densely populated urban area of the Bissau
Autonomous Sector (SAB) (Fig.1). These different ecosystems strongly
influence the dynamics of malaria transmission, in particular thanks to

the availability of breeding sites for Anopheles mosquitoes [6].
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Fig. 1. Geographic location of the study area. (A) Administrative map of
Guinea-Bissau showing the health regions included in the analysis of malaria
incidence between 2016 and 2022. (B) Location of Guinea-Bissau in West
Africa.



Guinea-Bissau enjoys a tropical climate of the Sudano-Guinean type,
characterized by two main seasons: A dry season, from November to
May, dominated by harmattan and characterized by low humidity and
practically no rainfall; A rainy season, from June to October, marked
by heavy rainfall and high relative humidity. Annual precipitation
typically ranges from 1,200 mm to 2,500 mm, with a marked spatial
gradient between coastal regions and the interior of the country [16].
The southern and coastal regions, especially Tombali, Quinara, and
Cacheu, receive the most rainfall, while eastern regions such as Gabu

and Bafata have relatively low rainfall levels.
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Fig. 2. Classification of regions according to the level of risk of malaria in
Guinea-Bissau, NMCP 2023

Malaria transmission in Guinea-Bissau is endemic and stable, with
higher transmission rates during and immediately after the rainy season,
when environmental conditions favor the proliferation of vectors. The
disease is one of the leading causes of morbidity and patient visits to
health facilities in the country (Fig. 2). Several studies have shown that
climate variability, particularly interannual fluctuations in precipitation,
temperature, and relative humidity, associated with the dynamics of

malaria transmission in West Africa, including Guinea-Bissau [13].
Data Sources and Processing

This study used epidemiological, climatic, environmental, and
demographic data covering the period from January 2016 to December

2022 in Guinea-Bissau. Epidemiological data were obtained from the



national health surveillance system and included confirmed cases of
malaria diagnosed by rapid diagnostic test (RDT) or microscopy, in
accordance with World Health Organization recommendations [1].
Meteorological variables such as air temperature, precipitation, relative
humidity, wind speed, and solar radiation were obtained from
international remote sensing and climate reanalysis platforms
(including NASA and global climate databases) and aggregated to a
monthly resolution [17]. Environmental variables included the
Normalized Difference Vegetation Index (NDVI) derived from
MODIS, soil moisture from the Global Land Data Assimilation System
(GLDAS), elevation from the Shuttle Radar Topography Mission
(SRTM), and regional boundaries from GADM. Prior to modeling, data
underwent a quality control procedure. Variables with more than 20%
missing data were excluded. For minor gaps, missing values were
imputed using linear temporal interpolation; for longer periods,
regional averages from the same region were applied [14, 18, 19].
Continuous variables were standardized to improve model
convergence, and the dataset was divided chronologically into training
(2016-2020), test (2021), and validation (2022) sets to prevent
information leakage [20, 21].

To evaluate potential biases related to healthcare utilization during the
COVID-19 pandemic (2020-2022) and test model stability, sensitivity
analyses were conducted by training models exclusively on pre-
pandemic data (2016-2019) and evaluating them across the pandemic
period [22, 23].

[Data]
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-

[Feature Engineering]
Lags | Standardization | Encoding

-

[Rating]
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[Interpretation / Mapping]
SHAP Values | Spatial Residuals | Environmental Drivers



Fig. 3. Methodological workflow pipeline illustrating the sequential steps from
data ingestion and cleaning, feature engineering, machine learning modeling
(benchmarked against baseline models), performance rating via spatial block
validation, to final model interpretation and mapping.

To ensure a systematic and reproducible analytical process, the
methodological framework was structured into a multi-step workflow
pipeline (Fig. 3). The pipeline encompasses initial data ingestion from
epidemiological, climatic, and environmental sources, followed by
rigorous data cleaning and quality control. Subsequently, feature
engineering procedures including standardization and temporal
alignment prepared the dataset for predictive modeling. Machine
learning algorithms (Random Forest, XGBoost, and Support Vector
Machines) along with conventional baseline models (SARIMA, ETS,
and GLMM) were trained and evaluated using robust metrics within a
spatial block cross-validation framework. Finally, model interpretation
was achieved through SHAP values, spatial residual analysis, and
environmental driver identification [24, 25].

Variable Construction and Selection

An initial set of 28 candidate variables spanning geographical,
demographic, epidemiological, environmental, and climatic
dimensions was considered (Supplementary Table S1). To capture
vector-borne transmission dynamics, lagged variables for precipitation
(from CHIRPS) and NDVI covering temporal windows of 1 to 3 months
were initially generated [17]. However, sensitivity analyses regarding
temporal structures demonstrated that these intermediate lags
introduced high collinearity and redundancy with contemporaneous
metrics; consequently, the final modeling framework retained
contemporaneous environmental variables alongside specific selected
factors (such as soil moisture).

An iterative feature selection process was then implemented based on
the gain importance of machine learning algorithms (Random Forest
and XGBoost) and the rigorous mitigation of multicollinearity assessed
via Pearson's correlation matrix is presented in Supplementary Figure
S1 and Variance Inflation Factor (VIF) tests [26]. During this filtering
process: Precipitation and NDVI lags were systematically excluded due
to informational redundancy, given that current-month variables

optimally captured the predictive signal.



Relative humidity was excluded because of its strong correlation with
soil moisture and temperature-related variables [27, 28]. Seasonal
malaria chemoprevention (zone qps) was explicitly excluded to
prevent endogeneity bias and reverse causality, as public health
interventions are proactively targeted toward areas with higher endemic
risk. The final predictive model retained only predictors that provided
complementary epidemiological and environmental information while
minimizing redundancy, multicollinearity, and potential sources of
bias. Model performance across these configurations was evaluated
using the root mean square error (RMSE), mean absolute error (MAE),
and the coefficient of determination (R?) [29].

Machine Learning Models and Validation Framework

Three supervised machine learning algorithms were implemented to
model and predict malaria incidence in Guinea-Bissau: Random Forest
(RF), Extreme Gradient Boosting (XGBoost), and Support Vector
Machine (SVM). These complementary algorithms were selected to
handle complex non-linear interactions among explanatory variables:
Random Forest was introduced by Leo Breiman in 2001 [30], it builds
an ensemble of decision trees from bootstrap samples to reduce
overfitting; XGBoost developed by Tianqi Chen and Guestrin in 2016,
sequentially constructs trees via gradient boosting and regularization to
optimize predictive performance [31]; and SVM utilizes kernel
functions (specifically the Radial Basis Function - RBF) to map and
separate complex non-linear relationships in high-dimensional feature
spaces. Is a supervised learning algorithm developed by Corinna
CORTES and Vladimir VAPNIK in 1995. The Support Vector Machine
model is a supervised learning algorithm developed by Corinna
CORTES and Vladimir VAPNIK in 1995. It identifies an optimal
hyperplane that maximizes the separation between observations in
feature space. SVM is particularly effective at modeling complex
nonlinear relationships thanks to kernel functions [32]. In this study, the
RBF kernel is particularly well-suited to the nonlinear relationships
between climate and malaria. These three approaches were selected
because of their ability to handle complex interactions among
explanatory variables and to model potentially nonlinear relationships

in spatiotemporal malaria data.



Spatio - Temporal Data Partitioning and Validation

To rigorously build and evaluate the predictive models, the dataset
covering the period 2016-2022 was structured into a strict
chronological hierarchy tailored to epidemiological surveillance. This
approach follows recommendations for forecasting studies, where
model development and evaluation should respect the temporal
ordering of observations to avoid information leakage and to mimic
real-world prediction settings [21, 33].

[:Training set (2016-2020): Combined with regional block cross-
validation to capture spatial-temporal dependencies and tune
hyperparameters. II: Independent temporal test set (2021): Utilized for
residual diagnostics and spatial autocorrelation analyses. III:
Independent validation set (2022): Served as the final out-of-sample
temporal horizon to replicate real-world forecasting conditions, is
considered the gold standard for assessing model transportability
because it evaluates predictive performance under conditions that
closely resemble future operational deployment [34, 35].

Spatial dependence may inflate predictive performance when
neighbouring observations are simultaneously represented in training
and testing subsets. Spatial blocking strategies have therefore been
recommended to obtain more realistic estimates of model performance
in ecological and epidemiological prediction studies [36, 37].
Crucially, to eliminate data contamination and avoid optimistic bias, all
hyperparameter tuning and feature selection steps were performed
exclusively within the training dataset using time-series cross-
validation folds. The test and validation sets were strictly held out until
final performance evaluation. Restricting feature selection and
hyperparameter tuning to the training set is considered essential to
prevent data leakage, which may otherwise lead to overly optimistic
estimates of predictive performance and poor generalizability to unseen
data [38, 39].

Hyperparameter Tuning

Hyperparameters for RF, XGBoost, and SVM were optimized using a
time-series cross-validation grid search evaluating a total of 90 distinct

parameter combinations (36 for Random Forest, 27 for XGBoost, and



27 for SVM) [30, 40, 41]. The search spaces, evaluation grids, and
optimal configurations are detailed in Table 1.
Table 1 Hyperparameter tuning space, evaluation grid, and optimal

configurations for Random Forest, XGBoost, and Support Vector
Machine models [42].

Search Space /
Models Hyperparameters Optimal Value
Tested Grid

Number of trees 200, 500, 1.000 500
Random . .

Variables per split (mtry) 3,4,5,6,7,8,9,10 5
Forest . . .

Min. terminal node size 5

2,5,10

(min_n)

Number of boosting iteratior 200, 500, 1.000 500
XGBoost

Maximum tree depth 3,6,9 6

Learning rate 0.01, 0.05, 0.10 0.05
SVM (RBF) (st penalization (C) 0.1,1.0,10.0 1.0

Kernel width (rbf sigma)  0.01, 0.05, 0.10, 0.50 0.10

Model Evaluation and Validation Metrics

Model performance was evaluated and validated using several metrics:
RMSE (Root Mean Square Error): Measures the average difference
between observed and predicted values, heavily penalizing large errors

and outliers.

n
1
RMSE = |- (3= 9,)?
i=1

MAE (Mean Absolute Error) Quantifies the average absolute error

without directional bias, offering less sensitivity to outliers than RMSE.

1
MAE = (=)« 21y = 3

R? (coefficient of determination) Represents the proportion of total
variance in malaria incidence explained by the model, ranging up to 1.
Residual Diagnostics and Spatial Independence

To test statistical assumptions and residual autocorrelation,
comprehensive diagnostics were performed on model errors (observed
minus predicted values). Residual stationarity was assessed using
Augmented Dickey-Fuller and KPSS tests [43, 44]. Temporal

autocorrelation was tested via the Ljung-Box test (12-month lag) and



Durbin-Watson statistics [21], while normality and homoscedasticity
were verified using the Shapiro-Wilk and Breusch-Pagan tests,
respectively. Furthermore, to evaluate spatial dependence across health
regions, Moran's | test was computed on region-aggregated residuals
using a nearest-neighbor spatial weights matrix supplemented by Monte
Carlo simulations [45]. All analytical workflows were executed in R
version 4.4.3 using the tidymodels framework, maintaining a fixed
random seed (set.seed(123)) to ensure complete reproducibility of data
partitions, cross-validation folds, and optimization steps [42].
Statistical Analysis and Forecast Comparison

To formally assess whether differences in predictive performance
among the machine learning and baseline models were statistically
significant, the Diebold—Mariano test was conducted using out-of-
sample forecast errors from the independent validation dataset (2022).
This test evaluates the null hypothesis of equal predictive accuracy
between two competing models by comparing their loss differentials
(using squared or absolute error losses), accounting for potential serial
correlation in multi-step forecast errors. All pairwise Diebold—Mariano
comparisons were executed in R, with statistical significance evaluated
at a threshold of p < 0.05 [46].

Results

The comparative evaluation across the 2021 test dataset and the 2022
independent validation dataset revealed that machine learning
frameworks effectively capture the seasonal transmission dynamics of
malaria in Guinea-Bissau, characterized by incidence increases during
the rainy season and prominent peaks between August and October.
Performance varies by region: it is higher in high-incidence areas,
where the models accurately capture fluctuations, and more limited in
low-transmission areas, where greater variability is observed. A
comparative evaluation of conventional time-series models (SARIMA,
ETS, and GLMM with Splines) and machine learning algorithms
(Random Forest, Support Vector Machine, and XGBoost) was
conducted across the test dataset (2021) and the independent out-of-
sample validation dataset (2022).



Table 2 Comparative Predictive Performance of Statistical and Machine
Learning Models for Malaria Incidence Forecasting with 95% confidence
intervals estimated using regional block bootstrapping (1,000 replications).

Type Models Data test Validation set
RMSE MAE R? RMSE MAE R?
Reference SARIMA 2.56 1.97 0.703 2.51 1.97 0.74

(1.51-3.38)  (1.11-2.92) (0.48-0.97) (1.51-3.38)  (1.11-2.92) (0.48-0.97)

Reference ETS 2.46 1.92 0.726 241 1.91 0.75
(1.49-3.30)  (1.09-2.82) (0.47-0.97) (1.49-3.30)  (1.09-2.82) (0.47-0.97)

Reference GLMM + Splines  2.40 1.56 0.741 2.30 1.56 0.82
(0.97-3.58)  (0.69-2.68) (0.63—0.98) (0.97-3.58)  (0.69-2.68) (0.63—0.98)

ML RF 2.49 1.92 0.77 1.39 1.13 0.90
(1.42-3.44)  (1.09-2.87) (0.51-0.98) (0.92-1.80) (0.65-1.62) (0.79-0.98)

ML SVM 2.65 2.02 0.71 1.96 1.77 0.90
(1.35-3.73)  (1.02-3.01)  (0.40-0.97) (1.38-2.47) (1.29-2.28) (0.80-0.96)

ML XGBoost 227 1.74 0.78 1.57 1.22 091

(1.28-3.15)  (0.89-2.63) (0.52-0.97) (0.87-2.24) (0.65-1.85) (0.82-0.98)

During the 2021 test period, XGBoost achieved the highest
performance among evaluated approaches with an R? of 0.78 (95% CI:
0.52-0.97, RMSE =2.27, MAE = 1.74), followed closely by Random
Forest R? = 0.77, RMSE = 2.49, MAE = 1.92). Among traditional
baselines, GLMM with Splines exhibited robust performance (R? =
0.74, RMSE = 2.40) (Table 2).

During independent temporal validation on the 2022 dataset, all
machine learning models demonstrated improved performance.
XGBoost achieved the best overall performance among machine
learning approaches (R?> = 0.91, 95% CI: 0.82 — 098; RMSE = 1.57;
MAE=1.22). Random Forest and SVM also showed strong
generalization capacity, reaching R? values of 0.90. Classical time-
series models remained competitive (SARima R*=0.74, R%, ETSR? =
0.75 and GLMM R? =0.82).
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Fig. 4. Comparison of observed and predicted malaria incidence on the dataset
(2021). Monthly malaria incidence by XGBoost (orange), Random Forest
(yellow), and Support Vector Machine (SVM) (purple) compared with the
observed incidence (test data, green) acros the health regions of Guinea—
Bissau. Each subplot represent a region. The y-axix shows malaria incidence
per 1,000 population, and the x-axis indicates the months of the year.
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Fig. 5. Comparison of observed and predicted malaria incidence on the
validation dataset (2022). Monthly malaria incidence by XGBoost (orange),
Random Forest (yellow), and Support Vector Machine (SVM) (purple)
compared with the observed incidence (validation data, green) acros the health
regions of Guinea—Bissau. Each subplot represent a region. The y-axix shows
malaria incidence per 1,000 population, and the x-axis indicates the months of
the year.

Figures 4 and 5 illustrate the monthly observed and predicted malaria
incidence for 2021 and 2022, respectively. All machine learning models
successfully captured key seasonal patterns and rainy-season peaks

(July—November). XGBoost outperformed other models, closely
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matching peak timing and magnitude, whereas Random Forest showed
intermediate accuracy and SVM tended to underestimate high-
incidence periods. These consistent findings across both validation
periods demonstrate the robustness and generalizability of the machine

learning early warning approach.

Temporal Structure and Autocorrelation Dynamics
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Fig. 6. Autocorrelation analysis of confirmed malaria cases across temporal
lags. Subfigures (a) to (1) illustrate the bivariate relationship between monthly
confirmed malaria cases and their respective time lags, from the 1st month time
lag (a) to the 12th month time lag (1). Red trend lines represent non-linear fitted
LOESS curves. Embedded box values in each panel denote the corresponding
Pearson correlation coefficient (r).

Our temporal analysis revealed that historical case incidence
(autoregressive lags) served as the most dominant and influential
predictor across the machine learning models. Short-term temporal lags
(particularly lag 1) captured immediate transmission momentum and
persistent reservoir dynamics, while the 12-month lag effectively
anchored the annual cyclical recurrence of malaria (Fig. 6). This high
predictive weight of past incidence highlights the strong internal
autoregressive inertia of malaria transmission systems, where preceding

infection levels intrinsically dictate subsequent epidemiological

trajectories.
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Fig. 7. Partial autocorrelation function (PACF) of monthly confirmed malaria
cases across 12 temporal lags. The vertical spikes represent the partial
correlation coefficients at each specific lag, with the shaded horizontal band
indicating the 95% confidence interval for white noise. Significant spikes at
early lags inform the direct autoregressive dependencies.

The partial autocorrelation function (PACF) of monthly confirmed
malaria cases across 12 temporal lags is illustrated in Fig. 7. The
vertical spikes represent the partial correlation coefficients at each
specific lag, with the shaded horizontal band indicating the 95%
confidence interval for white noise. A prominent and highly significant
positive spike is observed at lag 1 (exceeding 0.75), indicating a strong
direct autoregressive dependency from the immediately preceding
month. Minor fluctuations are visible across subsequent intermediate
lags, while spikes at longer lags remain largely within or close to the
significance bounds. To assess whether the model residuals contain
significant remaining autocorrelation, the Autocorrelation Function
(ACF) and Partial Autocorrelation Function (PACF) of the residuals
were examined (Fig.8). All estimated autocorrelation and partial
autocorrelation coefficients remain well within the 95% confidence
bounds (indicated by the dashed blue lines) across all evaluated lags.
This indicates that the residuals are free from significant serial
correlation, confirming that the model has successfully captured the

linear temporal dependencies present in the data.
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Fig. 8. (ACF/PACF & Q-Q-plots): Visual inspection of residual ACF/PACF
plots showed that most autocorrelation coefficients remained within 95%
confidence bounds, confirmed by Ljung-Box tests (p > 0.05). Q-Q plots
showed residuals closely following theoretical normal distribution in central
quantiles with minor tail deviations, consistent with Shapiro-Wilk test
outcomes.

The absence of significant spikes beyond the confidence limits in both
the ACF and PACEF residual plots indicates that the model residuals
approximate white noise. In time-series and epidemiological
forecasting, verifying residual independence is a crucial step to validate
that predictive performance is not biased by unmodeled temporal
structures. As highlighted in standard time-series analytical frameworks
(58, 59), uncorrelated residuals confirm that the temporal dynamics
have been adequately accounted for by the modeling architecture.

To validate the distributional assumptions of the regression models, a
normal Q-Q plot of the residuals was examined. The residual quantiles
closely follow the theoretical normal distribution line across the central
domain (between 1 and 1 on the theoretical quantiles), indicating a
robust fit for the majority of the data points, with minor departures
observed primarily at the lower tail. The evaluation of residual

normality via the Q-Q plot indicates that while the model residuals

approximate a normal distribution along the central quantiles, slight



deviations at the extremes suggest mild heavy-tailed behavior or minor
skewness. In environmental and disease surveillance modeling
particularly when analyzing aggregated monthly epidemiological
counts such departures from strict normality are common due to
overdispersion and zero-inflation inherent in public health data, as
discussed in foundational works regarding generalized linear and non-

linear modeling frameworks [28].

Model predictive performance (Test vs Validation)
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Fig. 9. Comparison of predictive performance of machine learning models on
the test (2021) and validation (2022) datasets. The performance of XGBoost,
RF, and SVM models was assessed using RMSE, MAE, and R Points
represent mean metric values, and horizontal bars indicate 95% confidence
intervals.

The comparative performance metrics clearly demonstrate the
superiority of the Extreme Gradient Boosting (XGBoost) architecture
over Random Forest and Support Vector Machines in forecasting
monthly malaria incidence (Fig. 9). The low error margins (RMSE and
MAE) and high coefficient of determination R? > 0.80 achieved by
XGBoost underscore its robust capacity to handle complex non-linear
relationships and tabular environmental interactions. These findings
align with recent machine learning applications in epidemiological
surveillance [31], which emphasize that gradient boosting frameworks
frequently surpass traditional benchmark models in capturing multi-
variable disease dynamics and minimizing generalization error across

unseen temporal folds.



Observed vs Predicted Malaria Cases
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Fig. 10. Scatter plots displaying the relationship between observed malaria
cases (y-axis) and predicted cases (x-axis) by the Random Forest (RF_pred),
Support Vector Machine (SVM_pred), and Extreme Gradient Boosting
(XGB_pred) models. The dashed diagonal line represents the perfect 1:1
agreement. Points closer to the line indicate higher prediction accuracy. Data
points represent weekly aggregated incidence from 2016-2022.
A comparative evaluation of regression algorithms (Random Forest,
SVM, and XGBoost) shows that XGBoost is clearly superior (Fig. 10).
Analysis of the scatter plots (observed vs. predicted) indicates that
XGBoost best minimizes the mean squared error and accurately
captures the incidence peaks (y = x), whereas SVM exhibits a
systematic bias toward underestimating extreme values [30, 31].
Forecast Accuracy Comparison Using Diebold—Mariano Tests
Diebold—Mariano tests were conducted on the independent validation
dataset (2022) to assess whether differences in forecast accuracy
between models were statistically significant. Although XGBoost
achieved the best overall predictive performance (RMSE = 1.57, MAE
=1.22, R*=0.91), no significant differences in forecast accuracy were
detected relative to the competing models. For example, the comparison
between XGBoost and SARIMA showed no significant difference (DM
=0.012, p =0.991), and similar results were obtained for ETS, GLMM
+ Splines, Random Forest, and SVM. These findings suggest that,
despite its superior point-estimate performance, XGBoost did not
demonstrate statistically superior forecasting accuracy on the validation
dataset. The limited validation period (12 monthly observations) may

have reduced the statistical power of the tests.



Residual Diagnostics and Spatial Autocorrelation

The malaria incidence series satisfied stationarity assumptions, as
supported by significant Augmented Dickey—Fuller tests (p = 0.010)
and non-significant KPSS tests (p = 0.100). Residual autocorrelation
diagnostics indicated that the temporal dependence structure was
adequately captured, with non-significant Ljung—Box statistics for
SARIMA (p = 0.912), ETS (p = 0.612), and GLMM + Splines (p =
0.091) (Table 3).

Table 3 Residual Diagnostic Tests for SARIMA, ETS, and GLMM Models.

Test SARIMA ETS GLMM + Splines
Dickey-Fuller ADF p-value 0.0100 0.0100 0.0100
KPSS p-value 0.1000 0.1000 0.1000
Ljung-Box p-value 0.9124 0.6118 0.0905
Shapiro-Wilk p-value 0.0000 0.0081 0.3201
Durbin-Watson 0.0269 0.0592 1.2065
Breusch-Pagan p-value NA NA 0.0085

Spatial Autocorrelation (Moran's I)

To assess whether the spatial distribution of the model residuals
exhibited remaining spatial dependence, Moran's [ test under
randomisation was performed using spatial weights (Iw). The test
indicated no statistically significant spatial autocorrelation in the mean
residuals (Moran's / = 0.065, expected = -0.091, standard deviate =
0.660, p = 0.255). This finding was further corroborated by a Monte-
Carlo simulation (1,000 permutations), which yielded a consistent
outcome (statistic = 0.065, observed rank = 755, p = 0.245). Together,
these results confirm that the model successfully captured the primary
spatial structures, and the residuals are spatially independent, validating
the assumption of spatial independence required for subsequent
analyses.

Sensitivity Analysis (COVID-19 Disruption Period)

To evaluate whether models trained on pre-pandemic surveillance data
maintained their predictive capacity during the pandemic disruption
era, a sensitivity analysis was conducted using a training period of

20162019 and an evaluation period spanning 2020-2022.



Table 4 Sensitivity Analysis during the COVID-19 Period and Comparison
with Principal Model.

Models R? Main validation R? Pré-COVID training Relative change

validation
RF 0.90 0.40 155.6%
SVM 0.90 0.46 1 48.9%
XGBoost 0.91 0.41 154.9%

The results revealed a substantial reduction in predictive accuracy when
models calibrated on pre-pandemic baselines were applied to the
COVID-19 period, with R? values dropping sharply from
approximately 0.90 down to 0.40 — 0.46 across all machine learning
architectures (RF dropping by 55.6%, SVM by 48.9%, and XGBoost
by 54.9%) (Table 4). This notable performance decline underscores the
vulnerability of forecasting models to systemic shocks and temporal
distributional shifts.

Model Interpretation and Environmental Drivers (SHAP & PDPs)

Drivers of malaria prediction identified by SHAP
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Fig. 11. SHAP summary plot of variable contributions to malaria
incidence predictions from the XGBoost model. SHAP values on the x-axis
represent the impact of each predictor on model output; positive values
increase predicted malaria incidence, while negative values decrease it. Each
point corresponds to an observation. The colour scale represents the original
feature value, with low values shown in purple/blue and high values shown in
orange/yellow, indicating whether higher or lower values of each predictor
contribute to increased or reduced malaria predictions.



To interpret the black-box mechanics of the optimal XGBoost model,
SHapley Additive exPlanations (SHAP) were computed (Fig. 11). The
summary plot illustrates the distribution of feature impacts on model
output, where SHAP values on the x-axis denote the magnitude and
direction of each predictor's contribution to model predictions. Soil
moisture (soil_humidity) emerged as the most influential environmental
predictor, with high values (yellow/orange dots) predominantly
yielding positive SHAP values thus driving higher predicted malaria
incidence [29, 47]. Geographic coordinates (latitude and longitude) and
altitude followed closely in importance, reflecting substantial spatial
heterogeneity captured by the model. Vegetation indices (NDVI) and
precipitation also showed positive predictive contributions at high
values, whereas meteorological factors such as wind speed,
temperature, and solar radiation exhibited distributions more
concentrated around zero, indicating comparatively weaker
contributions to model forecasts.

Importantly, SHAP values quantify predictive importance within the
joint distribution of the training data and should not be interpreted as
evidence of causal effects. As illustrated in the conceptual directed
acyclic graph (DAG) presented in Supplementary Figure S1, climatic,
environmental, spatial, socioeconomic, and health-system factors are
interconnected through complex pathways that may involve
unmeasured confounding and indirect relationships. Therefore,
variables identified as highly influential by SHAP should be regarded
as predictors associated with malaria incidence rather than direct

determinants of malaria transmission [48, 49].



Partial Dependence Plots (PDPs) for the most important predictors of malaria incidence

Predictions from the XGBoost model without lagged incidence variables
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Fig. 12. Partial dependence plots showing the marginal effects of the main
environmental and spatial predictors on malaria incidence predicted by the
XGBoost model. The curves represent the average marginal effect of each
predictor on malaria incidence while holding all other variables constant.
Shaded areas represent 95% confidence intervals estimated using regional
block bootstrap (1,000 replications). Vertical dashed lines indicate
approximate risk thresholds identified from the PDP analysis

Partial dependence plots (PDPs) were used to further interpret the

marginal effects of the main environmental and spatial predictors
identified by the SHAP analysis (Fig. 12). The curves illustrate non-
linear relationships between several environmental factors and the
predicted incidence of malaria, holding all other variables constant. Soil
moisture (soil _humidity) emerged as the most influential environmental
determinant, displaying a sharp increase in risk once values reach
approximately 60%, reflecting conditions highly favorable to the
formation and persistence of larval habitats. Precipitation exhibited a
strong non-linear effect, with a lower risk threshold at approximately
150 mm/month and a high-risk threshold near 320 mm/month,
suggesting that heavy rainfall indirectly promotes transmission by
increasing aquatic breeding sites. Similarly, the Normalized Difference
Vegetation Index (NDVI) showed a positive non-linear association with
a critical threshold at approximately 0.45, indicating that denser
vegetation cover provides conducive ecological conditions for
mosquito  development. Furthermore, geographic coordinates

specifically latitude (with higher incidence associated above = 12.0°N)



and longitude (identifying a transition zone around — 15.2°W) highlight
significant spatial heterogeneity in malaria risk across the health regions
of Guinea-Bissau. These relationships confirm that environmental and
spatial factors continue to make a substantial contribution to predictive
performance even when excluding lagged incidence variables.

Model Forecast Based on a Heat Map
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Fig. 13. Heat map of malaria incidence predicted by the XGBoost model by
month and region in Guinea-Bissau. The regions are plotted on the y-axis,
while the months are plotted on the x-axis. Each cell corresponds to the
predicted malaria incidence for a given region in a given month.

The heat map of predicted malaria incidence by month and health
region (Fig. 13) reveals pronounced spatial heterogeneity and marked
temporal seasonality across Guinea-Bissau. A prolonged period of low
incidence is observed across all models from January through June,
followed by a sharp, uniform increase coinciding with the rainy season
from July through November. Regarding regional heterogeneity, the
models consistently identify Gabu and Bafata as areas of high
transmission intensity (with predicted incidence exceeding 30 cases),
whereas regions such as Cacheu and Biombo exhibit a lower disease
burden. This distinct spatial distribution underscores how local
environmental conditions and regional characteristics strongly

influence epidemic susceptibility.



Discussion

The findings demonstrate the superior predictive performance of tree-
based machine learning architectures particularly XGBoost [31], over
conventional linear models and Support Vector Machines (SVM) in
forecasting malaria incidence across Guinea-Bissau. This superiority
stems from XGBoost’s capacity to model complex, non-linear
interactions between meteorological covariates and parasite incidence
[50]. In contrast, kernel approaches like SVM tend to smooth out
extreme epidemiological peaks, while classical stationary models
struggle with climatic volatility and non-linear lags, as heavily
documented in time-series forecasting frameworks [21]. These results
align with recent machine learning applications in West African vector
surveillance, highlighting that non-linear algorithms effectively handle
multi-variable disease dynamics [10].

Historical incidence emerged as a core predictor, reflecting the
continuity of human infection reservoirs and local vector population
persistence from one month to the next. The sharp truncation observed
in the PACF analysis (Fig. 8) at lag 1 confirms that short-term
autoregressive memory captures the momentum of transmission. As
noted in comparable regional studies and supported by generalized
linear modeling principles for count data [51], autoregressive
components account for the largest share of short-term predictive
accuracy because past case counts encapsulate unmeasured localized
behavioral, operational, and micro-environmental factors that static
baseline covariates fail to capture.

Beyond autoregressive terms, meteorological and environmental
drivers played a mechanistic role by establishing boundary conditions
that allowed models to anticipate shifts in transmission intensity months
in advance, reinforcing established frameworks on climate-driven early
warning systems [17, 52]. Soil moisture outranked direct precipitation
in SHAP feature attribution, indicating that hydrological retention
serves as a more reliable proxy for persistent vector breeding habitats
and larval development micro-climates than surface rainfall alone an
approach robustly supported by ecological and spatial statistical
modeling extensions [53, 54]. Furthermore, the high importance of

spatial coordinates (latitude, longitude, and altitude) underscores



significant spatial structuring and regional heterogeneity across
Guinea-Bissau's health regions. As highlighted in spatial epidemiology
literature, spatial coordinates frequently absorb unmeasured
environmental and socioeconomic gradients rather than acting as direct
biological mechanisms. Non-linear marginal effects from Partial
Dependence Plots further substantiate these dynamics, identifying
critical operational thresholds such as soil moisture surpassing 60% and
precipitation exceeding ~320 mm which trigger sudden expansions of
Anopheles larval habitats [17, 55].

Spatio-temporal validation maps effectively captured the stark
epidemiological contrast between the low-incidence dry season
(January to June) and the high-incidence monsoonal rainy season (July
to November), identifying inland zones, Gabu and Bafata as persistent
high-transmission hotspots compared to northern or coastal areas.
However, model generalizability declined during the 2020-2022
evaluation window. This degradation highlights how external
disruptions such as alterations in healthcare-seeking behavior, reporting
anomalies, and supply chain interruptions during public health
emergencies can induce domain shift in data-driven surveillance
systems [56]. As emphasized in broader literature on responsible
machine learning deployment in healthcare [26], operational early-
warning systems must incorporate real-time resilience metrics and
adaptive recalibration protocols to maintain robustness against
structural anomalies.

Crucially, these findings carry direct operational value for the National
Malaria Control Program of Guinea-Bissau. By accurately forecasting
transmission peaks months in advance, the validated XGBoost
framework shifts public health planning from reactive responses to
proactive, targeted interventions. Health authorities can leverage these
granular outputs to optimize the pre-emptive deployment of vector
control measures (such as seasonal chemoprevention and targeted
indoor residual spraying) and manage antimalarial supply chains prior
to peak transmission. Finally, the observed lower predictive accuracy
in low-transmission settings underscores the necessity of adapting
surveillance strategies to local epidemiological strata, reinforcing that
granular, data-driven frameworks are vital to support pre-elimination

efforts across diverse regional contexts.



Limitations

Several limitations of this study should be acknowledged. First, a
substantial decline in predictive performance during the sensitivity
analysis indicated that COVID-19 related disruptions significantly
affected the stability and reliability of surveillance data during 2020—
2022. Second, certain unmeasured variables such as entomological
indicators, vector control coverage (insecticide-treated nets and indoor
residual spraying), population mobility, land-use characteristics, and
healthcare access indicators were not consistently available throughout
the study period. Third, the analyses relied on data aggregated at
regional and monthly levels, which may obscure local micro-
environmental conditions and finer spatial-temporal heterogeneity.
Finally, SHAP values reflect predictive associations and feature
contributions within the observed dataset rather than definitive causal
biological mechanisms, meaning that geographic variables like latitude
and longitude largely absorb unmeasured ecological or socioeconomic
gradients.

Conclusion

Our study on predictive modeling of malaria incidence in Guinea-
Bissau highlights the critical value of advanced machine learning
approaches in public health surveillance. By systematically comparing
Random Forest (RF), Support Vector Machine (SVM), and Extreme
Gradient Boosting (XGBoost), we demonstrated that XGBoost
achieves superior performance in forecasting monthly incidence. The
results indicate that these models effectively capture spatio-temporal
trends, enabling health authorities to anticipate peak transmission
periods between August and November and improve intervention
responsiveness across persistent risk areas. Furthermore, SHAP
interpretability revealed that soil moisture acts as a primary predictor,
complemented by essential meteorological, geographic, and
environmental covariates. Overall, these findings underscore the
potential of data-driven predictive frameworks to support decision-
making, resource allocation, and targeted control efforts in malaria-
endemic settings.

Future work should incorporate operational intervention variables such
as the distribution of insecticide-treated bed nets, seasonal malaria

chemoprevention, and population mobility metrics to further refine



predictive accuracy. Additionally, exploring advanced deep learning
architectures, including Recurrent Neural Networks (RNNs), Long
Short-Term Memory (LSTM) models, or attention-based mechanisms,
could better capture complex temporal dependencies in malaria

transmission dynamics.
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