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Abstract

For over fifteen years, image encryption schemes have combined chaotic sys-
tems with deoxyribonucleic acid (DNA) coding, and their DNA diffusion layers
have been broken, scheme after scheme, by strikingly similar attacks. This paper
shows that the similarity is structural. Because the DNA alphabet has four let-
ters, every bijection of it is affine over the binary field: every decryptable keyed
DNA operation—all 331,776 admissible tables, under all 24 encoding rules, any
schedule and any number of rounds—has algebraic degree one, and the published
algebraic cryptanalyses of such layers are special cases of this single fact. With
two plaintext-dependent operands the degree reaches two but no more; differen-
tial uniformity and nonlinearity remain at their worst possible values for every
admissible operation; and four is the largest alphabet size for which the obstruc-
tion holds. We further diagnose a chained construction adopted in four recent
schemes, half of whose operation menu is affine and whose associative addition
accumulates 2k

− 1 image-independent linear structures, and give a zero-cost
replacement, verified on medical images, that removes both defects. The stan-
dard statistical battery is blind to every one of these distinctions. The algebraic
degree, computable in seconds, is the number that would expose them, and we
argue it belongs in the evaluation tables of this literature. All enumerations are
exhaustive and machine-checked, and the verification package is archived.
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Diffusion layer, Boolean functions
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1 Introduction

Paper after paper on DNA-based image encryption states the same count. Of the
4! = 24 ways to assign the four nucleotide bases to the four 2-bit values, eight satisfy
the Watson–Crick complementarity constraint, and the scheme at hand selects among
those eight [1–4]. For fifteen years this number has been read as an inventory of
encoding options. Read instead as the order of a group, it says something else entirely:
24 is the order of the affine group AGL(2, 2), and since it is also the number of all
bijections of a four-letter alphabet, every bijection of the DNA alphabet is affine over
F2. That coincidence—and it is not one—forecloses the nonlinearity of every keyed
DNA operation ever proposed, and, we will argue, explains a decade of near-identical
cryptanalyses.

DNA coding entered image encryption as a lightweight symbol layer combined
with chaotic generators: pixels are encoded as base sequences, combined with chaotic
key material through table-defined operations—DNA addition, subtraction, XOR,
XNOR—and decoded, with the rule and operation indices themselves often driven
by chaotic sequences [5–8]. The security argument offered for such schemes is, almost
without exception, statistical: ciphertext entropy, histogram uniformity, adjacent-pixel
correlation, and the plaintext-sensitivity scores NPCR and UACI [9].

The record of these layers under actual cryptanalysis is uniform. The DNA-addition
scheme of [10] was broken in [11]; the scheme of [12] was reduced to an equivalent
description and its key space collapsed in [13]; the codec structure of a spatiotemporal-
chaos scheme was reduced to a bitwise complement and the scheme broken with nine
chosen plaintexts in [4]; DNA encryption was shown to synthesize into ordinary S-
box substitution in [14]. Solak had already isolated the pattern in 2011: statistical
results, however good, “cannot hide the algebraic weaknesses inherent in the cipher”,
and ciphers that are inadvertently linear fall to elementary linear algebra [15]. On the
neighbouring cellular-automata layer the design-side lesson was even drawn explicitly:
Ping et al. classified the elementary CA rules and built ciphers from the non-affine
balanced ones [16, 17].

However, each of these analyses concerns one scheme, and the design-side criterion
was never carried across to the DNA layer itself. None of the cryptanalyses asks
whether the failure it exploits is an accident of the scheme under attack or a property of
the design space; no design paper, in a corpus of 122 examined here, computes or even
names the algebraic degree of its DNA layer; and the constructions keep appearing—
including a chained variant, adopted independently in four recent papers [18–21],
that comes within one choice of escaping the problem and then makes that choice at
random. The question this paper answers is the structural one: what algebraic degrees
are attainable, by any construction whatsoever, inside the DNA design space—and
what follows for the schemes being published now?

The contributions are the following.

1. An impossibility theorem (Section 3): every keyed DNA operation satisfying
the minimum requirement of decryptability is affine—uniformly over all 331,776
admissible operation tables, all 24 encoding and decoding rules, all schedules, and
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all round counts. The proof is four lines; the published algebraic collapses of [4, 13,
14] are recovered as special cases.

2. A ceiling theorem (Section 4): with two plaintext-dependent operands—the only
escape the alphabet permits—the degree reaches 2 on exactly 432 of the 576 admis-
sible operations and can go no higher, while differential uniformity and nonlinearity
are pinned at their worst possible values on all 576.

3. A boundary theorem (Section 5): AGL(m, 2) = Sym precisely for m ≤ 2, so
the four-letter alphabet of DNA coding is the largest on which the impossibility
operates; the obstruction belongs to the alphabet size, not to the operations.

4. A diagnosis of the chained designs (Section 6): in the four recent schemes, half
of the operation menu is affine, leaving an expected half of the chaining steps with-
out nonlinearity; and the Z4 addition they share is associative, which collapses the
chain to a prefix sum and accumulates 2k − 1 image-independent linear structures.

5. A zero-cost replacement (Section 6.3): a non-associative degree-2 operation of
identical table size and decryption cost under which the chain degree grows with
its length and the linear structures hold constant at three; decryption is verified
over 20,000 random chains.

6. An experimental and bibliometric demonstration (Section 7): the full sta-
tistical battery of this literature cannot distinguish any of the above variants,
whereas an encoding-independent degree/DU/NL certificate—applied to the entire
published operation set in under a second—separates them at once; the avalanche
the four papers report is produced by hash re-seeding rather than by the DNA
layer; and in a corpus of 154 documents the algebraic vocabulary carried by 70% of
the field’s reference works does not reach its 122 design papers, in which algebraic
degree and differential uniformity never occur at all and nonlinearity is applied
only to an S-box component, never to the DNA layer.

The remainder of this paper is organized as follows. Section 2 fixes notation and
states the working hypotheses. Sections 3–5 establish the three theorems. Section 6
analyzes the chained designs and presents the replacement. Section 7 reports the exper-
imental and corpus results. Section 8 delimits the scope of the claims, and Section 9
concludes.

2 Preliminaries and notation

2.1 Notation

Throughout the paper, the symbols of Table 1 are used. Vectors over F2 are written
as column vectors, and ⊕ denotes addition in F

m
2 , i.e. the bitwise exclusive-or.

2.2 DNA coding of images

In DNA-based image encryption, each 8-bit pixel is split into four 2-bit groups, and
each group is mapped to one of the four nucleotide bases A, C, G, T. A grayscale
image of M ×N pixels thus becomes a sequence of 4MN symbols over Σ. An encod-
ing rule is a bijection between the four 2-bit values and the four bases; there are
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Table 1 Notation used throughout the paper.

Symbol Meaning

Σ the DNA alphabet {A,C,G,T}, |Σ| = 4
ι the fixed identification Σ → F

2

2
of Section 2.2

Ep, Dq DNA encoding and decoding rules, p, q ∈ {1, . . . , 8}
⊙ a binary diffusion operation on Σ
κ a key symbol, independent of the plaintext
degF the algebraic degree of F (Definition 1)
GL(m, 2) the group of invertible m×m matrices over F2

AGL(m, 2) the affine group {x 7→ Ax⊕ b : A ∈ GL(m, 2), b ∈ F
m
2
}

Sym(Σ) the group of all bijections of Σ
DU(F ) the differential uniformity of F
NL(F ) the nonlinearity of F

4! = 24 such bijections, of which exactly eight respect the Watson–Crick complemen-
tarity constraint—a count stated routinely in this literature before the eight rules are
selected [1–4]. The eight rules are used both to encode (pixels to bases) and, possibly
with a different rule index, to decode (bases to pixels); dynamic schemes draw the rule
index for each position or block from a chaotic sequence.

Diffusion is then performed at the symbol level: an encoded plaintext symbol is
combined with a key symbol—produced by a chaotic generator—through a binary
operation ⊙ on Σ, specified by a 4 × 4 table. The operations in actual use are DNA
addition and subtraction (the cyclic group Z4 under a chosen labeling of the bases),
DNA XOR, and DNA XNOR [8].

We fix once and for all the identification ι : Σ → F
2
2 given by A 7→ 00, C 7→ 01,

G 7→ 10, T 7→ 11, and, through ι, treat every map on Σ as a map on F
2
2. Nothing in

Sections 3 and 4 depends on this choice; the reason is itself a consequence of Theorem 1
and is recorded in Remark 3.

2.3 Algebraic degree

Every Boolean function f : F
n
2 → F2 has a unique representation as a multivari-

ate polynomial over F2, the algebraic normal form (ANF) [22]; the degree of that
polynomial is the algebraic degree of f .

Definition 1 Let F : Fn
2 → F

m
2 with coordinate functions f1, . . . , fm. The algebraic degree of

F is degF = max1≤i≤m deg fi, where deg fi is the degree of the ANF of fi.

Since deg(f ⊕ g) ≤ max(deg f, deg g), the maximum over coordinate functions
coincides with the maximum over all nonzero component functions v ·F , so Definition 1
agrees with the convention used for vectorial Boolean functions. A map has degree at
most 1 precisely when it is affine, i.e. of the form x 7→ Ax⊕ b; degree 1 maps compose
to degree 1 maps, a fact used repeatedly below.

The relevance of the degree is classical: a cipher whose plaintext-to- ciphertext
map is affine is broken by elementary linear algebra from a small number of known
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or chosen plaintexts, regardless of its key length [15], and a low degree more generally
bounds the resistance offered against algebraic [23] and higher-order differential [24]
attacks. Degree is a necessary indicator, not a sufficient one—a point we return to in
Section 8.

2.4 Working hypotheses

The results of Sections 3–5 are stated under the following hypotheses, each of which
reflects the published constructions rather than a modeling convenience.

(A1) Four-symbol alphabet. The layer operates on Σ with |Σ| = 4, identified with F
2
2

through ι. This is the defining choice of DNA coding.
(A2) Symbol-wise operation. The diffusion operation is given by a 4× 4 table applied
base by base. Every operation table published in the corpus surveyed in Section 7.5
is of this form; an operation acting on a coarser alphabet (e.g. a whole pixel at once)
falls outside the scope of our results, a point made explicit in Section 8.
(A3) Invertibility in the first argument. For every fixed second operand b, the map
a 7→ a⊙ b is a bijection of Σ. Without (A3) the ciphertext symbol cannot be inverted
during decryption, so (A3) is the minimum that any decryptable diffusion step must
satisfy.
(A4) Balance in the second argument (used from Section 4 onward, where the second
operand carries plaintext). For every fixed a, the map b 7→ a⊙b takes all four values. If
(A4) fails for some symbol a, the previous-block operand cannot move the ciphertext
of a through the full alphabet: the ciphertext of that symbol is confined to a proper
subset of Σ whatever the chain carries, an imbalance visible in the ciphertext histogram
and exhibited by two chosen plaintexts. (A4) is therefore imposed by the diffusion goal
of the chaining itself.

Hypotheses (A1) and (A3) are in force throughout; (A2) delimits the object of
study; (A4) is invoked only where stated.

3 Every keyed DNA operation is affine

The question addressed in this section is elementary to pose: the designer of a
DNA diffusion layer is free to choose the operation table, the encoding and decod-
ing rules, and their schedules—what algebraic degrees can the resulting keyed step
x 7→ Dq

(

Ep(x)⊙κ
)

attain? The answer is that no choice attains more than degree one.

Theorem 1 Let ⊙ be any binary operation on Σ satisfying (A1) and (A3). Then for every
key symbol κ ∈ Σ, the map σκ : x 7→ x⊙ κ satisfies

deg σκ = 1;

that is, there exist A ∈ GL(2, 2) and b ∈ F
2
2 with x⊙ κ = Ax⊕ b for all x ∈ Σ.

Proof By (A3), σκ is a bijection of Σ, hence an element of Sym(Σ), a group of order 4! = 24.
On the other hand, |GL(2, 2)| = 6, so

|AGL(2, 2)| = |GL(2, 2)| · |F2
2| = 6 · 4 = 24.
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Every affine map with invertible linear part is a bijection of F2
2, so AGL(2, 2) ≤ Sym(Σ);

since the two groups have the same finite order, they are equal. Hence σκ ∈ AGL(2, 2), so
deg σκ ≤ 1; and deg σκ ≥ 1 because a constant map is not a bijection. □

Remark 1 The proof is elementary, and we do not present it as deep mathematics. The
observation we wish to make is of a different kind: a literature that has stated the count
4! = 24 paper after paper—as the number of available encoding rules; twenty-four times in
the corpus of Section 7.5 alone—has not, in fifteen years of designs and cryptanalyses, read
this number as the order of an affine group. Read that way, it forecloses the entire design
space at once. The set of operations satisfying (A3) contains 244 = 331,776 elements (an
independent column permutation for each key symbol); Theorem 1 covers all of them, and
an exhaustive enumeration in the accompanying repository confirms that every one of the
331,776 operations is affine for every key, with no exception.

3.1 Consequences for the full layer

Corollary 2 Under (A1)–(A3), the complete diffusion step x 7→ Dq

(

Ep(x)⊙κ
)

is affine for
every choice of encoding rule Ep, decoding rule Dq, operation ⊙, and key κ.

Proof Ep and Dq are bijections of Σ, hence affine by Theorem 1; σκ is affine; and the
composition of affine maps is affine: A2(A1x⊕ b1)⊕ b2 = (A2A1)x⊕ (A2b1 ⊕ b2). □

Corollary 3 No iteration count and no key schedule escapes Corollary 2: any number of
rounds of keyed DNA steps, with arbitrary (possibly key-dependent) rule and operation sched-
ules, composes affine maps and therefore remains affine. Consequently, the layer acting on
a sequence of n symbols is an affine map of F

2n
2 , namely y = Ax ⊕ b with A a product of

block-diagonal matrices (one GL(2, 2) block per symbol) and permutation matrices.

Remark 2 (Plaintext-dependent schedules) Many schemes make the rule indices themselves
depend on the plaintext, either through the symbol value or through a hash of the whole image
that seeds the chaotic generator. Neither mechanism raises the degree. If the rule index is a
function of the symbol being encrypted, the resulting map of Σ is still a bijection—decryption
requires it—and Theorem 1 applies to the assembled map exactly as to its parts; an exhaustive
check over all 84 symbol-dependent selectors, 8 decoding rules and 4 keys finds a maximal
degree of 1. If instead the schedule is derived from an image hash, then within any single
encryption the schedule is a constant, so the layer is affine for that image; hash seeding varies
the affine map between images, which obstructs naive multi-image attacks but contributes
no nonlinearity to any single encryption. We return to the quantitative consequences of this
mechanism in Section 7.

Remark 3 (The degree is canonical precisely here) The algebraic degree of a map on an
alphabet is defined relative to an identification of the alphabet with F

m
2 . For |Σ| = 4 the

choice does not matter: any two identifications differ by a bijection of Σ, which is itself affine
by Theorem 1, and conjugating by affine maps preserves the degree [25]. On larger alphabets
this fails—the same operation can exhibit different degrees under different labelings—so the
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degree is a canonical invariant of the operation exactly in the case m ≤ 2 that DNA coding
occupies. The same phenomenon reappears from the opposite direction in Section 5.

3.2 Published analyses as special cases

Several published cryptanalyses of DNA-based schemes establish, for one scheme at a
time, algebraic collapses that Theorem 1 yields uniformly. Two are representative.

Proposition 4 (Codec collapse; cf. [4]) Consider the eight Watson–Crick rules with their
standard numbering, used once to encode and once to decode. All 64 compositions Dq ◦ Ep

are affine, and exactly eight of them equal the bitwise complement x 7→ x⊕ 11, namely those
with p+ q = 9.

The affinity of all 64 pairs is immediate from Theorem 1; the identification of the
complementary pairs p+ q = 9 recovers, by direct computation, the codec identity on
which the nine-plaintext attack of Wen et al. [4] is built.

Belazi et al. [13] prove, for the scheme of [12], that DNA addition performed after
encoding is equivalent to a single binary addition, independently of the encoding rule—
their “first equivalence”. Computation shows this equivalence to be a property of the
particular encoding family involved: conjugating the Z4 addition table by an arbitrary
encoding returns Z4 addition for only 2 of the 24 encodings (and preserves XOR for
6 of 24). Theorem 1 requires no such compatibility: whether or not the conjugated
operation retains the group structure, it is a keyed bijection of a four-letter alphabet
and therefore affine. The scheme-specific collapses of [4, 13, 14] are, in this sense,
instances of a single structural fact.

Remark 4 (Attack cost, and what is not claimed) Theorem 1 does not yield a new attack,
and we claim none. A generic affine map of F

2n
2 would require 2n + 1 chosen plaintexts

to identify—over half a million for a 256 × 256 image—but the layer of Corollary 3 is far
from generic: it carries one of 24 bijections per symbol and one position permutation, about
n log2 24 + log2 n! secret bits in total, so information-theoretically on the order of a dozen
chosen plaintexts suffice (11 for 256× 256). Published attacks already operate at this scale—
nine chosen plaintexts in [4]. What the theorem adds is not a better attack but an explanation
and an inevitability: affinity is not a defect of the particular schemes that were broken, it is
a property of the design space, and no operation table, encoding schedule, or round count
within that space could have prevented any of these attacks.

4 Two plaintext-dependent operands: the ceiling

Theorem 1 leaves exactly one escape route inside the four-letter alphabet: since any
operation with a single plaintext-dependent operand is affine, a nonlinear step must
take two operands that vary with the plaintext. This is precisely the shape of the
chained constructions that have recently appeared, in which the current sub-block is
combined with the previous sub-block rather than with a key symbol alone (Section 6).
The present section determines what this escape route can and cannot deliver.
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4.1 The admissible class

When both operands carry plaintext, hypothesis (A3) is still forced by decryption,
and hypothesis (A4) is forced by the purpose of the chaining: a symbol whose row
is unbalanced ignores part of the chain, which is a distinguisher observable from two
chosen plaintexts. Together the two hypotheses say that every row and every column
of the operation table is a permutation of Σ:

Proposition 5 An operation on Σ satisfies (A3) and (A4) if and only if its table is a Latin
square of order 4. There are exactly 576 such operations.

The count is classical, and an enumeration of the 331,776 operations satisfying
(A3) confirms that exactly 576 survive (A4). All four operations in actual use—DNA
addition, subtraction, XOR and XNOR—belong to this class. Order-four quasigroups,
and their partition into 144 linear and 432 nonlinear operations, are known objects
in quasigroup-based cryptography [26, 27]; there the very weakness of a single order-
four quasigroup is the reason such designs compose several of them. Our contribution
below is not this partition but the fact that differential uniformity and nonlinearity
are pinned at their worst values across all 576 operations, and its structural cause in
the alphabet size (Proposition 7).

For the statement of the next theorem we recall the two standard indicators beyond
the degree [28]. For F : F4

2 → F
2
2 (the operation as a map of both operands), the

differential uniformity [29] is DU(F ) = maxd ̸=0 maxc #{x : F (x) ⊕ F (x ⊕ d) = c},
for which the attainable range here is 4 ≤ DU(F ) ≤ 16; and the nonlinearity NL(F )
is the minimum Hamming distance from a nonzero component function of F to the
affine Boolean functions [30, 31], with maximum attainable value 6 for this shape.
Both indicators carry their standard operational meaning: a differential uniformity of
DU caps the probability of any single differential at DU/24, and it is against that
bound that provable resistance to differential cryptanalysis is stated [32].

4.2 The ceiling

Theorem 6 Let ⊙ satisfy (A1), (A3) and (A4), and view it as a map F : F22 × F
2
2 → F

2
2 of

both operands. Then:

(a) degF ≤ 2. The bound is attained by exactly 432 of the 576 admissible operations.
(b) The remaining 144 operations have degree 1, and they are exactly the operations

of the form a⊙ b = M1a⊕M2b⊕ c with M1,M2 ∈ GL(2, 2) and c ∈ F
2
2; the count

is |GL(2, 2)|2 · 4 = 144. DNA XOR and XNOR belong to this class; DNA addition
and subtraction attain degree 2.

(c) For every one of the 576 admissible operations,

DU(F ) = 16 and NL(F ) = 0.
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Parts (a) and (c) are not accidents of the operations in use; they follow structurally
from the same fact that drives Theorem 1, and the mechanism locates the weakness
in the alphabet size rather than in any choice of operation.

Proposition 7 Let ⊙ be a Latin square on Σ ∼= F
2
2 and let F (a, b) = a⊙ b, viewed as a map

F
2
2 × F

2
2 → F

2
2.

(i) F is biaffine: F (a, b) = M(a, b)⊕L1(a)⊕L2(b)⊕ c with M a F2-bilinear vectorial
map and L1, L2 linear. Hence degF ≤ 2, with degF = 2 iff M ̸= 0.

(ii) For every mask v ∈ F
2
2 \ {0} the component bilinear form ⟨v,M⟩, written a⊤Nvb,

has rankNv ≤ 1.

Consequently NL(F ) = 0 and DU(F ) = 16.

Proof (i) For each fixed b the column map a 7→ a ⊙ b is a bijection of Σ, hence affine by
Theorem 1. Thus F is affine in a for every fixed b and, symmetrically, affine in b for every
fixed a. The mixed second difference M(a, b) := F (a, b)⊕ F (a, 0)⊕ F (0, b)⊕ F (0, 0) is then
F2-bilinear and F ⊕ M is affine. The only quadratic monomials of a bilinear form are the
mixed products aibj , so degF ≤ 2, with a genuine quadratic term present iff M ̸= 0.

(ii) Fix v ̸= 0 and write ⟨v, F (a, b)⟩ = a⊤Nvb ⊕ w⊤a ⊕ r(b). For each fixed b, the map
a 7→ ⟨v, F (a, b)⟩ is a coordinate of the bijection F (·, b), hence balanced. An affine Boolean
function is balanced iff its linear part is nonzero, so the coefficient Nvb⊕w must be nonzero
for every b; equivalently w /∈ ImNv. If rankNv = 2 then ImNv = F

2
2 ∋ w, a contradiction.

Hence rankNv ≤ 1.
For NL(F ) = 0 it suffices that one nonzero component of F be affine, i.e. that one of

the three forms Ne1 , Ne2 , Ne1 ⊕ Ne2 vanish. Suppose none does; then all three are nonzero
and, by (ii), of rank exactly 1. A sum of two distinct nonzero rank-1 matrices over F2 has
rank ≤ 1 only when the summands share a left or a right factor; transposing to the row
map if it is the latter, we may write Nek = u v⊤k with a common u ̸= 0 and v1 ̸= v2.

Then M(a, b) = (u⊤a)V b with V =
[

v⊤1 ; v
⊤
2

]

∈ GL(2, 2), so the linear part of the column

map a 7→ F (a, b) is C(b) = L1 ⊕ (V b)u⊤, where L1 = C(0) ∈ GL(2, 2). By the rank-one
determinant identity det(I ⊕ xy⊤) = 1⊕ y⊤x,

detC(b) = detL1 ·
(

1⊕ u⊤L−1
1 V b

)

,

which is 0 for any b with u⊤L−1
1 V b = 1; such a b exists because u⊤L−1

1 V ̸= 0, contradicting
C(b) ∈ GL(2, 2). Hence some component vanishes and NL(F ) = 0. Finally, for biaffine F the
derivative DαF (a, b) = M(αa, b)⊕M(a, αb)⊕ const is constant exactly when αa and αb lie
in the left and right radicals of M ; a nonzero rank-1 form has a one-dimensional radical on
each side, so a nonzero linear structure α exists, giving a dead difference and DU(F ) = 16.
If M = 0 then F is affine and all 15 nonzero differences are dead. □

Proposition 7 reduces Theorem 6 to the alphabet size: biaffinity is exactly
Theorem 1 (the m ≤ 2 regime of Theorem 8) applied in each operand, and the rank
collapse it forces is what pins DU and NL at their worst values. The degree split—
432 operations at degree 2 and 144 at degree 1, matching Theorem 6(b)—together
with DU = 16 and NL = 0 throughout is confirmed by exhaustive computation over
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the 576 operations, with each indicator evaluated by two independent implementa-
tions (repository); this serves as corroboration rather than proof. Two aspects of the
statement deserve emphasis.

First, DU(F ) = 16 is the ceiling, not the floor: it asserts the existence of a nonzero
input difference under which all 16 input pairs produce one and the same output
difference—a completely dead difference. The refined count is that each of the 432
degree-2 operations has exactly 3 dead differences among the 15 nonzero ones, while
each of the 144 affine operations has all 15. For DNA addition the dead difference is
visible by hand: with ∆ = (2, 2),

(a+ 2) + (b+ 2) ≡ a+ b (mod 4),

so the output difference vanishes for every input. The conclusion is unchanged if the
attacker is restricted to differences in the first operand only, so it does not depend on
the threat model.

Second, the ceiling survives the structure actually used in the chained designs,
where the key is folded in before the chaining step: enumerating maps of the form
(p, cprev) 7→ (p⊙1κ)⊙2 cprev over admissible ⊙1,⊙2 and all keys again yields no degree
above 2.

Remark 5 (A degree-3 mirage) If (A4) is dropped, the picture changes sharply: among the
331,776 operations satisfying (A3) alone, 92.6% reach degree 3, and one may hope to use
them. The hope is empty. Every degree-3 operation in that class has at least one unbalanced
row, i.e. a plaintext symbol whose ciphertext is confined to a proper subset of Σ regardless
of the second operand—the distinguisher that motivated (A4) in the first place. Once the
chaining is required to diffuse, the admissible class is the 576 Latin squares and the ceiling
is 2.

Table 2 The four operations in published use, as maps of two plaintext-dependent
operands. All satisfy (A1), (A3), (A4).

Operation deg (keyed operand) deg (both free) DU NL

DNA addition (Z4) 1 2 16 0
DNA subtraction (Z4) 1 2 16 0
DNA XOR 1 1 16 0
DNA XNOR 1 1 16 0

best admissible operation 1 2 16 0

4.3 What the escape route buys

Theorem 6 is a half-open door. Moving from one plaintext-dependent operand to two
raises the attainable degree from 1 to 2—and that is all it does. Differential uniformity
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and nonlinearity are pinned at their worst possible values for every admissible opera-
tion on the four-letter alphabet, including the best one (Table 2): no choice of operation
can improve either indicator. The design consequence is developed in Section 6; the
structural reason—that the obstruction belongs to the alphabet size rather than to
the operations—is the subject of the next section.

5 Why four letters: the alphabet-size boundary

The two preceding sections could be read as statements about DNA operations. They
are not: they are statements about the number four. To make this precise, let Σm

denote an alphabet of 2m symbols identified with F
m
2 , so that DNA coding is the case

m = 2.

Theorem 8 AGL(m, 2) = Sym(Σm) if and only if m ≤ 2. Consequently, the impossibility
of Theorem 1—that every keyed symbol map is affine—holds for m ≤ 2 and fails for every
m ≥ 3.

Proof For m ≤ 2 the two orders agree: |AGL(1, 2)| = 2 = 2! and |AGL(2, 2)| = 24 = 4!;
since AGL(m, 2) ≤ Sym(Σm) always holds, equality of orders gives equality of groups. For
the converse it suffices to show |AGL(m, 2)| < (2m)! for all m ≥ 3. Each of the m factors of

|GL(m, 2)| =
∏m−1

i=0 (2m − 2i) is smaller than 2m, so

|AGL(m, 2)| < 2m · (2m)m = 2m(m+1).

Passing from m to m + 1 multiplies this bound by 22m+2, while (2m)! grows to (2m+1)! ≥
(

(2m)!
)

· (2m)2
m

=
(

(2m)!
)

· 2m2m , and m2m > 2m+ 2 for every m ≥ 2. Since the factorial

already exceeds the bound at m = 3 (8! = 40,320 > 212 = 4,096; indeed |AGL(3, 2)| =
1,344 < 40,320), it never loses the lead. □

The fraction of bijections that are affine collapses immediately beyond the bound-
ary (Table 3): at m = 3 only one bijection in thirty is affine; at m = 4, one in sixty-five
million. DNA coding sits exactly at the edge:

Corollary 9 The DNA alphabet, with 4 = 22 symbols, is the largest alphabet for which the
impossibility of Theorem 1 applies. On any larger power-of-two alphabet, keyed non-affine
substitutions exist in abundance.

It bears repeating that the alphabet size was never a cryptographic decision.
Four bases were adopted from the biological metaphor, and the count 4! = 24 has
been restated in this literature for fifteen years as an inventory of encoding options.
Theorem 8 identifies the same number as the order of AGL(2, 2), and with it the
reason no operation table on this alphabet was ever going to be nonlinear.
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Table 3 The fraction of alphabet bijections that are
affine, |AGL(m, 2)|/(2m)!.

m alphabet size |AGL(m, 2)| affine fraction

1 2 2 1
2 4 24 1
3 8 1,344 3.3× 10−2

4 16 322,560 1.5× 10−8

5 32 3.2× 108 1.2× 10−27

6 64 1.3× 1012 1.0× 10−77

5.1 What a larger alphabet buys: an observation

Theorem 8 says only that the obstruction disappears at m = 3; it does not say that
an eight-letter layer is secure. At m = 4 the corresponding question has been settled
by exhaustive classification of the 4-bit bijections into affine-equivalence classes [33];
no census of that kind is attempted here. To gauge what becomes available, order-8
quasigroups (the analogue of the admissible class of Proposition 5) were sampled at
random and their indicators computed under the natural identification of {0, . . . , 7}
with F

3
2.

Observation 1 Over a sample of 60 random Latin squares of order 8, the best profile found
was algebraic degree 4, DU = 20 out of a ceiling of 64 (31%), and NL = 20 out of a maximum
of 28 (71%). For comparison, the four-letter class of Theorem 6 is pinned, in its entirety, at
100% of the DU ceiling and 0% of the attainable NL.

Three caveats bound this observation, and it is offered as nothing more. First,
at m ≥ 3 the algebraic degree is no longer independent of the identification of the
alphabet with F

m
2 —the same operation can exhibit different degrees under different

labelings (for m = 2 this cannot happen, by Remark 3)—so the degree figure is tied
to the stated identification. Second, the sample is a random draw, not a search or
an enumeration: the figures are a lower bound on what a directed construction could
achieve. Third, nothing here bounds an attacker; the comparison measures only what
the designer is no longer prevented from building. Extended DNA models with more
than four bases have already begun to appear in this literature [7], so the boundary
of Theorem 8 is not of purely theoretical interest.

6 Chained DNA diffusion in recent designs

The escape route of Section 4 is not hypothetical. Four recent papers—three journal
articles from 2024 and one conference paper from 2023 [18–21]— independently adopt
the same construction: the image is split into sub-blocks, and after the keyed DNA
operation, the result of the current sub-block is combined, by a second DNA operation,
with the previous sub-block. In the words of [18]: “for a better diffusion effect, the
encryption result of the current sub-block is again subjected to DNA operation with
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the previous sub-block (except for the first sub-block)”; the formulations in [19–21] are
equivalent.1 This is exactly the two-plaintext-operand shape that Theorem 6 analyzes,
and all four papers motivate it purely as diffusion; none reports an algebraic indicator
of any kind.

In all four schemes the operation applied at each step is drawn from the four-item
menu

Zi = 0 7→ addition, Zi = 1 7→ subtraction, Zi = 2 7→ XOR, Zi = 3 7→ XNOR,

where {Zi} is an unconstrained chaotic sequence. The addition tables printed in the
four papers were transcribed and tested: all four are the cyclic group Z4 under a
labeling of the bases (the labelings differ between papers, which by Remark 3 changes
nothing), and are in particular associative. The analysis below therefore applies to the
schemes as published, not to a reconstruction of them.

6.1 Half the menu is affine

By Theorem 6, addition and subtraction reach degree 2, while XOR and XNOR belong
to the 144 operations that remain affine in both operands. With {Zi} effectively uni-
form, each chaining step is left affine with probability 1/2: in an image of n sub-blocks,
the expected number of steps contributing no nonlinearity at all is n/2, and the prob-
ability that every step reaches degree 2 is 2−n—about 5 × 10−20 already for n = 64.
The algebraic degree of the layer is thus left to chance, block by block, unmeasured
and unreported.

6.2 The associative collapse

Restricting the menu to {addition, subtraction} removes the affine entries at no cost. It
does not, however, make the chain benefit from its length, and the reason is associativ-
ity. Writing the chained layer over one symbol position as ck = pk⊙ck−1, associativity
of Z4 addition unrolls the chain into a single prefix sum ck = p1+p2+ · · ·+pk+const
(mod 4): however long the chain, the map is one modular sum, whose high bit is the
elementary symmetric polynomial of degree 2.

Both consequences were measured on the full chain map (p1, . . . , pk) 7→ (c1, . . . , ck),
a bijection of F2k

2 . First, the algebraic degree of the Z4 chain is pinned: it equals 2 for
every chain length tested (k ≤ 7). Second, and more damaging, the chain accumulates
linear structures—nonzero differences d for which F (x)⊕F (x⊕d) is the same for every
x [34]. For the Z4 chain their number is 2k−1 (verified exhaustively for k ≤ 6), growing
with the length of the chain; each is an image-independent differential of exactly the
kind exhibited experimentally in Section 7. For XOR chaining, every difference is a
linear structure—the layer is entirely linear.

1Reference [20] names the four operations addition, subtraction, “heteroscedasticity” and “homoscedas-
ticity” of DNA; its printed tables identify the latter two as DNA XOR and XNOR.
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6.3 A zero-cost replacement

Associativity, however, is a property of the chosen operation, not of the construction.
Among the 432 degree-2 operations of Theorem 6, exactly 288 make the chain degree
grow with its length; none of them is associative, and every associative operation lies in
the 144 that stay pinned (non-associativity alone is not sufficient: 132 non-associative
operations also stay pinned). One representative, written in the base alphabet with
the identification ι of Section 2.2, is

⊙ A C G T
A A C T G
C C G A T
G G T C A
T T A G C

(1)

This table is a Latin square, so it satisfies (A3) and (A4) and decrypts by the same
column-inverse lookup as Z4 subtraction; a round trip over 20,000 random chains of
random lengths confirms exact decryption. Replacing the menu by the single opera-
tion (1)—same 4× 4 table size, same invertibility, same decryption cost—changes the
two measured quantities as follows: the degree of the full chain map becomes k for
chains of length k (Fig. 1a) (measured through k = 9, against the constant 2 of Z4),
and the number of linear structures is constant at 3 for every chain length tested,
against 2k − 1 (Fig. 1b). The three surviving structures are the dead differences of the
single operation (Theorem 6); the chain adds none.
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Fig. 1 The chained layer, Z4 addition (as published) against the replacement (1), measured on the
full chain map (p1, . . . , pk) 7→ (c1, . . . , ck): (a) algebraic degree; (b) number of linear structures.
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6.4 Improved, not repaired

The recommendation that follows is modest. Dropping XOR and XNOR from the
menu costs nothing and stops the layer’s degree from being left to chance; replacing
the menu by a non-associative degree-2 operation such as (1) additionally makes the
chain degree grow with its length and stops the accumulation of linear structures.
Neither change touches part (c) of Theorem 6: differential uniformity and nonlinearity
remain at their worst possible values, as they do for every admissible operation on four
letters. The construction is improved, not repaired ; on this alphabet, by Corollary 9,
repair is not available.

7 Experimental validation

The claims of Sections 4 and 6 concern what the standard evaluation methodology
can and cannot see. This section makes that concrete on a faithful implementation of
the chained layer of Section 6: dynamic Watson–Crick encoding per chunk, a keyed
DNA operation, and chaining with the previous chunk, with all schedule material
drawn from a logistic keystream. Three variants share every line of the implementation
except the operation menu: published uses the four-item menu of [18–21]; restricted uses
{addition, subtraction}; and replacement uses the single operation (1). Test images
are four 256 × 256 medical images (chest radiographs, an MR slice and a CT scout
view) and the Lena reference image; exact round-trip decryption was verified for every
encryption reported below.

7.1 The standard battery does not separate the variants

Table 4 reports the battery that the four papers—and this literature generally—use to
argue security: ciphertext entropy, histogram χ2, adjacent-pixel correlation, and the
plaintext sensitivity scores NPCR and UACI [9], under the image-hash seeding that all
four schemes employ. Every figure is in the range this literature reports as ideal, and
the three variants are statistically indistinguishable on every line. A reviewer shown
this table alone—the table these papers publish—has no means of telling the three
apart, although one of them contains affine chaining steps with probability 1/2 per
block and another provably accumulates none. This is the depreciation of statistical
evidence observed in general by [35], here exhibited within a single construction.

Table 4 Mean values over the five test images,
image-hash seeding as published. NPCR/UACI in %,
one-bit plaintext change.

Variant Entropy χ2 NPCR UACI

published 7.9970 274.5 99.60 33.50
restricted 7.9971 263.3 99.60 33.43
replacement 7.9970 273.6 99.60 33.48
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7.2 Where the reported avalanche comes from

The near-ideal NPCR of Table 4 is produced by the key schedule, not by the DNA
layer. All four schemes derive the chaotic seeds from a hash of the plaintext image, so
a one-bit change replaces the entire keystream. When the seed is held fixed—the only
way to measure the layer’s own diffusion—the NPCR of all three variants collapses to
0.195% (Fig. 2): the chaining is element-wise between consecutive chunks, so a change
at position i reaches position i of subsequent chunks and nowhere else. The avalanche
these papers report is the work of the hash, not of the step they motivate as “diffusion”;
within a fixed-key encryption the layer is exactly as weak as Corollary 3 and Section 6.2
describe, and the hash seeding conceals this from the battery (cf. Remark 2).

published restricted replacement
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100
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og
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al
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99.60 99.60 99.60

0.195 0.195 0.195

ideal 99.61

51
0 

×image-hash seeding (as published)
fixed seed (the layer alone)

Fig. 2 Where the reported avalanche comes from. Mean NPCR, on a logarithmic axis, for the three
variants under the image-hash seeding used by the published schemes (five test images) and under a
fixed seed (the three medical images, for which the value is identical). The near-ideal figure belongs
to the re-seeding mechanism; the layer itself moves 0.195% of the pixels, a factor of 510 smaller.

7.3 The image-independent differential

The linear structures of Section 6.2 are observable on real images. With the encoding
rule and key fixed, the difference ∆ = +2 (mod 4) applied to one symbol—the order-2
element of Z4, i.e. the dead difference of Theorem 6—was injected at two positions of a
chain of k = 8 symbols, over 400 windows drawn at random from the five test images.
For Z4 chaining the resulting ciphertext difference pattern is identical in every window
of every image: an attacker measures it once, on an image of his choosing, and it holds
everywhere. The differences +1 and +3 produce many patterns, as does every tested
difference under the replacement operation (1): 2 of the 6 tested (position, difference)
pairs are image-independent for the published operation, 0 of 6 for the replacement.
No line of Table 4 carries any trace of this distinction.
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7.4 The certificate applied to the published operations

The distinction the battery misses is, by contrast, immediate to the certificate. Table 5
reports it for the whole operation set in published use—DNA XOR and XNOR, and
Z4 addition and subtraction—each obtained by Möbius enumeration of the operation
table. Two things are legible at once that Table 4 cannot show. First, the operations are
not interchangeable: XOR and XNOR are affine (degree 1) even when both operands
carry plaintext, so a layer built on DNA-XOR is linear end to end and yields to linear
algebra, whereas Z4 addition and subtraction reach the degree-2 ceiling. This is the
very split that separates the schemes dismantled in [4, 13, 14] from the harder targets,
and it is readable in the certificate before a single image is encrypted. Second, and
uniformly, every published operation sits at DU = 16 and NL = 0: the weakness of
Theorem 6 is a property of the whole published set, not of one poor choice within it.

Table 5 Certificate of the DNA operations in published use, in the keyed
(one plaintext-dependent operand) and chained (two operands) regimes.
Regenerated in the repository; by Theorem 1 the certificate is invariant under
all 24 encodings, which is verified there.

Operation deg keyed deg chained DU NL class

DNA XOR 1 1 16 0 affine
DNA XNOR 1 1 16 0 affine
Z4 addition 1 2 16 0 degree-2 ceiling
Z4 subtraction 1 2 16 0 degree-2 ceiling

That the certificate is independent of the encoding rule is itself a corollary of
Theorem 1: an encoding is an affine bijection of Σ, so a change of encoding conju-
gates the operation by an affine map and leaves degree, differential uniformity and
nonlinearity unchanged. A designer therefore need not fix an encoding to certify a
layer—the three numbers are properties of the operation itself—and the entire audit
of Table 5, four operations across both regimes and all 24 encodings, is produced by a
single command in well under a second. This is the concrete form of the paper’s pro-
posal: an encoding-agnostic certifier that takes any proposed DNA or chaining table
and returns the row it would occupy above, at a cost negligible beside the statistical
battery it would accompany.

7.5 The corpus measurement

Finally, the absence that motivates this paper was itself measured. A corpus of 154
distinct documents was assembled from three collections gathered for a doctoral liter-
ature review—122 of them papers proposing an image cipher of the chaotic or DNA
family, the remainder reference works, textbooks and surveys of the same field. In the
122 design papers, the term algebraic degree occurs zero times; so do differential uni-
formity and algebraic weakness ; the term nonlinearity appears in 26 of them, in every
examined case applied to an S-box component and never to the DNA or chaining layer
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of the same paper. In the reference works, by contrast, 70% carry this vocabulary—
the knowledge is on the shelf, and does not reach the design table. Most telling of
all, the count 4! = 24 is stated 24 times, in 23 papers of the corpus, always as an
inventory of encoding rules and never as the order of AGL(2, 2); the file-and-page list
is included in the repository. The corpus is a convenience sample, not a systematic
review, and is offered with that limitation (Section 8); its uniformity is nonetheless
difficult to attribute to sampling.

All figures in this section, and every enumeration in Sections 3–6, are regener-
ated by single commands from the accompanying repository, which also produces a
machine-checked ledger of all 32 numerical claims.

8 Scope and limitations

What the theorems do and do not cover.

All results concern the symbol-wise layer delimited by hypothesis (A2): a 4× 4 oper-
ation table applied base by base, which is the form of every operation table in the
corpus examined. A substitution acting on a coarser unit—a whole pixel at once, i.e.
a 256-letter alphabet—escapes Theorem 1 entirely, since |AGL(8, 2)| ≈ 1.4 × 1021

against 256! ≈ 8.6 × 10506 bijections; by Theorem 8 this is a design direction, not a
defect of the analysis. The results likewise say nothing about the permutation stage
or the chaotic generator of any scheme: they bound one layer, the one that carries the
name “DNA diffusion”.

Degree is necessary, not sufficient.

A layer of degree 1 admits a complete break by linear algebra, so degree ≥ 2 is a
prerequisite; it is in no way a guarantee. The history of cellular-automata cryptography
is the standing warning: stream ciphers built on the degree-2 rule 30 were broken by
Meier and Staffelbach [36] through exactly the kind of structural analysis applied here.
Accordingly, no security claim is made for the replacement operation of Section 6.3:
it removes an identified affine fraction and a growing family of linear structures, while
differential uniformity and nonlinearity remain at the values that Theorem 6 fixes for
the whole class. The construction is improved, not repaired, and on four letters cannot
be repaired.

The corpus.

The corpus of Section 7.5 was assembled for a doctoral literature review, not by a
registered systematic search; the counts reported there are offered as a measurement
of that corpus, with the obvious sampling caveat. Independent web searches conducted
while preparing this paper found no design-side use of the algebraic degree for DNA
layers either, but absence of evidence from a convenience sample is stated as such.

Larger alphabets.

Observation 1 rests on a random sample of 60 order-8 quasigroups and on one fixed
identification of the alphabet with F

3
2; at m ≥ 3 the degree is identification-dependent,

so the figures are indicative bounds, not invariants. Constructing and certifying a
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concrete eight-letter DNA layer—where 96.7% of bijections are non-affine—is left as
the natural continuation of this work.

9 Conclusions

The algebraic structure of DNA diffusion layers has been analyzed at the level of the
design space rather than of individual schemes. Because the DNA alphabet has four
letters, every bijection of it is affine over F2: consequently every decryptable keyed
DNA operation—all 331,776 of them, under all 24 encoding rules, any schedule and
any number of rounds—has algebraic degree 1 (Theorem 1). With two plaintext-
dependent operands the degree can reach 2 and no more, and differential uniformity
and nonlinearity are pinned at their worst possible values for every admissible opera-
tion (Theorem 6); four is the largest alphabet size for which this obstruction exists at
all (Theorem 8). Applied to a chained construction adopted in four recent schemes,
the analysis located two concrete defects—an operation menu half of which is affine,
and an associative operation whose chain accumulates 2k − 1 linear structures—and
a replacement operation of identical cost that removes both, verified end to end on
medical images.

This differs from prior work on DNA-based ciphers in two ways. First, the pub-
lished algebraic analyses [4, 13, 14] each dismantle one scheme; the theorems above
show their common mechanism to be a property of the design space, of which those
results are special cases, and explain why a decade of such attacks kept succeeding by
near-identical means. Second, the output is design-side rather than attack-side: the
algebraic degree of a proposed layer is computable in seconds by Möbius enumeration
of its operation table, and the criteria involved—two plaintext-dependent operands, an
operation outside the 144 bilinear-affine Latin squares, non-associativity if the chain is
to gain from its length—are checkable by counting, before publication, and reportable
as a number.

Three routes lead out of the impossibility, in increasing order of ambition: restrict
or replace the operation menu within the four-letter alphabet, which is free and is
the improvement recommended here; accept the ceiling of degree 2 that any four-
letter chaining obeys; or leave the alphabet, where Theorem 8 shows the obstruction
dissolve. Whichever route a designer takes, the experiments of Section 7 support one
methodological conclusion: the statistical battery on which this literature rests cannot
distinguish a layer that is affine half the time from one that never is, nor detect an
image-independent differential that an attacker can measure once and use everywhere.
The algebraic degree of the diffusion layer costs seconds to certify; the evaluation
tables of this literature have room for one more number, and it is the one that would
have exposed every break discussed in this paper before publication rather than after.
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