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Abstract
At emergency department triage, clinicians must assess multiple overlapping acute conditions
simultaneously, yet many existing risk tools are developed for individual conditions and provide outputs
that are difficult to compare across diseases with substantially different frequencies. We developed and
validated MultiDiseasePred, an interpretable multi-task learning framework for simultaneous risk
estimation across multiple non-mutually exclusive clinical targets, and demonstrated its application for
early multi-condition risk profiling in emergency department triage. MultiDiseasePred estimated risks for
seven acute conditions (sepsis, ARDS, COPD/asthma exacerbation, acute coronary syndrome, viral
pneumonia, pulmonary embolism, acute kidney injury) and two disposition endpoints (hospitalization; a
critical outcome) in a single inference pass. A per-target gate weighted a shared expert pool differently
for each target, allowing the model to learn shared clinical and physiological signals across related
conditions while preserving target-specific prediction pathways. To reduce feature acquisition burden
while maintaining model performance, a parsimonious feature selection procedure identified 12
variables available at triage from routinely available candidate predictors, without requiring laboratory
results, imaging, or downstream clinical documentation. Calibrated probabilities were summarized using
prevalence-adjusted lift measures to enable comparison across targets with different baseline
prevalence, and each risk estimate was accompanied by target-specific feature attributions indicating
which triage findings contributed to the prediction. Across 2,203,437 encounters from three health
systems, the model achieved a macro-AUROC of 0.900 (95% CI, 0.897–0.903) for the seven acute
conditions and 0.852 (0.849–0.856) for the two disposition endpoints in internal validation,
outperforming NEWS and generally matching or exceeding single-task machine-learning baselines. In
external validation without local retraining or recalibration, acute-condition macro-AUROC was 0.793 at
Beth Israel Deaconess Medical Center and 0.866 at Stanford. These findings support MultiDiseasePred
as a generalizable framework for interpretable, early multi-condition risk profiling and motivate
prospective evaluation in emergency care workflows.

Introduction
Emergency department (ED) presentations often involve overlapping symptoms and physiological
abnormalities that may reflect multiple acute conditions, such as infection, respiratory failure,
cardiovascular disease, and renal dysfunction1. Traditional diagnostic and risk assessment approaches
combine clinical variables to estimate risk for an individual condition and are generally not designed to
assess multiple co-occurring conditions simultaneously, despite this reflecting the broader clinical
decision-making process in emergency care2. Widely implemented scores, such as qSOFA for sepsis risk
assessment or the HEART score for acute coronary syndrome, offer transparent and practical decision
support but rely on fixed thresholds and disease-specific assumptions3,4. Although machine-learning
models have expanded the capacity for clinical prediction5, many remain focused on a single condition

or narrowly defined clinical application6. This single-task paradigm creates an important unmet need in
early clinical risk assessment: clinicians often require a coordinated risk profile across multiple plausible,
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non-mutually exclusive conditions, whereas separately trained models may produce fragmented outputs,
learn overlapping predictors independently, fail to leverage information shared across related conditions,
and provide limited support for prioritizing competing risks at bedside. These limitations are particularly
relevant for low-prevalence but high-acuity conditions, where shared physiological signals across related
conditions may improve representations7.

This gap is particularly consequential during ED triage8, when clinicians must make time-sensitive

decisions before definitive diagnostic information is available9. Initial assessment often relies on triage
vital signs, chief complaints, and readily accessible clinical history, whereas laboratory results, imaging,
and downstream documentation typically become available later in the encounter. Models that depend
heavily on these downstream data may have limited utility for immediate risk stratification and may be
less transportable across institutions with different diagnostic workflows and resource availability10.
Triage is also a point at which care diverges along lines unrelated to illness severity. Emergency Severity
Index assignment has been reported to differ by race, ethnicity, and primary language after adjustment
for clinical factors and department conditions11,12, and several of the conditions predicted here,
including sepsis and acute coronary syndrome, show documented differences in recognition and time to
treatment across these groups. A model applied at this point therefore has to be examined for whether it
narrows or widens those differences rather than assumed to be neutral. These constraints highlight the
need for a model that uses data available at triage to provide simultaneous early risk profiling across
multiple acute conditions and disposition endpoints. To address these challenges, we developed
MultiDiseasePred, an interpretable, task-adaptive multi-task learning framework for simultaneous risk
estimation across multiple acute conditions and disposition endpoints at ED triage. The framework uses
a parsimonious set of routine variables available at triage or from prior clinical history to estimate these
risks without requiring laboratory results, imaging, or downstream documentation. MultiDiseasePred
also incorporates calibrated probabilities, prevalence-adjusted cross-target comparison, and target-
specific SHapley Additive exPlanations (SHAP)-based feature attribution to support interpretable risk
profiling across heterogeneous prediction targets. The framework was developed in a large multicenter
ED cohort, and evaluated for transportability in two independent external health systems to assess
whether a unified multi-task architecture could deliver clinically interpretable early risk predictions across
diverse emergency-care settings.

Methods

MultiDiseasePred Framework 
MultiDiseasePred is an interpretable, task-adaptive multi-task learning framework designed for
simultaneous risk estimation across multiple non-mutually exclusive clinical prediction targets13. It is
built in four modules. The first establishes that the targets share predictive structure, the second reduces
the input set to variables available at triage, the third learns all nine risks jointly over that input set, and
the fourth converts the model outputs into calibrated estimates that can be compared across targets. An
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overview of framework development, validation, and intended clinical use is provided in Figure 1.
MultiDiseasePred has been released as an open-source package
(https://github.com/fengx13/MultiDiseasePred) that accommodates structured datasets with differing
target sets and feature configurations, with the intended bedside use summarized in Figure 1d. This
study is reported in accordance with the Transparent Reporting of a multivariable prediction model for
Individual Prognosis Or Diagnosis + Artificial Intelligence (TRIPOD+AI) statement14. 

Module 1: Outcome Co-occurrence Assessment

We first characterized the co-occurrence structure of the seven acute-condition targets to evaluate
whether the modeled conditions showed empirical dependence and shared clinical structure. Within the
UMN development and BIDMC external cohorts, we derived pairwise joint and marginal event counts
from the outcome-indicator matrix and summarized each pair by the phi coefficient, which for two binary
indicators is the Pearson correlation between them. The co-occurrence analysis provided empirical
context for the shared-expert design by identifying condition pairs with overlapping clinical structure
while preserving the need for target-specific prediction pathways.

Module 2: Variable Selection by Greedy Forward Selection

Shared predictive structure is only useful if the inputs can be obtained at the moment the prediction is
needed. To reduce feature acquisition burden and support triage-stage implementation, we derived a
parsimonious predictor set from the 62 candidate variables using greedy forward selection. Variables
were added one at a time using only the development data. At each step, separate gradient-boosted tree
models were fitted for the seven acute-condition targets using a random 400,000-encounter subsample
of the development cohort, and candidate variables were evaluated on the held-out selection split.
Among the remaining candidates, the variable selected at each step was the one that produced the
largest improvement in macro-averaged AUROC across the seven acute-condition targets, conditional on
the variables already selected. The final number of variables was determined by a prespecified
performance-retention rule that took the smallest value of k reaching at least 98% of the AUROC
obtained with all 62 candidate variables, which selected 12 variables. The resulting 12-variable set was
then fixed before final model training, external validation, and comparison with baseline models. The
selected variables and their definitions are listed in eTable 1.

Module 3: Multi-task Modeling with Mixture-of-Experts Representation

With the input set now fixed, the co-occurrence structure characterized in Module 1 motivated a shared-
representation design over those twelve variables. The framework jointly models the nine binary
prediction targets within a single multi-task, multi-label architecture, allowing each encounter to be
associated with multiple acute conditions and disposition outcomes. The retained variables are passed
to a shared pool of 13 feedforward expert subnetworks, following a Mixture-of-Experts formulation15–17.
For each target, expert outputs are combined using a learned gate over the shared pool, formed by
averaging two target-specific logit matrices and normalizing at a fixed temperature. The gate does not
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depend on the input, so each target applies the same weighting of experts to every encounter. The
resulting task-adapted representation is passed to a target-specific linear output layer, which
accommodates differences in baseline prevalence and decision boundaries across endpoints. All nine
risks are therefore generated in a single forward pass per encounter. The full network specification,
regularization terms, and training hyperparameters are provided in Supplementary eMethods 2.

Module 4: Calibration and Interpretation

Predicted probabilities were calibrated separately for each target by isotonic regression on the logit
scale18, fitted in the development cohort and then applied unchanged to the internal and external
validation cohorts without local recalibration. Calibrated probabilities were treated as the primary risk
estimates. To facilitate comparison across targets with different baseline prevalence, each calibrated
probability was additionally transformed into a log-lift ratio, defined as the natural logarithm of the ratio
between the predicted probability and the target-specific baseline prevalence. Feature attribution was
computed using expected gradients on the logit scale, a sampling-based SHAP-related attribution
method, with estimates averaged across three independently trained model seeds. The four modules
together return, for each encounter, nine calibrated probabilities, the lift of each over its own baseline
prevalence, and the variable contributions behind each one.

Data Sources and Study Cohorts
The University of Minnesota (UMN) cohort was derived from M Health Fairview (MHFV), an integrated
multi-hospital academic health system affiliated with UMN. It included ED encounters from 11 hospitals
in Minnesota between 2019 and 2025, ranging from a Level III academic trauma center to community
EDs. The cohort was used for model development and internal validation. Use of these data was
approved by the University of Minnesota Institutional Review Board (STUDY00023702), which waived the
requirement for informed consent because the analysis was retrospective and used data already
collected in the course of clinical care. 

External validation was conducted in two independent cohorts. The first was the Medical Information
Mart for Intensive Care IV, Emergency Department (MIMIC-IV-ED) database, a de-identified dataset from
Beth Israel Deaconess Medical Center (BIDMC), Boston, comprising ED attendances between 2011 and
201919,20. The second external dataset was derived from Stanford Health Care (Stanford), comprising ED
encounters between 2020 and 202221. Access to both datasets was obtained through PhysioNet under
its credentialing and data use agreement22. Both cohorts were used exclusively for external validation
and contributed no data to model development. The five-level Emergency Severity Index (ESI) was
available across the three cohorts and was used only for cohort characterization; it was excluded a priori
from the candidate predictor set.

Across the three cohorts we assembled 62 candidate variables spanning demographics, triage vital
signs, chief complaints, prior ED utilization and comorbidity indicators (Figure 1b). Comorbidities were
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encoded as binary indicators derived from the Charlson and Elixhauser comorbidity groupings23–25. The
complete ICD-9-CM and ICD-10-CM code sets defining each comorbidity group are provided in eTable 2.
The nine prediction targets are defined in the Prediction Targets section.

Data Preprocessing
We included adult encounters (age ≥ 18 years) and excluded records that lacked a documented arrival
time and contained no information beyond the encounter identifier. The UMN cohort was divided
temporally: encounters from 2019–2023 comprised the development cohort, whereas encounters from
2024–2025 were reserved as the internal validation set. Within the development cohort, a random 20%
(n = 262,687) was held out for variable and model selection and was not used to fit the final model. Each
external cohort was retained in its entirety for external validation. 

Preprocessing was specified by variable type. Triage vital-sign values outside prespecified physiological
ranges were clipped to the nearest boundary. Missing continuous triage vital signs were imputed using
variable-specific medians computed on the development cohort, while missing Glasgow Coma Scale
scores, pain score, and comorbidity indicators were assigned prespecified deterministic values. Full
details of the missingness and the imputation protocol are provided in eMethods 1. After applying the
cohort-selection criteria, the UMN cohort comprised 1,664,277 encounters. Missingness for each
retained variable is reported in eTable 3. The same preprocessing rules were applied to every encounter
regardless of age, sex, or site, and no step was conditioned on a demographic characteristic. Whether
the resulting imputation rates differ across demographic groups was not examined.

Prediction Targets
We defined nine binary prediction targets for each index ED encounter, including seven primary acute-
condition targets and two secondary disposition endpoints. The disposition endpoints were
hospitalization and a composite critical outcome. Hospitalization was defined as admission from the ED
to an inpatient ward. The critical outcome was defined as ICU admission within 12 hours of ED arrival or
all-cause in-hospital mortality. These components were combined because each was infrequent and
both represent severe clinical trajectories relevant to early ED risk stratification; similar composite
outcomes have been used in previous ED risk-prediction studies26,27. 

The seven acute condition targets were sepsis, acute respiratory distress syndrome (ARDS), chronic
obstructive pulmonary disease (COPD)/asthma exacerbation, acute coronary syndrome (ACS), viral
pneumonia (VP), pulmonary embolism (PE), and acute kidney injury (AKI). These targets were selected
as clinically important, time-sensitive conditions that may present with overlapping, nonspecific
symptoms and physiological abnormalities at triage and may co-occur within the same encounter. AKI
was included as a common and clinically consequential co-occurring condition, particularly in systemic
and critical illness. This target set was intended as a proof-of-principle application of a framework that
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can accommodate broader sets of non-mutually exclusive clinical risks. Across sites, target labels were
harmonized using diagnosis codes and, where applicable, disposition, procedure, and care-location data.
Detailed target definitions and coding rules are provided in eTable 4.

Evaluation and Statistical Analysis
All ED encounters meeting the eligibility criteria in each data source were used, so the study size was
determined by the available data rather than by a target precision. Precision is limited by the rarest
endpoint rather than by cohort size. Baseline characteristics were summarized by cohort using means
with standard deviations or medians with interquartile ranges for continuous variables, and counts with
percentages for categorical variables. Given the large cohort sizes, between-cohort differences were
described without formal hypothesis testing as negligible differences could yield very small P values.
Model performance was evaluated in the UMN internal validation set and the two independent external
validation cohorts from BIDMC and Stanford. Discrimination was quantified using the area under the
receiver operating characteristic curve (AUROC) and the area under the precision–recall curve (AUPRC),
with AUPRC emphasized when interpreting low-prevalence targets28. No resampling, class weighting, or
synthetic minority oversampling was applied at any stage. The observed prevalence of each endpoint
was preserved during training so that the predicted probabilities remain interpretable on the absolute
scale and require no post hoc correction. Because disposition outcomes reflect operational and system-
level influences in addition to patient characteristics, performance was summarized separately for the
seven acute-condition targets and the two secondary disposition endpoints. For each target group,
unweighted macro-averages were calculated by averaging target-specific metrics. Performance was
additionally examined within strata of age band, sex, and ESI in each validation cohort. No fairness
metric was specified in advance and no mitigation procedure was applied. Race and ethnicity were not
extracted or harmonized across the three data sources and could not be examined, which is a limitation
of this analysis rather than a property of the model.

Calibration was assessed graphically using calibration curves and quantitatively using the calibration
slope (ideal value 1), calibration intercept (calibration-in-the-large; ideal value 0), and Brier score29. These
metrics were computed for the calibrated predictions and were summarized per target and as macro-
averages for the acute-condition labels and disposition endpoints separately. Operating characteristics
were calculated on the calibrated probability scale at the highest threshold meeting a pre-specified
sensitivity of 90% for each target; sensitivity rather than positive predictive value was fixed because
prevalence was below 6% for every target except hospitalization. Operating points at 95% sensitivity
were additionally evaluated for sepsis and critical outcome. At each operating point, we report sensitivity,
specificity, positive/negative predictive value, and the proportion of encounters exceeding the threshold.
Decision-curve analysis was performed in all three cohorts to estimate net benefit relative to treat-all and
treat-none strategies across a range of threshold probabilities.
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MultiDiseasePred was compared with the National Early Warning Score (NEWS)30 and five single-task
machine-learning baselines: logistic regression, random forest31, LightGBM32, XGBoost33 and histogram-

based gradient boosting34. Each single-task model was trained separately for each target using the
same 12 variables, development data and calibration procedure as MultiDiseasePred. The full
comparison is reported in eTable 5. Uncertainty was quantified using 1,000 bootstrap resamples to
estimate 95% confidence intervals for each performance metric. Model comparisons were descriptive,
and no formal paired hypothesis tests were performed. As a conservative descriptive criterion,
differences were highlighted only when the corresponding 95% confidence intervals did not overlap. All
analyses were conducted using R version 4.3.1 and Python version 3.9.11.

Results

Multicenter Cohort Characteristics
This study included 2,203,437 ED encounters across three health systems: 1,664,277 from UMN, 422,114
from BIDMC, and 117,046 from Stanford, after application of the cohort-selection criteria shown in
Figure 2. The four analysis cohorts differed in demographic composition, recorded comorbidities, and
outcome prevalence (Table 1), reflecting substantial between-cohort heterogeneity. Median age ranged
from 49.9 years (IQR 33.2–67.8) in the UMN development cohort to 54.0 years in both the BIDMC (IQR
35.0–69.0) and Stanford (IQR 36.0–70.0) cohorts. Chronic pulmonary disease was recorded in 22.2% of
the UMN development cohort compared with 9.5% at Stanford, and fluid and electrolyte disorders in
28.7% and 12.0%, respectively. Hospitalization prevalence ranged from 19.8% in the UMN internal
validation cohort to 47.9% at BIDMC, and the critical outcome ranged from 0.4% to 6.6%. The prevalence
of recorded comorbidities also varied markedly across cohorts (eTable 6).

The acute-condition targets likewise varied in prevalence across cohorts. Sepsis prevalence was similar
in the UMN development, UMN internal validation, and BIDMC cohorts (2.5–2.7%) but lower at Stanford
(0.7%), whereas ARDS remained rare across all cohorts (0.03–0.10%). Despite these prevalence
differences, pairwise outcome-correlation patterns were broadly similar in the UMN development and
BIDMC cohorts (Figure 3). Sepsis and AKI showed the strongest association in both cohorts, with
weaker associations among sepsis, ACS, and AKI. Overall, correlations were modest (16 of 21 pairs at
UMN and 19 of 21 at BIDMC had |φ| < 0.10). The Stanford cohort was excluded from the correlation
analysis because several condition-specific event counts were too low to support stable pairwise
estimates.

Model Performance and Parsimony
The UMN internal validation set comprised 350,842 encounters from 2024–2025. The 12-variable
MultiDiseasePred model achieved a macro-averaged AUROC of 0.900 (95% CI, 0.897–0.903) and a
macro-averaged AUPRC of 0.213 (0.208–0.218) across the seven acute conditions. Across the two
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disposition endpoints, the corresponding macro-averaged AUROC and AUPRC were 0.852 (0.849–0.856)
and 0.307 (0.298–0.316), respectively (Table 2). Performance against NEWS and five single-task
machine-learning baselines trained on the same variables is reported in eTable 5.

The endpoint-level performance for the MultiDiseasePred model in internal validation was summarized
in Table 2. Across the nine targets, AUROC ranged from 0.790 (95% CI, 0.788–0.792) for hospitalization
to 0.964 (0.961–0.968) for pulmonary embolism, whereas AUPRC ranged from 0.022 (0.003–0.040) for
ARDS to 0.505 (0.501–0.509) for hospitalization. For sepsis, AUROC was 0.844 (0.840–0.848) and
AUPRC 0.190 (0.182–0.198). For ARDS, which had a prevalence of 0.06% in the internal validation
cohort, AUROC was 0.897 (0.877–0.916), whereas AUPRC was 0.022, approximately 38-fold above the
prevalence-based no-skill baseline. Receiver operating characteristic and precision–recall curves for all
nine endpoints are shown in eFigures 1 and 2.

In external validation, discrimination varied across targets and sites (Table 3). Across the seven acute-
condition targets, the macro-averaged AUROC and AUPRC were 0.793 and 0.116 at BIDMC and 0.866
and 0.082 at Stanford, respectively. For the two disposition endpoints, the corresponding values were
0.699 and 0.426 at BIDMC and 0.710 and 0.260 at Stanford. Endpoint-level AUROCs ranged from 0.744
for pulmonary embolism to 0.848 for COPD/asthma exacerbation in BIDMC and from 0.787 for acute
kidney injury to 0.932 for pulmonary embolism in Stanford. AUPRCs ranged from 0.008 for ARDS to
0.673 for hospitalization in BIDMC and from 0.004 for ARDS to 0.414 for hospitalization in Stanford,
consistent with marked variation in target prevalence across sites. Endpoint-level results for all
comparator models at each external site are provided in eTable 5, with additional results for the two
disposition endpoints in eTable 7; corresponding curves are shown in eFigures 3 and 4.

The number of retained variables was determined using a criterion specified before inspection of the
selection curve: the smallest value of k achieving at least 98% of the macro-AUROC obtained with all 62
candidates. This criterion selected 12 variables, yielding a macro-averaged AUROC of 0.912 compared
with 0.928 for the full candidate set on the selection split (Figure 4, eTable 9). The marginal AUROC gain
per additional variable declined approximately twenty-fold between k = 2 and k = 15, without a clear
inflection point or plateau, the 12-variable set reflected the prespecified performance-retention criterion.
Applying thresholds of 95% and 97% would have selected 7 and 10 variables, respectively. For
descriptive comparison, the same feature-count sweep was repeated in each of the three health-system
cohorts. In the internal validation set, the 12-variable model reached a macro-AUPRC of 0.213 (0.208–
0.218) against 0.274 for the same architecture trained on all 62 candidates. Reductions were more
pronounced for AUPRC among the rarer targets. For sepsis, AUROC was 0.844 (0.840–0.848) versus
0.873 and AUPRC 0.190 (0.182–0.198) versus 0.235; for pulmonary embolism, AUROC was 0.964
(0.961–0.968) versus 0.969 and AUPRC 0.282 (0.263–0.300) versus 0.411 (eTable 11). Thus, the
parsimonious model retained most of the full model’s discrimination as measured by AUROC but
incurred larger reductions in precision–recall performance, particularly for rare targets.
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Model Interpretation and Calibration
Expected-gradient attribution analysis showed distinct target-specific patterns across the nine prediction
targets (Figure 5). Age had the highest mean absolute attribution overall (0.603, compared with 0.387 for
diastolic blood pressure) and ranked first across all three training seeds. Attribution profiles differed
across the respiratory targets: for ARDS, the largest attributions were observed for diastolic blood
pressure (0.73), fluid and electrolyte disorders (0.61), and oxygen saturation (0.49), whereas viral
pneumonia showed the largest attributions for oxygen saturation (0.47) and age (0.44). Chronic
pulmonary disease had the largest attribution for COPD/asthma exacerbation (1.76, the largest target-
specific value in the attribution matrix). For acute coronary syndrome, age had the largest attribution
(1.08), followed by prior myocardial infarction (0.47). Pulmonary hypertension had relatively small
attributions for eight targets (0.05–0.11) but the largest attribution for pulmonary embolism (0.69).

Two pre-existing comorbidity indicators accounted for a substantial proportion of discrimination for their
corresponding targets (eTable 12). Pulmonary hypertension alone achieved an AUROC of 0.929 for
pulmonary embolism, representing 92% of the full model’s AUROC gain above 0.5. Chronic pulmonary
disease alone achieved an AUROC of 0.883 for COPD/asthma exacerbation, representing 83% of the
corresponding gain achieved by the full model. Because the comorbidity look-back period ended before
the index encounter, these findings were not attributable to direct temporal leakage; however, they
indicate that predictions for these two targets depended substantially on a single recorded historical
feature.

In the UMN internal validation set, calibration curves generally showed close agreement between
predicted and observed event rates across targets (Figure 6). For hospitalization, predicted probabilities
extended to approximately 0.6 and closely followed the ideal calibration line. Similar patterns were
observed for sepsis, viral pneumonia, and AKI, although calibration estimates for rare outcomes,
including ARDS and the critical outcome, were based on comparatively few events. The mean calibration
slope across the nine targets was 1.00, with target-specific values ranging from 0.93 to 1.20, and the
macro-averaged Brier score was 0.027. Calibration intercepts ranged from −0.23 to +0.14 for eight
targets. Viral pneumonia showed a larger negative intercept (−1.04), consistent with overprediction after
its prevalence decreased from 0.90% in the development cohort to 0.38% in the internal validation set.
Target-specific calibration metrics for all four cohorts are reported in eTable 14, with corresponding
curves in eFigures 6 and 7. Decision-curve analysis showed positive net benefit relative to treat-all and
treat-none strategies across the evaluated threshold ranges in all three validation cohorts (eFigures 8
and 9).

Using the calibrated probability scale, we evaluated target-specific operating points corresponding to
90% sensitivity. Across the seven acute-condition targets, macro-averaged specificity was 73.2%. For
pulmonary embolism, positive predictive value was 10.6%, compared with a prevalence of 0.74%, at a
specificity of 94.4%. The corresponding values were 5.5% versus 2.7% for sepsis at 57.6% specificity and
0.9% versus 0.4% for the composite critical outcome at 57.2% specificity. Positive predictive values
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remained modest in absolute terms for targets with prevalence below 3%. Negative predictive value was
99.07% for AKI and exceeded 99.5% for the other six acute-condition targets, although these values
should be interpreted in the context of their low baseline prevalence. The same thresholds were applied
without modification to the two external cohorts, with results reported in eTable 15; target- and model-
specific operating characteristics are provided in eTable 16. 

To illustrate patient-level output, MultiDiseasePred was applied to a constructed, composite ED
encounter involving a 67-year-old man presenting with fever, tachycardia, tachypnea, hypotension, and
hypoxemia, with prior myocardial infarction, chronic pulmonary disease, renal disease and shortness of
breath as the chief complaint (NEWS score 7; Figure 7). Using the 12-variable set, MultiDiseasePred
generated calibrated probabilities, prevalence-adjusted log-lift ratios, and target-specific feature
attributions across the nine prediction targets. Sepsis, AKI, and ACS had the highest prevalence-adjusted
rankings. This example demonstrates the presentation and interpretability of model outputs rather than
providing independent evidence of predictive validity or clinical benefit.

Discussion
In this large multicenter study, we developed and externally validated MultiDiseasePred, a general
interpretable multi-task learning framework for simultaneous multi-condition risk prediction, and
demonstrated its clinical utility in an emergency department triage application involving seven acute
conditions and two disposition endpoints. By combining a shared expert pool with target-specific
routing, the Mixture of Experts framework selectively shares predictive information across related
targets while preserving target-specific patterns. Its calibrated probabilities, prevalence-adjusted cross-
target summaries, and target-specific feature attributions provide a unified and interpretable risk profile
before laboratory or imaging results are available. Performance in the internal validation set and two
independent external health systems supports the feasibility of this approach across heterogeneous ED
settings without local retraining or recalibration. Against single-task models trained using the same 12
variables, MultiDiseasePred was competitive but not uniformly superior across targets and sites. Its
principal contribution therefore lies not in maximizing discrimination for every individual endpoint, but in
generating a coordinated and interpretable nine-target risk profile in a single inference pass. Variation in
cross-site performance and calibration, together with substantial dependence on individual historical
variables for some targets, indicates that MultiDiseasePred should be viewed as a prioritization aid
requiring local assessment and prospective workflow evaluation rather than as a deployment-ready
diagnostic system28.

Beyond the single-task baselines evaluated here, MultiDiseasePred also differs from established
disease-specific assessment pathways. Many existing tools are designed to refine risk assessment once
a particular condition has entered the differential diagnosis. For myocardial infarction, machine-learning
approaches applied to cardiac troponin can estimate individualized risk rather than relying on a single
universal threshold, but they still require biomarker results to be available35. For sepsis, screening
models that do not require laboratory values can be applied early, including at triage, but they remain
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focused on a single syndrome36. For pulmonary embolism, diagnostic evaluation is typically stepwise,
with pretest clinical probability guiding the use of D-dimer testing and imaging37. MultiDiseasePred
addresses an earlier and broader triage question: among several plausible and potentially co-occurring
acute conditions, which risks should be prioritized before definitive testing is available? Its
discrimination was broadly comparable to that reported for dedicated disease-specific models, although
these comparisons are indirect because published models were developed in different populations, often
used laboratory or longitudinal data rather than triage variables alone, and in some cases addressed
related but non-identical targets38–45, with particular relevance for low-prevalence targets38. By
producing simultaneous calibrated risks for seven acute conditions and two disposition endpoints from
the same triage-available inputs, MultiDiseasePred provides a unified risk profile that is more aligned
with the early, nonspecific nature of ED decision-making than a sequence of separate disease-specific
assessments.

Joint modeling of co-occurring or clinically related conditions is emerging across different data
modalities. ProtAIDe-Dx, a deep joint-learning model trained on plasma proteomics from 17,187
individuals, generated simultaneous probabilistic diagnoses for six dementia-associated conditions and
identified shared as well as disease-specific protein networks, illustrating how a single model can
represent both common and condition-specific signals46. Similarly, representation-learning approaches
based on coded electronic health records have shown that one learned patient representation can
support multiple downstream prediction tasks47. These studies support the broader premise of multi-
condition modeling, but their clinical settings differ from ED triage: proteomic testing requires a
dedicated assay, and longitudinal EHR representation learning depends on accumulated historical
records. MultiDiseasePred extends this principle to a low-latency emergency-care setting, where the
relevant question must be addressed using information already available at triage and before laboratory
or imaging results return.

The practical value of MultiDiseasePred lies in this early triage setting. Before laboratory or imaging
results are available, the triage team faces a broad question: which plausible acute conditions should be
prioritized? MultiDiseasePred uses only triage-available information to generate a calibrated,
interpretable risk profile for seven acute conditions and two disposition endpoints in a single inference
pass. For each target, the model reports not only the estimated risk but also the features that
contributed to that estimate. Because all targets are modeled within a shared framework, the same
patient feature can be interpreted across conditions, revealing whether it is broadly informative,
condition-specific, or essentially irrelevant for a given target. This unified output is more aligned with
early ED decision-making than a set of separate disease-specific models.

The parsimonious feature set reduces input requirements, although this simplification was accompanied
by lower precision–recall performance for some rare targets compared with the 62-variable model.
Excluding the ESI from the candidate predictors also limits circular reuse of clinician-assigned triage
acuity. MultiDiseasePred is therefore intended as clinician-in-the-loop decision support rather than an
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autonomous diagnostic or disposition system, and its calibrated probabilities and target-specific
explanations may help clinicians organize multiple plausible risks and identify conditions warranting
further assessment. However, ease of integration, usability, alert burden, and effects on clinical decision-
making were not evaluated, and cross-site variation indicates that local performance and calibration
should be assessed before implementation. Two practical points follow for implementation. Values that
are missing at the moment of prediction are filled with the same development-cohort medians used
during training, so a deployed instance behaves identically to the evaluated model rather than adopting a
local imputation that was never tested, and values outside the prespecified physiological ranges are
clipped to the nearest boundary as they were during development. The released software does not
silently impute absent or non-numeric columns and instead reports which inputs are unusable, because
an input error corrected at triage is preferable to a risk profile computed from a value the model never
saw. Using the model requires no additional data entry and no expertise beyond routine triage practice,
because all twelve variables are either recorded by the triage nurse at arrival or already present in the
record. Interpretation of the resulting risk profile, including the variable attributions, is intended for
clinicians rather than direct patient-facing communication.

Many emergency departments already use protocolized, nurse-initiated pathways for time-sensitive
conditions such as sepsis and chest pain, in which standing orders allow selected early steps to begin
before physician evaluation. A familiar example is the triage electrocardiogram obtained for patients
reporting chest pain. If validated prospectively, MultiDiseasePred could support selected early
components of these pathways, such as electrocardiography, laboratory testing, blood cultures, or
lactate measurement before provider assessment48. Because these actions are generally lower risk than
definitive treatment or disposition decisions, they could in principle shorten time-to-results and time-to-
treatment, including door-to-antibiotic time in sepsis and door-to-electrocardiogram time in suspected
acute coronary syndrome49–51. We emphasize that this remains a hypothesis to be tested. These triage-
initiated steps concern early diagnostic workup rather than disposition, which is typically considered
later in the encounter. Appropriate operating thresholds, the specific actions suitable for protocolized
initiation, and the net effect on triage decisions, diagnostic efficiency, resource allocation, and patient
outcomes should be established in prospective implementation studies co-designed with emergency
clinicians. Displaying nine risks simultaneously also requires careful presentation: calibrated absolute
probability should remain the primary output because absolute risk is what clinicians act on, whereas the
log-lift ratio serves as a secondary aid for comparing risks across targets with different baseline
prevalence. The divergence between discrimination and precision at Stanford illustrates the same issue:
under prevalence shift, a well-ranked model can still yield few true positives per alert. Therefore, site-
specific calibration assessment, subgroup evaluation (as shown in eTable 17, eFigure 10), and
prospective workflow testing should precede implementation.

This study has several limitations. First, MultiDiseasePred was evaluated retrospectively, so its effect on
ED decision-making, workflow efficiency, resource allocation, and patient outcomes is unknown;
prospective silent validation and implementation studies are needed before clinical deployment. In
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addition, our comparisons against single-task baselines evaluate the end-to-end modeling pipeline rather
than the architecture in isolation. An ablation holding variables and training protocol fixed is reported in
eTable 18, and the gain from averaging seeds rather than ensembling them in eTable 19, but the
separate contributions of the shared expert pool, task-specific routing and expert dropout were not
individually quantified, which we identify as important future work. Second, the variable budget was
chosen against the seven acute conditions alone, with no vote from the two disposition endpoints; a set
selected with disposition weighted equally would probably differ, and the reduction from 62 variables to
12 was not evaluated for the disposition endpoints. Third, two comorbidity flags account for most of the
discrimination on their own endpoint, so for pulmonary embolism and COPD/asthma exacerbation the
model is substantially re-expressing a single recorded history item. Fourth, the model was deliberately
restricted to structured triage and historical variables to enable early prediction and therefore does not
incorporate laboratory results, imaging, medication data, or unstructured clinical notes; future work could
develop dynamic models that update risk estimates as additional information accrues during the
encounter. Fifth, target labels were derived from routinely collected data and may be influenced by site-
specific coding, documentation, and diagnostic practices. Sixth, missing data were handled using
predefined rule-based and median imputation, and the effect of the imputation strategy was not re-
examined for the final twelve-variable set; because missingness in emergency care may itself be
informative, future analyses should examine missingness mechanisms and compare alternative
imputation strategies. Finally, although external validation supported transportability across two
independent health systems, local calibration, subgroup performance, fairness across demographic
groups52, and clinician-facing workflow integration remain to be evaluated prospectively.
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Figures

Figure 1

Development, validation, and clinical use of MultiDiseasePred.

Notes: (a) The three contributing health systems, with the period each contributed and its role: M Health
Fairview / University of Minnesota for development and internal validation, and Beth Israel Deaconess
Medical Center and Stanford Health Care for external validation. (b) The 62 candidate variables, grouped
into five domains, all recorded within minutes of arrival, and the nine prediction targets: seven acute
conditions treated as primary endpoints and two disposition endpoints treated as secondary. (c) The
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framework in four steps. c1, the seven acute conditions co-occur unevenly, which is what motivates a
shared representation rather than nine independent models. c2, variables are added one at a time by
greedy forward selection, and the number retained is fixed by a rule specified before the curve was
examined. c3, the twelve retained variables are standardized and passed to a shared pool of experts; a
per-endpoint gate takes one softmax row over that pool, the weighted combination forms a target-
specific representation, and one output head per endpoint produces all nine risks in a single forward
pass, with optional per-site recalibration of two numbers per endpoint, shown as optional and not used in
the reported external validation (Table 3). c4, the outputs are one calibrated risk per endpoint from that
single pass, each expressed relative to its own base rate so the nine are comparable, and evaluated for
discrimination and net benefit. (d) At the bedside the risk summary is returned at triage, before any
laboratory or imaging result: endpoints are ranked by lift over their own base rates rather than by
absolute probability, and each variable’s contribution to each endpoint is shown. The output is a
prioritization aid, not a diagnosis.

Abbreviations: UMN, University of Minnesota; BIDMC, Beth Israel Deaconess Medical Center; AUROC,
area under the receiver operating characteristic curve; NEWS, National Early Warning Score; EG, expected
gradient.

Figure 2

Study cohort derivation.

Notes: Inclusion and exclusion criteria and the resulting analysis cohorts at the three participating health
systems. The UMN cohort was split temporally into a development cohort (2019–2023) and an internal
validation set (2024–2025); within the development cohort a random 20% was held out for variable
selection. The BIDMC and Stanford cohorts were reserved in their entirety for external validation. All
counts are taken from the analysis files; a screened count is shown only where the source extract could
be identified and re-counted.
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Figure 3

Pairwise correlation structure of the seven acute conditions in the UMN and BIDMC cohorts.

Notes: Each row shows the co-occurrence structure of the seven acute conditions, sepsis, acute
respiratory distress syndrome (ARDS), COPD/asthma exacerbation, acute coronary syndrome (ACS), viral
pneumonia (VP), pulmonary embolism (PE), and acute kidney injury (AKI), in the UMN development
cohort (top, a–b) and the BIDMC external cohort (bottom, c–d). Panels a and c present dependence
networks as chord diagrams, in which each perimeter arc represents one condition and each ribbon
connects a pair of conditions; ribbon width and color intensity are both proportional to the pairwise
correlation between the two conditions. Panels b and d present the corresponding lower-triangular
correlation matrices, with the Pearson correlation coefficient (φ coefficient for binary outcomes)
annotated in each cell. For two binary (0/1) condition indicators, the φ coefficient equals the Pearson
correlation between them and was computed from the 2×2 co-occurrence table as φ = (n11·n00 −
n10·n01) / √[(n11+n10)(n01+n00)(n11+n01)(n10+n00)], where n11 is the number of encounters positive
for both conditions, n10 and n01 the numbers positive for only one, and n00 the number positive for
neither. Correlations were computed between binary outcome indicators across all index ED encounters
in each cohort. Color encodes the pairwise correlation on a common scale across both panels and
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cohorts; a square-root color scale is used to improve the visibility of weak correlations. The strongest
association in both cohorts was between sepsis and AKI, with additional correlations among sepsis,
ACS, and AKI.

Figure 4

Variable selection by greedy forward selection.

Notes: (a) Macro-averaged AUROC over the seven acute conditions, computed on the 20% split of the
UMN development cohort held out for variable selection, as variables are added one at a time by greedy
forward selection; the variable added at each step is given in eTable 1. The dashed grey line is the
AUROC obtained with all 62 candidate variables (0.9280) and the dotted red line is 98% of it (0.9095), the
threshold fixed before the curve was examined; the smallest k reaching that threshold is 12 (0.9115). (b)
The AUROC gained per variable added, on a logarithmic axis. The gain decays approximately twenty-fold
between k = 2 and k = 15 with no kink and no plateau, so k = 12 is a disclosed choice rather than an
inflection point in the data; the single step up, at k = 11 to 12, is smaller than the spread across training
seeds. (c) The number of variables the same rule would select at other thresholds: 95% returns 7
variables, 96% returns 8, 97% returns 10, and 99% is not reached within the 15 variables the greedy
sweep recorded. The full curve is tabulated in eTable 9, and the same sweep repeated in all three cohorts
is shown in eFigure 5 and eTable 10.
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Figure 5

Expected-gradient attribution of the twelve retained variables across the nine prediction targets.

Notes: Left, the mean absolute expected gradient of each of the twelve retained variables, averaged over
the seven acute conditions, with variables ordered by that quantity; the color block at the far left marks
the variable’s domain (purple, demographic; green, triage vital sign; orange, comorbidity; red, chief
complaint); whiskers give the spread across three training seeds, and bar color indicates whether the
variable’s typical value at triage lies below (blue) or above (red) the baseline used for the attribution.
Right, the same quantity computed separately for each of the nine targets and printed in every cell; color
is normalized within each row, so a dark cell marks the endpoint a variable matters most for rather than
a large absolute value. The rank column gives the variable’s position in each of the three seeds, and the
bars above the matrix give the total attribution received by each endpoint. Attributions are expected
gradients on the logit scale for the twelve-variable model. Chronic pulmonary disease ranges from 0.06
for hospitalization to 1.76 for COPD/asthma exacerbation, a thirty-fold spread, and illustrates a variable
the model uses for one endpoint and effectively ignores for the rest. The underlying values are tabulated
in eTable 13.

Abbreviations: ACS, acute coronary syndrome; ARDS, acute respiratory distress syndrome; BP, blood
pressure; COPD, chronic obstructive pulmonary disease; EG, expected gradient; MI, myocardial infarction.
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Figure 6

Non-parametric empirical calibration curves across the nine prediction targets.

Notes: Reliability plots map the framework’s calibrated risk predictions (x-axis) against the observed
event proportion (y-axis) across ten equal-sized bins of predicted risk in the UMN internal validation set
(n = 350,842). The solid line traces observed against predicted risk and the shaded band is the Wilson
95% interval on the observed proportion; the dashed diagonal represents perfect calibration. Panels
cover both the high-prevalence disposition target (hospitalization) and the low-prevalence acute
syndromes (sepsis, ARDS, viral pneumonia, pulmonary embolism, COPD/asthma exacerbation, acute
coronary syndrome, and acute kidney injury), as well as the composite critical outcome. Axes differ by
panel because prevalence spans three orders of magnitude.
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Figure 7

End-to-end real-time inference and clinical decision support for a representative composite patient
encounter.

Notes: The operational pipeline is illustrated using a constructed, representative composite case of a 67-
year-old male presenting with acute, non-specific symptoms spanning several organ systems; this case
was designed to demonstrate the inference pipeline and does not correspond to any single real patient.
The framework uses the 12 routinely available variables (panel a) to execute real-time inference (panel
b). Predicted risks are contextualized relative to each target’s population baseline prevalence using
localized log-lift ratios (panel c), which rank sepsis, acute kidney injury (AKI), and acute coronary
syndrome (ACS) as the highest-priority emergency hazards. The illustrative downstream course shown in
panel d, including the reference diagnoses and representative interventions (sepsis bundle initiation and
specialist consults), was constructed to be concordant with the initial triage risk profile. The subject
identifier and presentation date and time shown are fictitious placeholders that do not correspond to any
real individual. Triage acuity is shown as part of the recorded presentation and is annotated in the figure
as not used by the model.
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